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Abstract
The amount of text available to us on a daily basis, in the form of
blogs, news articles, and social media updates, is larger then it
has ever been. Being able to analyze large amounts of text and
being able to determine its overall sentiment by using machine
learning algorithms has been a large area of research during the
last few decades. This thesis will attempt to build on that work
by looking at three different algorithms – Naive Bayes, Support
Vector Machine and J48 Decision Tree, and evaluating their per-
formance on the special problem of identifying curiosity in text.
It also examines differences in result depending on how the fea-
ture  selection  is  performed.  The  results  indicate  that  Naive
Bayes performs the best at the task.
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 1. Introduction

Every day, there is a large amount of text available to us in the form of blogs, news articles,
and social media updates. Being able to analyze large amounts of text and being able to de-
termine its overall sentiment by using machine learning algorithms has been a large area
of research during the last few decades. This thesis will attempt to build on that work by
looking  at  three  different  algorithms  and  evaluating  their  performance  on  the  special
problem of identifying curiosity in text. It will also examine differences in result depending
on how the feature selection is performed. The practical applications of this work could be
both for research, such as examining attitudes and sentiment around for example political
candidates. But also commercial applications, such as evaluating the efficacy of a market-
ing campaign and public interest in a product or a service. 

 1.1.Purpose and goals

The goals of this thesis work are as follows:

- Give a brief overview of related work within the area of text classification.

- Examine the selection of the feature set used to perform the classification. 

- Comparing three common machine learning algorithms – Naive Bayes, Support Vector
Machine and J48 Decision Tree, and evaluate their results when attempting to classify a
set of given sentences as curious or non-curious.

The reason for choosing these particular algorithms is that they seemed interesting and I
encountered them often when doing the research for this thesis. A more general compari-
son between these three was also done by Huang et. al. (2003) [COMP].

I will also present the words which turned out to play the biggest part in the classification
of the sentences. The words will be selected based on information gain. See section 3.2.

 1.2.Pre-processing, training and testing
Three of the key concepts in machine learning and text classification are pre-processing,
training and testing. The pre-processing of data refers to the process of selecting and filter-
ing the features which will be used for the classification of documents. This is both a cru-
cial part of the process and a very large subject, and the pre-processing methods used for
this work will be described further in section 2.2.

The training refers to when an (often large) amount of training data is used as input in a
machine learning algorithm, which then uses that data to build a model, the goal of which
is being able to classify other, similar data according to the rules learned from the training
data.

The test data is the data that is given to the classifier after it has been trained on the train -
ing data. The classifier will use its learned rules on this test data and attempt to classify the
data correctly.

 1.3.Related work
It is worth mentioning here that far from all machine learning and classification work is
done on text. The area of machine learning and feature selection is a very large area, but
this work will be limited to relaying related works within text classification.

Bo Pang and Lillian Lee have conducted some research within sentiment analysis. Their
focus have been on classifying the overall sentiment of movie reviews. They described a
method of sentiment analysis where neutral sentences are removed before the actual text
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classification takes place, and so the classification is only performed on sentences contain-
ing relevant information for the classifier[SENTED].

Pang and Lee later published a paper within the same subject where they focused on meth-
ods of being able to correctly predict an author's “star-rating” on a movie based on the
text in the review [SESTAR]. In a related study by Sriram et. al (2010), usage of repeating
characters or uppercase letters was used to capture emphasis by  [STCLAS].

Some work has also been done within the closely related subject of question classification.
This subject usually refers to classifying sentences known to be questions in terms of what
type of answers the question requires. In this area, Zhang and Lee (2003) found that sup-
port vector machines outperformed four other machine learning techniques [QDETSVM]. 

 2. Method

When performing text classification, a classification algorithm uses a training set to learn
common features of the documents in the data set and from that builds a model, which is
then used to evaluate new documents. 

To perform the experiments, I used the Weka Machine Learning Platform [WEKA]. I used
a test set of 506 sentences which I marked by hand as curious or non-curious (1 or 0). The
sentences were taken from fictional short stories which were found online. I then filtered
and pre-processed the data set in the ways that will be described below. After that, the
data was given as training data to three different machine learning classifiers. The model
that was built by the classifiers was then used to evaluate a test set, which was separate
from the training set, but used the same filtration and pre-processing. The test set con-
sisted of 228 sentences. The performance of each classifier was written down. 

The usual practice when performing machine learning experiments is to add a third step,
where one evaluates the model on a third data set, which is only to be used after the classi-
fier has been fine tuned on the training- and test set. This step has been left out in this the-
sis because of a lack of data.

The test data was created and tested continuously during the thesis work. First by simply
finding random text chunks and copying sentences into the document used by the learning
software and annotating them by hand. About halfway into the thesis work, a sentence
splitter was built, which split large text chunks into sentences in the format required by
the software. These sentences could then be annotated by hand.

Also, all punctuation was removed in the training- and test data, so the classifiers could
only work with word presence, frequency, and to some extent, ordering. 

 2.1.Metrics
I have used two different metrics to evaluate the performance of the classifiers: a) Cor-
rectly Classified Instances, and b) F-measure. The former is simply the share of correctly
classified sentences given in percent.  The latter is a touch more complicated. F-measure is
a common metric for determining the performance of classifiers and is defined as the har-
monic mean of the metrics precision and recall. That is 
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Precision=
True Positives

True Positives+FalsePositives

Recall=
True Positives

True Positives+False Negatives
[PRECREC]

and

F−Measure=2⋅Precision⋅Recall
Precision+Recall

[FMES]

It is given as a positive fraction between 0 and 1, where higher is better.

 2.2.Pre-processing

When it comes to pre-processing, it is important to decide how you select the features
which the classifier will be fed. There are a wide range of alternatives available and during
this work I have only been able to familiarize myself with a few of them. In short, these are
the filtering alternatives I have chosen to experiment with. Each of these can be quite large
subjects in their own right, so they will only be covered briefly here. For more information
about filtering and pre-processing, the Weka Documentation, available at their website is a
good place to start [WEKDOC]. Note that experiments were conducted with different com-
binations of these pre-processing settings 

 a) Stemming
When splitting the sentences into separate words one can use a stemming algorithm to re-
duce the words to their  most  basic  component.  In this  work I  have used the Iterated
Lovins  Stemmer,  first  described  by Peter  Turney  [EXKEYALG] .  This  is  (as the name
would suggest) an iterative version of the Lovins Stemming Algorithm [LOVSTEM]. Iter-
ated Lovins is a very aggressive stemming algorithm, which feeds the resulting word from
the previous iteration into the next iteration, until the word no longer changes. For exam-
ple: Feeding the algorithm the word “incredible” results in “incred” as output. Feeding it
“incred” results in the word “incr”. Feeding “incr” once again results in “incr”, and so the
repeating terminates. Stemming the words results in a smaller set of features, since some
words will be “stemmed together” into a single feature.

 b) Wordcount
A commonly  used  strategy  when dealing  with  text  classification  is  filtering  out  words
which only appear in the corpus a very limited number of times. These rare words can be
eliminated on the grounds that they are unlikely to provide much assistance in future clas-
sifications [EMPSTUD]. In the experiments which utilized the wordcount function, I chose
to eliminate all words which appeared less than three times in the entire corpus. This is
because it is likely that, aside from the obvious question words (what, why, who, where,
etc.), curiosity will be found more in sentence structure and specific word sequences than
in the use of rare words. Likely, the minimum word count could have been raised even
more without adversely effecting the results.

 c) N-Grams
Instead of splitting every document into words, it is also possible to capture parts of sen-
tence structure and common expressions by using n-grams, that is, features which consist
of  n sequential words. Commonly used are unigrams, bigrams and trigrams, that is, fea-
tures which include one, two or three words. An example of a unigram would be “boat”. A
bigram would be “a boat”, and a trigram would be “riding a boat”. When pre-processing
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the data set in this work, I allowed the string splitting algorithm to use all three of these
types of n-grams, to give maximum coverage. As mentioned above, a lot of the common
traits of questions and curios sentences comes down to certain word sequences or in which
order words appear in a sentence, so the use of n-grams seemed like a very useful tool in
pre-processing.

It is also not uncommon to use a list of stop words which are filtered out from the feature
set. These are words that are very common within the language and in sentiment analysis
they are considered to contain very little useful information, since words like “I”, “the” and
“and” can be found in both positive or negative sentences. When it comes to identifying
curiosity however, a lot of information may be contained in the sentence structure itself, so
I have elected not to use a list of stop words.

 2.3.Algorithms
Here follows a short description of the three machine learning algorithms used to perform
the tests.

 a) J48 Decision Tree
The J48 Decision Tree builds a tree structure using the training set which is given to it,
and uses the rules given by that tree to classify new sentences. The principles can likely
best be understood by an example.

The following sentences was pre-processed to use single words as attributes and given to
the J48 classification algorithm:

'What is happening?', 1

'Where am I?',1

'This is a test sentence.',0

'Running can be good for you',0

'Where would you run to?',1

The 1 and 0 after each sentence indicates the class of the sentence (1 is curious, 0 is non-
curious).  The tree built by J48 based on the training data is shown in Illustration 1.

Any  test  data  evaluated  with  this  model  will  do  one  simple  check:  Is  the  number  of
“where”  occuring in the sentence larger than zero? If it is, the sentence will be classified as
curious. If not, it will be classified as non-curious. As can be seen in the numbers in paren-
thesis in the leftmost leaf of the tree, this will result in one error in the training data. Three
sentences will be correctly classified, and one will be incorrect. The sentence “What is hap-
pening?” is a curious sentence, but contains no instances of the word “where”. The sen-
tence was therefore not classified as curious, based on this very small training set. The

Illustration 1: Basic J48 Tree Example
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more data the algorithm has to work with, the larger the tree will become, and the larger
the accuracy will become.

The algorithm chooses which words to split the tree on based on information gain. The
concept of information gain will be covered in more detail in section 3.2.

 b) Naive Bayes
The Naive Bayes algorithm uses Bayes' Theorem, which can be formulated as follows:

Where A and B are events, P(A) and P(B) are the probabilities of A and B without regard to
each other, and P(A|B) is the conditional probability of A, given B.

When there are more than one attribute to consider, the conditional probabilities of each
attribute occuring given a class are multiplied together to form P(B|A). 

The Naive Bayes algorithm is called naive because it makes the naive assumption that the
occurance and frequency of the attributes are not dependent upon each other. In spite of
this assumption, which obviously does not hold in all real life situations, it has been shown
to perform well in text classification tasks, as in [THUMBSUP].

It might be relevant to note that Naive Bayes uses the frequency of classifications in the
training set when performing new classifications, so if the ratio of the classes are signifi -
cantly different in the training set and the test set, the results might be skewed. 

 c) Support Vector Machine
Support vector machines (SVM) in their currently used form was described by Corinna
Cortes and Vladimir Vapnik in in 1995 [SVN]. The basic idea is that given a number of al-
ready classified data points, the algorithm will attempt to find a line intersecting the plane
which has the most safety space, or margin, to the closest data points on either side. These
closest data points are called the support vectors. Illustration 2 shows a plane with a num-
ber of classified data points and an intersecting line which shows where a SVM might draw
a line for classification of test data.

The idea is that using the available training data, the hyperplane which leaves the most
distance to the data points on either side is used to classify the data in the test set, the as -
sumption being that the test set will follow a similar pattern as the training set. SVM has
been shown both theoretically and experimentally to yield good results in text classifica-
tion problems [TXTCAT]

Illustration 2: Classified data points
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The support vector machine used in this thesis is called SMO (short for Sequential Mini-
mal Optimization), an implementation of a SVM for classification problems with only two
separate classes, provided with the Weka machine learning software.

 3. Results

During the course of the work, tests were continually conducted with a steadily growing
test set. Generally can be said that the larger the test set got, the better the results across
the board. The final run of the test, the results for which are displayed below, used 506
sentences to train the classifier, and 228 test sentences.

 3.1.Algorithm results
In the following section, a visualization of the results of the performed tests is shown. The
data is divided into four graphs. First, two graphs displaying the results (first in percent
correctly classified, and then in F-measure) of the tests where the sentences were split into
single words. The following two have the same structure, but with the data that was split
into n-gram features. Each graph shows the performance of each algorithm with the filter-
ing settings on the x-axis.

Note: In the diagrams below, the F-measure results have been multiplied by 1000 by the
author. This is simply because the software used to draw the graphs could only handle up
to two decimal places.

Illustration 3: Correctly classified instances using single words
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Illustration 5: Correctly classified instances using n-grams
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Illustration 4: F-measure score using single words
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 3.2.Information Gain
When examining what features are important for identifying curiosity, it can be interesting
to look at the information gain of the features. The purpose of this is to find which words
or features are valuable when classifying sentences with respect to curiosity.  It may be
possible to find patterns in the curious sentences which were not apparent to the naked
eye, but can be revealed by analysis. 

Information gain can be described as the amount of information gained by knowing the
value of the attribute. When constructing a decision tree, how do we know which attribute
to split the tree on? The answer lies in information gain, via the concept of information en-
tropy, described in 1948 by Claude Shannon [ENT]. The full explanation of entropy and
information gain will not be covered here, but in short, each branching of a tree being con-
structed is split on the feature which has the most information gain. Information gain is
calculated by looking at the entropy before the split and the entropy after the split for each
of the features.

Looking at all of the features and their information gain would of maybe not be very pro-
ductive, but I have noted which features contributed the most information gain.

When it comes to which features contributed with the most information gain, the different
settings produced slightly different results.

Illustration 6: F-measure score using n-grams
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Singles

Rank Standard Stemmed

1. you you

2. and he

3. her do

4. how and

5. what how

N-Gram

Rank Standard Stemmed

1. you you

2. are you he

3. and are you

4. her do

5. how and

Note however that the information gain is not necessarily an indicator of how likely a sen-
tence is to be classified as curious. The information gain simply tells us how much the
presence of the feature changes the likelihood of a classification in either way. For exam-
ple, the feature “and” has rather large information gain, but it is an indicator that the doc-
ument which contains it will be classified as non-curious.

It can seem surprising that the word “you” appears on the top of each of the feature sets,
but the results may also be a bit skewed since the data which was used to train the classi -
fier was largely taken from fiction, and within that context, sentences classified as curious
more often seems to occur in dialogue between two or more people, and so the word “you”
might be used more often.

 4. Discussion

It seems that all three of the classifiers do a good job of detecting curiosity in text, even
when excluding question marks. Even the largest gaps in performance between the pre-
processing methods and classification algorithms are no larger than a few percent from
each other. The best results were achieved using the Naive Bayes classifier and N-Gram
word splitter.  Note however that the differences are generally not very large in perfor-
mance, even between the best and the worst results. Likely this is a result of the very small
test set. It is likely, however not confirmed, that most of the classifiers failed on mostly the
same sentences. That is, the types of sentence which had not had any representation in the
training set.

With the result of the tests performed here, one could assume that Naive Bayes is the best
classifier for the curiosity problem with a small margin. Not only did the Naive Bayes clas-
sifier have the best single results, but also achieved the best overall result for both metrics
when calculated over all the performed tests. However, there are a couple of things to note
when evaluating the results in this thesis. Here I will discuss some of the limitations of the
methodology used.
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 4.1.Limitations
First, the methodology used in this work does not account for differences in writing styles
between fiction or non-fiction literature and short-form social media text, such as Face-
book updates or Tweets. Any differences between expression of curiosity in a dialogue with
two or more parties is also not accounted for.

Secondly, the data set of this thesis is woefully inadequate. Because expressions of curios-
ity can come in so many forms, and not necessarily just in the form of outright questions, a
huge data set, hand-classified from several different sources and by several different peo-
ple would be would be required for any classification  algorithm to stand a  reasonable
chance of doing a very good job. For example, it would be quite easy to simply use the
question words like who, where, when and why to train a classifier to identify curiosity.
But sentences like “It would be nice to know the time” would not be identified by such a
classifier,  despite  being  undeniably  curious.  Identifying  these  cases  and  others  like  it
would require an enormous data set. The acquisition of such a data set was not possible
within the scope of this thesis.

Because of some of the properties of the English language (and others), namely that the
exact same sentence can become curious by simply adding a question mark and changing
the affliction (the last of which is wholly lost on a classification algorithm), it would seem
it can be almost impossible to detect curiosity without any errors in single sentences. If the
inclusion of punctuation is allowed, the problem becomes easier, but still does not cover
the cases of informal text in which punctuation is sometimes omitted.

It could also be mentioned again here that the third step of the classification experiments
where one performs tests on a completely fresh and unused data set, with the finished and
fine-tuned classifier has been omitted in this thesis. The reason for this once again comes
back to a lack of data.

 4.2.Ethical considerations
This section is primarily applicable if one is to go forward with this work and apply it to for
example social media status updates or even internal mail correspondece within an orga-
nization or a company. As is often the case, there are ethical aspects to consider when do-
ing work within the realm of data mining. These aspects have to be considered when col-
lecting, and in this case modelling and analyzing information from a group of people who
may not even be aware that the data collecting is taking place. 

Since this work is mainly theoretical though, the ethical considerations primarily consist
of making sure that the collecting of the data remains anonymous if the work is to be ap-
plied to social media updates.  Of course, it is possible to argue that any mass collecting
and analyzing of data for the purposes of profit are intrinsically amoral, but that, I feel, is a
discussion to be had elsewhere.

 5. Future work

While sentiment analysis is a well established field with a lot of research done on it, I feel
that the special case of classifying text as curious or non-curious may have a lot of work
ahead of it, since the applications can be quite considerable, the problem is significantly
different from the problem of for example classifying text as positive or negative, and I
have found very little prior work attempting this special case.

The first step would be to get the classifier working consistently with an error rate under
5%. A task I feel would be far from impossible given a much larger data set and a whole lot
of fine tuning of  the pre-processing.  Things like experimenting with the size  of  the n-
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grams, maybe weighting question words, and of course including question marks would
definitely be a good start. One could also manually choose and weight specific n-grams like
for example “are/is <pronoun>” and “would <pronoun>”, which in most cases indicate a
question or a curious phrase.

In  [TWITC], Pak and Paroubek used part-of-speech tagging to identify features of  text
which are common for positive or negative tweets. For example,  “authors of subjective
text usually describe themselves or address the audience, while verbs in objective texts
are usually in the third person”. Such an approach could be interesting for curiosity detec-
tion as well, especially as a base to use for feature selection.

Extending classification to document level  as was attempted for sentiment analysis  by
Pang and Lee, A Sentimental Education [SENTED], and this would be a reasonable direc-
tion to take the work once a well functioning machine learning classifier can be designed.
This would extend the problem, but also potentially give a chance to identify more subtle
indications of curiosity.

Since the problem of identifying curiosity in text becomes much easier if one allows meth-
ods like counting question marks and not just word patterns, the application of an ad-
vanced classifier would primarily be in informal contexts, where the authors of the text to
be classified does not necessarily bother to punctuate their sentences correctly. That is,
Tweets and status updates on social media platforms. Future work could therefore also in-
clude training a classifier on a corpus of such text snippets. One might well discover very
different features of curiosity in that context. Here one could also look at the presence of
emoticons which could signify curiosity.

Since the classifiers in this thesis did not have access to the punctuation of the provided
sentences, it could also be interesting to compare the performance of the classifiers with
that of humans under the same conditions. It may not be a given that humans can identify
curiosity without making mistakes when punctuation is removed.

 6. Conclusion

There seems to be a somewhat solid base of research to stand on when it comes to both
sentiment analysis and text- and question classification. And one that is being constantly
improved upon. From what I have been able to read though, the problem of identifying cu-
riosity in text is sufficiently different from other major classification problems, and have
sufficiently wide real life application to warrant further examination. In this thesis, I have
performed  basic  tests  on  three  common  classification  algorithms.  Though  the  results
weakly indicate that Naive Bayes is a sound way to go, much more research would be re -
quired to assert anything with any confidence. This thesis  could work as a starting off
point for anyone curious to dive deeper into the subject.
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