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Abstract

A depth map is normally created using two horizontally displaced im-
ages, where each depth value in the map is the distance to the 3D point.
In some image areas, depth values cannot be calculated due to low tex-
ture, occlusions etc. These areas are classified as uncertain.

This thesis proposes a simple method using multiple depth maps to fill
in uncertain areas and improve the depth estimates elsewhere. The ac-
curacy and coverage of the results are evaluated as a function of the
number of depth maps used.

The method was evaluated on three data sets from the Middlebury data
set. In general, the merged maps have better accuracy and coverage
than the individual depth maps. Furthermore, the accuracy and coverage
improves with an increasing number of individual maps. The exception
is a narrow transitory coverage range where the accuracy worsens with
increasing number of individual depth maps.
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1 Glossary

Accuracy A measure of how close the depth values of a map is to the values of the ground
truth.

Baseline The line/distance between two camera centers.

Correspondence problem Refers to the problem of ascertaining which areas of one image
correspond to which areas of another image.

Coverage A measure of how complete a map is. The fewer values classified as uncertain a
map has, the better coverage is has.

Depth discontinuity An area in an image where the depth increases/decreases sharply. A
corner is an example of a depth discontinuity.

Depth map Matrix containing depth values.

Depth The distance to a point from the camera center. Same as Z-distance.

Deviation The difference between the depth value of the disparity map and the ground truth
for pixels not classified as uncertain

Disparity map Matrix containing disparity values.

Disparity The horizontal displacement of an object in two images.

Focal length The distance between the lens’ optical center and the camera’s image sensor.

Ground truth A set of measurements that is known to be much more accurate than the
measurements being tested. Can be a result of laser scanning, which is of very high
accuracy.

Merging Using some technique to combine a set of maps to a single map.

Normalization Modify the values of a map to match that of another baseline.

Occlusion Similar to depth discontinuities. Areas of one image is occluded, but in the other
image they are not.

Point cloud A set of data points in a coordinate system.

Rectify A transformation process used to project a set of images onto a common image
plane.

Stereo vision The field of extracting 3D information from digital images.
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2 Introduction

2.1 Background and Related Work

Stereo vision is the process of generating depth information from two images (Ishikawa and
Geiger, 1998; Seitz et al., 2006; Hirschmüller, 2011). The images are taken from cameras
that are typically displaced horizontally. This results in a left and right image and the dis-
tance to specific objects in the image can be calculated using triangulation. The human eyes
is an example of stereo vision. A human with two operating eyes generates two images
where objects have a difference in where it is located horizontally in the two images. This
difference is called binocular disparity (Qian, 1997).

For many fields stereo vision is an essential tool. Autonomous robots, including those on the
surface of Mars (Matthies et al., 2007), use stereo vision in order to extract 3D positions of
objects relative to the robot in order to avoid collision, identify objects to pick up, calculate
routes etc (Ali, 2006; Knight, 2000). The forestry industry uses stereo vision to identify
and classify trees (Ali, 2006). In 2006, NASA launched two spacecrafts as a part of their
STEREO project (Luhmann et al., 2005). Since two spacecrafts were launched, stereoscopic
imaging was possible. Together they have done 3D measurements of the Sun and studied
solar phenomena. The entertainment industry has adopted 3D vision with applications for
cinema, television and video games (Robitza, 2012).

The area of stereo depth estimation has three key problems: correspondence, occlusions
and shadows. Qian (1997) states that visual systems must determine ”...which parts on the
two retinal images come from the specific pair of dots while ignoring many others in its
same object in the world.”. This is called the correspondence problem (Faugeras, 1993,
chap. 6). If two points are mismatched, depth calculations may be incorrect. Occlusions
occurs if the point of interest is only visible in one of the images (resulting in a monocular
vision). This makes depth calculations impossible since triangulation requires two views of
the same point. An extensive amount of work has been made in order to handle occlusions
correctly (Ishikawa and Geiger, 1998; Kang et al., 2001; Bobick and Intille, 1999). Aerial
imaging and reconstruction suffers from the problem of shadows (Haala, 2014; Baillarda
and Maitre, 1999). In the work by Vogiatzis and Hernández (2010), shadows are detected
and removed in order to produce reliable reconstructions.

Most algorithms for stereo vision and reconstruction uses two cameras. Two common al-
gorithms, used by MatLAB among other, are the Block Matching algorithm (Konolige,
1998) and an extension of the Block Matching algorithm called Semi-Global Block Match-
ing (Hirschmüller, 2005, 2008, 2011). Szeliski and Zabih (1999) and Seitz et al. (2006)
compares the accuracy of different algorithms using a high-accuracy ground truth1 while
Haala (2014) compares algorithms using benchmarks. In the comparisons by Szeliski and

1Ground truth, in this case, is a 3D model that is known to be much more accurate than what is tested. It
can be the result of laser scanning or a similar high-accuracy method.
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Zabih (1999), graph cut algorithms (Boykov et al., 2001) produced the least amount of
discontinuity errors and low-texture errors.

Merging, fusing or creating a composite depth map all describe the process of taking mul-
tiple depth maps and turning them into a single ”better” depth map. Merrell et al. (2007)
presents a real-time merging technique for multiple depth maps. Shen (2012) proposes
a depth map merging method for reconstructing large-scale scenes, while Kyöstilä et al.
(2013) proposes a method for merging into a non-redundant point cloud. The results have
been evaluated on a fixed number of depth maps.

2.2 Aim of Thesis

This thesis aims to investigate how the number of merged maps affect the coverage and
accuracy of the result.
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3 Theory

3.1 Depth and Disparity

This section follows the work of Faugeras (1993, chap. 6), unless stated otherwise.

3.1.1 The parallel case

Given a 2D point M = (x,z) (see Figure 1), its projection m1 = (u1, v1)1 in image 1 and the
corresponding image 2 m2 = (u2, v2) are used to define the disparity

d = v2− v1. (3.1)

If M is brought closer to the cameras, the disparity will approach +∞. If M is brought
further away the disparity will approach 0. The disparity can also be calculated from the
distance B between the cameras, the focal length f and the distance z of the point M to the
cameras as

d =
B f
z
. (3.2)

Combining 3.1 and 3.2, we may compute the depth z as

z =
B f
d

=
B f

v2− v1
. (3.3)

Furthermore, the horizontal coordinate x may be calculated as

x =
B
2d

(v1 + v2). (3.4)

Together, Equation 3.3 and 3.4 are fundamental in surface reconstruction.

3.1.2 The general case

If the cameras are placed in a general position, instead of parallel position, the disparity
between m1 and m2 is a 2-vector instead of the scalar value calculated in Equation 3.1.
Faugeras (1993, chap. 6) defined the disparity of M as

d =
1
z
. (3.5)

1Note that Faugeras denotes the x-coordinate as v and the y-coordinate as u.
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Figure 1: In the case of parallel cameras.
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Figure 2: The epipolar geometry.

z is the distance between the baseline B and M, and can be calculated in the transformation
of Equation 3.5:

z =
1
d

(3.6)

3.2 Epipolar Geometry

This section follows the work of Hartley and Zisserman (2000, chap. 8).

Given a 3D point, M, that is mapped in two views, m1 and m2, the matching of the two
points can be simplified using epipolar geometry.

Figure 2 shows that 〈C1,C2,M〉 forms a plane, called the epipolar plane. If only one of m1
or m2 is known, say m1, the search for the corresponding point, m2, can be simplified. We
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know that m2 lies in the epipolar plane and that it must lie on the line l2 that intersects the
epipolar plane. This line is called the epipolar line of m1. Since it is known that m2 lies on
l2, stereo correspondence algorithms need only search for m2 on its epipolar line instead of
searching the whole image. The same is true if m2 is known and m1 is not.

The epipoles, e1 and e2, can be thought of as the points in the images in which the baseline,
B, goes through.

3.3 Stereo Algorithms

One fundamental problem of stereo algorithms is to find corresponding elements between
the images (the correspondence problem). Once a match has been made and the disparity
has been determined, the distance can be calculated using Equation 3.3 or 3.6.

There are generally two types of matching methods: Local and global (Konolige, 1998). In
local methods, smaller regions are matched between the images based on intrinsic features
of the region. Global methods extends local methods by also considering physical con-
straints such as surface continuity. Local methods can either try to match discrete features
of the images (corners etc.) or correlate small area patches.

3.3.1 Block matching

Konolige (1998) proposes a local stereo matching algorithm, that correlates area patches,
called Block Matching2. Smaller areas produce a dense point cloud since small areas are
more likely to be similar in the images, but the risk of false matches increases. Larger areas
increase the signal-to-noise ratio (correct matches divided by false matches), but produce a
sparser point cloud.

Block matching consists of five steps:

1. Geometry correction The input images are corrected such that distortions are re-
moved and the epipolar lines are aligned. After this step, the images are in ”standard
form”, also known as rectified (Patnaik, 2007, p. 106).

2. Image transform The grayscale image is transformed to remove illumination and
other imaging differences. Konolige (1998) chose to use Laplacian Of Gaussian
(LOG) as the transformation technique, in which: Gaussian smoothes the images and
the Laplacian measures directed edge intensities. An alternative is to use the Sobel
filter (Davies, 1990, chap. 5). See an example of applying the LOG and Sobel filter
in Figure 3.

3. Area correlation Each area is compared with the other areas in the search window.
The technique used is to calculate the sum of absolute difference (SAD) of LOG. This
method is called L1 norm.

4. Extrema extraction A disparity image is produced where each pixel value is the
disparity of the best matches of left and right image.

2Konolige did not name the algorithm in his paper, therefore it is unclear whether the ”Block Matching”
name was proposed by Konolige himself or by someone else.
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(a) Original (b) Laplacian of Gaussian (c) Sobel

Figure 3: Shows the result of applying the Laplacian of Gaussian (3b) and Sobel (3c) filter
to the original image (3a). Note that the original image is first converted to
grayscale.

5. Post-filtering The disparity image still has noise which can be removed by filters.
Firstly, an interest operator is applied. It removes areas with insufficient texture since
reliability is low. The interest operator that is used is the one proposed by Matthies
(1992) and measures texture in the direction of epipolar lines. Secondly, a left/right
check removes portions of the image which have disparity discontinuities.

3.3.2 Semi-global matching

The Semi-Global Matching (SGM) technique was proposed by Hirschmüller (2005, 2008,
2011) and offers a trade-off between runtime and accuracy. In contrast to earlier correlation
methods that tries to correlate area patches in the images (for example the Block Matching
algorithm in Section 3.3.1), the semi-global matching technique does a pixel-wise matching
and combines global and local methods. The epipolar geometry is assumed to be known,
but the images are not required to be rectified.

Semi-global matching uses a global cost function:

E(D) = ∑
p

(
C(p,Dp)+ ∑

q∈Np

P1T [|Dp−Dq|= 1]+ ∑
q∈Np

P2T [|Dp−Dq|> 1]

)
(3.7)

E(D) Global energy function.
T [x] Defined to return 1 if x is true, otherwise returns 0.
C(p,Dp) A pixel-wise matching cost for a pixel p at disparity Dp.

Can be done using Sum of Absolute Differences (SAD),
Mutual Information (MI) (Viola and Wells, 1997), etc.

∑
q∈Np

P1T [|Dp−Dq|= 1] Penalizes small disparity differences of neighbouring pixels
Np of p with a constant cost P1.

∑
q∈Np

P2T [|Dp−Dq|> 1] Penalizes larger disparity steps of neighbouring pixels Np

of p with a greater penalty P2.
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(a) D13 (reference) (b) D12 (c) D12 normalized

Figure 4: The baseline of D13 is twice as long as that of D12 (B13 = 2B12). Therefore, the
disparity values in D13 are about double the corresponding values in D12. 4c
shows the normalized disparity map of D12 using D13 as reference.

It is the second and third term that connects the pixels and thus makes the technique global.
Discontinuities are permitted if pixel-wise matching (first term) is stronger than the penalties
(P1 and P2). The lower penalty P1 for small changes permits an adaptation to slanted or
curved surfaces. A greater penalty P2 for larger changes preserves discontinuities which
are often seen as intensity changes. Thus, P2 is adapted to the intensity gradient, i.e. P2 =

P′2
|Ibp−Ibq| , but it must always be ensured that P2 ≥ P1.

3.4 The Proposed Technique

This section covers the proposed algorithms for merging disparity maps. Upon creating the
disparity maps, each map has to be created to have the same perspective view. This is done
by choosing one view i and create disparity maps between view i and j 6= i. For example,
if there are four views V0,V1,V2,V3, and V1 is the chosen perspective view, the disparities
would be D10,D12 and D13 (Di j is a disparity map of views Vi and Vj).

The conversion from disparity map to depth map can be done before, between or after
normalization and merging. If no conversion is done, the result will be a merged disparity
map instead of a merged depth map. However, in this section it is implied that conversion
has been done between normalization and merging.

3.4.1 Normalization of disparity maps

Since the disparity maps are created with different baselines, the disparity values corre-
sponding to the same depth will vary (see Equation 3.2). Therefore, before merging, the
disparity maps need to be normalized to a reference (normally the ground truth).

The baseline of the reference view Bre f as well as the baseline of the non-normalized dis-
parity map B are used in order to calculate a multiplier α =

Bre f
B . If the baselines B,Bre f are

on opposite sides of the reference view, the sign of α is switched. Each disparity value d
in the non-normalized disparity map is multiplied with α, creating a normalized disparity
value d̂ = dα.

Figure 4 shows the results of normalizing a disparity map.
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(a) D10 (b) D12 (c) Merged map

Figure 5: 5c shows the result of normalizing and merging 5a and 5b. The views V0,V1,V2
are positioned so that V0 is to the left, V1 is in the center and V2 is to the right.
Black areas contain values that are uncertain.

3.4.2 Merging depth maps

Take a set of disparity maps {Dum, ...,Dun}, where u is the view that the disparity map is
projected on and k = m, ...,n are views used when creating the disparity map. All disparity
maps must be of same size and there must be at least two disparity maps. M(i, j) is the
average of all depth values in Duk(i, j), k = m, ...,n that were not classified as uncertain.

See Figure 5 for a resulting merged disparity map.
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4 Experiments and Results

4.1 Data Sets

Three data sets (Baby1, Aloe and Plastic) from the Middlebury 2006 stereo data set collec-
tion1 have been used for the experiments. Each data set contains seven views are provided
(view0, ..., view6) with a resolution of 1240x1110 pixels. Two ground truths are included,
one for view1 and one for view5. The baseline B is 160mm between view1 and view5, the
focal length f is 3740 pixels and each data set has a dmin value for conversion to depth map.

The three scenes where chosen because of their individual challenges to test the merging
technique on a range of real-life scenarios. Generally, a stereo algorithm performs best
when there is a high amount of, unrepetitive, texture and few depth discontinuities. The
Baby scene could be considered a relatively simple scene containing textured background
and objects. In the Aloe scene, the background is repetitive and the plant creates many depth
discontinuities. The Plastic scene mainly consists of low-textured areas. See Figure 6.

4.2 Converting Disparity Maps to Depth Maps

Following Equation 3.3, the disparity maps can be converted to a depth map using the focal
length and the baseline. In this case, Middlebury provides a dmin value which is to be added
to each disparity since the images have been cropped. The final equation for converting a
disparity point to a depth is thus

z =
B f

d +dmin
.

4.3 Experiment: Depth Map Merging

The following experiment is conducted in order to evaluate the proposed merging technique
from Section 3.4.

4.3.1 Setup

The disparity maps were generated in MATLAB using the disparity command. It uses
”Semi-Global Block Matching” and operates on SAD windows of size 15x15. The Sobel
X-direction filter is used to measure the contrasts of the image. The resulting disparity
maps are post-processed where disparities of value 0 are marked as uncertain. This is done

1http://vision.middlebury.edu/stereo/data/scenes2006/
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(a) The Baby scene

(b) The Aloe scene

(c) The Plastic scene

Figure 6: The three scenes and respective ground truth.
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to handle MatLAB’s tendency to give pixels in the left/right edges the value 0 instead of
marking them uncertain. None of the data sets contain areas with depths that are infinite
long (disparity value 0 means infinite depth).

View 1 is used as the reference view. There is one view to the left of the reference view
(view 0) and five views to the right of the reference view (view 2 - view 6), resulting in six
disparity maps (D10, D12, D13, D14, D15 and D16). In the result section for a merged map
Mx, x denotes how many depth maps are merged. For example, M2 is the result of merging
D10 and D12, M3 is D10, D12 and D13, etc.

4.3.2 Evaluation

The measurements below are computed. In all cases, any pixel that is classified as uncertain
in the ground truth is ignored.

coverage The coverage c is the fraction of pixels in the depth map that were not classified
as uncertain. A value of c= 100 means that the coverage is equal to that of the ground
truth map.

deviation The deviation d is the difference between the depth value of the disparity map
and the ground truth for pixels not classified as uncertain.

bias The bias b is computed as the average of the deviation.

stdev The standard deviation σ of the deviation is also computed.

The graphs show accuracy as the sorted absolute deviations and thus show how quickly
the maximum deviation increases as a function of coverage, i.e. a value at (80%, 10mm)
indicates that 80% of the deviations are within ±10mm.
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4.3.3 Results: The Baby scene

(a) Ground truth (b) M2 (c) M6
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(h) Standard deviation (σ) and bias (b) for D10, D12 and all merged maps.

Figure 7: The Baby scene and results. 7b and 7c shows the results of merging 2 and 6
depth maps. The accuracy vs. coverage plot is shown in 7d where zoomed in
areas 7e, 7f and 7g are marked. Standard deviation and bias for each merged
map are listed in 7h.
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4.3.4 Results: The Aloe scene

(a) Ground truth (b) M2 (c) M6
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(h) Standard deviation (σ) and bias (b) for D10, D12 and all merged maps.

Figure 8: The Aloe scene and results. 8b and 8c shows the results of merging 2 and 6 depth
maps. The accuracy vs. coverage plot is shown in 8d where zoomed in areas
8e, 8f and 8g are marked. Standard deviation and bias for each merged map are
listed in 8h.
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4.3.5 Results: The Plastic scene

(a) Ground truth (b) M2 (c) M6
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Figure 9: The Plastic scene and results. 9b and 9c shows the results of merging 2 and 6
depth maps. The accuracy vs. coverage plot is shown in 9d where zoomed in
areas 9e, 9f and 9g are marked. Standard deviation and bias for each merged
map are listed in 9h.
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4.4 Summary

The coverage of a merged depth map never decrease when additional depth maps are added.
All results show that the biggest increase in coverage is achieved when two individual depth
maps (D10 and D12), with second view on opposite sides of the reference view, are merged
(M2). Upon adding more depth maps (M3−6), the gain in coverage is diminishing.

The accuracy-coverage plots show that accuracy is better at mid-range coverage above about
20% for the merged maps in comparison to the individual depth maps (see figures 7e, 8e,
9e). It also shows that the accuracy gets better the more depth maps are used upon creating
the merged map. The same can be said about the extreme-range coverage (see figures 7g,
8g, 9g), where merged maps may be required to reach a certain coverage. In between mid
and extreme coverage, there is an interval (shown in figures 7f, 8f, 9f) where merged maps
still have better accuracy than the individual maps, but the accuracy for the merged maps
gets better the fewer depth maps are used. In other words, accuracy for merged maps are
better than individual depth maps at coverage above 20% and, up to a varying limit, the
more depth maps used, the better the results.

All data sets are subject to an increase in deviation whenever the number of maps in the
merged map is increased.
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5 Discussion

5.1 Discussion

This thesis proposes a method for merging depth maps. The merging process calculates, for
each pixel, the mean value of the same pixel in all depth maps ignoring pixels classified as
unknown.

The results show that the method increases the coverage with an increasing number of in-
dividual depth maps. Furthermore, in the mid and extreme coverage range, merged maps
have better accuracy than individual depth maps, and the greater number of individual depth
maps used when creating a merged map, the better the accuracy.

In the transition between mid and extreme coverage, the accuracy is lowered dramatically
(error is increased) in order to acquire the last percentages of coverage. This is consistent
with the results of Shen (2012). In contrast to the general results, in the transitory region, the
accuracy decreases (error increases) with an increasing number of individual depth maps.
A potential reason for this result is that the averaged values in the merged depth values are
skewed by erroneous individual depth values that should have been classified as uncertain.

5.2 Future Work

The experiments were limited to one view to the left of the perspective view. If new data
sets are found or produced with more views to the left, it would be interesting to test the
proposed method using these. It would also be interesting to observe if having equal the
amount of left views as right views produces significantly better results than only one left
view.

Future work could include techniques for normalizing disparity maps with unknown base-
lines. It could be done by calculating a mean ratio α and multiplying each disparity value in
the non-normalized disparity map with α. The ratio α is computed by manually picking one
or more corresponding points in the non-normalized disparity map p1, p2, p3, ..., pn and the

reference map p̂1, p̂2, p̂3, ..., p̂n and calculate a mean ratio between these points α =
∑

n
k=1

p̂k
pk

n .
For each non-normalized disparity value di, j, the normalized values is d̂i, j = di, j×α. Eval-
uations could be made using this technique versus using the method for known baselines
(Section 3.4.1).

The merging technique could benefit from calculating the median instead of the mean when
merging individual depth values. This might handle the problems of wrongfully classified
depth values, since outliers will not affect the merged value as much (or at all). If this is
true, the areas marked in figures 7f, 8f and 9f could show the same tendency as the other
areas in that a greater number of depth maps used results in better accuracy.
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Science SE-901 87 Umeå Sweden.
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