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Abstract

For many parallel matrix computations the execution time is de-
termined by the length of the critical path. The baseline approach used
to reduce the execution time is to adjust the task granularity. If the
tasks are made smaller, the length of the critical path will decrease and
by extension reduce the execution time for the computation. However,
reducing the size of the tasks lowers the efficiency and adds parallel
overhead. Another way to lessen the impact of the critical path is to
parallelize the critical tasks. In theory, this would speed up the execu-
tion of the critical path while avoiding the problems associated with
a finer granularity for the non-critical tasks. The aim of this paper
is to investigate if an extended approach that incorporates a parallel-
ization of the critical path, in addition to adjusting the granularity,
can significantly outperform the baseline approach of simply adjusting
the granularity. A comparative study is presented that measures the
extended approach’s performance against the baseline approach, using
triangular linear solve as the reference computation. The results show
that the extended approach can outperform the baseline approach,
most notably when there is an abundance of available cores. Redistri-
bution of data and a change in the parallel task model are identified
as possible areas of improvement.
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Parallelizing the Critical Path 1 Introduction

1 Introduction
Scheduling is a very old problem that continues to motivate a lot of research
in many fields. When programming for a parallel machine, a problem is
split into tasks that typically have precedence constraints. How to assign
the tasks to available processors in order to minimize the completion time is
an important and computationally complex problem. Various studies have
proven that finding an optimal schedule is an NP-complete problem even in
the simplest of forms [1].
In this paper the scope is limited to the scheduling of some parallel matrix

computations, where the computations targeted for improved performance
have the following in common:

• The matrices are large and dense (most of their elements are nonzero).

• The computations will run on distributed memory machines with multi-
core-based nodes.

• The execution time is dominated by the length of the critical path for
coarser granularity settings.

Elementary scheduling theory assumes that a task is executed sequentially
using a single processing unit. The baseline approach used to reduce the
execution time is to adjust the task granularity. If the tasks are made smaller,
the length of the critical path will decrease and by extension reduce the
execution time for the computation. However, reducing the size of the tasks
lowers the efficiency of execution and adds parallel overhead. These factors
collectively slow down the execution of every task regardless of whether it is
part of the critical path.
Another way to possibly lessen the impact of the critical path is to schedule

the critical tasks onto a subset of the available processing units. Instead of
having a task processed by a single unit, the allocated subset would work
together in order to finish the critical task faster. In theory, this would speed
up the execution of the critical path while avoiding the problems associated
with a finer granularity for the non-critical tasks.
The aim of this paper is to investigate if an extended approach that in-

corporates a parallelization of the critical path, in addition to adjusting the
granularity, can significantly outperform the baseline approach of simply ad-
justing the granularity.
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1.1 Report Structure

Section 2 describes the relevant terms and topics using simple examples.
In Section 3 the aim of this paper is motivated using the results from a
theoretical model. Section 4 describes the implementation of the computation
used to compare the extended and baseline approach. In Section 5, the results
are presented and discussed. Section 6 contains conclusions drawn from the
results. In Section 7 ideas for improvements and recommendations for future
work is given.

2 Background
This section explains all relevant terms and topics using simple examples.

2.1 Back-substitution

Back-substitution, or backward solve, is a process for solving a linear system
of equations that has been transformed into row-echelon form. Consider the
following example of an upper triangular linear system:

−6x1 − 3x2 + 1x3 − 1x4 − 3x5 = 38
7x2 − 4x3 + 2x4 + 5x5 = −18

7x3 − 7x4 + 5x5 = −85
9x4 − 7x5 = 57
− 8x5 = 24.

(1)

In order to solve the system in (1), the last equation is solved first. Once the
value of x5 has been computed it can be inserted into the remaining equations.
The fourth equation can be solved for x4 once x5 has been computed. By
solving the fourth equation, the value of x4 is obtained and can then be
inserted into the remaining equations. The system is solved once all the
values of the unknowns have been computed.
The system can be represented in matrix form using a coefficient matrix A,

a variable vector x and a constant vector b as shown in (2). While the system
is small and would be easy to solve sequentially, linear systems with hundred
of thousands of unknowns are now routinely solved in scientific computing
[2]. To solve large-scale systems within reasonable time, parallelization is

L. Sandström 2 11th August 2016



Parallelizing the Critical Path 2 Background

necessary.

A :=


−6 −3 1 −1 −3
0 7 −4 2 5
0 0 7 −7 5
0 0 0 9 −7
0 0 0 0 −8



x1
x2
x3
x4
x5

 =


38
−18
−85
57
24

 =: b. (2)

2.2 Problem Decomposition

To parallelize the computation the problem needs to be decomposed into
several smaller subproblems, called tasks. The goal is to identify independent
subproblems that can be executed concurrently. For matrix computations,
an algorithm that refers to individual elements is typically replaced by one
that operates on entire subarrays, or blocks, of data. It is a well known
optimization technique that increases data locality and makes more efficient
use of the memory hierarchy [3, 4].
By partitioning the data into blocks, the blocks can then be used to induce a

partitioning of the work into tasks. This type of task decomposition is known
as data decomposition, a commonly used method for deriving concurrency
in algorithms that operate on large data structures. It follows the owner
computes rule, by which the owner of a block of data executes the task acting
on the block. Time can be saved by keeping the data close to the owner in
order the reduce the number of hops needed for fetching.
In a task decomposition of back-substitution, and many other matrix com-

putations, there are precedence constraints. A precedence constraint between
two tasks prevents one task from being processed before the completion of
the other. Tasks often share input, output or intermediate data, and the
constraints usually result from the output of one task being the input for an-
other. In back-substitution, an unknown must be computed before its value
can be substituted into the remaining equations. This means that precedence
constraints exist between the task that computes the unknown and all the
tasks that require the value of the unknown before they can be processed.
Figure 1a shows a task decomposition for the blocked back-substitution

algorithm. The matrix A has been partitioned into 15 blocks and the work to
be done has been decomposed into 15 tasks. The tasks are denoted as Tij and
are assigned to corresponding blocks in A. Figure 1b shows the precedence
constraints, represented as arrows, for the decomposition. Each square task
is dependent on the triangular task in its column and each triangular task is
dependent on all the square tasks in its row.
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(a) Task decomposition (b) Task dependencies

Figure 1: A task decomposition and its associated pre-
cedence constraints for the blocked back-substitution
algorithm.

Another way to model the tasks and their associated precedence constraints
is in the form of a task graph. A task graph is a directed acyclic graph (DAG)
consisting of a set of tasks and their associated precedence constraints. If
task T1 must be completed before task T2 can start, there will be a directed
path (arrow) from task T1 to task T2. Figure 2 shows the task graph for the
task decomposition in Figure 1.

2.3 The Critical Path

The longest series of tasks that has to be performed sequentially due to pre-
cedence constraints is known as the critical path. Regardless of the number of
available processing units, the time to complete the computation is bounded
from below by the time to execute the tasks on the critical path.
Figure 3 and 4 show the critical path for a task decomposition of the

blocked back-substitution algorithm in DAG and matrix form. While both
figures contain the same information, they highlight different aspects. In
DAG form, it is easier to see which path is the longest and in what order
the tasks must be executed. However, as the task decomposition of large
scale matrix computations is highly tied to its associated data, a view of
the precedence constraints between task blocks is also helpful. The task
decomposition used in the figures in this section contains a total of 15 task,
and 9 of those are critical.
Figure 5 shows how the tasks can be scheduled on a machine with four
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Figure 2: A task graph for a blocked back-substitution
algorithm containing 15 tasks.
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Figure 3: The critical path for a task decomposition
of the blocked back-substitution algorithm, shown in
DAG form. The critical tasks are grey and the associ-
ated precedence constraints are solid black arrows.

Figure 4: The critical path for a task decomposition
of the blocked back-substitution algorithm, shown in
matrix form. The critical tasks are grey and the asso-
ciated precedence constraints are solid black arrows.
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Figure 5: The task decomposition in Figure 3 and 4
scheduled on four processing units.

processing units. The critical tasks are red and the non-critical tasks are
white. Grey represents idling for the processing units, i.e. when no work is
being done. As shown in the figure the load balance is far from ideal. Process
0 is doing the bulk of the work, while the rest are idling most of the time.
For back-substitution and many other matrix computations, it is common

that the execution time is determined by the length of the critical path. If
each task can only be executed sequentially using a single processing unit,
then adding more units to this scenario will do nothing to improve the time
of execution.

2.4 Task Granularity

One way to possibly lessen the impact of the critical path is to change how
much work each task contains and by extension, how long they individu-
ally take to execute. Parallel matrix algorithms often have an algorithmic
parameter that controls the size of the tasks. It determines if the matrix com-
putation will be split up into a few large tasks, many small tasks or something
in between. In other words, this parameter decides the task granularity for
the decomposition.
Figure 6 shows two task decompositions with different granularity for the

blocked back-substitution algorithm. The computation has been decomposed
into 15 tasks on the left and into 55 tasks on the right. The critical path is
marked in red. By reducing the size of the tasks, the work along the critical
path has decreased and the execution time for the critical path should be
reduced. It will now be explained why this is the case. Let n be the order of
matrix A and let b be the order of a task block. The total amount of tasks in
a task decomposition for the blocked back-substitution algorithm is given by

Total (tasks) =
(n
b
)2 + (n

b
)

2
. (3)

It is assumed that the number of processing units available is unlimited,
meaning that the execution time will equal the time it takes to compute the
critical tasks. It is further assumed that the parallelization has not increased
the number of floating point operations for the computation compared with
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(a) Coarse granularity (b) Fine granularity

Figure 6: Two task decompositions with different gran-
ularity for the blocked back-substitution algorithm.
The red tasks are part of the critical path.

the serial algorithm. For the sake of brevity it is also assumed that b divides
n1. The amount of floating point operations done by a triangular task is
given by

Triangle (flop count) = b2. (4)

And the amount of floating point operations done by a square task is given
by

Square (flop count) = 2b2. (5)

The critical path will be made up of (n
b
) triangular tasks and (n

b
−1) square

tasks. Knowing this, the total amount of floating point operations along the
critical path is given by

Critical path (flop count) = 3nb− 2b2. (6)

The equation can be used to demonstrate the effect granularity has on
the work along the critical path. Returning to decomposition 6a and 6b in
Figure 6. Assume that the order (n) of matrix A is 100. The block size (b)
is 20 for decomposition 6a and 10 for decomposition 6b. Table 1 highlights
some of the difference between the two decompositions, utilizing (3) and (6).

1This is not a strong requirement since a linear system where b does not divide n can
be embedded in a slightly larger system for which the assumption is satisfied.

L. Sandström 8 11th August 2016



Parallelizing the Critical Path 2 Background

Table 1: Example highlighting some of the difference
between decomposition 6a and 6b in Figure 6.

Decomposition 6a Decomposition 6b

n 100 100
b 20 10
Number of tasks 15 55
Critical path (flop count) 5200 2800

The flop count along the critical path for decomposition 6b is dramatically
lower than the flop count for decomposition 6a due to its finer granularity.
As the block size is made smaller it will continue to decrease. The execution
time for the computation should by extension be reduced.
A task cannot act on anything smaller than a single element, so there is

a hard limit for how much the granularity can be reduced. Moreover, there
are a number of reasons why the method of making the granularity finer has
its limits:
In real life, the number of processing units is necessarily finite. With a

limited number of units, there will likely come a time when the critical path
stops being the dominating factor. By reducing the block size, the work along
the critical path is decreased, but the total amount of work does not change.
If there is an insufficient number of processing units available to process all
non-critical tasks in time for the critical tasks to be executed in sequence, the
critical path has stopped being the dominating factor. At this point further
reduction of the size of the tasks will not help to speed up the computation.
A tasks true execution time is determined by its parallel overhead and the

time spent doing useful work. The parallel overhead represents the amount
of time that is spent coordinating and performing operations that would not
be necessary in the sequential computation. It is a collection of different
factors that contribute to reduce the speed up which can be gained from
parallelizing a computation [5]. Such factors may include time spent waiting
for work to become available, competing for resources with other processes
and the distribution of intermediate results. A smaller block size means more
tasks, leading to an increased parallel overhead. Eventually, the overhead will
dominate the solve time. Further parallelization at that point will increase
rather than decrease the amount of time required to finish the computation.
Small tasks are less efficient than large ones. By reducing the block size the

ability to utilize hardware specific bulk operations becomes limited. Auto-
matic vectorization is a good example. This is a compiler optimization tech-
nique that transforms loops with no dependencies into vector operations.
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Modern computers typically have the ability to simultaneously perform the
same operation on multiple data points. If a task’s job is to add two vectors
containing four elements together and the hardware is able to perform those
four additions simultaneously, it would be a waste of resources to further
decrease the size of the vectors.
The method of adjusting the granularity (making the blocks smaller) will

only work up to a point. Either the parallel overhead will take over, or the
critical path will stop being the dominating factor due to a lack of available
processing units. By reducing the block size, the critical path will contain less
work, which to some degree results in a shorter execution time. However, the
parallel overhead accumulated from making the tasks smaller will collectively
slow down the execution of every task, regardless of whether it is part of the
critical path.

2.5 Parallel Tasks

Another way to lessen the impact of the critical path is to parallelize the
tasks on the critical path using a subset of the processing units. In theory,
this would speed up the execution of the critical path while avoiding the
problems associated with a finer granularity for the non-critical tasks.
In the literature, names and notations for tasks that are executed by more

than one processing unit are varying and their use is not always consistent.
In this paper, such tasks will be denoted as PTs, short for Parallel Tasks. A
parallel task can be one of three types in the terminology of Drozdowski [6,
Chapter 5]:

Rigid The number of processing units to execute the PT is fixed a priori. A
rigid task must always be executed on the same number of processing
units that must be simultaneously available.

Moldable The number of processing units to execute the PT is not fixed
but is determined before the execution of the task, and is not changed
until task termination. Like in the rigid case, the processing units that
execute the PT must be simultaneously available.

Malleable The number of processing units to execute the PTmay be changed
in any way at any time throughout its execution. The processing units
do not need to be simultaneously available.
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Table 2: Tasks used in Figure 7.

Number of processing units Pink task Blue task
1 8 12
2 4 6
4 2 3

(a) Sequential (b) Rigid

(c) Moldable (d) Malleable

Figure 7: Comparison of the execution of sequential,
rigid, moldable and malleable tasks.

Figure 7 shows the execution of two tasks in the four contexts of sequential,
rigid, moldable and malleable tasks. The execution times for the tasks used
in the figure are presented in Table 2. The tasks are considered to be em-
barrassingly parallel, i.e. they can be collaborated on without any intra-task
communication. The speedup a task gains from parallelization is assumed to
be linear—a task that is executed by two processors will have its execution
time cut in half. Due to this, the area of the tasks in the example is always
constant, regardless of how many processing units are allocated to them. In
the sequential case, each task can only be executed by one processing unit.
In the rigid case, the pink task can only be executed by one processing unit
and the blue task can only be executed by two, determined before the start of
the program. The two tasks have been scheduled accordingly. In the mold-
able case, the scheduler has chosen the allocation of processing units (two for
each task), but the allocation cannot change during task execution. Finally
in the malleable case, the allocation of processing units changes during exe-
cution. The blue task starts with two processing units but gets allocated an
additional two as they become available.
In real life, speedups from parallelization are never linear. Typically, the

parallel efficiency is a decreasing function of the number of processing units.
It is entirely possible for the parallel runtime to exceed the sequential runtime
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if the parallel overhead is sufficiently large.
In Figure 7, the malleable model is the most effective, followed in order by

moldable, rigid and sequential. However, malleable tasks are likely to contain
the most intra-task communication due to its dynamic nature, followed by
moldable and rigid while sequential tasks have none. While the rectangles
shrink in width, their area increases to reflect the parallel overhead. Which
PT model to choose and how many processing units that can be allocated
to the PT while still gaining speedup are two challenges when using parallel
tasks.
A drawback of parallelizing the critical path is that a few of the processing

units would have to be reserved for the duration of the execution of the
critical tasks. During that time, there would be fewer units available to
execute the non-critical tasks. The negative impact depends on the ratio of
reserved to total number of units, which may be a substantial factor if few
cores are used. Fortunately, the impact will become less significant over time
as the core count is expected to continue increasing [7, 8].

2.6 Architecture and Levels of Parallelism

Multiple computing cores in microprocessor chips are now ubiquitous as they
allow for high aggregate performance while avoiding the physical limitations
of increased clock speeds. As is evidenced by the TOP500 list [9], most
large high performance computing (HPC) systems are now built using such
commodity parts. The basic building block for the dominant HPC architec-
ture consists of multiple multicore chips that share memory in a single node.
The architecture is comprised of clusters of such nodes, interconnected via
a high-speed network. The memory model is heterogeneous in nature, using
shared memory with non-uniform memory access (NUMA) within a node
and distributed memory across the nodes.
As the core count per chip is expected to continue increasing, the need

for parallel and scalable algorithms grows [7, 8]. For a program to scale on
these complex architectures several levels of parallelism must be taken into
account.

2.6.1 Shared Memory Programming

In a shared memory model, parallel processes share a global address space
that they can read and write to asynchronously. If back-substitution was to
be implemented using the shared memory model, all the processes would be
able to reach the A matrix and the b and x vectors. Concurrent access to the
data might lead to race conditions and mechanisms such as locks, semaphores
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and monitors would need to be used to avoid these. Still, the shared memory
model is an efficient means of passing data between processes as no data
needs to be explicitly sent or duplicated.

Figure 8: A NUMA node with four cores, three levels
of cache and a memory bank.

In a Non-Uniform Memory Access (NUMA) architecture, the processor and
its local memory combined forms a NUMA node. Figure 8 shows an example
of a NUMA node with four cores. Each core has its own L1 cache, the smallest
and fastest cache. The second fastest cache, the larger L2 cache, is shared
by two cores. The L3 cache, the slowest but largest cache, is shared between
all four cores. In this example, a socket holds one multicore processor with
its own local memory, in the figure referred to as Memory bank.

Figure 9: A node that contains two NUMA nodes.

Figure 9 shows an example of a node that contains two NUMA nodes.
Within the node, the cores share memory with non-uniform memory access.
If the entire node is used for shared memory programming, some data will
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be stored in memory local to a core and some data will be stored in remote
memory places (memory outside the core’s own NUMA node). Due to this,
some parts of the data can be accessed very fast while other accesses have
longer latencies. In order to reach high performance, choosing how to place
the data and distribute the tasks among the cores must be done with care.

2.6.2 Distributed Memory Programming

While cores share memory within a node, memory is not shared across nodes.
To scale a parallel program across nodes, distributed memory programming
must be used. Processes that collaborate in a distributed environment must
explicitly pass messages between each other as they do not share memory.
MPI is currently the message passing interface of choice in parallel computing
environments [10]. A process which has its own private memory, which can
not be accessed by other processes will be called an MPI-task from this point.
A challenge in distributed memory programming is how to distribute the

data across MPI-tasks. The main issue to consider is load balance: prefer-
ably the work will be evenly split and the MPI-tasks will be able to work
simultaneously. In the worst case scenario, a flawed choice in data distribu-
tion may lead to a sequential execution, where only one MPI-task may work
at a time as the others await results.
A popular high-perfomance linear algebra library for distributed memory

systems is ScaLAPACK. ScaLAPACK assumes a two dimensional block cyclic
distribution of data [11]. It is a commonly used distribution that offers good
load balance for blocked algorithms that have precedence constraints along
both rows and columns (like back-substitution). In this paper the possibilities
of parallelizing the critical path is investigated within the restrictions imposed
by the ScaLAPACK format so as to avoid reformating the data between
different routines. The data is assumed to be distributed using the two
dimensional block cyclic distribution.
Figure 10b shows a task decomposition for the blocked back-substitution

algorithm. The matrix A has been partitioned into 15 blocks and the work
to be done has been decomposed into 15 tasks. Figure 10a shows a 2d block
cyclic distribution of the data across four MPI-tasks, ranked from 0 to 3.
Figure 11 shows the four MPI-tasks view of their local data after the dis-

tribution in 10a. The data is relatively evenly distributed. Of note is that
the critical path has also been distributed. This poses a challenge for the
parallelization of the critical path. After all, if the critical tasks are distrib-
uted, how can a subset of cores be devoted to their parallelization? Message
passing is far too inefficient to effectively parallelize something as fine grained
as a task. For that purpose, shared memory programming must be used in
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(a) 2d block cyclic (b) Task decomposition

Figure 10: Task decomposition and data distribution
for the blocked back-substitution algorithm. (a) shows
the 2d block cyclic distribution of data across four
MPI-tasks and (b) shows the task decomposition.

(a) MPI-task 0 view
(b) MPI-task 1 view

(c) MPI-task 2 view (d) MPI-task 3 view

Figure 11: The four MPI-tasks view of their local data
from the distribution and decomposition in Figure 10.
The critical tasks are grey and the non-critical tasks
are white.

L. Sandström 15 11th August 2016



Parallelizing the Critical Path 3 Motivation

order to achieve high performance.

2.6.3 Hybrid Programming

To scale a computation across multiple nodes, distributed memory program-
ming must be used. However, using only distributed memory programming
limits the parallel program to explicit, message passing communication. With
shared memory programming, multiple cores can access and collaborate more
easily on the same data. However, using only shared memory programming
limits the parallel program to the use of a single node. For large scale HPC
systems it is no longer sufficient to only use one of the two. To take full ad-
vantage of the increase in cores and computing power, hybrid programming
is a promising model.
Figure 12 shows three examples of possible cluster configurations. The

architecture is comprised of two nodes. Each node contains two NUMA
nodes and each NUMA node contains 4 cores.
In the first example, two MPI tasks are used, one for each node. The

two MPI-tasks can collaborate through message passing. Both MPI-tasks
have eight cores each. Those eight cores share memory, and can collaborate
through shared memory programming. As the eight cores do not all belong
to the same NUMA node, some latency can be expected from remote memory
access if care is not taken regarding how the data is distributed within the
confines of the MPI-task.
In the second example, four MPI-tasks are used, one for each NUMA node.

Each MPI-task has four cores that share memory. The data distributed
within the confines of an MPI-task will in this case always remain close to
the task executor, and no remote memory access is necessary. However, the
number of MPI-tasks has increased, which means more explicit communica-
tion and synchronization.
In the final example, 16 MPI-tasks are used, one for each core. The config-

uration can no longer utilize shared memory programming and as such is no
longer hybrid. All communication and collaboration must be done through
message passing.

3 Motivation
The baseline and extended approach both aim to reduce the execution time
for the computation by reducing the time it takes to process the tasks along
the critical path. The baseline approach is to adjust the granularity, i.e.
the block size for all tasks, critical as well as non-critical tasks. If the tasks
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Figure 12: Three examples of possible cluster config-
urations with different sized MPI-tasks.
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are made smaller, the work along the critical path will decrease, by exten-
sion reducing the time required to process the critical tasks. The extended
approach is to parallelize the tasks on the critical path, in addition to adjust-
ing the granularity. By assigning multiple processing units to work together
on the critical tasks, their execution time can be reduced without the need
for a finer task granularity. In parallelizing the critical tasks they will gain
additional parallel overhead. However, this is limited to the critical tasks.
It does not affect the non-critical tasks, unlike the method of adjusting the
granularity (making all tasks smaller).
By maintaining a coarser task granularity, the extended approach will have

fewer tasks and by extension less parallel overhead than the baseline ap-
proach. It is therefore expected to outperform the baseline approach.

3.1 A Theoretical Model

In this section a model is derived which explains why a parallelization of the
critical path is a worthwhile exercise that could have real benefits.
The computation is modelled as a fixed amount of work (W ), in floating

point operations, to be executed. The work is split into two parts: critical
work (C) and non-critical work (N), see Figure 13b. Out of a total of p
cores, q cores will execute the critical work, and (p− q) cores will execute
the non-critical work, see Figure 13a.

(a) Cores (b) Work

Figure 13: The computation’s work (W ) will be ex-
ecuted by p cores. W is split into critical (C) and non-
critical (N) work. q cores will execute C and (p− q)
cores will execute N .

The computation consists of triangular and square tasks. For this model,
idle times and precedence constraints are not taken into account. For the sake
of simplicity it is assumed that the computation is embarrassingly parallel.
There is no need for communication between or within the tasks.
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The triangular task all perform triangular matrix solves. This is done
using back-substitution, but the right hand side and the solution are matrices
rather than column vectors. The sequential algorithm remains the same,
only now the tasks are no longer performing matrix-vector operations, but
matrix-matrix operations instead.
To administer a loop, the current value of the loop counter needs to be

compared with the upper bound. The zero flag needs to be checked and
a jump needs to be executed back to the start of the loop. The cost of
administering a loop is modelled as a constant cost (in seconds) α for each
iteration.
The cost of task creation can involve many different factors. Variable

initializations, function calls, memory allocation as well as how the task is
assigned to and picked up by an available core could be some of the factors.
Here, the cost of creating a task is modelled as a constant cost (in seconds)
γ.
Let n be the order of matrix A, let l be the number of columns in matrices

B and X and let b be the block size. Algorithm 1 shows the essential work
done by a triangular task:

Algorithm 1 Back-substitution
1: procedure back_substitution(A,B, b, l) . Solves for X in AX = B
2: for j=b:-1:1 do
3: for k=1:l do
4: X(j, k)← B(j, k)/A(j, j) . 1 flop
5: end for
6: for i=1:j-1 do
7: for k=1:l do
8: B(i, k)← B(i, k)− A(i, j) ·X(j, k) . 2 flops
9: end for
10: end for
11: end for
12: return X
13: end procedure

The amount of floating point operations in the back-substitution algorithm
is given by

4flops(b, l) = b2l. (7)

Let β be the seconds it takes to perform one floating point operation. The
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time it takes to execute the task can then be modelled as

4time(b, l) = γ + α

(
b+ bl +

(b− 1) b

2
+

(b− 1) bl

2

)
+ β4flops(b, l). (8)

The square tasks perform matrix multiplication. Once again, the cost of
creating a task is modelled as a constant cost γ and the cost of administering
a loop is modelled as a constant cost α. The essential work done by a square
task can be seen in Algorithm 2.

Algorithm 2 Matrix Multiply
1: procedure matrix_multiply(A,B, b, l) . Solves for C in AB = C
2: C ← 0
3: for i=1:b do
4: for j=1:l do
5: for k=1:b do
6: C(i, j)← C(i, j) + A(i, k) ·B(k, j) . 2 flops
7: end for
8: end for
9: end for
10: return C
11: end procedure

The amount of floating point operations in the Matrix Multiply algorithm is
given by

�flops(b, l) = 2b2l. (9)

Let ψ be the seconds it takes to perform one floating point operation in a
square task. The time it takes to execute the task can then be modelled as

�time(b, l) = γ + α
(
b+ bl + b2l

)
+ ψ�flops(b, l). (10)

The time functions for square and triangular tasks can now be used to
estimate the total time needed for the critical (C) and the non-critical (N)
work. For the sake of simplicity it is assumed that b divides n. Like for
blocked back-substitution, the critical work is for this computation assumed
to be made up of

(
n
b

)
triangular tasks and

(
n
b
− 1
)
square tasks. The time

it takes to execute the critical work (C) is given by

Ctime(n, b, l) =
(n
b

)
4time(b, l) +

(n
b
− 1
)
�time(b, l). (11)
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As in blocked back-substitution, the total amount of tasks for this com-
putation is given by (3). The amount of non-critical tasks is the amount
of critical tasks subtracted from the total amount of tasks. All non-critical
tasks are square. The time it takes to execute the non-critical work (N) is
given by

Ntime(n, b, l) =

((
n
b

)2 − 3
(
n
b

)
+ 2

2

)
�time(b, l). (12)

C will be executed by q cores and N will be executed by (p− q) cores.
Recall that in the baseline approach, each task can only be processed by
one unit at a time. This puts q, the number of cores to execute the critical
work (C), equal to one. In the extended approach the number of cores that
executes C is strictly larger than one. As only one core will execute C in the
baseline approach, its final execution time is given by

Cb
exec(n, b, l) = Ctime(n, b, l). (13)

The efficiency of the parallelization of C is modelled at 75%. For the
extended approach, the final execution time for C is given by

Ce
exec(n, b, l) =

Ctime(n, b, l)

q · 0.75
. (14)

The final execution time for N is for both the extended and baseline ap-
proach given by

Nexec(n, b, l) =
Ntime(n, b, l)

p− q
. (15)

The final execution time for the computation will be determined by the
maximum value of the execution time for C and N . For the baseline ap-
proach, this is given by

W b
exec(n, b, l) = max

(
Cb

exec(n, b, l), Nexec(n, b, l)
)
. (16)

For the extended approach, the final execution time is given by

W e
exec(n, b, l) = max (Ce

exec(n, b, l), Nexec(n, b, l)) . (17)

A theoretical computer, denoted LS1, is considered which executes both
the triangular and the square tasks at the peak flop rate of 11 · 109 flops/s.
This puts β = ψ = 1

11·109 . On LS1 the cost of creating a task is 200 · 103

flops and the cost of administering a loop is 5 flops. This puts γ = 200·103
11·109

and α = 5
11·109 .
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The following example using the model on LS1 considers an Amatrix of order
n = 10 · 103, a B matrix with columns l = 100, p = 48, q = 1 for the baseline
approach and q = 4 for the extended approach.

Table 3: The minimum execution time and at what
block size it is found on LS1 for q = 1 and q = 4, as
seen in Figure 14.

q Execution time (s) Block size
1 0.0711 68
4 0.0684 215
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Figure 14: The execution times for varying block sizes
using the models in (16) and (17) on LS1. The blue
trace represents the baseline approach with q = 1
and the orange trace represents the extended approach
with q = 4.

Figure 14 shows the execution times for various block sizes using the models
in (16) and (17) on the theoretical computer LS1. Table 3 displays the
minimum execution time and at what block size it is found for the baseline
approach (q = 1) and the extended approach (q = 4). The points of the
sharp corners that can be observed in the figure represent minimums. It is at
those points the minimum execution times for the two approaches are found.
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The speedup can be calculated by dividing the minimum execution time
for the baseline approach with the minimum execution time for the extended
approach. This puts the extended approach’s speedup at approximately 1.04.
As the minimum execution time of the extended approach on LS1 is found
at a coarser granularity, fewer tasks have been created which means less
overhead caused by γ.

4 Implementation
The computation chosen for testing the theory is triangular matrix solve
(solving for X in AX = B), using blocked back-substitution. This section
describes the implementation.

4.1 Kernel Operations

The Linear Algebra PACKage (LAPACK)[12] is a widely used library for high
performance Linear Algebra computations. It is designed to be efficient and
transportable across a wide range of computing environments. By relying
on the Basic Linear Algebra Subprograms (BLAS), the LAPACK codes can
be tuned to a given architecture by machine dependent and highly efficient
implementations of the BLAS kernel operations.
The parallel implementation of blocked back-substitution uses three LAPACK

routines: GEMM for matrix-matrix multiplication, TRSM for triangular mat-
rix solve and AXPY for vector-vector subtraction and addition. Note that
matrices are stored as vectors, which means AXPY can be used to perform
matrix-matrix subtraction and addition.

4.2 Sequential Blocked Back-substitution Algorithm

For the sequential blocked back-substitution algorithm, the matrix A is blocked
in two dimensions. It is comprised of n blocks in the row dimension and n
blocks in the column dimension. The matrices B and X are blocked in one di-
mension. They are comprised of n blocks in the row dimension and one block
in the column dimension. This section describes the sequential algorithm in
order to introduce the essential computations done in the parallel algorithm.
Algorithm 3 shows the blocked algorithm for back-substitution. It is not

much different from the element-wise back-substitution algorithm in Al-
gorithm 1. The first thing that happens in the element-wise algorithm is
divisions. For the current row, each B element is divided by the A element
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Algorithm 3 blocked back-substitution
1: procedure b_back_sub(A,B, n) . Solves for X in AX = B
2: for j=n:-1:1 do
3: Xj ← A−1

jj ·Bj . TRSM
4: for i=1:j-1 do
5: Bi ← Bi − Aij ·Xj . GEMM
6: end for
7: end for
8: return X
9: end procedure

on the diagonal. The blocked algorithm works with matrix-matrix opera-
tions, and a matrix cannot be divided by another matrix. The corresponding
matrix-matrix operation is a linear solve, A−1

jj · Bj as seen in algorithm 3.
The Ajj block will be in row-echelon form with zeroes below the diagonal
which means an upper triangular matrix solve. The parallel implementation
uses the LAPACK routine TRSM for this step, which is part of the work done
by triangular tasks.
After that step has finished, both algorithms move on to remove the con-

tribution of the recently computed part of X from each row above the current
row. This is in both the element-wise and blocked algorithms done with a sub-
traction and a multiplication. The element-wise algorithm uses element-wise
subtraction and multiplication. The blocked algorithm uses a matrix-matrix
subtraction and a matrix-matrix multiplication. The parallel implementa-
tion uses the LAPACK routine GEMM for the matrix multiplication, which is
part of the work done by square tasks.

4.3 MPI

MPI is used for the distributed memory programming. The MPI-tasks are
arranged into a two dimensional block-cyclic process topology that tries to be
as symmetric (having the same number of rows and columns of MPI-tasks)
as possible.
A process topology using four MPI-tasks is shown in Figure 15. The MPI-

tasks are ranked from 0 to 3. Each has a row and column position in the
topology, shown in the parentheses.
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Figure 15: A two-dimensional process topology using
four MPI-tasks, ranked from 0 to 3.

4.3.1 MPI Communication

A communicator encompasses a group of MPI-tasks that may communicate
with each other. The implementation makes use of three communicators:

• A global communicator, used for communication across all MPI-tasks.

• A row communicator, used to communicate with the MPI-tasks that
belong to the same row in the process topology.

• A column communicator, used to communicate with the MPI-tasks
that belong to the same column in the process topology .

From the perspective of MPI-task 0 in Figure 15, it can use the global
communicator for communication with 1,2 and 3. It can use the row commu-
nicator for communication with 1, and it can use the column communicator
for communication with 2.
The implementation makes use of three MPI communication routines, all

of which are collective routines. Collective communication is a method that
involves the participation of all processes within the given communicator.

MPI_Broadcast

In MPI_Broadcast one MPI-task (the root) sends the same data to all
MPI-tasks in the specified communicator.

MPI_Reduce

Data reduction involves reducing a set of numbers into a smaller set of
numbers by the use of a function. MPI_Reduce takes an array of input
elements from each MPI-task in the specified communicator and returns
an array of output elements to one of the MPI-tasks (the root). The
reduce operation can for example be finding the minimum or maximum
value, a summation or a product.
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MPI_Barrier

The MPI_Barrier routine forms a barrier that no MPI-task in the com-
municator can pass until all participants have called the function. The
barrier is used to synchronize the MPI-tasks within the given commu-
nicator.

4.3.2 MPI Data Distribution

Like in the blocked sequential algorithm, the matrix A is blocked in two di-
mensions and the B and X matrices are blocked in one dimension. The blocks
from matrix A (and their associated tasks) are distributed across the MPI-
tasks in accordance with the two dimensional block-cylic process topology.

Figure 16: Example blocking of matrix A, B and X
and their distribution across four MPI-tasks.

Figure 16 shows an example of blocked matrices and their distribution
across four MPI-tasks. In this example, the number of blocks in the row
dimension is five. For the A matrix, the number of blocks in the column
dimension is equal to the number of blocks in the row dimension. As the B
and Xmatrices are only blocked in one dimension, the number of blocks in the
column dimension is one. The figure shows the position of the block owners
in the process topology. The * denotes all. For example, (∗, 0) means every
MPI-task positioned in column 0 while (0, 0) means the MPI-task positioned
in row 0, column 0. For each triangular task in the A matrix an MPI-task
owns it will also own the corresponding row block in the B matrix. The
resulting blocks of the X matrix will be replicated across all MPI-tasks that
share column with the triangle owner in the process topology.
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4.4 PThreads

The implementation uses POSIX threads, from here on denoted PThreads,
for shared memory programming. PThreads was chosen as the API offers
fine-grained control over thread management. The threads main purpose is
to execute tasks. For non-critical tasks only one thread is used. For critical
tasks, a subset of the MPI-task’s threads is used. In the baseline approach,
this subset will always be equal to one while in the extended approach the
size of the subset may vary between different critical tasks (see Section 4.7).
Sometimes a subset of threads need to collaborate and sometimes the threads
need to act on their own. To facilitate this behaviour a fine grained control
over the threads is necessary.
For brevity’s sake the details of the PThread routines used in the imple-

mentation will not be described. In short, the threads make use of locks to
guard the shared data they are manipulating or reading. They make use
of condition variables to wait for various conditions that can be triggered
by other threads. Finally, they make use of barriers to synchronize their
execution.

4.5 Data Storage

The parallel implementation of blocked back-substitution is implemented us-
ing the C programming language. LAPACK and BLAS are implemented in
Fortran. The native storage format for multi-dimensional arrays differ for
Fortran and C. Fortran uses column major order while C uses row-major
order. Since LAPACK routines expect data in column major order, the
matrices used in the implementation are stored in column major order. This
is done to avoid transposing matrices each time an LAPACK routine is used.
The MPI-tasks local blocks of the matrices are stored using the Block Data

Layout (BDL) format. Figure 17 shows the difference between the classic
Column Major (17a) and the BDL (17b) storage formats. The matrix used in
the example has eight rows and eight columns, which has been divided into
two blocks in the row dimension and two blocks in the column dimension.
In classic column major format, consecutive elements of the entire matrix’s
columns are contiguous in memory. In the BDL storage format, each block
is stored in contiguous memory locations (in column major format). With
the BDL storage format the access pattern to memory is more regular and
BLAS performance on individual blocks can be considerably improved. The
benefits of using the BDL storage format has been studied in [13, 14].
The parallel blocked back-substitution algorithm implemented for this pa-

per uses fine-granularity parallelism. The tasks are small so multiple tasks
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(a) Column major
(b) Block Data Layout

Figure 17: Two different data storage formats for a
matrix of order eight that has been split into two
blocks in the row and column dimensions. (a) shows
the matrix stored in column major format, and (b)
shows the matrix stored in BDL format.

can be processed at the same time by the set of threads that makes up an
MPI-task. The parallelized tasks (PTs) use even more finely-grained paral-
lelism, as already small tasks are further decomposed and parallelized. The
BLAS library generally has poor performance on small blocks, but perform-
ance can be improved considerably by using the BDL storage format [15].

4.6 An Informal Description of the Algorithm

This section presents an informal description of the algorithm. In the next
two sections the scheduling algorithm as well as how the parallel tasks are
decomposed and executed will be scrutinized.
The implementation uses list scheduling. Tasks are dynamically generated

as their prerequisites are satisfied and added to a priority queue. Threads
belonging to an MPI-task are usually doing one of the following three activ-
ities:

• computing a task

• performing explicit communication through message passing

• waiting for tasks to become available
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When a thread finds the prerequisites for a task satisfied, it creates the
task, places it on the priority queue and signals threads waiting for tasks.
Tasks are assigned priority according to which block in the global A matrix
they operate on. Task blocks with a higher row number takes higher priority
over those with lower. Critical tasks are always of the highest priority.
When a triangular task has been completed the result needs to be broadcast

to the MPI-task’s column neighbours. Once the results for a triangular task
in a column has been received, the square tasks in that column are unlocked
as the prerequisite for their creation is satisfied.
When all local square tasks in a row have finished computing, the result

needs to be added with the results of non-local square tasks on the same row.
Here, a reduce is used with the MPI-task’s row communicator to perform
a summation to the triangle owner. Once the triangle owner receives the
resulting data, the prerequisite for the creation of the triangular task on that
row is satisfied.
The implementation uses two variables to track an MPI-task’s current com-

munication goals. The active row variable is used to track the row that is
the current target for the next reduce. When all the square tasks on the
active row have have been computed, a reduce can and should be performed
using the MPI-task’s row communicator. The active row number is denoted
arow. The locked column variable is used to track the column that is the
current target for the next broadcast. Once the triangular task on the locked
column has been computed, a broadcast can and should be performed using
the MPI-task’s column communicator. The locked column number is denoted
lcol.
Figure 18 offers a demonstration of the parallel blocked back-substitution

algorithm. The A matrix has been been partitioned into 45 blocks and the
work has been decomposed into 45 tasks, assigned to corresponding blocks
in A. The blocks (and their associated tasks) have been mapped to four MPI-
tasks using the standard 2 by 2 topology shown in Figure 15. The tasks can
be in one of five states, shown in Figure 19. In this example each MPI-task
uses two threads. The algorithm is demonstated from the point of view of
MPI-task 0 (position [0,0] in the topology). Tasks that are white are owned
by other MPI-tasks. Tasks that are grey are assigned to MPI-task 0, but
have yet to become available for processing. An orange task is currently
being processed. A blue task is an available task (ready to be picked up from
the priority queue and processed). A black task is a finished task. For this
example, a task can be executed by a single thread only. No parallelization
of the critical path is done.

Step One (18a)
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(a) Step one (b) Step two

(c) Step three (d) Step four

Figure 18: A step-by-step demonstration of the paral-
lel blocked back-substitution algorithm.

Figure 19: The various states of a task in Figure 18.
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As there are no square tasks on the final row, the target row for the next
reduce is on MPI-task 0’s next owned local row, pointed to by arow.
At this point the only task that can be processed is the triangular task
on the final row. The target for the next broadcast is the final column,
pointed to by lcol. The triangular task needs to finish computing
before more tasks can become available. This means that only one of
MPI-task 0’s two threads is currently active, processing the triangular
task. The other thread is currently idle.

Step Two (18b)
Once the triangular task is computed, its result is broadcast and lcol
is moved to the target column for the next broadcast. The prerequisite
for the creation of the four local tasks in the final column is satisfied.
The two threads each pick one task with the highest priority (highest
row number) from the priority queue and begin their processing. Two
available tasks are left in the queue.

Step Three (18c)
As all the local square tasks on the former arow have finished com-
puting, a reduce has been performed and arow has been moved to the
target row for the next reduce. The prerequisite for the creation of the
triangular task on the former arow is fullfilled. The triangular task is a
critical task, which has the highest priority. One thread picks and pro-
cesses the triangular task, while the other thread picks and processes
the next square task of the highest priority.

Step Four (18d)
Once the triangular task is computed the result is broadcast and lcol
is moved to the target column for the next broadcast. The prerequisite
for the creation of the three local tasks on the column is satisfied. The
two threads once again each pick one task of the highest priority from
the queue and begin their processing.

The computation is finished once every MPI-task has finished computing all
of its local tasks.

4.7 Tasks

The implementation uses two types of tasks, square and triangular. Both
types of tasks can be performed sequentially by one thread or in parallel
using multiple threads. The square tasks perform a matrix multiplication
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(GEMM) and a matrix addition (AXPY). The triangular tasks perform a matrix
subtraction (AXPY), triangular solve matrix (TRSM) and a matrix copy.
When the prerequisite for a critical task’s creation is satisfied, the critical

task can be created. In the baseline approach, the number of threads that
executes a critical task is equal to one. In the extended approach, the number
of threads that executes a critical task is strictly larger than one, up to a
maximum of an MPI-task’s total amount of threads.

(a) Non-parallelized task

(b) Parallelized task

Figure 20: The TRSM step of a triangular task. The
task is non-parallelized in (a) and is executed by one
thread. The task has been decomposed into three sub-
tasks in (b) and is executed by three threads.

In order to parallelize a critical task it is further decomposed into subtasks,
once again using data decomposition. The data in the block of the B or X
matrix that the task acts on is partitioned in the column dimension. The
resulting chunks are then used to induce a partitioning of the work into
subtasks. If the subset of threads to parallelize a critical task is three then
three subtasks will be created. Each subtask acts on a different chunk in the
block from the B or X matrix in addition to acting on the non-partitioned
block from the A matrix. Figure 20 shows how the TRSM step of a triangular
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task (20a) is split when it is parallelized using three threads (20b). In using
this decomposition each subtask can be processed without requiring intra-
task communication or distribution of intermediate results. A drawback is
that it only works when the number of columns in the B and X matrix is equal
to or larger than the specified subset of threads. While this is a limitation
for the implementation, it also has the advantage of making the parallel
tasks embarrassingly parallel. This makes it easier to reach a higher level of
parallelization efficiency.

Algorithm 4 Subset team size
1: procedure get_subset_number(default_subset, ncolumns)
2: team← default_subset
3: if team 6= 1 then
4: waiting← get_number_available_threads()
5: if team < waiting then
6: team← ncolumns < waiting ? ncolumns : waiting
7: end if
8: end if
9: return team
10: end procedure

The default subset size to execute parallel tasks (PTs) is specified as a
parameter to the program. For the extended approach, each critical task
will be executed by at least the default subset amount of threads. The size
of the subset that executes the PT is decided upon its creation. If there
are more threads waiting for tasks than the default subset size, the subset to
execute the PT will be made larger to take advantage of all available threads.
Algorithm 4 shows how the subset number is chosen in the implementation.
The execution of the PT begins once all threads in the subset are ready and

is complete once all threads have finished their part of the task’s computa-
tions. After the creation of a PT the size of the subset that will execute it can
not be changed. This corresponds to the moldable PT model, as described
in Section 2.5. When a PT is created that requires more threads than the
number currently available, some delay can be expected as the execution of
the PT cannot begin until a subset number of threads are ready. This delay
may, in a worst case scenario, cause the total time from PT creation to PT
completion to be significantly larger than it would have been if the task had
not been parallelized.
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4.8 Parallel Algorithm

This section aims to demonstrate the scheduling algorithm using pseudocode.
The pseudocode is presented to offer a better understanding of what happens
in the parallel computation. Many implementation details are omitted. The
first algorithm shown is the communication block, so called as it contains
explicit communication routines as well as prerequisite checking for when
and if explicit communication should be performed. The threads in an MPI-
task share a struct, schedule, from which the algorithm uses four variables:

arow is the active row in the global matrix. It is used to track which row is
being targeted for the next reduce.

lcol is the locked column in the global matrix. It is used to track which
column is being targeted for the next broadcast.

np_col is the number of MPI-tasks in a column in the process topology.
np_row is the number of MPI-tasks in a row in the process topology.

The algorithm also makes use of 10 functions, many of which are not functions
in the real implementation, but presented as such in order to abstract details:

get_tasks_left(row)
Gets the number of local square tasks that have yet to be computed
for the specified row number.

sum_reduce(row)
Performs a reduce using the sum operation within the row communic-
ator using data associated with the specified row.

broadcast(col)
Performs a broadcast within the column communicator using data as-
sociated with the specified column.

create_critical(x,y)
Creates and returns a critical task that acts on block {x, y} in the
global matrix. For the baseline approach only one task is created. For
the extended approach a subset number of subtasks are created (see
Section 4.7). One of the subtasks is returned, the others are added to
the priority queue by the function.

create_normal(x,y)
Creates and returns a normal task that acts on block {x, y} in the
global matrix.

add_to_queue(task)
Adds the specified task to the priority queue.

execute(task)
Computes the specified task.
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triangle_is_mine(row)
Checks if this MPI-task owns the triangular task on the specified row.

is_final_row(row)
Checks if the specified row is this MPI-task’s final row.

deactivate_schedule()
Flags the schedule as deactivated and alerts idle threads.

Algorithm 5 Communication block
1: procedure communication_block
2: tasks_left← get_tasks_left(schedule.arow)
3: if tasks_left = 0 then
4: sum_reduce(schedule.arow)
5: if triangle_is_mine(schedule.arow) then
6: task← create_critical(schedule.arow, schedule.lcol)
7: execute_task(task)
8: end if
9: if is_final_row(schedule.arow) then
10: deactivate_schedule()
11: else
12: schedule.arow← schedule.arow− schedule.np_col
13: end if
14: end if
15: if schedule.arow < schedule.lcol then
16: broadcast(schedule.lcol)
17: for i = schedule.arow:-schedule.np_col:0 do
18: task
19: if (schedule.lcol− 1) = i then
20: task← create_critical(i, schedule.lcol)
21: else
22: task← create_normal(i, schedule.lcol)
23: end if
24: add_to_queue(task)
25: end for
26: schedule.lcol← schedule.lcol− schedule.np_row
27: end if
28: end procedure

The pseudocode for the communication block is shown in Algorithm 5.
The algorithm starts by checking if all the local square tasks on the active
row have been computed. If they have, then a sum reduce is performed.
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After the reduce it checks if the triangular task on the active row is owned
by this MPI-task. If it is, then the triangular task is created and executed
immediately by the creator thread as no explicit communication will occur
until the triangular task has finished computing either way. If the active row
is this MPI-task’s final row then the MPI-task has finished its computations
and the schedule is deactivated. Otherwise, the active row is decremented.
If the active row number is less than the locked column number, a broadcast
needs to be performed before the active row can be completed. Once the
broadcast is finished, the square tasks in the locked column become unlocked
and can be created and added to the priority queue. After task creation has
finished, the locked column is decremented.
The next algorithm shown is the thread function, so called as it is the

function executed by the threads in an MPI-task. Again, the algorithm
shows a very abstract form of the implemented version and many details are
omitted. This algorithm uses only one variable from the schedule struct: A
mutex (lock) denoted comm_lock. It makes use of six functions, some of
which are not functions in the real implementation, but presented as such to
abstract details:

schedule_is_active()
Checks if the schedule is currently active or if has been deactivated.

try_lock(lock)
If no other thread has the specified lock, it will be picked up and the
function will return true. The function returns false if the lock is
already in use by another thread.

unlock(lock)
Lets go of the specified lock.

communication_block()
See Algorithm 5.

next_task()
Returns a task of the highest priority from the priority queue. If none is
available then the thread is blocked until more tasks are made available
or the schedule is deactivated. The function allows all but one thread
to be blocked in this way, as one thread always needs to be available
to check on explicit communication.

execute_task(task)
Computes the specified task.

The pseudocode for the thread function is shown in Algorithm 6. The
algorithm contains a loop that will continue to run for as long as the schedule
is active. At the beginning of the loop is a block of code that can only be
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Algorithm 6 Thread function
1: procedure thread_func
2: while schedule_is_active() do
3: if try_lock(schedule.comm_lock) then
4: communication_block()
5: unlock(schedule.comm_lock)
6: end if
7: task← next_task()
8: if task 6= null then
9: execute_task(task)
10: end if
11: end while
12: end procedure

accessed by one thread at a time. The calling thread will attempt pick up the
communication lock. If the thread is able to obtain the lock it will execute
the communication block (see Algorithm 5) otherwise it will move on. Next
up, it will attempt to retrieve a task from the priority queue. If no tasks are
available it will be blocked until there are. Or, if it is the only thread that
has yet to be blocked, it will continue on in the loop. If the task returned is
not null then it will be computed by the thread.

5 Results
In this section, results from experiments using the implementation described
in Section 4 are presented and analysed. The first three subsections are
devoted to explaining the metrics and parameters used and describing the
experiment setup. After that an overview of the results from experiments
will be presented, followed by two subsections devoted to an analysis of the
impact the parameter settings had on the observed results.

5.1 Metrics

The results are presented using three types of metrics: The execution time
for the computation in seconds, the speedup ratio and the core utilization
ratio. This section describes how the metrics are calculated and how they
should be interpreted.
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5.1.1 Execution Time and Speedup

Barriers were used when measuring time for collaborative computations, such
as the execution time for a parallel task or for the entire parallel computa-
tion. The starting time was chosen as the maximum value observed among
the collaborators between two barriers. The finish time was chosen as the
minimum value observed among the collaborators after a barrier. The meas-
urement assumes that the clocks are synchronized which may not always be
the case. Because of this some small errors in the time measurement may
occur.
The execution time measured for the program is for the computation and

its scheduling only. Generation of test matrices, tiling of matrices, confirming
accuracy of results and communication initializations were not included in
the timings. The start of the computation was chosen to be the point when
all MPI-tasks were ready to begin execution of the blocked back-substitution
algorithm (see Section 4). The computation’s finish time was chosen to be the
point when all MPI-tasks were done executing the blocked back-substitution
algorithm. The execution time for a parallel task (PT) was measured from the
point where all threads assigned to the task were ready to begin computing to
the point where all threads had finished their part of the PT’s computation.
The speedup metric is used show how many times faster one computation

was compared to another. The speedup of computation A over computation
B is calculated by dividing the execution time of B with the execution time
of A. A speedup of one signifies no speedup, A and B had the same execution
time. A speedup greater than one signifies that A was faster than B and a
speedup of less than one signifies the opposite. For example, a speedup of
1.2 means that A was 1.2 times as fast as B. A speedup of 0.8 means that
A was 0.8 times as fast as B (not faster).

5.1.2 Core Utilization Ratio

The core utilization ratio is used to show how close to the theoretical peak
flop rate the cores performed. Let n be the order of matrix A, and l be
the number of columns in matrix B and X. The number of floating point
operations in back-substitution is given by

4flops = n2l. (18)

Let p be the number of MPI-tasks, c be the number of threads (cores) per
MPI-task and Tp be the parallel execution time in seconds for the computa-
tion. The average number of floating point operations done by each core per
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second was calculated using

4(flops/sec·cores) =
4flops

(Tp · p · c)
. (19)

Let θ represent the peak flop rate a core is theoretically capable of performing.
The core utilization ratio was calculated using

uratio =
4(flops/sec·cores)

θ
. (20)

The uratio will be found somewhere between zero and one. A value of one
signifies perfect core utilization—the cores worked at the theoretical peak
flop rate. This is impossible to do with the operations involved in the com-
putation. A value of zero signifies no core utilization—the cores performed
zero floating point operations per second.
The core utilization ratio is directly tied to the execution time of the parallel

computation. The shortest execution time will be found when the cores are
able to reach their highest point of performance. In other words, where the
highest core utilization ratio is found.

5.2 Parameters

In the experiments six different parameters were examined. All six paramet-
ers may affect the program’s performance. The parameters can be divided
into two groups: User dependent parameters and program dependent para-
meters.

5.2.1 User Dependent Parameters

User dependent parameters are those that will be specified by a user. These
parameters include the chosen size of an MPI-task (the number of cores
an MPI-task is comprised of) and the number of MPI-tasks the user has
available. They also include the size of the A matrix and the number of
columns in the B matrix, dependent on the linear system the user wants to
solve. This section describes those parameters.

MPI-task size
As is described in Section 2.6.3, there are many different possibilities
in a hybrid setup. With large MPI-tasks there will be less explicit
communication and with small MPI-tasks there will be more. However,
large MPI-tasks are likely to use cores from different NUMA nodes,
meaning that latency can be expected from remote memory access if
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care is not taken with the distribution of data across the MPI-task’s
memories. At this point in time, the implementation is not able to
effectively distribute the data local to an MPI-task. One MPI-task per
NUMA node was observed to be the most efficient MPI-task size and
is therefore used in all experiments.

Number of MPI-tasks
As the size of an MPI-task was decided to be fixed for the experiments
(one NUMA node per MPI-task), changing the number of MPI-tasks is
the way to increase or decrease how many cores the program will use.

Matrix A size
For a fixed task granularity setting, a small A matrix will have fewer
tasks than a large A matrix. The number of tasks created affects the
amount of parallel overhead in the computation. The size of the A
matrix is because of this likely to impact at what task granularity the
point of highest performance can be found.

Columns in matrix B
For a fixed task granularity setting, the amount of columns in matrix
B affects how much work each task contains and by extension how
effectively they can be parallelized.

5.2.2 Program Dependent Parameters

If the extended approach investigated in this paper was to be deployed, the
program dependent parameters are ones that would be chosen by the pro-
gram. They include the task granularity setting and the default subset size
used to parallelize the critical path. This section describes those parameters.

Default subset size
The default subset size parameter represents the minimum number of
cores used to parallelize the critical path. The baseline approach always
uses a fixed subset size of one, while the extended approach uses at least
the default subset size. For the extended approach, if more threads
than the default subset size are available at the time of a critical task’s
creation, they will be added to the subset that executes the task. More
threads can be added to the subset up to a maximum of the MPI-task’s
total amount of threads or the number of columns in the B matrix,
further discussed in section 4.7. The default subset size affects the
execution time and parallel overhead of the critical tasks. It also affects
the ratio of reserved to total number of cores used for task processing.
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Task granularity
The task granularity parameter represents the size of the matrix blocks
that the tasks act on.

5.3 Experiment Setup

The experiments were performed on the Abisko cluser at HPC2N. It is com-
prised of 318 nodes. Each node consists of four sockets of AMD Opteron
6238 that has 12 cores, giving a total of 48 cores per node. The nodes are
considered to be complex NUMA machines. While each socket has 12 cores,
it architecturally holds two NUMA nodes with 6 cores each. This means that
for each node there are 8 NUMA nodes. The cores are clocked at 2.6GHz and
have the ability to perform 4 double precision floating point operations cycle,
bringing a core’s theoretical peak performance to 10.4 Gflops/sec. As previ-
ously mentioned, the MPI-task size parameter is fixed to one NUMA node
for all experiments presented. This means that each MPI-task is comprised
of 6 cores.
The computation time was not expected to vary significantly between runs

using the same parameter setup. Using the median value mitigates the im-
pact of outliers. Had the average value been used, the outliers would have
given a false idea of the computation time to be expected for a specific para-
meter setup. Each data point presented comes from the median of 11 runs
using the same parameter setup. Deciding the number of program executions
to use for the median was done through testing. The number 11 was chosen
as it was observed to continuously give an accuracy of up to 3 significant
figures in accordance with much larger data sets (compared with the median
of up to 1001 program executions).
The number of columns in the B and X matrices as well as the task block

sizes tried are in multiples of eight. This was chosen to take advantage of the
hardware’s ability to simultaneously perform the same operation on multiple
data points.
All code was compiled using the GCC compiler. The libraries used were
OpenBlas, LAPACK and Open MPI.

5.4 Overview

This section presents an overview of the performed experiments. It is in-
tended for users that are interested in seeing how much faster the TRSM
computation using the extended approach can be compared to the baseline
approach for various user parameter sets. A more in depth look at how the
two approaches perform is presented in the next two sections.
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In this section the user dependent parameters make up a user parameter
set. It includes the order of matrix A, columns in matrix B, MPI-task size and
number of MPI-tasks. The MPI-task size is always fixed at 6 cores. By testing
each user parameter set for various task granularity settings and subset sizes
(program dependent parameters), the point of highest performance for the
baseline and extended approach was determined.
Let Textended be the user parameter set’s minimum observed execution time

using the extended approach and let Tbaseline be the user parameter set’s
minimum observed execution time using the baseline approach. How much
faster the computation ran using the extended approach was calculated using

ψ =
Tbaseline − Textended

Tbaseline
. (21)

A ψ of 0.2 means that Textended was 20% faster than Tbaseline.
In Figure 21, plots for four different numbers of MPI-tasks are shown. A

point in one of the plots represents a user parameter set. Each column comes
from data gathered from separate experiments. In these experiments different
values were tested for the number of columns in the B matrix, the default
subset size and the task granularity setting. One experiment can take up to
30 hours to perform. Because of this the points in the plots are relatively
sparse. The color of the point corresponds to the ranges shown in Figure 21a.
For example, the point that uses a matrix A of order 104, 56 columns in the
B matrix and 4 MPI-tasks can be found in Figure 21b. The point is yellow,
meaning that the computation ran 1-10% faster using the extended approach
than it did using the baseline approach.

5.5 Impact of Program Dependent Parameters

This section takes a closer look at how the baseline and extended approach
perform with different settings of the program dependent parameters (task
granularity and default subset size). The user parameter set used in the
experiments investigated in this section is shown in Table 4.

Table 4: Experiment setup

MPI-task size 6
Matrix A order 30e3
Columns in matrices B and X 200
Number of MPI-tasks 6

For this user parameter set data was collected for the extended and baseline
approach using task granularity settings from 56 to 504 in steps of 16.
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(a) How much faster in % the computation executed using the extended approach
over the baseline approach. The ranges are used in the figures b, c, d and e.
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(b) 4 MPI-tasks (24 cores)
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(c) 6 MPI-tasks (36 cores)
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(d) 9 MPI-tasks (54 cores)
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(e) 12 MPI-tasks (72 cores)

Figure 21: Points representing how much faster the
computation could run using the extended approach
than the baseline approach using 4, 6, 9 and 12 MPI-
tasks.
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5.5.1 Task Granularity

The first program dependent parameter that will be examined is the task
granularity setting. The default subset size used for the extended approach
in this experiment was two.
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Figure 22: The baseline and extended approach’s core
utilization ratios for various block sizes.

Figure 22 shows the baseline and extended approach’s core utilization ratios
for various task granularity settings using the parameter setup shown in
Table 4 with a default subset size of two for the extended approach. Recall
that the baseline approach is to reduce the execution time by adjusting the
granularity (making the tasks smaller) in order to speed up the execution
of the critical path. It is in this experiment able to reduce the block size
down to 136, where its highest core utilization ratio is found. For block sizes
smaller than 136, the baseline approach drops in performance. Its inability to
further reduce the block size is likely caused by the parallel overhead starting
to dominate. As the block size is made smaller the average time spent on
communication grows. For block sizes smaller than 136, the cores average
time spent idle was also observed to increase.
The extended approach is to parallelize the critical path in addition to

adjusting the granularity. In doing this it is able to reduce the execution
time of the critical path without requiring a granularity as fine as the one
used by the baseline approach. In this experiment the extended approach core
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utilization ratio is remarkably constant for a wide range of task granularity
settings. It is only for block sizes smaller than 152 and larger than 472 that
its performance begins to drop significantly.
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Figure 23: What each core on average spent its time
on in the baseline and extended approach for the para-
meter setup in Table 4 using a task granularity setting
of 216 and a default subset size of two for the extended
approach.

Figure 23 shows what each core on average spent its time on for the para-
meter setup in Table 4 using a task granularity setting of 216 and a default
subset size of two for the extended approach. Time spent on communication
includes the MPI communication routines as well as the PThread barriers
used to synchronize threads collaborating on a critical task. The cores spent
more time stuck in PThread barriers using the extended approach than they
did using the baseline approach as the baseline approach only uses one thread
for each critical task. This accounts for the 1% increase in time spent on
communication the extended approach has over the baseline approach. Time
spent on computation includes the TRSM, GEMM, AXPY and matrix copy
operations. In the extended approach the cores spent 8% more of their time
computing and 9% less of their time idling than they did in the baseline ap-
proach. The execution time for the computation was 0.94 seconds using the
baseline approach and 0.84 seconds using the extended approach. This means
that the computation executed 11% faster using the extended approach. In
the extended approach, the execution time of the computations along the
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critical path make up only 50% of the total execution time. In the baseline
approach the execution time of those computations make up 79% of the total
execution time. This suggests that the execution time was dominated by the
length of the critical path to a much greater extent for the baseline approach
than it was for the extended approach.
The way in which the extended approach parallelizes the critical path can

help to explain why its core utilization ratio is relatively constant for a wide
range of task granularity settings (see Figure 22). First, recall that the aim
of both the extended and baseline approach is to reduce the execution time
for the critical path. In the experiment the baseline approach was observed
to reach its highest core utilization ratio using a task granularity setting of
136. As the task granularity setting is made larger the work along the critical
path increases, by extension lengthening its time of execution. Because of
this the load balance suffers and the average time spent idle increases for the
cores in the baseline approach. This explains why its performance steadily
drops as the task granularity setting increases past 136. Now consider that
the extended approach was to use the rigid parallel task model instead of the
moldable parallel task model. With the rigid model, the subset size used to
parallelize the critical tasks would have been fixed. The extended approach
would likely reach its highest performance at a coarser granularity setting
than the baseline approach. The work along the critical path would increase
but the parallelization would speed up its time of execution. However, in
using the rigid model the method of increasing the task granularity setting
can only work up to a point. In general it is highly unlikely that two cores
can execute a parallel task more than twice as fast as the task’s sequential
execution time. Once the highest possible rate of parallelization efficiency is
reached, using a coarser task granularity setting will no longer work. The
work along the critical path will increase but the efficiency of the critical
path’s parallelization can not go higher. Because of this the execution time
of the critical path will increase and the performance will suffer similarly
as it did for the baseline approach. The implementation however uses the
moldable task model. The extended approach will add additional cores to
the default subset size used to collaborate on the critical tasks if they are
available. As the task granularity setting is made larger, the load balance
suffers and more cores will find themselves idle. However, the extended
approach is able to take advantage of these idle cores by adding them to
the parallelization subset. By adding more cores, the execution time of the
critical path can be further reduced than it could using only the default subset
size. This can negate the effect of the increased work along the critical path
gained from using a coarser task granularity. The moldable task model used
in the extended approach is likely a substantial factor in why the extended
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approach is able to maintain a high core utilization ratio, and by extension
a shorter execution time, for a wide range of task granularity settings.
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Figure 24: The speedup for a parallelized square task
over a sequential square task for various block sizes.

A closer look at the parallel tasks speedup over the sequential tasks sup-
ports this theory. In the experiment performed, the average execution times
of the parallelized and sequential square tasks were calculated for each task
granularity setting. The average speedup of a parallelized square task over
a sequential square task for a specific task granularity setting can be calcu-
lated by dividing the average execution time of a sequential square task with
that of a parallel square task. Figure 24 shows these speedups for various
task granularity settings. For example, the parallelized square tasks has a
speedup of roughly 1.7 over the sequential square tasks when using a task
granularity setting (block size) of 150. As the speedup goes beyond a value
of 2 for coarser granularity settings it highly likely that more cores than the
default subset size (2) collaborated on at least some of the critical square
tasks. As the task granularity setting grows, the speedup increases, which
mitigates the critical square tasks increased work.

5.5.2 Default Subset Size

In the last section the default subset size used by the extended approach
for the user parameter set in Table 4 was two. Now, the impact of using
different default subset sizes will be examined for the same user parameter
set. Table 5 shows the fastest execution time for the computation and at
what task granularity setting it was observed for varying subset sizes. Note
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that a subset size of one represents the baseline approach and all others
represent the extended approach.

Table 5: Fastest execution time and at what block size
it was observed for various subset sizes.

Subset size Task granularity Execution time (s)
1 136 0.922
2 216 0.835
3 376 0.842
4 376 0.874
5 376 0.923
6 440 0.968

In general as the default subset size grows so does the optimal task granu-
larity setting, as can be observed in Table 5. With a coarser task granularity
setting, the work along the critical path is increased and the non-critical
work is decreased. In claiming additional cores for the execution of the crit-
ical path, fewer cores will be available to execute the non-critical work. This
is consistent with the fact that a larger default subset requires a higher task
granularity setting to reach its shortest execution time than that of a smaller
default subset.
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Figure 25: The fastest execution times for various sub-
set sizes. Note that the y-axis starts at 0.7.

Figure 25 shows the fastest observed execution times for various subset
sizes. Note that the y-axis starts at 0.7. The extended approach outperforms
the baseline approach using a default subset size of 2, 3 and 4. For subset size
5 and 6 it does worse than the baseline approach. The extended approach’s
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fastest execution time was observed using a default subset size of 2. As the
default subset size grows, the time of execution increases.
As the default subset size grows, the average time spent in Pbarriers was

observed to increase. Pbarriers are in the implementation used to synchronize
the cores collaborating on a critical task. With a subset of two, the cores
spent an average of 1% of their time in Pbarriers while with a subset of six
they spent an average of 5% of their time in Pbarriers. This is caused by
the delay described in section 4.7, where the cores have to wait for the entire
subset to assemble before they can begin computing the parallel task. With
a larger default subset this delay is likely to increase.
A larger default subset was also observed to have difficulty reaching the

same level of parallelization efficiency as that of a smaller default subset.
This, together with the increased time spent in Pbarriers are two factors
that may contribute to why the time of execution increases as the default
subset size grows.

5.6 Impact of User Dependent Parameters

This section takes a closer look at how the user dependent parameters affect
the results shown in the overview in Section 5.4. The user dependent para-
meters that will be examined include the number of MPI-tasks, the size of
the A matrix and the number of columns in matrix B.

5.6.1 Number of MPI-tasks

Consider a set using an Amatrix of size n = 3·104 and a Bmatrix with l = 200
columns. Results were gathered for this set using 4, 6, 9 and 12 MPI-tasks,
as can be seen in Figure 21. It shows that for this set the extended approach
is capable of running between 1-10% faster than the baseline approach using
4 MPI-tasks, 10-20% faster using 6 and 9 MPI-tasks and 20-30% faster using
12 MPI-tasks. The number of MPI-tasks is proportional to the total number
of cores used by the program. As the number of cores increases, the speedup
of the extended approach over the baseline approach grows.
The total number of cores affects the ratio between the default subset size

used to parallelize the critical path and the remaining cores used to execute
the non-critical tasks. When using more cores the computation gets harder to
load balance efficiently (i.e. keep all cores busy). Because of this the average
time a core spends idle grows as the number of cores increases. If few cores
are used, it is possible that the additional cores claimed by the extended
approach to parallelize the critical path are pulled away from other, non-
critical work. But, if many cores are used, it is more likely that there will be
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idle cores available for this purpose. As observed in Section 5.5, the moldable
task model used by the extended approach can further reduce idle times by
adding idle cores (in addition to the default subset) to the parallelization
subset. This also shortens the execution time of the critical path. This is
consistent with the fact that the observed speedup for the extended approach
increases with the number of cores used.

5.6.2 Size of matrix A

Consider a set using a B matrix with l = 200 columns and 6 MPI-tasks.
Results were gathered for this set using six different sizes of matrix A, as can
be seen in Figure 21c. It shows that for this set the extended approach is
capable of running between 20-30% faster than the baseline approach using
A matrices of size n = 5 · 103 and n = 104, 10-20% faster using A matrices
of size n = 2 · 104 and n = 3 · 104 and 1-10% faster using A matrices of size
n = 4 · 104 and n = 5 · 104. As the size of the A matrix is made smaller, the
speedup of the extended approach over the baseline approach grows.
A computation involving a small matrix will have a harder time fully utiliz-

ing the cores in the 6 MPI-tasks than one involving a larger matrix. In order
to split the small matrix into as many tasks as the larger matrix and reach
a similar load balance the tasks must be made smaller. However, the tasks
can only be made smaller up to a point due to the increase in parallel over-
head. Making the tasks smaller also lowers the efficiency of their execution.
Therefore it is likely that the average time a core spends idle grows as the
size of the A matrix is made smaller. As observed in Section 5.6.1, the exten-
ded approach can utilize these idle cores for the parallelization of the critical
path instead of pulling cores away from non-critical work. This is consistent
with the fact that the observed speedup of the extended approach over the
baseline approach increases as the size of the A matrix is made smaller for a
fixed number of MPI-tasks.

5.6.3 Columns in matrix B

Consider a set using an A matrix of size n = 4 ·104 and 12 MPI-tasks. Results
were gathered for this set using five different numbers of columns in matrix
B, as can be seen in Figure 21e. It shows that for this set the computation
involving a B matrix with l = 8 columns ran less than 1% faster using the
extended approach compared with the baseline approach. Using a B matrix
with l = 56 columns between 1-10% faster, l = 104 and l = 152 columns
between 10-20% faster and l = 200 columns between 20-30% faster. As the
number of columns in the B matrix increases, the speedup of the extended
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approach over the baseline approach grows.
The number of columns in the B matrix affects how much work each task

contains. It is easier to reach a higher level of parallelization efficiency for
the parallel tasks when there is more work. When using 8 columns in the B
matrix, the parallelization was observed to have detrimental effects up to a
very coarse task granularity setting. In other words, the parallelized tasks
executed slower than their sequential counterparts. Even as the paralleliz-
ation starts showing a positive effect, a slight speedup of the parallel tasks
over the sequential tasks is not worth claiming more cores for. The granular-
ity would have to be extremely coarse to benefit from a parallelization but
at that point it is likely that the load balance suffers too much to offer any
improvements in performance. As the number of columns in the B matrix
increases the work contained in a task grows. This is consistent with the fact
that the speedup of the extended approach over the baseline approach grows
as the number of columns in the B matrix increases.

6 Conclusions
The extended approach can indeed outperform the baseline approach. The
central parameters are the size of the matrices involved, the total number of
cores used and the size of the subset of cores used to parallelize the critical
path.
The speedup of the extended approach over the baseline approach is at

its highest when there is an abundance of available cores. The extended
approach appears to scale better than the baseline approach. In general the
experiments showed that more cores that are used, the higher the speedups
for the extended approach over the baseline approach. This bodes well for
the future as the core count in microprocessor chips is expected to continue
to increase [7, 8].
The extended approach was shown to have a remarkably constant core util-

ization ratio for a wider range of task granularity settings than the baseline
approach in Section 5.5.1. While the baseline approach drops steadily in
performance as the task granularity is increased beyond its point of highest
performance, the extended approach does not exhibit the same behaviour. It
is able to keep up a high core utilization ratio for much longer, likely caused by
its moldable parallel task model. This is positive as some algorithms thrive
on using a coarse granularity for reasons other than reducing the parallel
overhead (for example the QR algorithm, where using a coarser granularity
reduces the number of necessary iterations).
The extended approach does not perform well when solving a triangular
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linear system (solving for X in AX = B) with few right hand sides. It was
unable to outperform the baseline approach for any of the A matrix sizes
experimented with when the number of columns in the B matrix was 8. To
efficiently parallelize the critical path when there are few right hand sides, a
different approach must be used.
The default subset size, i.e. the default number of cores used to parallelize

the critical tasks, plays an important role in the performance of the extended
approach, as can be observed in Section 5.5.2. Using too many cores for
this purpose has a detrimental effect. As the default subset size would be
chosen by the program if the extended approach was to be deployed, further
investigation into how to choose this number is necessary.
From the results gathered and the conclusions drawn it is clear that further

investigation into the extended approach is a worthwhile exercise that can
provide real benefits.

7 Future Work
This section presents ideas for improvements to the current algorithm and
other avenues worthy of exploration.

7.1 Improvements for the Current Algorithm

Using malleable tasks may improve the parallelization of the critical tasks.
Currently, the implementation uses moldable tasks that cannot begin exe-
cution until the number of cores it requires are available. Instead, a critical
task could begin execution using any cores available on its creation. As more
cores become available, they can be added subsequently. Each core could, for
example, solve for 16 right hand sides until all columns have been processed.
This way the start-up delay currently present for the critical tasks could be
avoided.
The MPI communication routines used for the implementation are blocking

routines. The thread that uses the routine is blocked until the communica-
tion is complete. Non-blocking communication routines on the other hand
return immediately. However, the communication must be checked on later
on to ensure that it was finished. Non-blocking communication may be of be-
nefit in the implementation as an MPI-task is allowed to post a non-blocking
broadcast, do some computations, and then check back to see if it has com-
pleted. If it has not, do some more computations, then check back to see if it
has completed, and so on. This could lead to less time spent on communic-
ation and more time spent on computations. Non-blocking communication
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was tried but observed to have detrimental results compared to its blocking
counterpart. The reason has yet to be determined and this warrants further
investigation.
The implementation is currently not able to effectively distribute data

within the confines of an MPI-task across NUMA nodes. In addition to this,
threads are currently not tied to specific cores. By fixing the thread affinity
and improving the data distribution, MPI-tasks that make use of more than
one NUMA node could be used. By having larger MPI-tasks, less explicit
communication would be required which may offer increased performance for
the computation.

7.2 Analysis Improvements

The theoretical model presented in Section 3 could be expanded upon to
examine individual parameter settings. It would be interesting to compare
the results of the experiments with results from the theoretical model. The
results of the experiments could also be used to improve upon the theoretical
model.
The data collected from the experiments is vast and there are many dif-

ferent ways to examine the sets of parameters. In Section 5 five parameters
were examined individually. For each such parameter only the one being
examined is varied. For example, does increasing the number of MPI-tasks
offer higher speedups for an A matrix of size 2 · 104 than it does for an A
matrix of size 4 · 104? Or, how does the optimal default subset size change
for varying sizes of the A matrix? From studying the data further, more
conclusions could be drawn regarding how much, and in what situations, the
extended approach can outperform the baseline approach.

7.3 Other Computations

It would be interesting to see how well the extended approach can perform
for computations other than triangular matrix solve. The way in which the
parallel tasks were decomposed in the implementation makes them embar-
rassingly parallel. This makes reaching a high parallelization efficiency easier.
It is rare that tasks can be decomposed into embarrassingly parallel subtasks.
Generally, intra-task communication will be necessary which will decrease the
level of parallelization efficiency. Whether the extended approach can still
offer speedup over the baseline approach in those cases remains to be seen.
As mentioned in Section 6, some computations thrive on using a coarser

granularity for reasons other than reducing the parallel overhead. Examining
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the effect the extended approach has on those types of algorithms could also
be of real benefit.

7.4 Data Distribution

A problem with the current implementation is that an MPI-task does not
know when the next critical task it owns is going to become available. Most
often it will depend on the progress of tasks that are owned by other MPI-
tasks, of which it knows little. This makes it hard to schedule cores to be
ready and able to collaborate on critical tasks as they become available.
It is assumed that the data is mapped to MPI-tasks using a 2d block-cyclic

distribution, in accordance with the ScaLAPACK format. The implemented
algorithm keeps the data in that distribution. Another approach worthy of
investigation is to redistribute the data so that all critical tasks are owned
by the same MPI-task. Optimally, the critical tasks can then be pipelined
by that MPI-task, executing one after another. This way scheduling cores to
critical tasks will become easier.
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