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Abstract

Content Central is a website that allows freelance journalists and pho-
tographers to upload their work so that media outlets can buy and pub-
lish them. Content Central must moderate the content uploaded to assure
that everything is of high quality and that it can be published directly.
Right now this is done manually with an editor that work at Content
Central.

The aim of this thesis is to automate the editorial process on Content
Central with the use of natural language processing techniques. The fo-
cus of the automation is put on the tasks that consume the most time
which is spell checking, formatting and word and sign replacement.

The automation of these tasks is done by the development of prototypes.
The spell checking task is handled with two prototypes, one prototype
uses a dictionary and handles non-word errors and the other prototype
uses probability and word trigrams and bigrams to handle real word er-
rors. The formatting and sign replacement is handled by a rule-based
prototype.

These prototypes are tested on data from Content Central and compared
with the results from the editor moderating the same data. Problems
are found with the spell checkers, they give many false positives and
are therefore deemed not so useful. The formatting and sign replace-
ment prototype achieve a 52.8% recall and 98.6% precision which is
estimated to decrease the time the editor spend on content with these
errors with at least 51 seconds.
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1 Introduction

Media have been editing content before publishing it to assure high quality for as long as
newspapers have existed. Similar to the editorial process for media is the moderation that
take place online, on websites that allow user-generated content. The reason moderation
is needed online is as John Musser and Tim O‘Reilly write because it is inevitable that
”fraudulent, obscene, illegal, and otherwise inappropriate material” will be uploaded by
users on every site that have a ”read-write” and not just a ”read” relationship [8]. The
difference between the media and these websites are thus:

• Media can somewhat trust their content generators because these are often profes-
sional journalists, meanwhile though the media promise a certain quality to their
readers and therefore must quality control.

• Websites that rely on user generated content have unreliable content generators, even
though a certain quality is never promised they must moderate to avoid fraudulent,
obscene, illegal and inappropriate content.

The editing in media is still often done by human editors, with some help from natural
language processing tools, to assure a high quality. Online moderation on user-generated
content websites often take help from the users in different ways so that there can be much
fewer paid moderators relative to the data handled.

This thesis applies existing research about moderation and natural language processing to
the automation of the editorial process for journalistic content to find out how well auto-
mated moderation can perform compared to the manual moderation that take place on the
website Content Central (a tool to buy and sell journalistic content). To evaluate how well
automated moderation perform compared to manual moderation a prototype has been im-
plemented and tested.

1.1 Content Central

Content Central is a website that allows freelance journalists and photographers to upload
their work so that media outlets can buy them. It is comparable to eBay or the Swedish
buy and sell site Blocket but specialized on media. The users can upload crossword puzzles
or novels and everything in between for sale. Content Central is an on demand service for
media outlets so the contents that are available for purchase must be ready for publishing.
This means that all information about some content that may be important for media outlets
to know must be correct before they buy it. As well as this the content itself must be of high
quality so that no editing is needed by the media outlet. Therefore, the editing or modera-
tion process must be done somewhere else by someone or something in order to assure high
quality and correctness and be done before it becomes available for purchase.

Right now Content Central uses in-house editors to moderate the content uploaded, this
assures high quality and correctness but it is expensive. Furthermore, while Content Central
is designed for journalists to upload their work there are no restrictions to who can make
an account. This definitely changes the amount of time needed to edit each uploaded work
but may also change what moderation/editorial technologies that may be used since it shifts
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the behavior of the site away from a normal media outlet toward a website that relies on
user-generated content.

1.2 Purpose

Content Central is like most companies looking to expand. In their case, this would mean
more buyers and sellers using their website which would mean much more traffic. With the
number of uploads they have right now they can manage with one editor but if that would
increase they would sooner than later have to hire more editors. Also as most companies
they seek to increase their profit margin as much as possible which could be done by ex-
panding without hiring more editors.

The purpose of this thesis is to find out how the editorial process on Content Central can be
automated so that Content Central can expand further without hiring extra manpower.

1.3 Thesis outline

Problem specification
Explains more in depth the existing problems with the editorial process on Content Central
as well as defining the problem statement.

Background
Presents the history and background of the natural language processing techniques used in
this thesis as well as information about the different moderation strategies used online.

Methods
Presents what has been done in this thesis work to find answers to the problem statement
defined in the problem specification chapter.

Results
Presents the results achieved with the prototypes developed as well as comparing them to
how well the editor performs.

Discussion
Discusses what can be done in the future as well as how different moderation strategies
from different categories can be applied to Content Central.
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2 Problem description

In this chapter, the problems that this thesis will try to answer will be specified in more
detail. To do this a problem statement is defined. Furthermore, an in-depth description of
what tasks the editor on Content Central (CC) perform as well as how much time these take
will be presented so that it can be understood why some decisions were made.

2.1 Problem statement

As mentioned CC has one in-house editor that moderates and edits everything that is up-
loaded to CC. For each uploaded content the editor has to check and edit a number of things
such as spelling errors, misuse of different signs, abbreviations, plagiarism, inappropriate
words, the context of the text, formatting, image resolution, correct information given to the
buyers, facts, pricing and possibly some comment from the uploader. There are plenty of
other tasks that the editors perform as well, a full list of tasks the editor perform can be seen
in Table 6 in the appendix.

Content Central are interested in reducing the amount of time the editorial process for the
editors take but also in information on what can be done in the future and what moder-
ation strategies could be applied to their platform. In this thesis, we evaluate the effects
some natural language processing (NLP) techniques has when used in the editing process
of journalistic content. The evaluation of the NLP techniques was performed by developing
prototypes for the techniques and then comparing the results of these with the results of
the in-house editors. A proposal for a prototype that combines techniques is given. The
problem statement is as follows:

• To what degree can the editorial process of Content Central be automated with the use
of Natural Language Processing techniques, which techniques give the most value
and how can these techniques be combined with moderation strategies to increase
that value further.

2.2 Moderation tasks to automate

In a meeting with the editor of Content Central it was found out that the most frequent
mistakes that has to be edited and therefore consumes the most time are the following:

• Changing hyphen to dash where dash should be used.

• Changing straight quotation marks to italic quotation marks.

• Fixing typos and abbreviations.

• Contacting the uploader about better images to use.

This was also confirmed when the amount of time the editor spend on editing was timed
for 107 articles, reviews or recipes. The result of this can be seen in Tables 1 and 2 which
shows that the editor most often changes signs, correct spellings and fix formatting and that
it takes roughly half the time to review content that needs no editing compared to those that
must be edited.
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Table 1 Amount of time the editor spends on editing content (articles, reviews or recipes)
depending on which changes are made. The column No. of content represents the number
of contents in which the editor had to make an edit of a specific type at least once. Average
time and total time is the average and total time it took for the editor to edit content in which
the editor had to make the edit in the column to the left at least one time.

Edit made No. of content Average time Total time
Change sign 90 4m 46s 429m 12s
Correct spelling 79 4m 48s 380m 13s
Change formatting 60 5m 03s 303m 20s
Change abbreviations 8 4m 34s 36m 37s
Contact about pictures 8 5m 35s 44m 47s
Change or add tags 43 4m 55s 211m 46s
Change sign or formatting (nothing else) 10 3m 54s 39m 09s
No change 13 2m 18s 29m 57s

Table 2 Amount of time the editor spends on editing articles depending on which changes
are made. The column No. of content represents the number of contents in which the editor
had to make an edit of a specific type at least once. Average time and total time is the
average and total time it took for the editor to edit content in which the editor had to make
the edit in the column to the left at least one time.

Edit made No. of content Average time Total time
Change sign 42 5m 17s 222m 14s
Correct spelling 33 5m 29s 181m 26s
Change formatting 33 5m 20s 176m 26s
Change abbreviations 8 4m 34s 36m 37s
Contact about pictures 8 5m 35s 44m 47s
Change or add tags 13 6m 09s 80m 04s
No change 5 2m 36s 13m 00s

It was decided together with Content Central that focus should be on text editing in this
thesis work since the three most common changes the editors make are changes to the text.
Other tasks such as changing or adding tags are a relevant task to NLP very similar to
the automatic keyword extraction task that [10] attempted to solve, it will however not be
focused on in this thesis. The editorial tasks that are relevant to text editing that are the most
time consuming for the editors are the following:

• Formatting.

• Word and sign replacements.

• Spell checking.

These are the tasks that this thesis work tried to automate with NLP techniques. Some
background in to the NLP techniques normally used for solving these tasks as well as details
on how the automation of these tasks were done is described in the following chapters.
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3 Background

In this chapter a background of the natural language processing techniques used in this
thesis to automate the editorial tasks mentioned in the earlier chapter will be presented as
well as some explanation on how they work. Furthermore, the five categories in which
moderation strategies usually are divided into will be explained.

3.1 Natural language processing in the editorial process

The editorial process that takes place before a work is published in the news exists so that
no incorrect work or work that does not fit the newspapers values are published. The au-
tomation of the editorial process began when computers started to be used in the workplace.
Already in 1987 many documentary editing projects had adopted some sort of computer
assistance [2, p. 79]. The speed and cost of production did not directly improve because
of this adoption though. Probably because the editorial process without computers had al-
ready been developed to perfection due to the publishing deadlines. It would not take long
however until computers exceeded manual work and almost all work in the editorial process
was done on computers.

The science of processing human languages with computers is called Natural language
processing (NLP), it is a field of computer science, artificial intelligence, and computational
linguistics. It was research in this field that allowed for computers to assist with many of
the tasks in the editorial process. Many NLP tasks are solved with machine learning, Tom
M. Mitchell [20] defines machine learning as follows:

”A computer program is said to learn from experience E with respect to some class of
tasks T and performance measure P, if its performance at tasks in T, as measured by P,

improves with experience E.”

Within machine learning, tasks are often classified into the categories supervised learning,
unsupervised learning or reinforcement learning depending on the nature of the learning
feedback that the learning system receives. In supervised learning, the data the system is
training on is example inputs and their desired outputs, the goal is then to learn how the
input generally maps to output. In unsupervised learning, the input data is not labeled in
any way, the system must by itself find structure in the input. In reinforcement learning, the
system interacts with a dynamic environment in which it must achieve a certain goal without
being told if the goal has been accomplished [17]. Another way of categorizing machine
learning tasks is by the desired output of the system. A list of the categories depending on
their outputs can be seen below.

• classification is when the system is classifying the input data into pre-set classes.

• Regression is when the output is continuous instead of separated into classes.

• Clustering is when the system find groups in the input and divides the input into
these groups.

• Density estimation is when the distribution of the inputs in some space is found.
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• Dimensionality reduction is when a common denominator is found for different
inputs.

Most tasks solvable with machine learning that takes place in the editorial process is classi-
fication tasks.

3.2 Spell checking

Spell checkers started to be studied and developed around the late 1950s [13]. The most
common way of spell checking is to look up a word in a dictionary of correct words [13, p.
3]. However, there have been other suggestions. Morris and Cherry [14] described a spell
checker that instead divides all words in a text into three-letter sequences or trigrams and
orders them after how common they are in the text. Thereafter the user’s attention is drawn
to the words using uncommon trigrams since these words are more likely to be misspelled.
One problem for the early spell checkers up into the 1980s was the small size of memory
in computers [13]. Dictionaries needed to be stored and accessed with speed and a whole
dictionary could not be stored in the main memory. Much ingenuity was therefore put into
compressing the dictionary [13, p. 3]. In the late 1980s, however, there was a revolution
in the NLP field with the introduction of machine learning algorithms, partly due to the
increase in the computational power in computers. Since this revolution, many studies have
been made to see how spell checking can be improved with machine learning.

Dictionary

Spell checking with a dictionary is simply done by looking up a word in a dictionary of
correctly spelled words, if the word can be found it is correctly spelled and if it can not
be found it is assumed that it is incorrectly spelled. The larger portion of all words for a
language that are held in the dictionary the better the spell checker will be since all words
that can not be found will be assumed misspellings even if they are correct words. Spelling
errors that create a word that is not a real word are called non-word errors, it is only these
types of errors a dictionary spell checker can handle. If a spelling error creates another
correct word that does not belong in the context it is called a real word error. A dictionary
based spell checker can not find these errors because they exist in the dictionary.

A problem with dictionaries occurs when a language has compound words or inflections.
Compound words are words where two or more words have joined together to form one
longer word, ”stenhus” in Swedish which means ”stone house” is an example of a com-
pound word and the composition is of the words ”sten” which means ”stone” and ”hus”
which means ”house”. Inflections are the modifications made to words to express different
grammatical categories, it is often done either with a prefix (affix added before the stem
of a word), suffix (affix added after the stem of a word) or infix (affix added inside the
stem of a word). The problem occurs since the dictionary can not hold all combinations
of compound words and inflections. As Domeij, Hollman and Kann explain in their study,
compound words are a problem especially for the Swedish language since ”infinitely many
new words can be constructed as compound words” [5]. They suggested a solution where
compounding and inflections are handled by an algorithm that uses a list of usual ending
rules together with three different word lists. The word lists are the exception list that store
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words that cannot be part of a compound, the last part list that store words that can end a
compound or be independent and the first part list that store words that have been altered
so that they can form the first or middle part of a compound.

Figure 1: Domeij, Hollman and Kann’s proposal for a look-up scheme for handling com-
pounding and inflection [5].

As can be seen in Figure 1 the algorithm first checks against the exception list to see if
the word is in there and if so quits. Otherwise, it checks against the last part list and also
quits if the word is in there. It is only if the word is a compound that the first part list is
used, in that case, the last part of the word is first confirmed to exist in the last part list and
then the first part of the word is checked for in the first part list. If both of the parts could be
found in the lists the word is spelled correctly. If the compound word is of more than two
words the algorithm works recursively. The ending rules are used if the word could not be
found in the exception list or last part list. It has five of the eight different noun forms so
that only three different noun forms of the same word need to be stored in the last part list.

Machine learning

Machine learning has been used to try and find a solution or improvement to the problem
of detecting both non-word and real word errors, this has often been done with classifiers
and with great results. The classifiers are created automatically by an inductive process
that supplies the classifier with a set of preclassified documents or texts so that it learns
the characteristics of the categories that it should be able to classify documents or texts as
[19]. There are different algorithms for training the classifier that works differently such
as Bayesian or Naive Bayes classifier, Logistic Regression classifier, Decision trees and
Support vector machines. In some cases, the classifier uses the characteristics of the doc-
ument/text/word it is classifying to determine the category and in some cases the classifier
uses statistics to determine how probable it is that a document/text/word belongs to a spe-
cific category.

The problem with spell checking or rather of classifying words as either correctly or in-
correctly spelled has been studied immensely. One study, for example, determined that the
best classifier out of four for a specific case was a C-modified Least Square (CMLS) which
achieved an 11 point average precision of 0.891 [3]. The eleven point precision-recall curve
is defined as ”A graph plotting the interpolated precision of an information retrieval (IR)
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system at 11 standard recall levels, that is, {0.0,0.1,0.2,...,1.0}” [24]. This means that for
11 different values of recall (proportion of misspelled words identified) between 0 and 1
the average precision (proportion of actually misspelled words among those claimed to be
misspelled words) was 89.1%. This rather high precision in detecting non-word errors was
achieved without any dictionary but by the number of features listed below.

• Frequency of word use

• Context of the word

• Number of alternative similar words

• Frequency of use of the alternative words

• Context of the alternative words

• Frequency of the words trigrams

• Frequency ratio between use of word in original corpus and another corpus

• Number of alternatives from the other corpus

These features are the information about a word that helps the machine learned spell checker
determine whether the word is misspelled or correct. One of the biggest benefits of creating
a spell checker that detects non-word errors without a dictionary is that it is very easy to use
it for different languages since only the training data has to be changed.

Detection of real word spelling errors can be done with classifiers and features as well
but is also often done by using n-gram probabilities calculated with Maximum Likelihood
Estimation. A n-gram is a continuous sequence of n items (words in this case) from a given
sequence of text, so in the case of the sentence ”I will go to a restaurant today” the 3-grams
or trigrams are:

• ”I will go”

• ”will go to”

• ”go to a”

• ”to a restaurant”

• ”a restaurant today”

Suppose that ”will” was misspelled to ”wall” in the previous example and it is the only time
that ”I wall go” occurs in the corpus. Suppose as well that the words that were meant to
be written ”I will go” occurs three times in the corpus, then by using probabilities it can
be found that ”wall” was misspelled. First, similar words to ”wall” is found with methods
such as edit-distance explained in the following section, in this example ”will” is found.
When the similar word ”will” have been found the number of times that the trigrams ”I
will go” and ”I wall go” occurs in the corpus are gathered. After this the probabilities of
each trigram occurring are calculated with Maximum Likelihood Estimation by dividing the
number of times each trigram occur with the number of times any of the trigrams occur. So
the probabilities will be the following;
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•
P(wall|I,go) =

count(I wall go)
count(I wall go)+ count(I will go)

=
1

1+3
=

1
4

(1)

•
P(will|I,go) =

count(I will go)
count(I will go)+ count(I wall go)

=
3

3+1
=

3
4

(2)

Solutions involving n-grams has been rather successful with detecting real word spelling
errors, for example in [7] trigram probabilities are used and achieve a recall of 89.1%.

Suggestions

When computers became popular and no longer only available for professionals but more
increasingly to people that spell poorly the spell checker had to change somewhat. Accord-
ing to Mitton [13] these users did not want a large list of suggestions for a misspelled word
but rather half a dozen of suggestions with the correct one preferably at the top. To pro-
duce these smaller lists string-matching algorithms were introduced that take a larger list
of candidate words and match them to the misspelled word, either for example by count-
ing number of letter or letter pairs they share in common or by counting number of letter
changes needed to go from the candidate word to the misspelled word [13, p. 6]. In the
former example the candidate or candidates with the most pairs would be suggested and in
the latter example which is called edit-distance, the candidate needing the least amount of
letter changes would be suggested. The edit-distance string matching algorithm works such
that it either inserts, deletes or substitutes letters that are different and finds the way to do
this in the least amount of edits. An example of the minimum edit distance for changing the
word ”Biology” to ”Technology” or vice versa can be seen in Figure 2.

Figure 2: The minimum edit operations needed to turn Biology in to Technology or vice
versa. Insert is i, delete is d and substitution is s.

3.3 Online moderation

Online moderation has existed as long as user-generated content (UGC) has existed online.
It started with moderators manually sifting through comments on forums and became more
automated as the popularity of UGC websites exploded with the new Web 2.0. The busi-
ness model of websites based on UGC, like forums, rely on discussions. On these websites,
users must be able to express their opinions and feelings and read the same from others. In
short, users are those who write and those who read. Media outlets business model, on the
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other hand, is to broadcast the news. It is a one-way street where journalists write and users
read. John Musser and Tim O’Reilly write that it is inevitable that ”fraudulent, obscene,
illegal, and otherwise inappropriate material” will be uploaded by users on every site that
has a ”read-write” and not just a ”read” relationship and that it is vital to plan for this [8,
46]. While this is important, UGC sites do often times not promise a certain quality of the
UGC which the users know and therefore they are not as damaged by bad UGC as sites
that do promise it. Media outlets do promise a certain quality of their content so they are
more responsible for the content but at the same time, they use professional journalists to
get content, people that will provide better and more trustworthy content than anyone else.
These differences have led to the use of different technologies and strategies to moderate
and edit content for the different business types. These technologies are mostly natural
language processing techniques such as those explained earlier and the strategies are the
different moderation strategies explained in this chapter.

Content moderation is usually divided into 5 types of moderation. These are pre-moderation,
post-moderation, reactive moderation, distributed moderation and automated moderation
[6] which will be explained below.

Pre-moderation

Pre-moderation is done by a moderator after submission but before the content is displayed
for anyone. It is the safest option, depending on the moderator, and the most costly. Pre-
moderation is almost never used on UGC websites due to slow processing and almost always
used for sites like media outlets due to the high quality of content they require.

Post-moderation

Post-moderation is done by a moderator after submission and display of content. It is not
as safe as pre-moderation but many active websites such as forums use this option anyway
since it is crucial for them to have almost instant communication for users.

Reactive moderation

Reactive moderation is a version of post-moderation since the moderating takes place after
both submission and display of content. In reactive moderation though the users have the
responsibility to report content they deem inappropriate to bring the moderators attention
to it. This is more effective than post-moderation because moderators can now sift through
reported content instead of all content and this scales with the userbase. Larger websites
such as forums probably use this method while the smaller ones still rely on traditional
post-moderation.

Distributed moderation

Distributed moderation is where the users vote on whether content is good enough. It re-
sembles reactive moderation but in this case the voting is not to alert moderators but is
instead the whole moderating process. Usually, it works such that users that provide good
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content are selected as moderators so that they can vote on content and if content receives
enough down votes it becomes hidden.

The forum Slashdot is an example of a website that successfully uses distributed moder-
ation. At Slashdot the moderators are picked depending on the number of points they have
gained from their comments, these moderators then have a number of moderator points that
they can assign to others’ comments each week. To counter unfair moderation by modera-
tors a meta-moderation has been introduced as well where the oldest 92.5% of all accounts
can be picked to rate the ratings given by moderators [11].

Something very similar to distributed moderation that has been used for a long time is
the peer proofreading used in education. Students being assigned a fellow peers paper to
proofread and give comments on mistakes sound very much like how Slashdot moderates.
Studies have shown that peer editing is effective, for example, a study found that peer edit-
ing is effective at finding rule-based errors such as subject/verb agreement and pronoun
agreement [4]. The greatest positive with distributed moderation is that a company does
not have to spend time on moderation when using it and the content is still moderated by
a human. The problem with distributed moderation is finding users that are worthy of the
responsibility of moderation.

Automated moderation

Automated moderation often refers to technical tools that the human moderators in the
above moderation types uses for effectiveness. These tools often help the moderators find
content faster and easier so that they do not need to navigate through the site like the normal
users. Some examples of these tools are Get Satisfaction’s Bulk moderation, WebPurify’s
profanity filter, image moderation and video moderation, Inversoft’s cleanspeak (profanity
filtering and moderation) and Crispthinking’s different tools for moderation. All of these
use natural language processing to some degree but they also provide a more effective client
for moderators to review content with.
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4 Method

In this Chapter, it is presented what were done with differing natural language processing
techniques to automate three editorial tasks that the editor perform. These tasks are spell
checking, formatting and word and sign replacement.

To automate the spell checking task two different spell checking prototypes were devel-
oped that handle two different kinds of spelling errors. These spelling errors are non-word
errors, which is when a combination of letters does not represent an existing word for a
given language, and real word errors, which is when an existing word has been written but
it is not the word intended. The spell checker that handles non-word errors is presented in
Section 4.1 and the one that handles real word errors is presented in Section 4.1.

To automate the formatting and sign replacement tasks a rule-based prototype was devel-
oped, this is explained further in Section 4.2. How to automate the word replacement task
is also explained shortly in Section 4.2.

4.1 Spell checking

As mentioned in Section 3.2 the usual technique for spell checking non-word errors is with
a dictionary. Since they are so well used there exists spell checking libraries that are open
source such as Hunspell [16] and Aspell [1]. Another method that was mentioned in Sec-
tion 3.2 is spell checking by means of machine learning which can handle either non- or
real word errors.

In some studies better results have been achieved with machine learning compared to the
dictionary approach when it comes to non-word errors. A study found that using web pages
to gather information about a language to teach a classifier resulted in a 17% improve-
ment for English (from 4.58% to 3.8%) and 30% improvement in German (from 14.09% to
9.80%) in total error rate compared to the dictionary based spell checker Aspell [23]. Total
error rate was defined as the function

T ER =
E1 +E2 +E3 +E4 +E5

T
(3)

where

• E1 = A misspelled word is wrongly corrected.

• E2 = A misspelled word is not corrected but is flagged.

• E3 = A misspelled word is not corrected or flagged.

• E4 = A well spelled word is wrongly corrected.

• E5 = A well spelled word is wrongly flagged.

• T = total number of words.

and correction means that a suggestion to the word is confidently found and flagged means
that no suggestion could confidently be found. Another error rate that was calculated where
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E5 was ignored showed barely any differing results in the English language and an improve-
ment in the German language.

In the case of the prototypes developed in this thesis, no automatic corrections will be
made. Instead, an undetermined number of suggestions will be delivered to the user if a
word is suspected of being misspelled and some suggestions exist. The user will then have
to decide whether their spelling of the word is correct or if one of the suggestions are the
correct spelling of the word. No matter which technique is used for either non-word or
real word errors the delivered suggestions will be similar to each other because almost all
techniques use some kind of edit-distance to produce suggestions. This similarity should
result in no problem for non-word errors because in those cases the user might know the
correct spelling and only happened to press the wrong button. It may be a problem for real
word spelling errors, though. Since the user does not know the correct spelling the wrong
suggestion might be picked.

The drawback of spell checkers based on machine learning is the large amount of data
needed to be loaded from the web. In the study mentioned above, over one billion web
pages were used. Terms in these web pages were counted and the 10 million most frequent
were stored for later use. On the other hand dictionary based spell checkers need much
manual work to load the dictionary with correct words. The reason for the machine learned
spell checker achieving better results in the above study could be put simply as the dictio-
nary not being good enough.

Even though the machine learned spell checker in the study achieved better results a dic-
tionary based spell checker will be developed to handle non-word errors since they will
perform good as long as a good dictionary is used. For handling real word errors a spell
checker that uses the machine learning technique of calculating trigram and bigram prob-
abilities will be used. In the following two chapters, the method for the dictionary based
spell checker and the machine learning based spell checker will be explained.

Dictionary

An open source spell checker called Hunspell (the C# library is called NHunspell) was
used to test the value of a dictionary spell checker for Content Central. It is used by many
software programs such as LibreOffice, OpenOffice, Mozilla Firefox 3 & Thunderbird and
Google Chrome. It was tested in the Swedish language, with content from Content Cen-
tral. The Swedish dictionary used is a dictionary maintained by Göran Andersson under
the GNU Lesser General Public License Version 3, it is usually called ”Den stora svenska
ordlistan” and can be downloaded at http://extensions.openoffice.org/.

Hunspell requires two input files, a ”.dic” file that is a dictionary of all words in a lan-
guage and a ”.aff” file that is an ”affix” file that defines the meaning of special flags in
the dictionary. Each word in the dictionary may have flags that represent affixes or special
attributes. In the affix file letters that are commonly misused for other letters such as ”e”
instead of ”ä” or ”gn” instead of ”ng” in Swedish are defined so that these differences have
higher priority when calculating suggestions. Rules for compounding is defined as well in
the affix file.

http://extensions.openoffice.org/
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It was found when testing this spell checker that a large amount of correctly spelled words
were wrongly diagnosed as incorrectly spelled words. Before any modifications had been
made it performed with a precision of 5.3%. This large amount of incorrect diagnoses is a
result of the dictionary ”Den stora svenska ordlistan” being incomplete. It would be annoy-
ing for a user to get a large amount of incorrect warnings relative to the number of correct
warnings so measures were therefore taken to improve this.

About 4,500 articles, reviews, and recipes were downloaded from the Content Central
database to get a larger dictionary. About 130,000 unique words were found in the down-
loaded content and all of the words came from content that had been approved by the editor
of Content Central so it could be assumed that the majority of the words were correctly
spelled. The first test with this larger dictionary resulted in a decrease in the amount of
incorrectly spelled words being correctly diagnosed but the larger database also had the in-
tended effect of decreasing the number of correctly spelled words being wrongly diagnosed.
This decrease was due to some incorrectly spelled words having previously slipped through
the editor of Content Centrals moderation process and now they existed in the dictionary.

It can be assumed that the higher frequency of use a word has in the content of Content
Central the higher is the chance of it being correctly spelled. Therefore, the number of
times each word was used in the downloaded articles, reviews and recipes were counted
so that the words with the lower frequency that are more likely to be misspelled could be
discarded from the dictionary. The frequency of use of the words differed significantly from
78,699 uses for the word ”och” to only one use for 73,499 different words.

Tests were made where words with a lower frequency than a specific value were discarded
from the dictionary, this was done multiple times to find the value that achieved the highest
precision. The resulting value was 7. Out of the 130,000 unique words downloaded from
Content Central 18,913 has the same or a higher frequency than 7.

Machine learning

A spell checker was made that would handle real-word errors since the spell checker that
uses a dictionary would not find these errors. This spell checker was based on the spell
checker Pratip Samanta and Bidyut B. Chaudhuri developed and tested in their study [18].
It works such that for a given word W with trigram T, left bigram LB and right bigram RB
it finds all candidate words C(W) within one edit distance from the word W. See Figure 3
for an example.
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Figure 3: If the word is ”man” in the sentence ”The man walked to school” the trigram
would be [The, man, walked], the left bigram would be [The, man] and the right
bigram would be [man, walked]

For each candidate C(W), W is then replaced with the candidate in the trigram T, left bi-
gram LB and right bigram RB so the frequency of use for the trigrams and bigrams with the
candidates in them can be fetched. With the counts and the Maximum Likelihood Estima-
tion as explained in Section 3.2, the trigram and bigram probabilities are calculated. The
probabilities for the T, LB, and RB for each candidate are combined to a score by adding
them together. In [18] it was found that simply adding the probabilities together did not
lead to the best results because the trigram probability should weigh more since it takes into
account more of the context. Therefore, the T probability was multiplied by 0.5 while the
LB and RB probabilities were multiplied by 0.25 when adding them to a score. The score
is also calculated for the original word W. When all candidates and the original word W has
a score they are compared with each other. The prior probability that the word W is a real
word error is set to 0.01 due to Mays et al. finding this value to be the optimum value [12]
and therefore, the scores for all candidate words are also multiplied with 0.01 to account
for this. So if the score of the written word W is larger than the score of a candidate times
0.01 the word W is determined as correct and if it is less the word W is declared a real word
spelling error.

As in the dictionary spell checker, it is not deemed as important that the correct suggestion
of a misspelled word is found as it is that the correct suggestion is among those suggestions
proposed to the user. With this spell checker the most likely suggestion to be correct will
be proposed at the top of the list of suggestions though and of course, the candidate words
that did not have a higher score than the written word W will not be proposed.

4.2 Formatting, sign and word replacement

Many of the things the editors of Content Central searches for and edit in the content has
something to do with the preferences that Content Central has. These preferences are often
the writing conventions for journalistic content. When the moderation process of the editors
was studied, the following things edited that have to do with Content Centrals preferences
were found:

• Bad format (e.g. too many line breaks).

• Abbreviations.

• Writing style (e.g. normal quotation marks instead of the preferred italic or TV in-
stead of the preferred tv).
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• Missing or wrong dash before answers from interviewed persons.

• Correct sign for intervals.

• Inappropriate words.

From the study of the moderation process of the editors it was also found that all of these
moderation tasks concerning the preferences of Content Central can be solved easily with
the techniques of blacklisting and regular expression matching.

Blacklist

What the blacklist would be is a storage of incorrect words together with the words that
Content Central prefers. This is stored in a database or a file, either way it is important
that the incorrect and preferred word are stored so that a Hashmap can be built where the
incorrect word is the key and the preferred word is the value. To moderate uploaded content
with this technique the content would be searched to find occurrences of the keys (incor-
rect words) that are stored in the Hashmap. If an occurrence of a key is found, the value
(preferred word) that is mapped to that key would be suggested as replacement.

Regular expression matching

The regular expression matching works almost exactly the same way as the blacklist. It is
used to search the text for cases in which the use of specific signs are incorrect so that those
signs then can be replaced with the correct sign for that case. The regular expressions as
well as what cases they handle will be explained below:

• Case 1: Three or more line breaks not followed by an incorrect dash.
This regular expression is used to find too large paragraph separations. Since the use
of incorrect dash is handled in another regular expression we do not want those to be
found here.

• Case 2: A new sentence is started with an incorrect dash after any number of white
spaces and followed by any number of white spaces and then a letter.
This regular expression is used to find all different incorrect versions of starting a
sentence with an incorrect dash in a dialogue (there is a preferred dash for starting a
dialogue).

• Case 3: Line break followed by a correct dash followed by any number of white
spaces and then a letter.
Some other incorrect versions of starting a sentence with a dash in a dialogue but this
time with the correct dash for dialogue.

• Case 4: Anything followed by % followed by anything.
A preference is to always write the word percent instead of the sign. When replacing
it must be assured that the word will be but in the text correctly, for example not
directly after a number.
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• Case 5: incorrect quotation mark or apostrophe.
A preference is to always use ” or ’ instead of any other kind of quotation mark or
apostrophe.

• Case 6: Letter followed by space, incorrect dash, space and letter.
There is a specific dash used when there is an insertion in the text.

• Case 7: Digit followed by incorrect dash/hyphen followed by digit.
There is a specific dash/hyphen used for intervals.

• Case 8: Digit followed by space, incorrect dash/hyphen, space and digit. A common
error is to set space around the dash/hyphen in intervals.

• Case 9: A sentence with digits between 0 and 12 without any other digit.
There is a rule that lower numbers should be written in text while higher numbers
may be written with digits but also that consistency should be held in a sentence so if
higher number exist the lower numbers should still be digits (if they refer to the same
thing).

• Case 10: A sentence with digits above 12.
Checks further if there are any numbers written with letters between 0 and 12 that
should be changed to digits instead.
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5 Results

In the following chapter the results from testing the prototypes are presented as well as how
they were tested, with what data and on what content.

5.1 Evaluation method

The results are evaluated with the metrics seen below. These are the usual metrics used for
evaluating classification tasks.

• True positive (TP): Which are words or signs correctly recognized as invalid, resulting
in correct flags or changes.

• True negative (TN): which are words or signs correctly recognized as valid, resulting
in correct non-flags or non-changes.

• False positive (FP): Which are words or signs incorrectly recognized as invalid, re-
sulting in incorrect flags or changes.

• False negative (FN): Which are words or signs incorrectly recognized as valid, result-
ing in incorrect non-flags or non-changes.

• Recall (R): The ratio of the number of invalid words or signs that are detected by the
system to the total number of invalid words or signs. Calculated as:

R =
TP

TP +FN
(4)

• Precision (P): The ratio of the number of invalid words or signs that are detected by
the system to the total number of detection’s made by the system. Calculated as:

P =
TP

TP +FP
(5)

• True negative rate (TNR): Number of valid words or signs recognized by the program
in relation to the total number of valid words or signs. Calculated as:

T NR =
TN

TN +FP
(6)

• Negative predictive value (NPV): Accuracy in only recognizing correct words or signs
as correct, number of valid words or signs recognized by the program in relation to
the total number of non-flags or non-changes. Calculated as:

NPV =
TN

TN +FN
(7)

• Overall harmonic mean (FMO): This score combines the four metrics. Calculated as:

FMO =
4

( 1
R)+( 1

P)+( 1
T NR)+( 1

NPV )
(8)
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• Total Error rate (TER): The total amount of errors, false negatives and false positives,
in relation to the total amount of words or signs. Calculated as:

TER =
FN +FP

#O fWords/Signs
(9)

The dictionary-based spell checker and the probabilistic spell checker were tested on 36
articles, recipes, and reviews containing 16,487 words. In total these articles, reviews and
recipes contain 43 misspellings, out of which 16 are non-word errors and 27 are real word
errors. This data will in the following chapters be called Dataset I.

Another test was made on the dictionary-based spell checker since false positives had not
been counted in the first tests and another feature that dealt with frequencies of words on
Content Central was added. To avoid testing on the same content that had been used when
counting word frequencies this test was made on other data. This test was made on 63 ar-
ticles, reviews, and recipes of a total of 35,257 words. In total these articles, reviews and
recipes contain 25 non-word errors. This data will be called Dataset II.

The prototype for the sign and formatting correction were tested on 31 articles, no recipes
or reviews since the rules differ when writing those, with a total character count of 163,285.
In this data, there were a total 271 invalid signs or formattings. This data will be called
Dataset III.

5.2 Spell checking

The dictionary based spell checker and the probabilistic spell checker were never tested to-
gether, they were tested separately but on the same data. This was done to present the value
in the two different methods that handle different spelling errors. While the dictionary-
based spell checker can only find non-word errors the probabilistic may find both non-word
errors and real word errors even though finding real word errors is its purpose.

Dictionary

The results from testing the dictionary-based spell checker on Dataset I was that it found
16 errors out of 43 (37%) word errors observed in the texts. Meanwhile, the editor found
31 errors out of 43, i.e. 72.1% of all word errors observed in the texts. This is low for the
spell checker but that is because real word errors were also counted for the future test on
the probabilistic spell checker. These errors accounted for 27 out of the total amount of
word errors. When calculating without them the spell checker found 16 misspellings out of
a total of 16 misspellings, a recall of 100%. The editor found 9 misspellings out of the 16,
a recall of 56%. Most non-word errors existing in the text that the spell checker found and
not the editor were small misspellings of words such as ”medlemsskap” and not the correct
”medlemskap” or ”fjärsensorer” and not the correct ”fjärrsensorer”. This test only showed
how many of the misspellings that the spell checker could detect compared to the editor and
nothing about incorrect detection or suggestions which is very important to the value of the
spell checker, therefore another test was made.

In the second test on Dataset II the number of occasions that the spell checker assumed
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that a correctly spelled word was misspelled (FP) was counted as well as the number of
suggestions it supplied for words believed to be misspelled. In addition to this, the words
with a higher frequency than 7 existing in content on Content Central had been added to
the dictionary as described in Section 4.1. The total number of times that the spell checker
believed a word to be misspelled was 376. Out of these 376 diagnosed misspellings, 25
were correct diagnoses (TP) and 351 were incorrect (FP). The number of incorrect diag-
noses occurs on an average of 5.6 per content and 14 per correct diagnoses. Of the 25 words
that were truly misspelled 18 had the correct spelling of the word as a suggestion (72%).
There were in average 2.6 suggestions per assumed misspelling, for true misspellings the
average were 2.25 suggestions per misspelling and for falsely assumed misspellings there
was an average of 2.6 suggestions.

It should be noted that all of the word errors observed are errors detected by either the
spell checker or the editor, the author manually searched for errors in the test data as well
and found none other than those detected by the spell checker or editor. The reason for this
small amount of errors, 16 out of 16,487 in test 1 is only 0.097% and 25 out of 35,257 is
only 0.071%, could both be because the users are very meticulous about their spelling and
because they already write in a program that has a spell checking feature.

The precision and recall can not be fully calculated for the first test since it only counted
the number of correct diagnoses and the total amount of errors existing in the test data and
not the amount of incorrect diagnoses (false positives). It was done more for a compari-
son with the editors results. For a dictionary based spell checker it is reasonable to assume
that it performs with a 100% recall since the only non-word errors that it might miss are
those incorrectly inserted into the dictionary either when the dictionary is created or when
the dictionary was extended with words from Content Central, which in any way should
be very uncommon. Therefore, it is not unreasonable to assume that the 16 correct diag-
noses of non-word errors in test 1 and the 25 correct diagnoses of non-word errors in test 2
accounted for all non-word errors in their test data sets and they performed with a 100% re-
call. For the second test, the error precision can be calculated since the number of incorrect
diagnoses was counted. However, the normal error precision that is calculated according to
Eq.5 will not be considered since it does not take into account the percentage of errors in
the test data. Instead, an adjusted error precision will be calculated, which has been deemed
a better evaluation metric [22]. The adjusted error precision is calculated as follows:

PA =
TP(

Normalisation%
%ErrorsInText )

TP(
Normalisation%
%ErrorsInText )+FP

(10)

Where the Normalisation% is set to 6% which was deemed a realistic benchmark by [22]
and the %ErrorsInText is 0.071%. The results from the tests can be seen in Table 3.
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Table 3 The metrics for the two tests on the dictionary based spell checker

Metric Test 1 Test 2
True negative (TN) 16,471 34,881
True positive (TP) 16 25
False positive (FP) X 351
False negative (FN) 0 0
Recall (R) 100% 100%
Adjusted error precision (PA) X 85.8%
True negative rate (TNR) X 99%
Negative predictive value (NPV) 100% 100%
Harmonic mean (FMO) X 95.8%
Total error rate (TER) X 1%

Probabilistic spell checker

For this spell checker, trigram and bigram counts were used. The trigrams and bigrams
in eight different corpora of news from Swedish daily newspaper websites were therefore
counted. The corpora were downloaded from the Swedish Språkbanken [21], they consisted
of news between the years 2005 and 2012 and in total they held slightly above 205 million
tokens. This resulted in about 66.5 million unique trigrams and 23.9 million unique bi-
grams. A unigram count was also made which resulted in 1.79 million unique words.

The result from testing this spell checker on Dataset I was that 17 true misspelling were
detected (TP) and a total of 268 words were incorrectly diagnosed as misspellings (FP).
The total number of real word errors that had been found in Dataset I was 27, so the number
of false negatives was 10 (27 - TP) and the recall were 63%. For each of the real word errors
found the correct spelling of the word was suggested. An adjuster error precision was calcu-
lated for this test as well. The Normalisation% is set to 6% again and the %ErrorsInText
is 0.164% due to there being 27 errors in the text and a total of 16,487 words in the text
( 27

16,487 = 0.00164). The precision, recall, and harmonic mean can be seen in Table 4 below.

Table 4 The metrics for the test on the probabilistic spell checker for real word errors

Metric Test 3
True negative (TN) 16,192
True positive (TP) 17
False positive (FP) 268
False negative (FN) 10
Recall (R) 63.0%
Adjusted error precision (PA) 69.9%
True negative rate (TNR) 98.4%
Negative predictive value (NPV) 99.9%
Harmonic mean (FMO) 79.4%
Total error rate (TER) 1.7%
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The editor found 22 out of the 27 real word errors i.e. the editor has a recall of 81% which
is 29% better than the 63% this prototype achieved. It was not found that the editor made
any incorrect changes so the precision for the editor is 100%.

5.3 Formatting, sign and word replacement

It was decided to test the sign replacement and formatting separately from the blacklist for
words. This was done because the result of the blacklist depends on how many of the un-
wanted words or abbreviations are listed. The sign replacement and formatting test would
also be made two times, with and without one feature, so that the value of this feature could
be tested. The feature tries to handle the cases 9 and 10 explained in Section 4.2 that has to
do with a rule that exists at least in Swedish that says that numbers of size twelve and below
should be written in letters and those above should be written with digits. Furthermore, if
there exists a number above twelve in a sentence the other numbers below twelve should be
written with digits as well to be consistent. This rule, however, is somewhat circumstantial
and was misunderstood before it was implemented since the numbers should refer to the
same thing in a sentence for the rule to apply, which is much harder to automate. It should
also be mentioned that in the test where this feature was used the number one in Swedish
(en or ett) was ignored since it is used very often because it is an indefinite article such as
”an” or ”a” in English.

The first test, made on Dataset III, resulted in 173 automatic changes while the editor made
270 changes. The program and the editor made the same change 145 times. Of the rest of
the 173 changes that the program made 1 change was deemed correct and 27 was deemed
incorrect (FP). The number of true positives was therefore 146 and the number of false neg-
atives was 125. Comparing this to the editor it means that 54% of all changes that the editor
made that had to do with formatting or signs could be made automatically and that about
16% of the changes that the program made were incorrect. Most of the incorrect changes
were due to the rule mentioned above so another test was made without this rule.

The second test, also made on Dataset III, resulted in 145 automatic changes and out of
these changes 142 of were also made by the editor. Of the 3 changes that only the program
made 1 was deemed correct, the same change as before, and 2 was deemed incorrect (FP).
The number of true positives was therefore 143 and the number of false negatives was 128.
This means that a lower percentage of the changes that the editor made were done automat-
ically in this test (53%) compared to the earlier test (54%) but it also means that only 1.4%
of the changes that the program made were incorrect compared to the earlier 16%.

To evaluate the performance of the prototype further the precision and recall for the pro-
totype was calculated, the results can be seen in Table 5 below. No metrics that require
true negatives were calculated for these tests since the number of true negatives could not
be determined because it is uncertain what a true negative would be in this case. Similarly,
no adjusted error precision is calculated this time. A normal error precision is calculated
instead since only the total number of characters were counted when testing and it is not
certain that this correlates to the number of formatting and sign errors in a text. Even if all
the characters except letters had been counted an adjusted error precision could not have
been calculated since it is not certain that this correlates to the number of errors either. The
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harmonic mean was calculated as follows:

Fmo =
2

( 1
R)+( 1

P)
(11)

Table 5 The metrics for the two tests on the formatting and sign corrector

Metric Test 4 Test 5
True positive (TP) 146 143
False positive (FP) 27 2
False negative (FN) 125 128
Recall (R) 53.9% 52.8%
Precision (P) 84.4% 98.6%
Harmonic mean (FMO) 65.8% 68.8%

This precision and recall mean that 98.6 % of all changes were correct and that 52.8 %
of all errors were corrected for the second test. Without the rule mentioned above the
prototype performed much better with a higher precision. It should be mentioned though
that this prototype was implemented to handle some of the rules that apply to formatting
and sign replacement that journalists frequently violate. There are many other rules, cases
and sometimes stylistic choices that determine what the correct format or sign is that were
not implemented. All formatting and sign errors that the editor changed were still counted
in the test even though the prototype is not equipped to handle them to show the results
relative to all the work the editor does with regards to formatting and sign replacement.
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6 Discussion

In this chapter the results will be discussed further as well as other improvements that could
be made.

6.1 Compared to other studies

The 1% total error rate that the dictionary based spell checker achieved (seen in Table 3
in Section 5.2) is lower than the total error rate that aspell and the machine learned spell
checker had in the earlier mentioned study [23] in chapter 4.1. The results for the prototypes
developed in this thesis and the results from the study are from tests in different languages
so a comparison is only made to give some insight into the success of the two spell checkers.

The probabilistic spell checker developed in this thesis that handles real word errors were
based on the spell checker developed in [18]. That spell checker achieved a precision of
71%, a recall of 81% and a total error rate of 1% on test data with artificially injected real
word errors of 1 edit distance away from the intended words. The artificial real word errors
were injected so that 5% of all words were real word errors. The spell checker developed in
this thesis achieved an adjusted error precision of 69.9% (adjusted to a 6% error rate in the
text), a recall of 63.0% and a total error rate of 1.7%. These results are unfortunately not
as good as those achieved in the study but in that study they artificially inserted errors of 1
edit distance away, which are the only errors their spell checker could detect. Meanwhile,
the tests done in this thesis included all real word errors even if those errors were more
than 1 edit distance away from the intended word. This explains why they achieved a better
recall. The better precision could either be because they used more data for the bigram and
trigram counts or because they made the test in English while the tests in this thesis were
on Swedish.

6.2 The editor process

If the features developed in this thesis would be used by the editor when reviewing content
they would be expected to find about 57% of the errors that has to do with spelling, format-
ting, and signs based on the results. Unfortunately, it can not be asserted that the editors
time spent on the tasks of spell checking, formatting and sign checking would decrease by
the same amount. This is due to the large amount of false positives that will result in the
editor spending time on looking at flagged words that are correct. On average there would
be 13 falsely assumed misspellings (false positives) per content of which 5.6 would be as-
sumed non-word errors and 7.4 would be assumed real word errors while there would only
be an average of 0.9 true misspelling found (true positives) per content. If there was no
other reason for the editor to read through the whole content than spell checking then the
features would probably improve the editorial processing time significantly since both have
a relatively high recall and the editor would only have to check all the flags. This may still
hold true even though the editor checks for other things though, if spell checking as a task
can be completely removed from thought for the editor while reading through the content it
may go faster.

The formatting and sign checking feature should definitely decrease the time the editor
spends per content, though. The average time it takes to review content when no changes
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are needed is 2 minutes and 18 seconds, which can be seen in Table 1 in Section 2.2. The
time is increased on average to 3 minutes and 54 seconds i.e an increase of 1 minute and 36
seconds when changing signs, fixing formatting or both are the only edits made. It could be
assumed that the time it would take the editor to review content with at least sign or format-
ting errors to decrease with the same amount as the recall when using the feature. The recall
is at 52.8% which should decrease the 1 minute and 36 seconds with about 51 seconds if all
formatting and sign changes are assumed to take the same amount of time. The base time
the editor spends on content which was 2 minutes and 18 seconds may decrease as well
once there is no need to look for certain signs and formatting errors.

6.3 Low precision

The reason for both of the spell checkers having a bad error precision is due to the data
that the tests are made on having a very small amount of spelling errors. Other studies have
much higher precision while having about the same total error rate as the spell checkers
tested in this thesis, this means that the reason for the precision being better in those studies
is due to finding more errors. Finding more errors is much easier when testing on data filled
with more errors, for example, Pratip Samanta and Bidyyut B. Chaudhuri tested in their
study on data filled with 5% real word errors [18] while the tests in this thesis were made on
data with at least less than 0.2% errors. This was the reason for calculating an adjusted error
precision as suggested in [22] which showed that the performance of the different features
was much closer to those in other studies. Furthermore, the tests were done on real data
from Content Central so that the result could be compared with the editors result, this was
the primary purpose of this thesis.

6.4 Further improvements

Non-word errors

The number of false positives for the dictionary based spell checker could be decreased
by consulting an English dictionary when a word is misspelled for the Swedish dictionary
since many words that the spell checker believe to be misspelled were English. This could,
however, result in some misspelled Swedish words being considered correctly spelled since
they existed in the English dictionary. It could be argued that English words should be
considered misspellings, this would certainly decrease the number of false positives for the
spell checkers, but it is often times allowed in Swedish media to use English words. If
English words were not to be accepted they would have to be marked as misspellings and
translations to Swedish should be given.

Another way to decrease the number of false positives would be to ignore warnings of
misspellings from the spell checker when the word begins with an uppercase letter in the
middle of a sentence, effectively removing most of the false positives generated by proper
names. Proper names were one of the most common false positives so this would improve
the precision of the spell checkers significantly. This would create a large amount of rules
dependent on different languages, considering how some words in English, for example,
should be uppercase while this never is the case with Swedish.

The data used for word counts for the dictionary based spell checker was from about
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4,500 articles, reviews or recipes downloaded from Content Central and resulted in 132,466
words. The much larger set of data downloaded much later in this thesis work for the prob-
abilistic spell checker should have been used as well. It contains 264,444 words that have
been used 10 or more times, this would be a great extension to the dictionary and would
probably reduce the number of false positives even further.

Real word errors

The probabilistic spell checker could be improved by using more data to generate the word
unigrams, bigrams, and trigrams. In this thesis data of 205 million words were used which
resulted in 66.5 million unique tokens while in [7] for example the data that were used held
977 million unique trigrams. It would also have been interesting to generate bigrams and
trigrams from the content on Content Central since some words used on that site may be
normally uncommon but common for some of the users on that site. An increase in the data
used would result in a smaller chance for uncommon words being incorrectly classified as
errors.

It could be valuable to generate candidates words within a higher edit distance than one,
unfortunately this was never tested. This would increase the recall but probably decrease
the precision as well.

Other tasks

There are many more tasks the editor performs that could be developed in the future, for
a full list see Table 6 in Appendix A. Some of these could be automated by simply setting
restrictions in the GUI and some by reminding the users of certain things. Other tasks
such as ”paragraphing”, ”bad formulation”, ”bad story, article, theme”, ”fitting category”,
”geotag exists” and ”geotag does not exist” are all problems that have to do with the natural
language processing field. These tasks are similar to some of the major tasks in NLP that
are most commonly researched such as topic segmentation, named entity recognition and
natural language understanding [15].

Applying moderation strategies

The effects of applying different moderation strategies to the moderation process of Con-
tent Central was never tested and studied in this thesis. The current moderation form used
is pre-moderation and some of the other strategies would be very risky for Content Central
to use without at least some natural language processing tools. Post-moderation would still
be of high-risk even with natural language processing tools since the context of sentences
are very difficult to automatically detect so inappropriate content may be uploaded without
detection. A version of either reactive moderation or distributed moderation together with
tools that handle spell checking and formatting automatically would probably work best. In
that case, the users could focus on the things harder to automate such as context, fact check-
ing or reviewing images. The fact remains though that for Content Central to still be able
to assure high quality and work as an on-demand service these techniques would have to be
combined with pre-moderation. Perhaps the best option would be not to allow the buyers
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on Content Central to see and purchase any content that has not undergone a certain amount
of time for moderation where the other journalistic users can see and moderate the content.
In that time, users will have to distributedly moderate the content or flag the content that
needs moderation by the editor.

A problem that would have to be dealt with is unfair moderation by users. Since the users
essentially compete with each other to sell their content users might unfairly, in the case
of reactive moderation, flag other users content and, in the case of distributed moderation,
unfairly downvote other users content. To deal with the problem of unfair moderation and
to gain a general consensus over what is good content in the community Slashdot intro-
duced meta-moderation. This seems to function since the meta-moderators agreed in 2003
with 92% of all moderations evaluated [9] and the moderators that the meta-moderators of-
ten disagreed with could be found and thereby canceled from moderation. In the case of
Content Central the meta-moderation could be implemented the same as at Slashdot or this
could become one of the new roles for the editor, to oversee the behavior of the distributed
moderators.

Regardless of whether the reactive or distributed moderation strategy would be implemented
an incentive would have to be created for the journalistic users to read and review the other
users content. This could be done by offering free things to users that distributedly mod-
erate, an example is to offer more visibility on content created by users that moderate to
the buyers. It could also be done by creating a community for the journalists where they
can read news made by fellow journalists, this would become more like a forum where they
would be more likely to freely moderate to help the community. An entire master thesis
could be spent on the subject of how to incentivise a userbase to do something for the good
of the company/platform.

Reactive or distributed moderation would have great value to Content Central. It would
either (with distributed moderation) offer a way to increase the number of moderators as
the user base grows or it would (with reactive moderation) make the editorial process more
effective since the bad content would be reported so that the moderators/editors can focus
on the worst content.
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7 Conclusion

The editorial process for Content Central was not successfully automated in this thesis. Fo-
cus in this thesis were put on automating the editorial tasks that consume the most of the
editors time. These tasks were not fully automated either, the spelling error detection and
correction prototypes developed produce too many false positives and the prototype for de-
tection and correction of bad formatting and signs succeeded at finding 52.8% of all the bad
formatting and signs. In total, the prototype for detection and correction of bad formatting
and signs should decrease on average the time it takes to review content that has bad format-
ting or signs with 51 seconds and perhaps an additional decrease in the base time it takes to
review content since some errors do not need to be considered anymore. Furthermore, the
prototypes for spelling detection and correction could decrease the consumed time further
if the rest of moderation tasks take less time when spelling errors do not have to be detected
while reading through the content.

The moderation strategies combined with the developed prototypes that would give the
most value were determined to be reactive or distributed moderation since these would ei-
ther shift the moderation process away from in-house editors or make the editorial process
more effective. There are many unanswered questions left regarding how one of these mod-
eration strategies should be implemented on Content Central and how the journalistic user
base would react to such a change. There were unfortunately not enough time to answer
these questions in this thesis.
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Appendix A All tasks in editorial process

Table 6 A list of all the tasks that could be found that the editor on Content Central perform
as well as explanations of why or how they are done.

Task in moderation explanation
CopyScape Use of a program that finds plagiarism
Bad format Finding and changing bad format in content

Bad formulation Finding and changing bad formulated sentences in
content

Bad grammar Finding and correcting incorrect grammar
Bad story, article, theme Judge whether the content should be allowed on the

platform or if it is inappropriate
Fitting category Check if the category selected fits the content

Fitting tags Check if the tags selected fits the content
Abbreviations Find and change some abbreviations to full words
Paragraphing If paragraphs are too long, make more paragraphs
Misspellings Find and correct misspellings

Italic quotation marks, tv not TV Find and change some things to what CC prefers
Italic scribe questions Questions by an interviewer should be italic

Use of dash before answers Answers to questions should start in a specific way
with the correct dash-sign

Interval sign In intervals the correct sign should be used
Geotags exists Check that the geotag is relevant for content

Geotags does not exist If geotagging would be relevant for content it is
added

Low res/bad images Check if the images are bad or have low res
left out material Sometimes the journalists have great material that is

not uploaded, contact with journalist must be made
Photographer If no credit is given to the photographer and the im-

age is not a stockphoto contact with journalist must
be made

Image text Check that the image text is relevant
Last publication date If things such as ”next year/month” is used in text

the last publication date should be set to last day this
year/month

Exclusive publication price Exclusive publication price should not be set if the
content has been published before

Image price The image price should be 0 if the image is taken
from a website that hosts free to use images

Review grades The grade in the 1-5 scale should be equal to the one
in the 1-10 scale, and both must be set.
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