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Abstract

Time series data occurs in many real world applications. For ex-
ample a system might have a database with a large number of
time series, and a user could have a query like Find all stocks that
behave ”similarly” to stock A. The meaning of ”similarly” can vary
between different users, use cases and domains. The goal of this
thesis is to develop a method for time series search that can search
based on domain specific patterns. We call these domain specific
patterns traits.

We have chosen to apply a trait based approach on top of a interest
point based search method. First the search is conducted using a
interest point method and then the results are ranked using the
traits. The traits are extracted from sections of the time series
and converted to a string representing its structure. The strings
are then compared using Levenshtein distance to rank the search
results. We have developed two types of traits.

The new time series search method can be useful in many appli-
cations where a user is not looking for point-wise similarity, but
rather looks at the general structure and some specific patterns.
Using a trait based approach can better translate to how a user
perceives time series search. The method can also yield more rel-
evant results, since this new method can find results that a classic
point-wise based search would rule out.
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1 Introduction

Time series data occurs in many real world applications. Examples include stock
markets, weather forecasts and medical data. A time series is a sequence of real
numbers where each number represents a value of an attribute at a point in time.

A common task for time series data is to search for sequences that are similar [8, 17,
21]: Given a query Q= (q1, q2, . . . , qn) and a set of data sequences S = {S1, . . . ,Sl}, we
want to find data subsequences S′ that are similar to Q where S′ are subsequences
of time series from the set S.

For example, a system might have a database with a large number of time series. A
user selects a section of one of the time series as the query and the system should
return a set of results from the database that are similar to the query.

One may expect having queries like: Find all stocks that behave ”similarly” to stock
A. The meaning of ”similarly” can vary between different users, use cases and do-
mains. That is why the goal of this thesis is to develop a method for time series
search that can search based on domain specific patterns. We will call these domain
specific patterns traits. A trait based search introduces additional challenges:

• How do we extract traits from a time series?

• How do we define the similarity of two time series with respect to their traits?

• How do we make sure that the extracted traits feel natural and have a meaning
to the user?

Since there are many time series search methods available, we have chosen to apply
a trait based approach on top of one of the existing methods in an effort to improve
both the returned search results and their presentation.

1.1 Goal

The goal of this thesis is to develop a general search method that can support
user defined or domain specific patterns and use these in combination with other
subsequence search methods to find subsequences that are similar with respect to
these domain specific patterns.
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1.2 Approach

This thesis describes the current research of time series search. We propose improve-
ments to an interest point subsequence search method and propose a new type of
search that uses traits and extends on interest point subsequence search methods.

1.3 Thesis outline

The thesis is divided into 6 parts: this (Chapter 1) introduction, (Chapter 2) a
review of the previous research on the subject, (Chapter 3) our new method for time
series subsequence search, (Chapter 4) the results using the new method, (Chapter
5) discussion and lastly (Chapter 6) conclusions.
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2 Previous work

There are multiple ways to preform time series search. One approach is to essentially
measure the point-to-point distance of different time series [2, 4, 16]. Another ap-
proach is to represent the time series in a transformation domain [1, 9, 10, 15, 3, 18,
19]. A third approach is to look at interests points of the time series [5, 7, 14, 17, 20].

2.1 Point-to-point distance measure

In time series search it is necessary to define a similarity measure between two time
series. One approach is to use a point-to-point distance metric on the raw data
points. Euclidean distance is a commonly used distance metric. An important issue
when measuring similarity is the ability to deal with distortions and noise such as
outlying points, noise in the data and scaling and shifting in both amplitude and
time [21]. Euclidean distance work well when searching for identical shapes, but
not when there is distortions and noise. For matching time series with different
scaling on amplitude Pearson’s correlation coefficient is a well known measure [21].
For matching time series with time variations or shifting, Dynamic Time Warping
[2, 8, 16] is commonly used.

The main problem with point-to-point distance measure is that the number of data
points in the query and results has to be the same, which cannot be satisfied by most
applications [9]. A solution is to compress the longer time series by evenly dividing
it into segments of the same number as the shorter time series and use the mean
of the data points in each segment to represent the entire segment; this method is
called piecewise aggregate approximation (PAA) in Keogh et al. [12]. However, this
method might not capture the general shape of the sequence due to the smoothing
caused by the compression [9]. An extension of PAA, where the length of the time
series segments are adaptive to the shape of the series to counters the smoothing
issue (to some degree) is proposed in Keogh et al. [11].

A further extension of PPA is to convert each segment into a symbol in an approach
called symbolic aggregate approximation (SAX) as proposed in [13].

2.2 Transformation approaches

Time series are essentially high dimensional data, and directly dealing with raw data
is expensive in terms of processing power and storage cost [6], especially when we
have to deal with a sliding window and search invariant of different distortions [21]. It
is desirable to develop representations that preserves the fundamental characteristics
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of a particular data set and still reduce the dimensionality. PAA, APCA and SAX
are ways to reduce the dimension of the original time series and these methods
represent the time series in the time domain directly.

Another large family of approaches is to represent the time series in a transformation
domain [8]. The transformed representation is usually combined with an indexing
mechanism to obtain a smaller and more efficient index [8].

One of the popular transformation approaches is discrete Fourier transforms (DFT)
[1], since it was the first metod proposed for use in this context. Another popular
and more recent approach is to use discrete wavelet transform (DWT) [3].

Most approaches in the transformation family guarantee a upper bound of the Eu-
clidean distance to the original data [8]. But Euclidean distance is not always the
suitable distance measure in some domains [8, 17]. For example, stock time series
has its own characteristics different from other time series data (e.g. data from sci-
entific areas like ECG), in which some specific data points are more important than
others [8].

2.3 Interest point methods

Another approach is to extract significant points from the time series (we call them
interest points) and use these points as a representation for the time series. These
interest points are often combined with some type of indexing mechanism, to enable
efficient time series search. Multiple methods for extracting interest points have
been proposed, we will summarize some of them in this section.

2.3.1 Landmarks method

One interest point search method is proposed by Perng et al. [17], we will refer to
the method as the (Original) Landmarks method.

First all local extrema are extracted from the time series – these points are called
landmarks. The landmarks are passed through a smoothing filter referred to as
Minimal Distance/Percentage Principle (MDPP). It is defined as follows: Given a
sequence of landmarks (x1,y1), . . . ,(xn,yn), a minimal percentage P and a minimal
distance D, remove landmarks (xi,yi) and (xi+1,yi+1) if

xi+1−xi <D and |yi+1−yi|
(|yi|+ |yi+1|)/2

< P (2.1)

A set of features are then extracted from the landmarks. Using these features when
searching gives results that are invariant of some transformations. When searching,
an error tolerance has to be supplied and the algorithm returns the (unordered) set
of results that lie within the error tolerance for the selected feature.

Given a sequence of landmarks L1, . . . ,Ln where Li(xi,yi) Perng et al. [17] proposes
a number of features, including:

vi = yi−yi−1 vri = vi+1
vi
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The different features have different characteristics and every feature is invariant
under some time series transformations. The feature v is invariant under the trans-
formations Shifting and Uniform Time Scaling, vr is invariant under the trans-
formations Shifting, Uniform Amplitude Scaling, Uniform Time Scaling, Uniform
Bi-scaling and Time Warping. The transformations are defined below.

Shifting SH k(f) such that SH k(f(t)) = f(t) +k where k is a constant.

Uniform Amplitude Scaling UASk(f) such that UASk(f(t)) = kf(t) where k is
a constant.

Uniform Time Scaling UTSk(f) such that UTSk(f(t)) = f(kt) where k is a pos-
itive constant.

Uniform Bi-scaling UBSk(f) such that UBSk(f(t)) = kf(t/k) where k is a posi-
tive constant.

Time Warping TW g(f) such that TW g(f(t)) = f(g(t)) where g is a positive and
monotonically increasing.

To query for a feature, an upper and lower bound are calculated using the formulas
in Table 1 and a supplied error tolerance ε. If the Landmarks within a sequence is
within these bounds the sequence is considered similar to the query.

Table 1 The upper and lower bounds for a query using the error tolerance ε.

f Lower Bound Upper Bound
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2.3.2 Perceptually important points

Fu et al. [10] introduce another interest point method that ranks the data points in
a time series based on their perceptual importance. The perceptual importance is
defined by the influence of a data point on the shape of the time series. A data point
that has a greater influence on the overall shape of the time series is considered to
be more important.

Given the time series P , all the data points p1, . . . ,pm will go through the perceptu-
ally important point identification process as described in Algorithm 1.

The algorithm starts by defining the first and last points in P as perceptually impor-
tant points (PIPs). The next PIP will be the point in P with the greatest distance
to the first two PIPs. The fourth PIP will then be the point in P with the greatest
distance to its two adjacent PIPs. The process of location the PIPs continues until
all the points in P are attached to a list.
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Algorithm 1 PIP identification process
Input: sequence P1...m

Output: PIPList L1...m

function PIPidentification(P)
Set L1 = P1, L2 = Pm

while L1...m is not filled do
Select point Pj with maximum distance to the adjacent points in PIPList
Append Pj to L

end while
return L

end function

To calculate the distance to the two adjacent PIPs, Fu et al. [10] propose three data
point importance evaluation methods: Euclidean distance, perpendicular distance
and vertical distance (PIP-VD). Through experiments, Fu et al. [10] claim that PIP-
VD is a preferable method for evaluating the data point importance in most of the
cases in the financial domain.

PIP-VD calculates the vertical distance between the test point p3 and the line con-
necting the two adjacent PIPs as in Figure 1 and Equation 2.2.

V D(p3,pc) = |yc−y3|=
∣∣∣∣(y1 + (y2−y1)xc−x1

x2−x1

)
−y3

∣∣∣∣ (2.2)

Figure 1: Vertical distance data point importance evaluation method (PIP-VD).

Fu et al. [10] also introduce a tree structure for storing the time series data hierar-
chically, as well as two dimensionality deduction approaches: tree pruning and error
threshold.

Template-based pattern matching approatch

Using the PIP model [10], Fu et al. [9] introduce a Template-based pattern-matching
approach.

A sequence of PIPs Q = (q1, . . . , qn) represents the template to match and P =
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(p1, . . . ,pn) is the sequence of PIPs to compare Q against. To calculate the distance
between two sequences of PIPs it is necessary to re-scale the points so that com-
parison between sequences in different amplitudes range can be facilitated. This is
typically done by normalizing all the sequence values to a given range. Then the
amplitude distance (AD) between P and Q can be computed by using point-to-point
direct comparison between the PIPs as

AD(P,Q) =

√√√√ 1
n

n∑
k=1

(pk− qk)2 (2.3)

However, Equation 2.3 does not take the time dimension into consideration, therefore
a temporal distance (TD) is also defined as.

TD(P,Q) =

√√√√ 1
n−1

n∑
k=2

(pt
k− qt

k)2 (2.4)

where pt
k and qt

k denote the time coordinate of the sequence points pk and qk, re-
spectively. Equation 2.3 and 2.4 are combined into a combined distance measure
as

D(P,Q) = w1 ·AD(P,Q) + (1−w1) ·TD(P,Q) (2.5)

where w1 denotes the user specified weighting between AD and TD.

2.3.3 Lattice Structure

Man and Wong [14] propose an algorithm that identifies interest points in a time
series and classifies the points into appropriate layers in a lattice structure. The
interest point in each layer of the structure form an approximation pattern of the
original series. The lower the layer, the more precise the approximation pattern is.

The interest points are classified into the different layers by rating the importance
of them. The rating is based on the amount of neighboring values the interest point
is more extreme than and the sum of the absolute difference between the interest
point and these neighboring values.

Specifically, for every local maximum or minimum, aj is an N-day-coverage interest
point if N is the maximum integer such that either {∀m,−N ≤m≤N,ai > aj+m}
or {∀m,−N ≤m ≤N,ai ≤ aj+m}. Given an N-day-coverage interest point the im-
portance is defined as:

Importance(aj) =
N∑

i=1
(|aj−1−aj |+ |aj+i−aj |) (2.6)

Using the different layers of the lattice structure it is possible to search with different
fidelities.

2.3.4 Major Minima and Maxima

An interest point extraction method similar to the one used to construct the lattice
structure is proposed by Fink et al. [7]. Points that are major minima or maxima
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are marked as interest points. The parameter R controls the compression rate, a
increase in R leads to fewer interest points.

A point a[m] of a series a[1..n] is a major minima if there are indicies i and j, where
i < m< j, such that

• a[m] is a minimum along a[i..j] and

• a[i]−a[m]≥R and a[j]−a[m]≥R

Similarly, a[m] is a major maxima if there are indicies i and j, where i <m< j, such
that

• a[m] is a maximum along a[i..j] and

• a[m]−a[i]≥R and a[m]−a[j]≥R
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3 Method

This chapter describes the process of developing the trait based search method. First
a section describing which methods were chosen and which were ruled out as a basis
for the trait based search method, then a section describing the different variations
of the chosen method that were evaluated.

3.1 Time Series search using traits

Here follows a discussion of different time series search methods on their applicability
to a trait based search method.

3.1.1 Point-wise distance metric methods

Using a point-wise distance metric method will return the time series that are the
most similar according to the metric using the raw data. The method will consider
each point equally important in the comparison. The drawback for using this type
of methods in our case is that the initial search is possibly to strict. For it to be
useful to apply a trait based approach the initial search criteria have to be relaxed
and allow the trait based approach to later refine the search results. The goal is not
to find results that match the query best on a point-wise basis but instead to look
more for a general structure and traits of the data. For this reason we have chosen
not to use a direct distance metric.

3.1.2 Transformation approach

Dimensionality reduction methods are useful in time series search because they com-
press the search index and enable more efficient use of computational power [21].
Most approaches in the transformation family guarantee a upper bound of the Eu-
clidean distance to the original data [8]. This means that they have the same draw-
backs when it comes to finding relaxed matches as a point-wise distance metric
method. For this reason we have chosen not to use a transformation approach.

3.1.3 Interest point methods

The interest point methods extract interest points from the raw data. These points
are used for searching the time series data, other data points are ignored. Given that
a user finds some data points more interesting than others and that the algorithm
places the interest points in a way that matches the user’s interest, interest point
methods could potentially find interesting results that point-wise methods would rule
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out, since the point-wise method would give equal importance to all data points.

Of the interest point methods described in Section 2.3, the Landmarks method by
Perng et al. [17] has the desirable ability to search while ignoring many types of
distortions. Because of the relaxed search criteria and immunity to distortions, we
have chosen to apply a trait based search method on top of the Landmarks method,
but also look into alternative ways of extracting interest points as discussed in the
next section.

3.2 Interest point extraction

One important task in interest point search methods is extracting the interest points.
The interest points have to be placed in a meaningful way and represent the overall
structure of the time series to be able to return relevant search results. We present
a number of extraction algorithms that we have evaluated.

Landmarks method with MDPP and PIP-VD are previously suggested methods. We
have also developed three new methods Double sided MDPP, Sequential MDPP and
Landmarks ranking in an effort to find better interest point extraction methods.

3.2.1 Landmarks method with MDPP

This is the original Landmarks method as described in Perng et al. [17]. First all
local extrema are extracted from the time series, these points are called landmarks.
The landmarks are passed through a smoothing filter referred to as Minimal Dis-
tance/Percentage Principle (MDPP). It is defined as follows: Given a sequence of
landmarks (x1,y1), . . . ,(xn,yn), a minimal percentage P and a minimal distance D,
remove landmarks (xi,yi) and (xi+1,yi+1) if

xi+1−xi <D and |yi+1−yi|
(|yi|+ |yi+1|)/2

< P (3.1)

3.2.2 Double sided MDPP

In the original Landmarks method, a landmark will be removed if it has an insignif-
icant change to either the next or the previous landmark. For example, if we have
three landmarks l1, l2, l3 and the difference is significant between l1 and l2 but in-
significant between l2 and l3, the original MDPP method will remove l2 and l3. This
effect can under certain conditions cause relevant sections to not have any land-
marks. To overcome this drawback, we propose a slightly different criteria for the
MDPP filtering, where l2 will not be removed since there is a significant change on
one side of the landmark:

Given a sequence of landmarks (x1,y1), . . . ,(xn,yn), a minimal percentage P and a
minimal distance D, remove landmarks (xi,yi) if

xi+1−xi <D and xi−xi−1 <D and |yi+1−yi|
(|yi|+ |yi+1|)/2

< P and |yi−yi−1|
(|yi−1|+ |yi|)/2

< P

(3.2)
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3.2.3 Sequential MDPP

If the data has an even distribution of landmarks just below the thresholds for
the MDPP filtering, many landmarks in a row can get filtered out in the original
method. To get a more even distribution of landmarks in these cases, we propose
the Sequential MDPP filtering:

Given a sequence of landmarks ordered chronologically (x1,y1), . . . ,(xn,yn), a mini-
mal percentage P and a minimal distance D, add the landmark (xi,yi) to the set of
landmarks to keep if

xi−xl ≥D and |yi−yl|
(|yi|+ |yl|)/2

≥ P (3.3)

where (xl,yl) is the most recently added landmark to the set of landmarks to keep.
The algorithm is executed in order starting with the first landmark.

3.2.4 PIP-VD

Another interest point extraction method we have evaluated is PIP-VD by Fu et al.
[10]. The time series will go through the PIP identification process as described in
Section 2.3.2

3.2.5 Landmark ranking

We have developed a hybrid between PIP-VD and the Landmarks methods. It uses
the same process as PIP-VD to extract PIPs with the exception that it only looks
at local extrema and ignores other data points when ranking and extracting PIPs.

Given a point pi the point is a local extrema if:

• pi−1 < pi and pi ≥ pi+1 (local maximum) or

• pi−1 > pi and pi ≤ pi+1 (local minimum)

3.3 Finding a suitable error parameter

When searching using the Landmarks algorithm, an error bound ε must be supplied.
The results returned will be all the subsections of a time series that has a lower error
compared to the query than the error bound ε. While it is possible that a user would
want to supply ε themselves it is rather unpractical and not very intuitive. Trying
to guess ε usually results in that either a very large number of results are returned
or no results at all (except for the query itself).

To find a suitable error bound ε we use a method similar to the bisection method.
The method tries is to find ε such that the number of results r satisfies l < r < u
and is described in Algorithm 2. We use the values u= 40 and l = 15.
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Algorithm 2 Finding a suitable error bound for the Landmarks query
Input: query: query, initialError: initial error bound
Output: query results

function findSuitableErrorParam(query, initialError)
upperBound ← initialError
lowerBound ← 0
while not maximum number of iterations do

midpoint ← (lowerBound + upperBound) / 2
results ← query.execute(midpoint)
if more results than wanted then

upperBound ← midpoint
else if less results than wanted then

lowerBound ← midpoint
else

return results
end if

end while
return results

end function

3.4 Selecting features for search

When searching we choose to look at the data values (and not the time values)
of the landmarks. It would also be preferable if the search is invariant under the
transformations Shifting and Uniform Amplitude Scaling.

In Perng et al. [17] the feature vr is suggested in this case. If a series of landmarks
is within the lower and upper bound of the query then the landmarks match the
query. One sanity check is that the feature of the landmarks that are the basis for
a query should match the query itself, which is not always the case with vr. The
feature value itself can in some cases be outside the range of the upper and lower
bound of the query. An example of this is shown in Table 2. Table 3 shows the
same landmarks but with an lower error tolerance for the query, with this lower
error tolerance the feature of the landmarks lies within the query.

Because of this issue we have selected to use feature v instead. It uses the data
values and is invariant under the transformation Shifting.

3.5 Traits

The search utilizes traits for ranking the search results after an appropriate amount
of results are found using the Landmarks algorithm.

As an example, we have developed two traits.

Plateau Finds sections where the data approximately resembles a horizontal line.

Trend Detects continuous upward or downward trends
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Table 2 An example calculation of the feature vr for a number of landmarks. vri

is the feature values. vr−i and vr+
i are the lower and upper bound respectively of

the query for the same landmarks using ε = 0.01. If vr−i < vri < vr+
i ∀i then the

landmarks match the query. In our case the landmarks and the query are the same
and should always match, but it is not the case for the feature vr as shown by the
example.

Landmarks vri vr−i vr+
i

110
111 -2 -1.31 3.47
109 -2 -1.48 31.1
113

Table 3 An example calculation of the feature vr for a number of landmarks. vri is
the feature values. vr−i and vr+

i are the lower and upper bound respectively of the
query for the same landmarks using ε= 0.001.Using a lower error tolerance than in
Table 2 the query matches the feature.

Landmarks vri vr−i vr+
i

110
111 -2 -2.85 -1.46
109 -2 -2.37 -1.70
113

When looking at these traits, a user is usually not interested in the absolute size,
but rather the general structure of these traits and some relative sizes.

One way to represent this structure is as a string of characters, where each character
tells something about the structure of the trait. If the trait string is constructed
correctly it is possible to use of the shelf string comparison methods to obtain a
similarity measure between structures of traits.

There are many methods for comparing strings in the literature, and one of the most
common is Levenshtein distance. By calculating the Levenshtein distance between
the query for each result, a score that represents the similarity between the query
and the result with respect to their respective traits is obtained. Using this score
the results are ranked so that the results with most similar traits are first.

The general method can support multiple types of traits, and can be tailored to a
specific domain.

3.5.1 Plateau trait

The plateau trait uses a sliding window of decreasing size to find sections where the
mean square error is below a user specified threshold D. Algorithm 3 describes the
construction of plateaus and Algorithm 4 the conversion to a structure string.
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Algorithm 3 Construction of plateaus
Input: x data values, D threshold
Output: plateauList a list of plateaus

function getPlateaus(x, D)
plateaueList ← []
for each window size s (starting with the biggest size) do

for each sliding window w of s do
x̄← Mean of x values in window w

if
wend∑

i=wstart

(xi− x̄)2 <D then

add section to plateaueList
end if

end for
end for
return plateaueList

end function

Algorithm 4 Construction of string for plateau trait
Input: subrange: data subrange, plateausList: list of plateaus
Output: a string representing the structure of plateaus

function getStructureString(subrange, plateausList)
slices ← the subrange divided into 10 equally sized slices
str ← ”
plateauMaxDiff ← max difference between the adjacent plateaus
for slice in slices do

if trend covers slice then
str ← str + ’-’

else
str ← str + ’ ’

end if
if plateau ends in slice then

char ← ’U’ if next plateau is above this one else ’D’
plateauDiff ← difference between this and the next plateau
str ← str + lengthToChars(char, plateauDiff, plateauMaxDiff)

end if
end for
return str

end function
Input: character: character to repeat, distance: a distance, maxdistance: the max-

imum distance of all distances
Output: a string that repeats charater between 1 and 3 times depending on distance

and maxdistance
function lengthToChars(character, distance, maxdistance)

numchar ← ceiling(log2
|distance|
|maxdistance| ·2

3)
return a string with character repeated numchars times

end function
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3.5.2 Trend trait

The trend trait applies a Gaussian filter to the data and then detects intervals
where the data is either strictly increasing or strictly decreasing. If these intervals
are sufficiently long and the difference between the highest and lowest value is big
enough, it is marked as either an upward or downward trend.

This structure string is constructed by first dividing the time series into 10 equally
sized slices and then applying the algorithm described in Algorithm 5.

Algorithm 5 Construction of string for trend trait
Input: subrange: data subrange, trendsList: list of trends
Output: a string representing the structure of trends

function getStructureString(subrange, trendsList)
slices ← the subrange divided into 10 equally sized slices
str ← ”
for slice in slices do

if upwards trend covers slice then
str ← str + ’U’

else if downward trend covers slice then
str ← str + ’D’

else
str ← str + ’ ’

end if
end for
return str

end function
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4 Results

This section describes the results of our work.

4.1 Evaluation of interest point extraction methods

To compare interest point placement methods we have used two types of evaluations
one objective and one subjective. The objective evaluation compares the number of
interest points to the error between the linear interpolation of the interest point. If
few interest points represent the time series with a low error it is intuitively a good
approximation of the time series. A similar evaluation measure is used by Fu et al.
[10].

The objective evaluation gives some indication of what methods for interest point
placement that are the best, but to give a more complete picture the methods will
also be evaluated subjectively by looking at example sections of time series and
compare the placement of interest points.

We have compared the different extraction methods, both with and without prepro-
cessing of the data using a Gaussian filter.
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Figure 2: Comparison between different interest point extraction methods with
and without preprocessing of the data using a Gaussian filter
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Figure 3: Comparison between the same interest point extraction methods as in
Figure 2, zoomed in to the most relevant number of interest points.

In the objective evaluation, we used the daily closing price for Citigroup Inc. from
1996-04-12 to 2015-01-28, a total of 4730 data points.

We found the parameters that gave the least linear interpolation error for a given
number of interest points for each extraction method. The results are shown in
Figure 2 and a zoomed in version in Figure 3. The results should be interpreted as:
given the optimal parameters for an extraction method, how well would it approxi-
mate the original data using linear interpolation?

The two best performing methods in the objective evaluation was PIP-VD with
Gaussian filter and Landmarks Ranking with Gaussian filter.

In the subjective evaluation, we look at a specific slice of the daily closing price of
Citigroup Inc. The parameters for each method are tuned so that there are around
10 interest points in the slice. Figure 4 shows the methods applied to the raw data
and Figure 5 the methods applied to the data preprocessed with a Gaussian filter
with the standard deviation for the Gaussian kernel G= 3.

The Original Landmarks method places many interest points at the end of the slice
since there is a lot of volatility in values between each landmark (Figure 4). It does
not place any interest points around x= 150, even though there is a sharp downward
slope. The landmark gets filtered out since the distance to the next landmark is not
significant. The same thing happens at x= 20. When the data is preprocessed with
a Gaussian filter, there are less interest points at the end of the slice and the interest
points are more spread out (Figure 5). Since the local extrema are further apart in
the preprocessed data, the point get more evenly distributed along the time series.

Compared to the original method, the Double sided MDPP has less of the effect
where interest points gets removed even though there is a sharp slope, for example
around x = 50 and x = 150 (Figure 4). When the data is preprocessed with a



19(30)

44

46

48

50

52

54

56

58

60

D
a
ily
 c
lo
si
n
g
 p
ri
ce

Original Landmarks method (D=10, P=0.0185)

44

46

48

50

52

54

56

58

60

D
a
ily
 c
lo
si
n
g
 p
ri
ce

Double sided MDPP (D=10, P=0.067)

D
a
ily
 c
lo
si
n
g
 p
ri
ce

Sequential MDPP (D=20, P=0.08)

0 50 100 150 200

44

46

48

50

52

54

56

58

60

D
a
ily
 c
lo
si
n
g
 p
ri
ce

Landmark Ranking

0 50 100 150 200

D
a
ily
 c
lo
si
n
g
 p
ri
ce

PIP-VD

Figure 4: Different interest point extraction methods applied to the daily closing
price for Citigroup Inc. (C) from 2006-12-01 to 2007-10-01. Interest
points are black squares. The parameters are chosen so there are around
10 interest points in the section.
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Figure 5: Different interest point extraction methods applied to daily closing price
for Citigroup Inc. (C) from 2006-12-01 to 2007-10-01. The interest point
methods are applied to the data preprocessed with a Gaussian filter. The
black line is the original data, dotted line the data after preprocessing
and interest points are black squares. The parameters are chosen so
there are around 10 interest points in the section.
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Gaussian filter the difference are even more apparent, the Double sided MDPP
with Gaussian filter has the points distributed more evenly along the slice than the
Original method with Gaussian filter (Figure 5). Gaussian The sequential MDPP
and Sequential MDPP with Gaussian filter both look relatively similar with the
interest points spread out at almost equal distances along the slice (Figures 4 & 5).

Landmarks Ranking and PIP-VD, both with and without preprocessing, have similar
results. There is a concentration of interest points at the end and an even spread of
interest points highlighting the rest of the slice (Figures 4 & 5).

4.2 Limitations of ranking based interest point extraction

For the interest point methods that use some kind of ranking of interest points, i.e.,
PIP-VD and Landmarks ranking, the same parameters can not easily be applied
to multiple time series. The number of interest points to include in a specific time
series depends on the length, amplitude and noise of the time series. If we are using
100 interest points on one time series, we cannot simply use 100 interest points on
another and assume that the interest point resolution is equal.

The other non-ranking based methods do not come with the same limitation since
the parameters specify thresholds for when an interest point should be extracted and
not the total number of interest points. For non-ranking based extraction methods,
the same parameters can be applied to multiple time series and they will extract
interest points similarly for each time series.

Because of this limitation we will use the best non-ranking based extraction method
Double sided MDPP with Gaussian filter to evaluate the rest of the results.

4.3 Trait evaluation

To evaluate the trait based search we preformed searches using the daily closing
price for stocks from Nasdaq Large Cap. The searches used Double Sided MDPP
with Gaussian filter (G= 3). The search results for two queries are shown in Figure
6 & 7.
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Figure 6: Search results for a query using Double Sided MDPP with Gaussian
filter G = 3. Trend trait with minimum trend length = 15 and trend
minimum delta = 0.07. Plateau trait with a minimum plateau length =
20 and threshold = 1.64. The top left plot is the query, and the other
plots the results in ranked order. Trend and plateau trait are dotted and
dash-dotted lines, respectively. The header shows the rank (distance)
and the structure string for the plateau and trend trait.
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Figure 7: Search results for a query using Double Sided MDPP with Gaussian
filter G = 3. Trend trait with minimum trend length = 20 and trend
minimum delta = 0.10. Plateau trait with a minimum plateau length =
20 and threshold = 0.54. The top left plot is the query, and the other
plots the results in ranked order. Trend and plateau trait are dotted and
dash-dotted lines, respectively. The header shows the rank (distance)
and the structure string for the plateau and trend trait.
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5 Discussion

In this section we will discuss the results of our work

5.1 Evaluation of interest point extraction methods

How the interest points are extracted is central to interest point search methods.
There are many ways to define how to extract these interest points but it is impor-
tant that the interest points have placements that match the user’s intuition. It is
desirable to have a way of evaluating the different extraction methods, but there
is no definitive way to define the evaluation. If there were a way, the best method
would simply be to use the evaluation measure as a method for extracting interest
points.

Even though there is no definitive way of defining the evaluation it can still be
interesting to have a comparison. We chose to use the error between the linear
interpolation of the interest points and the time series data as an evaluation measure.
This somewhat translates to, the fewer points required to draw the outline of the
time series the better, and should somewhat represent what a user expects from the
interest point extraction. Our evaluation method prefers that interest points shape
the general outline of the time series rather than focusing on the details.

In our evaluation all methods performed better when the data was preprocessed with
a Gaussian filter. This is as expected since smoothed data will cause the extraction
algorithms to focus on the overall shape and focus less on outliers and noise.

The evaluation optimizes the parameters for the algorithms to give optimal eval-
uation performance. When using the Gaussian filter, the methods have one more
parameter (for the filter). One thing to note is that the evaluation might slightly
overestimate the performance of the methods with a Gaussian filter since there is
one more parameter to optimize, but by looking at the examples from the subjec-
tive evaluation, all methods seem to perform better or about equally with Gaussian
filter.

According to the evaluation, the best method for placement is PIP-VD with Gaussian
filter, and looking at the example from the subjective evaluation it seems reasonable.
The interest points are spread out along the time series and highlights the relevant
turning points in the time series. As discussed previously, PIP-VD has the drawback
that it is less trivial to apply to multiple time series. In the objective evaluation
the Double sided MDPP with Gaussian Filter performed best of the non-ranking
based approaches. Looking at the example from the subjective evaluation, it seems
to perform very similar to PIP-VD, it highlights all important turning points in the
time series.
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5.2 Trait evaluation

The search method with traits allows searching for user specific patters and also adds
an explanation to help the user to understand how the search result are ranked. The
usage of a structure string for comparison of traits seems to translate to how users
perceive a time series.

Interest point search method are a good basis for trait based search methods since
the original search criteria is loose and it allows the traits to refine the search results.

It is challenging to find a fair comparison of different methods for time series search.
The different search methods use different search criteria and should give different
results. Still, the search results presented in the results section are similar to the
query, while still allowing shapes that differ in some aspects compared to the query.

The template based pattern matching using PIPs (Section 2.3.2) is somewhat similar
to our approach: it uses the overall structure of the time series to match similar
patterns, but it does not allow for new types of domain specific patterns to be
matched, apart from the ones that can be fitted into the PIP model.

Compared to the point wise distance metric methods our interest point and trait
based search has a different way of comparing the time series. Using a trait based
approach can better translate to how a user perceives time series search. The method
can also yield more relevant results, since this new method can find relevant results
that a classic point-wise based search would rule out.

Compared to the original Landmarks method the search criteria can be more specific,
since it uses the traits to further specify what the user is looking for.

5.3 Further work

Further work could include creating a purely trait based search that does not rely
on interest points methods as a basis. This would require developing some kind of
indexing scheme for the traits and an efficient way of extracting traits in long time
series.

Queries of different length require different parameters for the interest point extrac-
tion to represent the general structure of the query. A change that is significant over
the course of a day is probably not significant over the course of a year. Further
work could include looking into how to adapt the number of interest points and
parameters for traits based on the query.

The current method limits the possible queries to the interest points. One improve-
ment could be to somehow extend the queries to include the end points as well as
the interest points of the query.
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6 Conclusions

We have developed a new method for time series search that differs from the current
research since it does not compare the actual values of the data but instead compares
time series based on extracted traits. The traits are manually implemented and
resembles what the user is looking for in the time series and are sometimes domain
specific but the general method can easily be extended with new types of traits.

The new time series search method can be useful in many applications where a user
is not looking for point-wise similarity, but rather looks at the general structure and
some specific aspects. Using a trait based approach can better translate to how a
user perceives time series search. The method can also yield more relevant results
since this new method can find relevant results that a classic point-wise based search
would rule out.

Finally, we wish to address the challenges we presented in the Introduction:

How do we extract traits from a time series?

The method for extracting a trait varies between which trait to extract. Sliding
window is one approach, looking at individual points, another. It is also possible to
use interest points in the extraction process.

How do we define the similarity of two time series with respect to their
traits?

We defined the similarity between a series of traits using a structure string to repre-
sent the time series and then compare these structure string using the Levenshtein
distance. The structure string can capture how a user perceives the traits and us-
ing this string as a comparison is a good way to capture and compare how a user
perceives the differences between a two time series.

How do we make sure that the extracted traits feel natural and have a
meaning to the user?

Since the traits are domain specific and are extracted according to some user request
they should be intuitive. Visualizing the traits in the query and search result will
also help.
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