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Variable selection for the Cox proportional
hazards model:

A simulation study comparing the stepwise, lasso and
bootstrap approach

by Anna EKMAN

In a regression setting with a number of measured covariates not all may be
relevant to the response. By reducing the numbers of covariates included in
the final model we could improve its prediction accurarcy as well as making
it easier to interpret. In survival analysis, the study of time-to-event data, the
most common form of regression is the semi-parametric Cox proportional
hazard (PH) model. In this thesis we have compared three different ways to
perform variable selection in the Cox PH model, stepwise regression, lasso
and bootstrap. By simulating survival data we could control which covari-
ates that were significant for the response. Fitting the Cox PH model to these
data using the three different variable selection methods we could evaluate
how well each method performs in finding the correct model. We found
that while bootstrap in some cases could improve the stepwise approach its
performance is strongly effected by the choice of inclusion frequency. Lasso
performed equivalent or slightly better than the stepwise method for data
with weak effects. However, when the data instead consists of strong effects,
the performance of stepwise is considerably better than the performance of
lasso.
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Sammanfattning

Vid regression söks sambandet mellan en beroende variabel och en eller
flera förklarande variabler. Även om vi har tillgång till många förklarande
variabler är det dock inte säkert att alla påverkar den beroende variabeln.
Genom att minska antalet variabler som inkluderas i den slutgiltiga mod-
ellen kan man förbättra dess prediktionsförmåga samtidigt som den blir
lättare att tolka. Inom överlevnadslys är en av de vanligaste regressions-
metoderna den semi-parametriska Cox proportional hazard (PH) model. I
den här uppsatsen har vi jämfört tre olika metoder för variabel selektion i
Cox PH model, stegvis regression, lasso och bootstrap. Genom att simulera
överlevnadsdata kan vi styra vilka variabler som påverkar den beroende
variabelen. Det blir då möjligt att utvärdera hur väl de olika metoderna
lyckas med att inkludera dessa variabler i den slutgiltiga Cox PH model.
Vi fann att bootstrap i vissa situationer gav bättre resultat än den stegvisa
regressionen, dock varierar resultatet väldigt mycket beroende på valet av
inklusionsfrekvens. Resultaten av lasso och stegvis regression är likvärdiga,
eller till fördel för lasso, så länge datat innehåller svagare effekter. När datat
istället består av starkare effekter ger dock den stegvisa regressionen mycket
bättre resultat än lasso.
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Chapter 1

Introduction

Survival analysis is the branch of statistics focused on analyzing data where
the outcome variable is the time until the occurrence of an event of interest.
The event is often thought of as "death", hence the name survival analysis.
The theory, however, is applicable on all types of time-to-event data regard-
less if the event is first marriage, occurrence of a disease, purchase of a new
car or something completely different.

In survival analysis, just like in ordinary linear regression, we have a re-
sponse variable, the time until the event occurs, and a set of explanatory
variables which we will refer to as covariates. However, because of the form
of the response variable and the fact that the data could include observations
that is only partly known, so called censored observations, it is not optimal
to use linear regression. Instead there are special regression models devel-
oped to fit survival data, one of the most popular is the Cox proportional
hazard (PH) model (Cox, 1972).

One main objective of survival analysis is to identify the covariates that in-
crease the risk/chance of experiencing the event of interest. To examine this
data is collected, often containing many covariates of which only some may
be relevant to the response. An important and not always easy task is how
to pick out the significant covariates.

In linear regression there are a number of variable selection techniques and
some of them are also applicable for Cox PH regression. In this thesis we
will use simulated data to compare the performance of three of these meth-
ods, stepwise selection, the lasso-form of shrinkage and bootstrap.

1.1 Background and previous work

Just as for many other regression methods the most common way for vari-
able selection in the Cox PH model has been by stepwise methods. Those
are intuitive and easy applicable but there might be other methods that per-
forms better.

Tibshirani (1997) extended his own shrinkage method, lasso (Tibshirani,
1996), to also include variable selection for the Cox PH model. Through
a simulation study he showed that the lasso method often performed better
than stepwise regression in finding the correct variables. Since then a num-
ber of different shrinkage techniques and variations of the lasso method has
been proposed for variable selection in the Cox PH model.
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Fan and Li (2001) did not find any bigger difference in performance be-
tween stepwise and lasso and instead proposed a different type of shrink-
age method referred to as SCAD (Smoothly Clipped Absolute Deviation).
Zhang and Lu (2007) suggested the use of adaptive lasso where the shrink-
age penalty could be weighted differently for different coefficients. Liu et al.
(2014) developed the L1/2 regularization method where the penalty is based
on the square root of the coefficients instead of, like in lasso, their full value.

A completely different approach to variable selection is the boostrap method.
Bootstrap was originally presented by Efron (1979) as a method to assign
measures of accuracy to sample estimates. But Chernick and LaBudde (2011)
describes how Gong, in the beginning of the eighties, instead used bootstrap
to investigate the stability of a stepwise regression model. Altman and An-
dersen (1989) then used the same method to examine the stability of a Cox
PH model. Inspired by the ways of using bootstrap to investigate the sta-
bility of a regression model Sauerbrei and Schumacher (1992) developed a
procedure to also perform variable selection using bootstrap. Zhao (1998)
found that bootstrap in some cases could refine the stepwise selection for
Cox PH model. Also Zhu and Fan (2011) found that vector bootstrap could
improve the variable selection for Cox PH model.

1.2 Aim

Both lasso and bootstrap has been proposed as methods to improve variable
selection for the Cox PH model. They have both been compared to stepwise
methods but as far as I have found not to each other. Hence, the aim of
this thesis is to compare the use of stepwise, lasso and bootstrap variable
selection for the Cox PH model to see if any of the methods outperforms the
others.

1.3 Delimitations

Throughout this work we have focused on models including fixed covari-
ates. A further development could be to also include time-dependent co-
variates and/or interaction terms.

1.4 Disposition

The rest of this thesis is organized as follows. Chapter 2 and 3 are theoretical
parts covering the basics of survival analysis and methods for variable se-
lection. In Chapter 4 we examine how to simulate survival data for the Cox
PH model and present the settings for the simulation study. The results from
the simulation are then presented in Chapter 5 followed by a discussion in
Chapter 6.
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Chapter 2

Survival analysis

Survival analysis is the statistical branch studying time-to-event data, or
more precisely the time elapsing from a well-defined initiating event to
some particular endpoint. In medical research the endpoint often corre-
spond to time of death, hence the name survival analysis. The theory, how-
ever, is applicable in all fields where the time until occurrence of an event is
of interest, in engineering as well as finance. And the outcome could be a
positive event (age until first child born, recovery from an infection) as well
as a negative (failure of a electronic device, cancer recurrence).

One could think that survival time is a variable just like any other and that
analyzing these times could be done using standard methods for random
variables such as logistic regression or t-tests. However, there are several
problems with those simple approaches. At the end of a study not all sub-
jects included may have experienced the event of interest. We do not know
the time until the event of these subjects but we do know that they have
not experienced the event during the time of the study. There will also be
subjects that are lost to follow, whose where-abouts are not known at the
end of the study. However, they may have been part of the study for a long
time before they went missing. And we do know that they did not expe-
rience the event during this time. Objects for which we have not observed
the event of interest are called censored. And if we fully exclude those so
called censored observations from the analysis, we will loose a lot of infor-
mation. Another drawback with the standard methods is that all events will
be equal weighted, it does not matter if the event occurs after two weeks or
two years. As we will see survival analysis take both of these problems into
account.

To get an overview of the field of survival analysis this chapter will start
with defining the survival and hazard functions and introduce the term
censoring. In Section 2.4 we will introduce the Kaplan-Meier estimator, a
non-parametric statistic used to estimate the survival function. Using the
Kaplan-Meier estimator, we can examine differences in survival between
specified groups. But, to see how continuous variables effect the survival
we need a more regression like setting, for example the model of interest in
this thesis, the Cox proportional hazards (PH) model. This will be covered
in Section 2.5. The chapter then ends with a section about model adequacy
for the Cox PH model.
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2.1 Survival function

Let T be a non-negative random variable representing the time until our
event of interest occurs. The survival function is then defined as

S (t) = Pr (T > t) = 1− F (t) =

∫ ∞
t

f (u) du

and gives us the probability of surviving beyond time t, where t ≥ 0. Thus,
the survival function is monotonically decreasing, i.e. S(t) ≤ S(u) for all
t > u. It is often assumed that S (0) = 1 and limt→∞ S (t) = 0, excluding the
possibilities of immediate deaths or eternal life.

2.2 Hazard function

Another way to describe the distribution of T is given by the hazard func-
tion

h (t) = lim
∆t→0

Pr (t ≤ T < t+ ∆t | T ≥ t)
∆t

.

This gives us the hazard rate (in engineering often referred to as the failure
rate) or instantaneous rate of occurrence. One can think of this as the proba-
bility to experience the event in the next instant given that the event has not
yet happened.

One can show, see Appendix A.1, that the hazard rate and survival function
are closely related by

h (t) =
f (t)

S (t)
= − d

dt
log (S (t)) , (2.1)

or to put it the other way around

S(t) = exp

(
−
∫ t

0
h (u) du

)
. (2.2)

The integral in the expression above is known as the cumulative hazard
function

H(t) =

∫ t

0
h (u) du (2.3)

and is the accumulated hazard rates until time t. One can think of this as the
sums of risk you face between time 0 and t.

The hazard function is especially useful in describing the mechanism of fail-
ure and the way in which the chance of experiencing an event changes with
time. An increasing hazard rate could be an effect of natural aging or wear
while a decreasing hazard could mirror for example the recovery after a
transplant. For populations followed for an entire lifetime a bathtub shaped
hazard is often appropriate. In the beginning the hazard rate is higher be-
cause of infant diseases. It then stabilizes before it starts increasing because
of the natural aging.
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2.3 Censoring

When the value of an observation or measurement is only partly known
we refer to this observation as being censored. There are different types of
censoring, see Table 2.1, occurring for different types of reasons. Common to
all of them is that in the end of a trial all objects will either have experienced
the event of interest or have been censored.

TABLE 2.1: Different types of censoring.

Type of censoring Description

Left censoring An observation is known to be below a certain value
but it is unknown by how much.

Right censoring An observation is known to be above a certain value
but it is unknown by how much.

Interval censoring An observation is known to be somewhere in be-
tween two values.

Type I censoring The study ends at a certain time point or, if the sub-
jects are put on test at different time points, after a
certain time has elapsed.

Type II censoring The study ends when a fixed number of events has
occured.

In this thesis we will only consider Type I right censored data. The rea-
son for censoring an observation could then be that the study ends without
the event has occurred, the object withdraws from the study or is lost to
follow-up or that the object experiences another event that stops it from ex-
periencing the event of interest (e.g. a person dies in an accident when the
event of interest is death caused by cardiovascular diseases).

2.3.1 Non-informative censoring

For all analysis methods described in this thesis there will be an important
assumption saying that the censoring is non-informative. That is, censoring
should not be related to the probability of an event occurring. For example,
in the case of a clinical trial this means that a patient who drops out of the
study should do so because of reasons unrelated to the study. If this is not
the case we will get a biased estimate of the survival. Say, for example, that
the new treatment has such a good effect that a lot of patients in the interven-
tion group feel no need to continue the study. In the control group, on the
other hand, many patients get to sick to be followed up. The survival effects
would then be underestimated for the treatment arm and overestimated for
the control arm.
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2.4 Estimating the survival and hazard functions

Having a data set without censored observations the natural estimate for
the survival function would be the empirical survival function

Ŝ(t) =
1

n

n∑
i=1

I{ti < t} (2.4)

where I is the indicator function and ti is the survival time for the ith in-
dividual, i = 1, . . . , n. This estimate was extended to fit censored data by
Kaplan and Meier (1958).

2.4.1 The Kaplan-Meier estimator

Let t(1) < t(2) < · · · < t(m) be the ordered times of events, censored obser-
vations are consequently not included. Let di denote the number of events
("deaths") at time t(i) and let Ri be the number of observations at risk just
before time t(i). The Kaplan-Meier estimator (also called product-limit esti-
mator) is then defined as

Ŝ (t) =
∏

i : t(i)<t

(
1− di

Ri

)
.

The ratio di
Ri

could be thought of as the probability of experiencing an event
at time t(i) given that you have not already experienced one. The conditional
probability of surviving t(i), given that you were alive just before that time,
is then the complement 1 − di

Ri
. Hence, the chance of surviving past time t

is the product of the probabilities of surviving all intervals, [t(i−1), t(i)) up to
time t.

Thus the Kaplan-Meier estimate is a step function with discontinues at the
observed event times. The size of the jumps of the discontinues depends
on the number of event observed as well as the number of observation cen-
sored. If there were no censoring the Kaplan-Meier estimate would coincide
with the empirical survival function, Equation (2.4). Figure 2.1 shows an ex-
ample of a Kaplan-Meier curve based on the data in Table 2.2
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FIGURE 2.1: A Kaplan-Meier curve of the survival function
based on the data in Table 2.2. The first event occurs at time
1. At time 4, 6 and 9 there are censored observations, marked
with at vertical line.

TABLE 2.2: The data and calculations used to construct the
Kaplan-Meier curve in Figure 2.1.

i Time At risk Events 1− di
Ri

Ŝ(t)

(t(i)) (Ri) (di)

1 1 10 1 1− 1
10 0.9

2 3 9 1 1− 1
9 0.8

3 3.5 8 1 1− 1
8 0.7

4 7 5 2 1− 2
5 0.42

5 7.5 3 1 1− 1
3 0.28

6 10 1 1 1− 1
1 0

Several estimators have been used to approximate the variance of the Kaplan-
Meier estimator. One of the most common is Greenwood’s formula (Sun,
2001)

V̂
[
Ŝ (t)

]
= Ŝ (t)2

∑
i : t(i)<t

di
Ri (Ri − di)

.

Having estimated the variance we could easily compute pointwise confi-
dence intervals for the Kaplan-Meier estimate by

Ŝ(t)± z1−α/2

√
V̂
[
Ŝ (t)

]
where z1−α/2 is the 1 − α/2 percentile of a standard normal distribution.
Those pointwise confidence intervals are valid for the single fixed time at
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which the inference is made.

One drawback with this way of calculating the confidence intervals is that
they may extend below zero or above one. The easy solution to this problem
is to replace any limits greater than one or lower than zero with one and zero
respectively. There are also more sophisticated ways to solve this by trans-
forming Ŝ(t) to the (−∞,∞) interval, calculate the confidence intervals for
the transformed value and then back-transform everything, see for example
Collett (1994, ch. 2.1).

Sometimes it could be of interest to find limits that guarantee that, with a
given confidence level, the entire survival function falls within these lim-
its. These limits will then be represented by two functions, L(t) and U(t),
called confidence bands such that 1−α = Pr (L(t) ≤ S(t) ≤ U(t)). There are
various ways to construct those confidence bands, for more information see
Klein and Moeschberger (2005, ch. 4.4)

2.4.2 Comparing survival functions

It is often of great interest to compare the chances of survival for different
groups, for example patients receiving different treatments. By using the
Kaplan-Meier estimator to approximate the survival function for each group
and plotting them together it may be clear that there is a difference between
the groups. However, it might not be clear whether the difference has oc-
curred by chance or if there actually is a statistically significant difference.
To test this, having k different groups, the null hypothesis is

H0 : S1(t) = S2(t) = · · · = Sk(t) for all t ≤ τ
H1 : Si(t) 6= Sj(t) for at least one pair i, j and some t ≤ τ

where τ is the largest time at which all of the groups have at least one subject
at risk.

The main idea is to compare the number of events in each group to what
would be expected if the null hypothesis were true. To do this a vector z is
computed, where the element for the jth group, where j = 1, . . . , k, is

zj =
∑

i : t(i)<τ

W (t(i))

(
dij −Rij

di
Ri

)

where Rij is the number at risk in group j and W (t(i)) is a weight defining
the importance of the observation(s) at time t(i). The test statistic will then
be computed as

zTΣ−1z

where the covariance matrix Σ for z is estimated from the data, for full ex-
pression see Klein and Moeschberger (2005, ch. 7.3). Under the null hy-
pothesis this test statistic approximately follows a χ2 distribution with k− 1
degrees of freedom.

By varying the type of weight used we can get several variations of the test,
all with different properties. The most common is the log-rank test where
W (t(i)) = 1, giving all times points equal importance. One variation is the
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Wilcoxon test (also called Breslow) whereW (t(i)) = Ri, putting more weight
on time points with a larger amount of subjects at risk. Thus, the Wilcoxon
test puts more emphasis on the beginning of the survival curve. For more
variations see Klein and Moeschberger (2005, ch. 7.3).

If the null hypothesis is rejected one could continue with pairwise testing to
figure out which group(s) that are deviating. It is then important to adjust
for the multiple comparisons not to inflate the chance of finding a falsely
significant difference above the desired confidence level (Logan, Wang, and
Zhang, 2005).

2.5 Estimating the survival and hazard functions - mul-
tiple covariates

With the Kaplan-Meier estimator and the log-rank test we can examine dif-
ferences in survival for specified groups but what if we want to see how the
survival is effected by some continuous covariate. Or we may be interested
in examine the chances of survival as a function of two or more predictors.
One can think of the log-rank test as being the ordinary statistic analyzes’
t-test or ANOVA. What we now would like is instead a regression method
suitable for survival analysis. One way to deal with this was proposed by
Cox (1972) and is referred to as the Cox proportional hazard model. As the
name reveals this technique focus on the hazard function but as we saw in
Equation (2.1) this is directly related to the survival function.

2.5.1 The Cox proportional hazards model

In the Cox proportional hazards regression model the hazard rate is defined
by

h(t | x) = h0(t) exp
(
βTx

)
(2.5)

where x = (x1, x2, . . . , xp)
T is the vector of predictors and βT =

(β1, β2, . . . , βp) is the vector of unknown coefficients that we want to esti-
mate. The factor h0(t) is called the baseline hazard. This is the hazard rate
in the case when all predictors are zero, i.e. x = (0, 0, . . . , 0)T . It is worth
noting that, as long as the baseline hazard are non-negative, the exponential
part of the expression ensures that the estimated hazards are always non-
negative.

The Kaplan-Meier estimator did not do any assumptions about the under-
lying distribution of the data, it is a non-parametric method. The Cox pro-
portional hazard model is instead semi-parametric. It makes no assump-
tions about the baseline function (other than that it should be non-negative)
while it assumes that the predictors have an log-linear effect on the hazard
function.
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2.5.2 Hazard ratio

For any two sets of predictors, x and x?, the hazard ratio (HR) is constant
over time

h(t | x?)
h(t | x)

=
h0(t) exp

(
βTx?

)
h0(t) exp

(
βTx

) = exp (β (x? − x)) .

Thus the name proportional hazard. Together with the assumption about
non-informative censoring (see Section 2.3) the assumption of proportional
hazard is the key assumption in the Cox model. For information about how
to evaluate the proportional hazard assumption see Section A.4.3.

If the only difference between the covariates x and x? is that xk is increased
by one unit we get

h(t | (x1, . . . , xk + 1, . . . , xp))

h(t | (x1, . . . , xk, . . . , xp))
= exp(βk).

Hence, βk is interpreted as the increase in log hazard ratio per unit difference
in the kth predictor when all other variables are hold constant and exp(βk)
is the hazard ratio associated with one unit increase in xk. For covariates
with hazard ratios less than 1, (β < 0), increasing values of the covariate are
associated with lower risk and longer survival times. When HR > 1, (β >
0), the situation is reversed, increasing values of the covariate are associated
with higher risk and shorter survival times.

For example, in the setting of a clinical trial the most interesting factor is of-
ten the binary variable telling if a subject belongs to the treatment or control
group. Normally the coding is xk = 1 if the subject belongs to the treat-
ment group and xk = 0 otherwise. A hazard ratio of one then means that
there is no difference between the two groups. A hazard ratio greater than
one indicates that the event of interest is happening faster for the treatment
group than for the control group while a hazard ratio less than one indicates
that the event of interest is happening slower for the treatment group than
for the control group. Note that the hazard ratio only is a comparison be-
tween groups and thus gives no indication of how long time it will take for
a subject in either group to experience the event.

2.5.3 Estimating the coefficients in the Cox PH model

When there are no ties among the event times, no events has occurred at the
same time, the parameters, β, in the Cox PH model 2.5 can be estimated by
maximizing the partial1 likelihood

Lp(β) =
m∏
i=1

exp
(
βTx(i)

)∑
j∈Ri

exp
(
βTxj

) . (2.6)

Here m is the number of subjects that have experienced the event, x(i) =
(x(i)1, . . . , x(i)p) is the covariates for the subject that experienced the event

1For a more comprehensive discussion about the maximum likelihood method and the
origin of the partial maximum likelihood see Appendix A.2.
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at the i:th ordered time t(i) and Ri is the set of subjects that are at risk just
before time t(i). Thus, although the numerator focuses on the subjects who
has experienced the event the denominator also uses the survival time infor-
mation for the subjects who are censored since they are part of the subjects
at risk before being censored.

The process of maximizing (2.6) is done by taking the logarithm

log (Lp(β)) =
m∑
i=1

βTx(i) −
m∑
i=1

log

∑
j∈Ri

exp
(
βTxj

) (2.7)

and then calculating the partial derivatives of this with respect to each pa-
rameter βh, h = 1, . . . , p

Uh(β) =
∂

∂βh
log (Lp(β)) =

m∑
i=1

x(i)h −
m∑
i=1

∑
j∈Ri

xjh exp
(
βTxj

)∑
j∈Ri

exp
(
βTxj

) . (2.8)

Equation (2.8) is known as the scores and the estimates are found by solving
the set of the p equations Uh(β) = 0. This has to be done numerically by
using some numerical method, for example Newton-Raphson2.

According to the Newton-Raphson method an estimate of β at the n+1 step
of the iterative procedure is

β̂n+1 = β̂n + I−1(β̂n)U(β̂n),

whereU(β̂n) is the vector of efficient scores and I−1(β̂n) is the inverse of the
information matrix. This is calculated as the negative of the second derivative
of the log likelihood giving us that element (h, k) is defined as

Ih,k(β) = − ∂2

∂βh∂βk
log (Lp(β)) =

∂

∂βk
Uh(β). (2.9)

So far we have assumed that there are no ties among the events. This is often
an unrealistic assumption. If ties are presented, calculating the true partial
likelihood function involves permutations which can make the computation
very time-consuming. In this case, several approximated partial likelihood
functions have been proposed by for example Breslow (1974), Efron (1977),
and Kalbfleisch and Prentice (1973). According to Hertz-Picciotto and Rock-
hill (1997), in most scenarios the Efron approximation is the best method.

2.5.4 Check the validity of the regression parameters

In the case of ordinary maximum likelihood there are three main methods to
test the global hypothesis H0 : β = β0, Wald’s test, the likelihood ratio test
and the score test. All three of these are also applicable to test hypotheses
about β derived from the Cox partial likelihood (Lawless 2003, Ch. 7.1;
Klein and Moeschberger 2005, Ch. 8.3). For a more comprehensive theory
about likelihood based tests we recommend (Pawitan, 2001).

2The basic theory behind this is covered in Appendix A.3
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Wald’s test

Wald’s test is based on the fact that for large samples, the maximum par-
tial likelihood estimate, β̂, is p-variate normally distributed with mean β
and covariance matrix estimated by the inverse of the information matrix
in Equation (2.9). Since the sum of squared standard normal variables is
chi-square distributed the test statistic

X2
W = (β̂ − β0)T I(β̂)(β̂ − β0)

is approximately chi-square distributed with p degrees of freedom if H0 is
true.

The score test

The score test is based on the scores, U(β), in Equation (2.8). For large sam-
ples U(β) has a p-variate normal distribution with mean 0 and covariance
matrix I(β) under H0. Hence, the test statistic

X2
S = U(β0)T I−1(β0)U(β0)

is approximately chi-square distributed with p degrees of freedom under
H0.

The likelihood ratio test

The test statistic used in the likelihood ratio test

X2
L = 2

[
log(Lp(β̂))− log(Lp(β0))

]
is also chi-square distributed with p dregrees of freedom for large samples.

The three tests does not have to produce the exactly same result even though
for larger samples, the differences should be fairly small. According to
Kleinbaum and Klein (2005, Ch. 3) and Therneau and Grambsch (2000, Ch.
3.4) the likelihood statistic has the best statistical properties and should be
used when in doubt.

Local tests

So far we have only considered the global hypothesis H0 : β = β0 but what
if we want to test only one or a subset of the parameters. Let β1 be the
q × 1 vector containing the parameters of interest and β2 the p − q vector
containing the rest of the parameters. Partion the inverse of the information
matrix I as

I−1 =

(
I11 I12

I21 I22

)
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where I11 is the q × q submatrix corresponding to β1. For the local hypoth-
esis H0 : β = β01 the test statistics are then calculated as

X2
W = (β̂1 − β01)T I11

−1
(β̂)(β̂1 − β01)

X2
S = U(β01)T I11(β01)U(β01)

X2
L = 2

[
log(Lp(β̂1))− log(Lp(β01))

]
Under H0 all of these test statistics are chi-square distributed with q degrees
of freedom.

2.5.5 What about the baseline hazard?

One could wonder what happened with the baseline hazard which is not
included in the partial likelihood. There are methods available to estimate
it and get a complete estimate of the survival or hazard function. We could
for example use

h0(t(i)) =
di∑

j∈Ri
exp

(
β̂
T
xj

) (2.10)

proposed by Cox and Oakes (1984, Ch. 7.8).

However, in most cases there are actually no need to do this. Our major
interest is often to investigate which covariates that are significant for the
outcome or compare differences in survival between subjects with different
covariates. To do this it is enough to estimate the hazard ratio. One of the
strength of the Cox model is the fact that it is able to do this without having
to estimate the baseline hazard function.

2.6 Model adequacy for the Cox PH model

The Cox PH model makes two important assumptions, that the hazard ratio
is constant over time and that there is a log-linear relationship between the
hazard and its covariates.

Since we will use simulated data we know that both of these assumptions
will be fulfilled. Hence, there will be no need to control them. But since, in
real situations, the control of the underlying assumptions of a model is vital
there is a section on this subject in Appendix A.4.
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Chapter 3

Variable selection

In Section 2.5.1 we learned that the Cox proportional hazard model ex-
presses the hazard rate at a certain time as a function of p covariates. In Sec-
tion 2.5.3 we learned how to derive the coefficients corresponding to those
covariates. The question now is, which covariates should we include in the
model?

With p different variables measured, assuming that p is a relatively large
number, it is often strategically to select a model with q < p covariates.
According to Hastie, Tibshirani, and Friedman (2001, Ch. 3.3) there are two
main reasons for this, prediction accuracy and model interpretability.

The observed data is just a subsection of the true reality. By creating a model
that fits the observations too well we take the risk of also fitting noise and
random variations into the model. This, so called, overfitting then results in
poor predictions. By shrinking or setting some coefficients to zero we can
therefore improve the prediction accuracy.

Fitting a model with many covariates it is also often the case that some of
them are in fact not associated with the response or only has a minor effect
on it. By removing these covariates we get a less complex model which is
more easily interpreted.

One way to find out which covariates to include in the model is, what is
referred to as, the best subset selection. We then fit a separate model for each
possible combination of the p covariates and choose the one that performs
best. Here best is often defined using one the techniques in Section 3.1.1.

The best subset selection is a simple and intuitive method. However, with
a large p there could be problems. As the number of possible models in-
creases rapidly as p increases there could be computational issues. Having p
covariates the number of models to evaluate will be 2p and even more if we
want to include interaction terms. The increased number of possible mod-
els to choose from also increase the risk of overfitting. Hence, it would be
interesting to use more restricted alternatives for variable selection.

In this chapter we will present three different approaches for variable se-
lection, stepwise selection, shrinkage methods and bootstrap. All methods
will be described in a general setting, for example by using the ordinary
likelihood, but is easily applicable on the Cox PH model, see Section 3.4.
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3.1 Stepwise selection

Unlike best subset selection, stepwise selection only explore a restricted
number of models. There are a number of versions of the stepwise selection
method, one of them are forward selection. We then begin with a model
containing no covariates and then fit a univariate model for each covariate.
The covariate that improves the model the most is then added to the base
model. Using this as a new base model the procedure is repeated and the
second variable is chosen as the additional covariate that improve this new
model the most, see Algorithm 3.1.

ALGORITHM 3.1: Forward stepwise selection

1. Let M0 denote the base model with no covariates.
2. For i = 0, . . . , p− 1:

(a) Fit all p− i models that add one extra covariate to Mi.
(b) Denote the best among these models Mi+1.

3. Select the best model from among M0, . . . ,Mp using one of the
techniques in Section 3.1.1.

In step 2 of Algorithm 3.1 the best model for each subset size i = 1, . . . , p is
identified. Here best is often defined as the model with highest likelihood
but it is also possible to use the methods i section 3.1.1. However, when
comparing models of different sizes, as in step 3, it is not recommended
to use the likelihood. The reason behind that will be further discussed in
Section 3.1.1.

An alternative method is the backward selection. We then start with all
covariates included in the model and then, one-at-a-time, removes the least
useful predictor, Algorithm 3.2.

ALGORITHM 3.2: Backward stepwise selection

1. Let Mp denote the full model with all p covariates.
2. For i = p, . . . , 1:

(a) Fit all i models that contains all but one of the covariates in
Mi.

(b) Denote the best among these models Mi−1.
3. Select the best model from among M0, . . . ,Mp using one of the

techniques in Section 3.1.1.

As another alternative of stepwise selection we could use hybrids of the for-
ward and backward selection. Either by adding variables to the model in
correspondence to forward selection. However, after adding a new covari-
ate we also remove covariates that no longer provide an improvement to
the model. Or we start with backward selection but each time a covariate
is removed we add any, earlier removed covariates, that now improve the
model.
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3.1.1 Which model is the best?

In all the stepwise selection methods we will have to compare models with
different numbers of covariates. This is not trivial since adding a parameter
to a model almost always improves the fit to the data used to construct the
model and hence gives us a higher likelihood. If we use the likelihood to
compare models of different sizes we therefore risk to create an overfitted
model. There are many ways to get around this problem, in this thesis we
will focus on cross-validation and the use of information criterions.

Cross-validation (CV)

Assume that we divide the available data into two sets, a training set and
a test set. The training set will be used to build the model. This model
will then be asked to predict the output values for the data in the test set.
The sum or mean of the errors created when doing this are then used to
evaluate the model. Since the models performance is now evaluated on an-
other data than the one used to construct it we reduce the risk of overfitting.
This validation set approach has two potential drawbacks. First, we reduce
the amount of data used to fit the model which could result in worse per-
formance. Second, the result can be highly variable depending on which
observations that are included in the test and train set respectively. Cross-
validation is closely related to the validation set approach but also tries to
address those drawbacks.

In cross-validation we split the data into k roughly equally sized groups.
The model is fitted using k − 1 of these sets and the omitted set is used to
test the model. This procedure is repeated k times, until all groups have
been omitted once. The sum or mean of the errors for all the groups are
then used as a measure of performance of the model. This approach is often
referred to as k-fold cross-validation.

A special case of k-fold cross-validation is leave-one-out cross-validation
(LOOCV) where k is set to the number of observations. However, most
common is to use k = 5 or k = 10 (James et al., 2013, Ch. 5.1). The reason for
this is mainly computational, since LOOCV requires that we fit the model
n times. But to use k-fold CV instead of LOOCV actually also often gives
us an error-estimate with lower variance. This is because, in LOOCV, each
model is trained on almost identical sets of observations giving us highly
correlated results.

Akaike information criterion (AIC)

The idea behind the Akaike information criterion, as well as the Bayesian
information criterion covered in next section, is completely different from
cross-validation. Here all data is used to fit the model and overfitting is
avoided by introducing a penalty term for the number of parameters in the
model.
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The Akaike information criterion was defined by Akaike (1974) as

AIC = −2 log(L(β̂)) + 2p.

The first term consists of the negative log-likelihood. This is smaller for
models who fits data well, often models with many covariates. The second
term is a penalty term adding twice the number of predictors in the model.
The best model is defined as the one with the lowest AIC value. Hence, to
add yet a covariate to the model it has to contribute with enough informa-
tion to compensate for the increased penalty.

Bayesian information criterion (BIC)

An alternative to AIC is the bayesian information criterion

BIC = −2 log(L(β̂)) + log(n)p.

The first term is the same as in the AIC. However, for the second term the
value k is replaced by log(n) where n is the number of observations. Since
log(n) > 2 for any n > 7 the BIC statistic often places a heavier penalty than
the AIC statistic on models with many covariates. Using the BIC statistic
will hence often result in models with fewer covariates.

3.2 Shrinkage methods

The goal for stepwise selection is to fit a model that contains a subset of
the covariates and thereby is easier to interpret and gives better predictions.
However, because covariates are either in or out of the model the estimated
coefficients can be extremely variable (James et al., 2013). As an alternative,
we can fit a model that contains all covariates and instead use a technique
that shrinks some of the regression coefficients towards zero. This is done
by minimizing the penalized likelihood estimator

β̂ = argmin
β

[
− log(L(β)) + λ

p∑
i=1

|βi|q
]
. (3.1)

The first term is the negative log likelihood function, so by making this
small we get a model that fits the data well. The second term, the shrinkage
penalty, is small when the size of the coefficients are close to zero. λ is a
non-negative tuning parameter that controls the impact of the penalty. The
larger the value of λ the greater amount of shrinkage. How λ should be cho-
sen will be discussed in Section 3.2.2. The parameter q is, in most cases, set
to either 1 or 2. When q is set to 2 we get what is called ridge regrssion,

β̂ridge = argmin
β

[
− log(L(β)) + λ

p∑
i=1

β2
i

]
, (3.2)



Chapter 3. Variable selection 18

and when q = 1 we get what is called lasso (Least Absolute Shrinkage and
Selection Operation)

β̂lasso = argmin
β

[
− log(L(β)) + λ

p∑
i=1

|βi|

]
. (3.3)

Solving this is equivalent to

argmin
β

[− log(L(β))] subject to
p∑
i=1

β2
i ≤ s, (3.4)

and

argmin
β

[− log(L(β))] subject to
p∑
i=1

|βi| ≤ s, (3.5)

respectively. Here s is a tuning parameter similar to λ. Hence, for every λ
in Equation (3.2) there is an s that gives us the same coefficient estimates
for Equation (3.4) and similar for Equation (3.3) and (3.5). One can think of
ridge regression and lasso as trying to find the coefficients that gives us the
lowest log likelihood subject to the fact that we have a budget for how large∑
|βi| or

∑
β2
i can be. When we only have to covariates, p = 2, this can be

illustrated as in Figure 3.1.

FIGURE 3.1: Illustration of the lasso (left) and ridge regres-
sion (right) when we only have two covariates (from Trevor
Hastie and Wainwright (2015, p. 11)).

The red ellipses are the contours of the MLE as it moves away from the
unconstrained MLE, the black dot. The blue areas are the penalty terms or
budgets constrained by |β1| + |β2| ≤ s and β2

1 + β2
2 ≤ s. Hence, the ridge

regression and lasso estimates of the coefficients will be the values at where
the contours hits the blue area. If s is large enough, corresponds to λ = 0,
the regularized coefficients will be equal to the MLE.

The main difference between ridge regression and lasso is that ridge regres-
sion always include all p covariates in the the model while lasso opens up
to the possibility to estimate some coefficients to zero and hence exclude the
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corresponding covariates. That this is the case can be heuristically under-
stood from Figure 3.1. The lasso constraint is squared with corners at the
axis while the ridge regression constraint is circular. Hence, the contours of
the MLE will often hit the lasso-penalty area at a corner where one of the
coefficients are zero while this will not happen in ridge regression.

As an example we can study Figure 3.2 where ridge regression and lasso
have been applied to the same data. As λ increases some of the lasso-
coefficients are shrunken to zero which is not the case for the ridge-
coefficients. Hence, depending on λ lasso can produce a model with any
number of covariates while the ridge model will always include all covari-
ates, eventhough some of the can be very small.

FIGURE 3.2: The values of 10 coefficients as a function of the
shrinkage parameter λ for ridge regression (left) and lasso
(right). The numbers above the plots indicates the number
of parameters that would be included in a model based on
the corresponding λ.

3.2.1 How could shrinkage methods improve the MLE?

The success of shrinkage methods lies in how it uses the bias-variance trade-
off.1 The shrinkage penalty limits the space of values the coefficients can
take on, thus reducing the variance. The cost will be that we introduce some
bias. However, as long as the penalization reduces the variance more than
it increases the bias we will improve the overall accuracy, the mean squared
error.

3.2.2 How to choose the tuning parameter

In Section 3.1.1 we discussed three different methods, CV, AIC and BIC,
to determine which of a subset of models that were the best. All of these
methods can also be applied when we want to select the best value for the
tuning parameter λ. In practice it seems like cross-validation is the most
common way to go.

1For a review of the bias-variance trade-off see Appendix A.5.



Chapter 3. Variable selection 20

It seems natural to choose the λ that gives the lowest cross-validated error,
we will refer to this as λmin. However, one often uses the "one-standard-
error"-rule (Friedman, Hastie, and Tibshirani, 2010). We then choose the
lambda that gives the most regularized model such that its error is within
one standard error of the minimum, this will be refered to as λ1se. The rea-
son for doing this is the uncertainty connected with the CV-error, who is the
average of the errors from the k folds. By applying the "one-standard-error"
rule we get the simplest model with an error that is still comparable to the
best model.

In Figure 3.3 is the cross-validated errors for the λ-sequences examined in
Figure 3.2. For each method λmin and λ1se are indicated by vertical lines.
The left line indicates the value of λmin the right the value of λ1se. Using
lasso we would, in this case, get a model with 5 variables using λmin and 4
variables using λ1se.

FIGURE 3.3: The cross-validated errors for the λ-sequences
examined in Figure 3.2, ridge regression to the left and lasso
to the right. The left vertical line in each plot indicates the
value of λmin the right the value of λ1se. The numbers above
the plots indicates the number of parameters that would be
included in a model based on the corresponding λ.
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3.3 Bootstrap

Bootstrap was first proposed by Efron (1977) as a method to determine the
accuracy of a statistical estimate. The idea of bootstrap is to use random
sampling with replacement to simulate many observations from a popula-
tion for which we, in reality, only have one sample.

The original sample represents the population from which it was drawn and
the bootstrap samples represent what we would get if we took many sam-
ples from the population. Hence, the bootstrap distribution of a statistic,
based on many resamples, represents the sampling distribution of the statis-
tic. Thus from one sample we can not only get an estimate for the unknown
parameter but also get measures of accuracy (bias, variance, quantiles etc.)
for the estimate.

For example, say that we have a sample of N observations from a popu-
lation. We can then calculate the sample median but we do not have any
knowledge of its variability. One way to get this is to use bootstrap. By
sampling with replacement from the original sample we construct B boot-
strap samples, each with N observations. For each bootstrap sample we
calculate the median. Hence, we have B bootstrap estimates of the sample
median. These can then be used to gain knowledge about the distribution
and variability of the median. This is bootstrap in its simplest form, to read
more about different types of bootstrap and their applications we recom-
mend Chernick and LaBudde (2011).

To use bootstrap for variable selection was first proposed by Gong in the
beginning of the eighties (Chernick and LaBudde, 2011). By using stepwise
selection she first found that only 4 out of 13 measured covariates was sig-
nificant for the logistic regression model she aimed to construct. She then
constructed 500 bootstrap replicates of the data and performed the variable
selection on all of them. She found that the number of covariates included in
the model varied a lot between different bootstrap replicates. Further non
of the original 4 covariates were included in more than 60 percent of the
samples.

Altman and Andersen (1989) used 100 bootstrap replicates to investigate the
stability of a Cox PH model. Having performed stepwise selection for 100
bootstrap samples they found that the most frequently chosen covariates
were those in the original analysis. They then concluded that there were no
reason to doubt the original model.

Inspired by the ways of using bootstrap to investigate the stability of a re-
gression model Sauerbrei and Schumacher (1992) developed a procedure to
perform variable selection using bootstrap. It is based on the fact that impor-
tant covariates should be included in the selected model in most bootstrap
replications. Hence, the inclusion frequency could be used to decide which
covariates to include in the final model. Their procedure differs partly de-
pending on whether one is interested in only strong factors or both strong
and weak factors.

Austin and Tu (2004) simplified the procedure proposed by Sauerbrei and
Schumacher down to one strategy independently if one is interested in
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strong or weak effects. The method, described in Algorithm 3.3, uses boot-
strap to assess the distribution of an indicator variable denoting the inclu-
sion of a specific variable. Basically, if one covariates is selected frequently
(more than a pre-specified cut-off frequency) in models derived from boot-
strap samples using the same selection method it will be included in the
final model.

ALGORITHM 3.3: Bootstrap for variable selection

Let V1, V2, . . . , Vn be vectors containing time-to-event, censoring indica-
tor and the p covariates for the n observations.

1. For b = 1, 2, . . . , B :

(a) Draw, with replacement, a random bootstrap sample
V ∗1 , V

∗
2 , . . . , V

∗
n from the original sample.

(b) Use a stepwise method to perform variable selection on the
bootstrap sample.

(c) Construct a vector, Ib, of length p where each element i is set
to 1 if covariate i is included in the model and 0 otherwise.

2. Construct a vector, Isum, where element i is the sum of all ith ele-
ments of the vectors Ib, b = 1, 2, . . . , B.

3. If element i of vector Isum is larger than the pre-specified inclusion
frequency include covariate i in the final model.

3.4 The methods used together with the Cox PH model

AIC could be used with the Cox PH model by just using the partial likeli-
hood instead of the ordinary (Klein and Moeschberger, 2005, Ch. 8.7). Volin-
sky and Raftery (2000) showed that it is same case for BIC. However, they
also suggested to use the number of events instead of the number of obser-
vations in the penalty term.

Tibshirani (1997) extended his own lasso method to the Cox model by in-
serting the partial likelihood instead of ordinary likelihood in Equation (3.3)
and (3.5). The shrinkage parameter λ is selected as usual by cross-validation
and the error set to minimize is the partial likelihood deviance. Simply put
this is the difference between the likelihood calculated on the training- and
test-data.
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Chapter 4

Simulation study

To be able to study how well the three different methods for variable selec-
tion performs we will use simulated data. This way we can control which
variables that are significant for the response and hence know if a method
picked out the right variables. To get a general idea of how the methods be-
have we will study three different cases, one with a few strong effects, one
with many weaker effects and one with one main effect. For the third case
we will use both a continuous and categorical main effect. For all cases we
will examine data with both high and low correlation as well as data with
and without censored observations. All methods will be evaluated on 100
simulated datasets, each with 100 observations of 10 variables.

The first section in this chapter will describe how to simulate time-to-event
data adapted to the Cox PH model. In Section 4.2 we will then present the
settings for the simulation study. And in the last section we will introduce
the measures that will be used to evaluate the results from the simulations.

4.1 Simulating survival times for Cox PH model

The survival function for the Cox PH model is given by

S(t | x) = exp(−H(t | x)) = exp(−H0(t) exp(βTx)).

Thus, the cumulative distribution function for the Cox PH model is

F (t | x) = 1− exp(−H0(t) exp(βTx)).

Following the probability transformation, if T is a continuous random vari-
able with distribution function FT the random variable U = FT (T ) is uni-
formly distributed on [0, 1]. Thus, if we can simulate U ∼ Uni(0, 1) we can
simulate a random variable with distribution FT by T = F−1

T (U)1.

Hence we can simulate survival times, T , from the Cox PH model by

T = H−1
0 (− log(U) exp(−βTx)) (4.1)

To be able to use Equation (4.1) to simulate survival data we need to spec-
ify the inverse cumulative hazard function, H−1

0 (.). Among the commonly
used distributions for survival times there are only three that share the

1Proof: P (F−1
T (U) ≤ t) = P (FT (F

−1
T (U)) ≤ FT (t)) = P (U ≤ F (t)) = FT (t)
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assumption of proportional hazard with the Cox model, the exponential,
Weibull and Gompertz distribution (Bender, Augustin, and Blettner, 2005).

The exponential distribution is well known for its constant event rate, λ,
giving us H−1

0 (t) = λ−1t. By inserting this in Equation (4.1) we get an ex-
pression for the survival time of a Cox PH model with constant baseline
hazard

T = λ−1(− log(U) exp(−βTx)) = − log(U)

λ exp(βTx)
. (4.2)

The hazard function corresponding to this Cox PH model is given by

h(t | x) = λ exp(βTx).

Hence, the Cox PH model with constant baseline hazard gives us exponen-
tially distributed survival times with parameter λ(x) = λ exp(βTx).

4.1.1 Adding censored observations

To generate data with right censored observations we adopt the way of
Zhang and Lu (2007) and Hossain and Ahmed (2012). Besides the survival
times, T = (T1, . . . , Tn), simulated by (4.2), we generate censoring times
T ∗ = (T ∗1 , . . . , T

∗
n), from an uniform distribution on the interval (0, c). If

T ∗i < Ti we replace Ti by T ∗i and mark the observation as censored. By vary-
ing the parameter c in the uniform distribution we can change the overall
censoring rate.

4.2 Settings

To examine how the different variable selection methods behave we will
simulate data using (4.2), for simplicity we set λ to 1. Each dataset will
consist of 100 observations based on 10 covariates each. This way we
have enough covariates to be able to experiment with different settings and
enough observations to be able to draw some conclusions.

Each group of 10 covariates, xi, i = 1, . . . , 10, will be generated such that
each xi is marginally standard normal and the correlation between xi and
xj 6=i is ρ. We will consider two different choices for ρ, 0.2 and 0.8, corre-
sponding to a weak and strong correlation respectively.

Since all covariates are equally distributed the impact they have on the de-
pendent variable is only based on the size of its coefficient. We will consider
three different cases for the values of the coefficients. First we will consider a
case with three strong effects and examine if the methods succeed in finding
them. We will then increase the number of significant covariates to seven
and at the same time decrease the effect of the covariates by lowering the β-
values. This corresponds to a situation with many weaker effects for which
it probably will be a bigger challenge to find the correct covariates. Finally
we will replace one of the weak effects with a stronger effect to get a case
with one main effect together with many weaker effects. The main purpose
here is to see if the methods, if not finding all weak variables, at least can
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pick out the most important effect. The vector of coefficients for each case
will be the following:

• A few strong effects, β = (0.6, 0, 0, 1, 0, 0, 0, 0.8, 0, 0)

• Many weak effects, β = (0.3, 0.4, 0.3, 0.4, 0, 0, 0, 0.4, 0.3, 0.4)

• One main effect, β = (0.3, 0.4, 0.3, 0.8, 0, 0, 0, 0.4, 0.3, 0.4)

For all three cases we will first assume that there are no censored observa-
tions, all objects have experienced the event. Then we will use the method
in Section 4.1.1 to set approximately 40% of the observations as censored.
To do this the value of c in the uniform distribution that simulate the cen-
sor times is set to 3. This was decided by a small simulation. For different
values of c, we simulated 10000 datasets and then calculated the percent of
censored observations in each dataset. The result for the case with a few
strong effects and ρ = 0.8 can be seen in Figure 4.1. The results for the other
cases were similar.

FIGURE 4.1: To generate a dataset with a part of the obser-
vations being censored we, besides the simulated survival
times, also simulate censoring times from an uniform distri-
bution on the interval (0, c). If the censoring time is lower
than the survival times we set this as the observed time and
mark the observation as censored. To see how the value of c
affects the proportion of censored observations we perform
a small simulation. For different values of c, we simulate
10000 dataset and then calculate the percent of censored ob-
servations in each dataset. This boxplot shows the result for
seven different values of c for the case with a few strong ef-
fects and ρ = 0.8.

With the two different choices for amount of censored subjects and the cor-
relation between the variables we, within each case of β, have four different
cases for which we will need to simulate data. These cases are compiled in
Table 4.1.
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TABLE 4.1: For each choice of β this is the four different
cases for which we will examine the variable selection meth-
ods.

Censoring Correlation Comment

0% ρ=0.2 All subjects have experienced the event, the
correlation between different covariates are
relatively low.

0% ρ=0.8 All subjects have experienced the event, the
covariates are highly correlated.

≈40% ρ=0.2 About 60% of the subjects have experienced
the event, the correlation between different co-
variates are relatively low.

≈40% ρ=0.8 About 60% of the subjects have experienced
the event, the covariates are highly correlated.

All simulations and calculations will be performed using the statistical soft-
ware R (R Core Team, 2016) and the interface RStudio (RStudio Team, 2015).

4.2.1 Stepwise

We will perform both forward and backward stepwise selection as well as
a bidirectional approach where we start with the full model and perform
backward selection. However, each time a variable is removed we examine
whether any of the earlier removed covariates now should be reincluded to
improve the model. The search continue until neither include nor exclude a
covariate will give a better model.

To compare the models against each other during the stepwise procedures
we will use one of the information criterions, AIC or BIC. For BIC the
penalty will be based on the number of events.

The methods will be implemented in R using the function stepAIC from
the package MASS (Venables and Ripley, 2002).

4.2.2 Lasso

The main concern with lasso regression is finding a good value for the tun-
ing parameter λ. To do this we will use k-fold cross validation with k = 10.
We will use two different values of λ to see if there is any bigger differences
in performance. λmin which is the λ that gives the lowest CV-error and λ1se

which is the λ that gives the most regularized model within one standard
error of the minimum CV-error.

The methods will be implemented in R using the function glmnet from the
package glmnet (Friedman, Hastie, and Tibshirani, 2010).
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4.2.3 Bootstrap

We will use 100 bootstrap replicates. This is mainly to keep down the com-
putation time but according to Blackstone (2001) the frequency of occurrence
generally stabilizes after about 100 bootstrap analyses.

The choice of which stepwise method to use inside the bootstrap procedure
will be based on the results from the stepwise method.

The main concern is then to decide the cut-off for when to include or exclude
a variable. There do not seem to be any conclusive method for specifying
this threshold. Marshall, Tang, and Milne (2010) used the bootstrap variable
selection procedure in a linear regression setting and did then include the
variables that entered the model more than 850 of the 1000 times. This gives
a cut-off at 85%. Bunea et al. (2011), on the other hand, used bootstrap to
enhance lasso for linear regression and then defined a predictor as important
and worth further investigation if it was selected in more than 50% of the
bootstrap samples. Blackstone (2001) also proposes to use 50% but does not
give any deeper explanation for the choice.

Because of the uncertainty of how the choice of cut-off frequency effect the
result we will examine a number of different values, from 10% up to 95%.

4.3 Measures used to evaluate the results of the simu-
lations

The performance of the different variable selection methods will be evalu-
ated using a number of different measures, see Table 4.2. The fact that our
focus is on finding the significant variables, and not on prediction accuracy,
affects the choice of measures. For example, the mean squared error (MSE)
of a method will refer to as the mean of the squared difference between the
true coefficients and the estimated,

MSE =
(β̂ − β)T (β̂ − β)

p
. (4.3)
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TABLE 4.2: Measures used to compare the performance of
the selection methods. The optimal values in the first col-
umn refers to the values we would get if the variable selec-
tion method always found the right model. When there is
more than one value the first refers to the case with a few
strong effects the second to the case with many weaker ef-
fects and the last to the case with one main effect.

Measure (optimal value) Description

Success rate (1) The fraction of times a given method found
the correct model. As an example, for the
case with a few strong effects this is the frac-
tion of times a method has found a model
that includes x1, x4 and x8 exclusively.

Average model size
(3, 7, 7)

The average number of covariates included
in the model

Average no. of falsely se-
lected covariates (0)

The average number of covariates,
except for (x1, x4, x8) for the
case with a few strong effects and
(x1, x2, x3, x4, x8, x9, x10) for the
other cases, included in the model.

Average no. of correct 0
coefficients (7, 3, 3)

The average number of correctly excluded
covariates.

Average no. of incorrect 0
coefficients (0)

The average number of incorrectly excluded
covariates.

Mean of MSE (0) The mean of the MSE’s calculated for each
dataset. The MSE is calculated using (4.3).

Median of MSE (0) The median of the MSE’s calculated for each
dataset. The MSE is calculated using (4.3).

Inclusion rate for main ef-
fect ( -, -, 1)

The fraction of times the main effect, x4, is
included in the model. (Only used in the
case with one main effect.)
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Chapter 5

Results

In this chapter we will evaluate the results from the simulations. The re-
sults for the three different cases of β will then be presented in Section 5.1
to 5.3. All these sections will begin by evaluating the internal performance
of each method. For the stepwise method this means comparing the back-
ward, forward and hybrid approach as well as if we should use AIC or BIC.
For lasso we will examine whether it is best to use λmin or λ1se and for boot-
strap we will examine different inclusion percents. Based on the internal
comparisons for each method we will then chose the settings that gave the
best performance and use these results to compare the methods with each
other.

When receiving the results we noticed that the amount of correlation in the
data seems to effect the different methods differently. Therefore, the chapter
will end with a section where we look further into the effect correlation has
on the stepwise and lasso methods.

Since many of the tables belonging to this chapter are quite extensive some
of them are placed in Appendix B.
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5.1 Few strong effects

5.1.1 Results for each method individually

Stepwise

For the stepwise method, Table B.1, there is no bigger difference in using
the forward, backward or hybrid approach. In the choice between AIC and
BIC for model selection BIC is resulting in much higher success rate as well
as less falsely selected covariates. The heavier penalty that BIC, in this case,
places on models with more covariates seems desirable. This is also visible
studying the average model size, using BIC it is much closer to the correct
value of three while for AIC it is often above four.

For AIC the penalty added to the negative log-likelihood was two times the
number of predictors in the model while for BIC it was log(d) where d is the
number of events. Hence for the two cases with no censored observations
the penalty is log(100) ≈ 4.6 times the number of predictors and for the cases
with censored observations it was about log(60) ≈ 4.1 times the number of
predictors.

Lasso

For lasso, Table B.2, it is clear that using the λ that gives the lowest CV-error,
λmin, does not give enough shrinkage. The average model size using λmin
is between 5.5 and 6. For all combinations of different ρ and amount of cen-
sored observations we come closer to the correct number of 3 by implement-
ing the "one-standard-error"-rule. Using λ1se we also get higher success rate
for all cases even though the results for correlated data are unimpressive, a
succes rate of 0.11 for both uncensored and censored data.

Bootstrap

Based on the results from the stepwise methods we choose to use the hy-
brid approach with BIC for the stepwise selection replicated by the boostrap
procedure. The results, Table B.3 and B.4, show that the choice of threshold
for the inclusion rate has a big impact on the performance. As Figure 5.1
shows, for the data with low correlation, including the covariates that were
included in around 80% of the bootstrap replicates we got a success rate
higher than 0.8. But if we chose the same inclusion percent for the highly
correlated data we got a success rate lower than 0.4 and 0.1 for the uncen-
sored and censored data respectively.
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FIGURE 5.1: The success rate as a function of the bootstrap
inclusion percent for the four different cases of censoring
and correlation.

Because of the big differences in the results, we will consider two differ-
ent inclusion percentages, 50% and 80%, when comparing bootstrap against
stepswise and lasso.

5.1.2 The overall result

To compare the three methods for variable selection against each other we
used the settings that, according to Section 5.1.1, gave the best performance
for each model. A compilation of these settings can be found in Table 5.1.

TABLE 5.1: The settings used for each method when com-
paring the variable selection methods against each other.

Method Settings

Stepwise Hybrid approach combining forward and backward selec-
tion, BIC will be used to select the best model

Lasso The tuning parameter λ will be chosen using 10-fold cross
validation and the one-standard-error rule

Bootstrap Threshold for inclusion will be set to 50% and 80%. For the
stepwise selection performed on each bootstrap sample the
settings will be the same as for the stepwise method.

The results of the simulation, with the settings according to Table 5.1, are
presented in Table 5.2.
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When the correlation is low all methods picked out the model with the right
variables more than 50% of the time. However, lasso had both lower success
rate and higher mean MSE than both stepwise and bootstrap. When we
chose a suitable value for the bootstrap threshold, in this case around 80%,
bootstrap outperformed the ordinary stepwise procedure. In the case with
a less good cut-off frequency, in this case 50%, the bootstrap and stepwise
performed more or less equally.

With highly correlated variables the variable selection was more difficult.
Lasso only selected the correct variables 11% of the time. The success rate
was substantially higher for both stepwise and bootstrap. However, boot-
strap did no longer outperform stepwise. With a suitable cut-off frequency
bootstrap performed equivalent to stepwise and with an unsuitable it per-
formed worse.

Worth noting is also that in the cases of high correlation lasso had an average
model size that was considerably higher than for the other methods. While
both stepwise and bootstrap had an average model size of around 3, which
is the correct result, lasso has a model average size of 4.69 and 4.46 for 0%
censoring and 40% censoring respectively.

By including censored observations in the data we have less information to
base our model on. So, just as with highly correlated variables, this made
the variable selection more difficult. However, this seems to have had about
the same effect on all methods, not as the high correlation that caused more
problems for lasso than for the other methods.
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TABLE 5.2: The result after 100 simulations, each in-
cluding 100 observations, for the case with β =
(0.6, 0, 0, 1, 0, 0, 0, 0.8, 0, 0). The settings for each
method can be found in Table 5.1.

Method Success Average Average no. of Average no. of MSE
rate model falesly selected 0 coefficients

(1) size covariates

(3) (0) Correct (7) Incorrect (0) Mean (0) Median (0)

0% censoring / ρ = 0.2

Stepwise 0.78 3.27 0.28 6.72 0.01 0.09 0.05
Lasso 0.61 3.61 0.61 6.39 0.01 0.37 0.36
Bootstrap50 0.75 3.29 0.31 6.69 0.02 0.10 0.06
Bootstrap80 0.93 2.98 0.03 6.97 0.05 0.08 0.04

0% censoring / ρ = 0.8

Stepwise 0.58 3.05 0.36 6.64 0.31 0.45 0.24
Lasso 0.11 4.69 1.74 5.26 0.05 0.50 0.46
Bootstrap50 0.55 3.00 0.35 6.65 0.35 0.45 0.30
Bootstrap80 0.26 2.16 0.05 6.95 0.89 0.49 0.39

≈40% censoring / ρ = 0.2

Stepwise 0.67 3.43 0.43 6.57 0.00 0.16 0.10
Lasso 0.59 3.40 0.46 6.54 0.06 0.53 0.51
Bootstrap50 0.69 3.36 0.37 6.63 0.01 0.06 0.04
Bootstrap80 0.85 2.89 0.02 6.98 0.13 0.14 0.08

≈40% censoring / ρ = 0.8

Stepwise 0.35 2.98 0.53 6.47 0.55 0.82 0.70
Lasso 0.11 4.46 1.60 5.40 0.14 0.67 0.63
Bootstrap50 0.29 2.71 0.43 6.57 0.72 0.44 0.38
Bootstrap80 0.05 1.28 0.02 6.98 1.74 1.03 1.01
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5.2 Many weak effects

5.2.1 Results for each method individually

Stepwise

Just as for the case with a few strong effects there were no bigger differences
in performance using the forward, backward or hybrid approach, see Table
B.5. For highly correlated data the success rate is zero independently of
using AIC or BIC. But looking at the other measures it seems like, in contrast
to the case with a few strong effects, it is better to use AIC. The average
model size is closer to the correct value of seven and we get less incorrectly
dismissed coefficients. When the correlation between the weak effects is
only 0.2 the success rate increases and it is now clear that AIC also gives
higher success rate than BIC. So in the case with many weaker effects the
stronger penalty that BIC puts on models with more variables seems to be
undesirable.

Lasso

For lasso, Table B.6, and the case of no censored observations and low cor-
relation the success rate is much higher, 0.39 compared to 0.14, using λ1se

instead of λmin. For the cases with censored observations and/or higher
correlation the success rate is really low for both choices of shrinkage pa-
rameter, between 0.02 and 0.14.

Bootstrap

Based on the results from the stepwise methods we choose to use the hy-
brid approach with AIC for the stepwise selection replicated by the boost-
rap procedure. Just as for the case with a few strong effects the results differ
depending on the choice of inclusion rate, see Figrue 5.2 and Table B.7-B.8.
For highly correlated data the success rate is 0 or just above 0 for all inclu-
sion rates and for the cases with low correlation an inclusion percent around
50% gives highest success rate.
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FIGURE 5.2: The success rate as a function of the chosen in-
clusion percent for the four different cases of censoring and
correlation.

5.2.2 The overall result

To compare the three methods against each other we used the settings that,
according to Section 5.2.1, gave the best performance. A compilation of
these settings can be found in Table 5.3.

TABLE 5.3: The settings used for each method when com-
paring the methods to each other.

Method Settings

Stepwise Hybrid approach combining forward and backward selec-
tion, AIC will be used to select the best model

Lasso The tuning parameter λ will be chosen using 10-fold cross
validation and the one-standard-error rule

Bootstrap Threshold for inclusion will be set to 50% for the cases with
low correlation and 35% for the cases with high correlation.
For the stepwise selection performed on each bootstrap sam-
ple the settings will be the same as for the ordinary stepwise
method.

The results of the simulation, with the settings according to Table 5.3, are
presented in Table 5.4.

Finding the correct variables from a data with many weak effects seems to
be much more difficult then in a data with a few strong effects. For the
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easiest case with no censoring and low correlation the success rate is only
about one third for all three methods. And as we add censored observations
and/or increase the correlation the success rates drops even more.

In the case with a few strong effects we observed how the performance
of lasso deteriorated with higher correlation. Lasso chose too big models
resulting in a low success rate. However, in this case lasso seems to perform
better than stepwise and bootstrap in the cases with high correlation. The
success rates are low for all methods but highest for lasso followed by
bootstrap and then stepwise. The stepwise method also have the less
correct average model size, with way to small models, and the highest
mean MSE.

TABLE 5.4: The result after 100 simulations, each in-
cluding 100 observations, for the case with β =
(0.3, 0.4, 0.3, 0.4, 0, 0, 0, 0.4, 0.3, 0.4). The settings
for each method can be found in Table 5.3.

Method Success Average Average no. of Average no. of MSE
rate model falesly selected 0 coefficients

(1) size covariates

(7) (0) Correct (3) Incorrect (0) Mean (0) Median (0)

0% censoring / ρ = 0.2

Stepwise 0.36 7.10 0.55 2.45 0.45 0.20 0.18
Lasso 0.39 7.23 0.60 2.40 0.37 0.26 0.24
Bootstrap50 0.33 7.22 0.66 2.34 0.44 0.20 0.19

0% censoring / ρ = 0.8

Stepwise 0.00 5.01 0.59 2.41 2.58 0.86 0.77
Lasso 0.11 6.95 1.02 1.98 1.07 0.37 0.35
Bootstrap35 0.03 6.85 1.27 1.73 1.42 0.31 0.30

≈40% censoring / ρ = 0.2

Stepwise 0.15 6.45 0.52 2.48 1.0 0.33 0.33
Lasso 0.14 6.49 0.56 2.44 1.07 0.37 0.38
Bootstrap50 0.18 6.59 0.63 2.37 1.04 0.24 0.22

≈40% censoring / ρ = 0.8

Stepwise 0.00 4.07 0.50 2.50 3.43 1.32 1.20
Lasso 0.02 6.02 0.92 2.08 1.90 0.48 0.46
Bootstrap35 0.01 6.32 1.40 1.60 2.08 0.38 0.36
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5.3 One main effect

5.3.1 Results for each method individually

To find the correct variables for the case with many weaker effects were
difficult for all three methods. The result is more or less the same when we
exchange one of the weak effects to an effect that is significantly stronger
then the other, see Table B.9 to B.12. However, the primary question in this
case is how well the methods succeed in finding the main effect. Therefore
we have added a category to the result tables, the inclusion rate for the main
effect. This is the fraction of times the main effect, in this case x4, has been
included in the model. Hence, the closer the result is to 1 the better. Taking
those results into account we still get that the same results as for the case
with only weak effects. For stepwise AIC is better than BIC, for lasso it is
better to use λ1se than λmin and for bootstrap it is best to use an inclusion
percent of 50 and 35 for the case with low and high correlation respectively.

5.3.2 The overall result

The settings used when comparing the three models are the same as in the
case with many weak effects, see Table 5.3. The results of the simulation are
presented in Table 5.5.

For the cases with low correlation all methods did include the main effect in
all models. With higher correlation and no censored observations lasso still
included that main effect every time while stepwise and bootstrap got a few
incorrect results. Adding censored observations also lasso missed the main
effect in one case and got an inclusion rate of 0.99. However, for bootstrap
the corresponding result is 0.95 and for stepwise 0.89.
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TABLE 5.5: One main effect. The result after 100 simu-
lations, each including 100 observations, for the case with
β = (0.3, 0.4, 0.3, 0.8, 0, 0, 0, 0.4, 0.3, 0.4). The settings
for each method can be found in Table 5.3.

Method Success Average Average no. of Average no. of MSE Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main effect

(7) (0) Correct (3) Incorrect (0) Mean (0) Median (0) (1)

0% censoring / ρ = 0.2

Stepwise 0.39 7.14 0.56 2.44 0.42 0.20 0.17 1.00
Lasso 0.41 7.25 0.59 2.41 0.34 0.31 0.30 1.00
Bootstrap50 0.33 7.20 0.62 2.38 0.42 0.21 0.19 1.00

0% censoring / ρ = 0.8

Stepwise 0.00 5.17 0.60 2.40 2.43 0.88 0.79 0.98
Lasso 0.11 7.14 1.03 1.97 0.89 0.44 0.41 1.00
Bootstrap35 0.02 6.98 1.38 1.62 1.40 0.32 0.30 0.99

≈40% censoring / ρ = 0.2

Stepwise 0.17 6.47 0.53 2.47 1.06 0.36 0.32 1.00
Lasso 0.15 6.54 0.55 2.45 1.01 0.42 0.41 1.00
Bootstrap50 0.19 6.53 0.54 2.46 1.01 0.24 0.21 1.00

≈40% censoring / ρ = 0.8

Stepwise 0.00 4.20 0.50 2.50 3.30 1.36 1.20 0.89
Lasso 0.04 6.27 0.94 2.06 1.67 0.57 0.54 0.99
Bootstrap35 0.02 6.47 1.29 1.71 1.82 0.37 0.33 0.95
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Even though the results showed a small advantage for lasso all methods per-
formed well in finding the main effect. However, in this case the main effect
was twice as strong as the strongest weak effects, a coefficient of 0.8 com-
pared to 0.4. What would happen if we decreased the impact of the main
effect, would lasso still perform better than stepwise? We have examined
this for coefficients from 0.8 down to 0.5.

With the correlation set to 0.2 non of the methods had any problems of find-
ing the main effect independently of its size. But with the correlation set
to 0.8 the inclusion rates diverge from 1 as the value of the coefficient de-
creases, Figure 5.3. Interesting to see is that the deviation is faster for step-
wise than for lasso and with the coefficient set to 0.5 lasso still includes the
effect in 94%/91% (no censored observations/≈ 40% censored) of the cases
while the corresponding result for stepwise is 0.79%/0.66%.

FIGURE 5.3: The inclusion rate for the main effect as a func-
tion of its size when the correlation between the variables is
0.8

5.3.3 What if the main effect is categorical?

So far we have only covered cases with continuous covariates but one com-
mon application of the Cox PH model is to compare groups, for example
treatment verses placebo or men verses women, while adjusting for other
covariates. Therefor, we will now exchange the the main effect in Section 5.3
to a binary variable. This is done by grouping the values simulated for the
main effect into two groups depending on if they are positive or negative.
That way the correlation against the other covariates is somehow retained.
However, while the continuous covariates are standard normal distributed
the binary variable is Bernoulli distributed with a standard deviation of 0.5.
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Hence, the results will not be directly comparable to the one where the main
effect is continuous.

The results for each method individually, Table B.13 to B.16, indicates that
we could use the same settings as for a continuous main effect when com-
paring the methods. These settings can be found in Table 5.3. The results of
the simulations based on these settings are presented in Table 5.6.

For the easiest case with no censored observations and low correlation
all methods include the main factor almost every time. When including
censored observations the result deteriorate the most for lasso which now
only includes the main factor 91% of the times. To be compared with 96%
of the times for stepwise and bootstrap. With higher correlation lasso,
however, performs better than stepwise. By using bootstrap the inclusion
rate for the main effect is even higher than by using lasso. However, the
overall success rate is worse.

TABLE 5.6: The result after 100 simulations, each including
100 observations. The settings for each method can be found
in Table 5.3.

Method Success Average Average no. of Average no. of MSE Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main factor

(7) (0) Correct (3) Incorrect (0) Mean (0) Median (0) (1)

0% censoring / ρ = 0.2

Stepwise 0.35 7.20 0.61 2.39 0.41 0.25 0.21 0.99
Lasso 0.40 7.42 0.70 2.30 0.28 0.31 0.30 1.00
Bootstrap50 0.33 7.16 0.59 2.41 0.43 0.90 0.78 0.98

0% censoring / ρ = 0.8

Stepwise 0.00 5.19 0.60 2.40 2.41 0.93 0.80 0.88
Lasso 0.16 7.11 1.06 1.94 0.95 0.44 0.41 0.92
Bootstrap35 0.04 7.05 1.41 1.59 1.36 1.10 1.06 1.00

≈40% censoring / ρ = 0.2

Stepwise 0.17 6.50 0.50 2.50 1.00 0.41 0.36 0.96
Lasso 0.12 6.23 0.53 2.47 1.30 0.49 0.45 0.91
Bootstrap50 0.15 6.58 0.58 2.42 1.00 0.95 0.79 0.96

≈40% censoring / ρ = 0.8

Stepwise 0.00 4.32 0.55 2.45 3.23 1.45 1.37 0.76
Lasso 0.02 6.18 0.93 2.07 1.75 0.60 0.57 0.91
Bootstrap35 0.01 6.65 1.42 1.58 1.77 1.22 1.08 0.94
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With a continuous main effect and ρ = 0.8 we saw that, as the impact of the
main effect decreased, lasso performed better than stepwise. Changing the
main effect to a factor does not change this fact, Figure 5.5. However, with
ρ = 0.2 the methods are more equal and for the case with censored observa-
tions stepwise actually performs better than lasso. But overall it seems like
there is no major differences in how the methods performs in relation to each
other depending on whether the main effect is continuous or categorical.

FIGURE 5.4: The inclusion rate for the main factor as a func-
tion of its size when the correlation between the variables is
0.2

FIGURE 5.5: The inclusion rate for the main factor as a func-
tion of its size when the correlation between the variables is
0.8
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5.4 How does the correlation effects the result?

In the case with a few strong effects the success rate for lasso dropped dras-
tically as the correlations in the data went from 0.2 to 0.8. On the other hand,
in the case with many weaker effects, lasso performed better than the other
methods in the cases with high correlation. To examine this behavior a bit
deeper we decided to compare the performance of lasso against stepwise
for additional values for the correlation. During these analysis we did not
include any censored observations.

In the case with a few strong effects the success rate for lasso is just above
0.6 when there is no correlation in the data and then decreases more or less
constant as the correlation increases, see Figure 5.6. For stepwise the success
rate starts at almost 0.8 and then decreases much slower than for lasso until
the correlation is 0.8. Then there is a steep decrease and at ρ = 0.9 both
methods has a success rate of about 0.1.

FIGURE 5.6: The success rate as a function of the correlation
in the case with a few strong effects.

In the case with many small effects both lasso and stepwise has a much
lower success rate when ρ = 0, 0.25 for lasso and 0.35 for stepwise, see
Figure 5.7. However, the success rate for lasso increases and reaches its top
at ρ = 0.2. It is then higher than the result for stepwise and continues to be
that until both methods reaches a success rate of zero at ρ = 1.
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FIGURE 5.7: The success rate as a function of the correlation
in the case with many weak effects.

Hence, stepwise was a better alternative than lasso in the case with a few
strong effects, especially as we increased the correlation. But in the case
with many weaker effects lasso performed better than stepwise as soon as
we added correlation to the data.

In performing variable selection a data set with a few significant variables
could be seen as an easy task compared to a data set with many weak effects.
In between those extremes are dozens of alternative cases. To try to get a
better understanding of when to use which method we will also performe
simulations for two of these middle cases. One with many strong effects,
β = (0.6, 0.6, 0.6, 1, 1, 0, 0, 0.8, 0.8, 0.8), and one with a few weak
effects, β = (0.3, 0, 0, 0.5, 0, 0, 0, 0.4, 0, 0). The results can be seen in
Figure 5.8 and 5.9.

For the case with many strong effects stepwise gives a significantly higher
success rate than lasso as long as the correlation is lower than 0.7. For the
case with a few weak effects the methods are more equal, stepwise gives a
slightly higher success rate for the lower correlations while lasso is slightly
better for the higher correlations.
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FIGURE 5.8: The success rate as a function of the
correlation in a case with many strong effects, β =
(0.6, 0.6, 0.6, 1, 1, 0, 0, 0.8, 0.8, 0.8).

FIGURE 5.9: The success rate as a function of the
correlation in a case with a few weak effects, β =
(0.3, 0, 0, 0.5, 0, 0, 0, 0.4, 0, 0).

To sum up, it appears that for strong effects stepwise performs better than
lasso for almost all choices of correlation. But in the cases with weak effects
the result is more equal and lasso often performs better or as good as step-
wise. It is also interesting to notice that in the cases with weak effects a bit of
correlation in the data actually seems to improve the performance of lasso.
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Chapter 6

Discussion and conclusions

We have compared three different methods for variable selection for the Cox
PH model. The stepwise method, which is a very common approach where
we add and/or eliminate variables to find the best model. Lasso, a newer
method that has become a popular alternative to stepwise. Unlike the step-
wise method lasso includes all variables in the model but shrinks some of
the regression coefficients to zero. The third method is bootstrap, a pop-
ular way to examine the accuracy of an estimate but less developed as a
method for variable selection. The basic idea is to create replicates of the
data using sampling with replacement, perform stepwise selection to each
replicate and then include the variables which were frequently selected in
the final model.

To compare the methods we used simulated data, that way we could chose
which covariates that should be significant to the outcome and then control
if the variable selection methods included them in their models. We used
three different choices for the β, the first reflected a case with a few strong
effects, the second a case with many weaker effect and finally a case where
one of the weak effects was substituted by a strong effect.

For all three variable selection methods there are internal choices that has to
be made and it was interesting to see how big impact those choices had on
our results.

For the stepwise approach there was no bigger difference in using forward
selection, backward elimination or a hybrid between them. The choice of
information criterion, on the other hand, has a large effect on the results. For
the case with a few strong effects BIC is significantly better than AIC but for
the case with many weaker effects the result is contrary. The weaker effects
are to small to come through the heavier penalty that BIC gives on models
with more variables. More research could be done on when to choose which
criterion but it does not solve the fact that with real data we do not know
how many and which variables that effect the outcome. Hence, we can not
base our choice on this. But since we have seen the major effect the choice
of information criteria has on the result it seems a bad idea to pick one by
chance. An alternative could be to use the same type of cross-validation
used to determine the shrinkage factor λ in lasso to determine if to use BIC
or AIC.

For lasso cross-validation was used to choose the shrinkage parameter λ
that gave the least partial likelihood deviance. However, this was not the λ
that gave the best results. Throughout the simulations it was almost always
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better to use the value of λ that gave the most shrunken model but still
was within one standard error from the value that gave the lowest error.
However, to give clear guidelines of when to use which λ more research has
to be done.

The performance of bootstrap as a variable selection method seems to be
extremely dependent on the choice of the inclusion frequency. Generally
it seems like a lower threshold should be used for highly correlated data
and/or data with many weak effects than for data with low correlation
and/or a few stronger effects. But to be able to use bootstrap as a reli-
able variable selection method more investigation is needed to develop a
practice of how to chose the inclusion frequency. One could also wonder
if this way of using bootstrap in variable selection should be used at all.
Even using the optimal inclusion frequency, the only cases where bootstrap
outperforms the simpler stepwise approach is when we have a few strong
effects with low correlation. That is the easier cases when all methods had
comparatively good results. For the other cases the results for bootstrap is
more or less similar to the one we got using stepwise.

Maybe the bootstrap method is better used as an additional analysis to eval-
uate the model given by ordinary stepwise. By creating a number of boot-
strap replicates of the dataset and then perform the original analysis on each
of them we get to know how often a certain variable was included in the
final model. Instead of drawing a sharp line at a specified threshold and
include the variables with a inclusion frequency higher then this we can use
the inclusion frequencies more as an hint for which variables are important
for the outcome.

Both stepwise and lasso are well established methods for variable selection
and it is interesting to see how unstable they were. For the easiest case with
a few strong effects, low correlated data and no censored observations the
stepwise method picked out the model with right variables 78% of the time
and lasso only 61% of the time. Using the same settings on the case with
many weak effect the success rate was 0.36 for stepwise and 0.39 for lasso.
As the data got more complex, including censored observations and vari-
ables that are highly correlated, the success rate decreased for both methods.
It is then a bit reassuring to see that as long as there is one distinctive main
effect both methods succeeded in finding it most of the times. However,
lasso is slightly better than stepwise and as the impact of the main effect
decreases the advantage for lasso increases.

For the case with a few strong effects the success rate for lasso decreased
drastically as the correlation increased. According to Zou and Hastie (2005)
one of the limitations with lasso is just the fact that in a group with pairwise
highly correlated variables lasso tends to randomly select one variable from
the group. To deal with this they propose a new regularization and variable
selection method, the elastic net, which is a combination of lasso and ridge
regression.

I started this project with the main aim to compare lasso and bootstrap for
Cox PH model. The reason for this was that I had read one article (Tibshi-
rani, 1997) describing how lasso were a worthy competitor to the stepwise
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method and one article (Zhu and Fan, 2011) about how bootstrap could ap-
prove the stepwise method. Hence, I wanted to compare these two promis-
ing methods against each other. But what I found was that non of the meth-
ods really outperformed the classical stepwise approach. Bootstrap was a
new interesting approach but the performance was more or less the same
as for the basic stepwise method. And as long as there is no more research
about how to choose the inclusion frequency I think it is best to use it with
caution. For cases with weak effects and/or low correlated data lasso could
be an equivalent or slightly better alternative than stepwise. The problem is
that for the cases with strong effects the performance of lasso is much worse
than the performance of stepwise. Hence, if we do not have any prior infor-
mation of the data on which we should perform variable selection, I would
not risk using lasso instead of stepwise.
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A.1 Relationship between the hazard rate and survival
function

From the definitions we know that the survival function is defined as

S (t) = Pr (T > t) = 1− F (t)

and that the hazard rate is calculated using the hazard function

h (t) = lim
∆t→0

Pr (t ≤ T < t+ ∆t | T ≥ t)
∆t

. (A.1)

Using the definition of conditional probability, Pr(A | B) = Pr(A∩B)
Pr(B) , the

numerator of (A.1) can be rewritten as

Pr (t ≤ T < t+ ∆t | T ≥ t) =
Pr (t ≤ T < t+ ∆t ∩ T ≥ t)

Pr(T ≥ t)

=
Pr(t ≤ T < t+ ∆t)

Pr(T ≥ t)
=
F (t+ ∆t)− F (t)

S(t)
.

Inserting this in (A.1) we get

h (t) = lim
∆t→0

F (t+ ∆)t− F (t)

∆t
× 1

S(t)
= f(t)× 1

S(t)
.

We can now express the hazard function using the survival function and its
probability density function, PDF. To get an expression that includes only
the survival function we continue by rewriting the PDF as

f(t) =
d

dt
F (t) =

d

dt
(1− S(t)) = −S′(t).

Hence

h(t) =
−S′(t)
S(t)

= [substituting u = S(t)] = −du
dt
× 1

u

= −du
dt
× d

du
log(u) = − d

dt
log(S(t))

and putting it the other way around

S(t) = exp

(
−
∫ t

0
h (u) du

)
. (A.2)
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A.2 Maximum likelihood estimation

The maximum likelihood estimation, MLE, is one of the basic methods for
estimating parameters in a statistical model. The idea is to find the set of
parameters that maximizes the probability or likelihood of getting the data
we have observed. To do this we need to define the likelihood function.

If x1, . . . , xn are independent and identically distributed observations from
a distribution that depends on the unknown parameters θ1, . . . , θm the like-
lihood function is defined as

L(θ | x) = Pr(X1 = x1, . . . , Xn = xn) =

= f(x | θ) = f(x1 | θ)× · · · × f(xn | θ) =
n∏
i=1

f(xi | θ)

where f(·) is the probability density function of the distribution. The maxi-
mum likelihood estimator is then defined as

θ̂(x) = argmax
θ

L(θ | x).

Since the logarithm of a product becomes a sum it is often more convenient
to work with the logarithm of the likelihood, the log-likelihood. Since log is
a monotonically increasing function maximizing the log-likelihood is equiv-
alent to maximizing the likelihood. Hence the MLE θ̂ is the solution to the
equation system

U(θ) = 0 where Uj(θ) =
∂

∂θj
logL(θ | x).

The vector U(θ) is often referred to as the scores. For many models the so-
lution to the score functions can be found as an explicit expression of the
observed data. For others it has to be found numerically, for example by the
Newton-Raphson method briefly described in Appendix A.3.

MLE in survival analysis

In survival analysis we have to consider the fact that there could be censored
observations. Suppose subject i is observed for a time ti. If the subject died
at ti, i.e. it is uncensored, its contribution to the likelihood will be Pr(Ti =
ti) = f(ti) = S(ti)h(ti). If the subject instead is censored at ti all we know
is that its lieftime exceeds ti, its contribution to the likelihood will then be
Pr(Ti > ti) = S(ti). Using equation (A.2) the full likelihood function can
then be written as

L(θ | t) =

n∏
i=1

h(ti | θ)diS(ti | θ)

where di is an indicator taking value one if subject i was uncensored and
value zero otherwise. The log-likelihood function for censored survival data
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then becomes

log(L(θ | t)) =
n∑
i=1

(di log(h(ti | θ))−H(ti | θ)). (A.3)

Example: Exponential distribution

For the exponential distribution the hazard rate is constant over time, hence
h(t) = λ andH(t) = λt. If we have a sample of n time-to-event observations
from an exponential distribution, according to Equation (A.3), we then get

log(L(λ | t)) =

n∑
i=1

(di log(λ)− λti).

If we let D =
∑
di denote the total number of deaths and T =

∑
ti the total

exposure time we can rewrite the log-likelihood function as

log(L(λ | t)) = D log(λ)− λT.

By differentiating this and setting the derivative to zero we get the maxi-
mum likelihood estimator

λ̂ =
D

T

Partial MLE for Cox PH regression

The formulation of a likelihood function is typically based on the distri-
bution of the data, like in the example above. However, for the semi-
parametric Cox PH model one of the key features is that the distribution
of the time-to-event data is not assumed. Therefore, to estimate the param-
eters of the Cox PH model an "partial" MLE is used. This is only based on
the ranking of the events and not the exact time-points.

The probability that an subject k with covariates x(k) has an event at time tk
given that there is an event at this time is

Pr(subject k has an event at tk | an event is observed at tk) (A.4)

using the fact that Pr(A | B) = Pr(A ∩B)/Pr(B) this equals

Pr(subject k has an event at tk)
Pr(an event is observed at tk)

=

=
Pr(subject k has an event at tk | subject k is at risk at tk)
Pr(there is an event at tk | the subject is at risk at tk)

=

The numerator of this expression is actually the hazard at time tk for subject
k and the denominator is the sum of the hazards for all subjects that are at
risk at time tk. Hence, the probability in expression (A.4) becomes

h(tk | x(k))∑
j∈Ri

h(tk | xj)
=

h0(t) exp
(
βTx(k)

)∑
j∈Ri

h0(t) exp
(
βTxj

) =
exp

(
βTx(k)

)∑
j∈Ri

exp
(
βTxj

)
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By then multiplying the probabilities for all m subjects that have experi-
enced an event we receive the joint partial likelihood

L(β) =
m∏
i=1

exp
(
βTx(i)

)∑
j∈Ri

exp
(
βTxj

) .
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A.3 The Newton-Raphson method

The Newton-Raphson is an numerical method used to find the root of
f(x) = 0 for an arbitary function.

Let r be the true root of the equation and let x0 be an initial guess of r. Let
h = r − x0 measure the distance between the true solution and the initial
guess. Using the definition of the tangent line, y = f(a) + f ′(a)(x − a), we
get that

0 = f(r) = f(x0 + h) ≈ f(x0) + f ′(x0)h

and
h ≈ − f(x0)

f ′(x0)
.

Since r = x0 + h a better approximation of r is then

x1 = x0 −
f(x0)

f ′(x0)
.

We repeat this process as

xn+1 = xn −
f(xn)

f ′(xn)

until an sufficiently accurate estimate of r is obtained.

For the multivariate case where we want to find the roots for

f(x) =

f1(x)
...

fk(x)

 =

0
...
0

 where x = (x1, . . . , xp)
T

we get that
xn+1 = xn − Jf (xn)−1f(xn)

where Jf (xn) is the Jacobian matrix of f(x) defined as

Jf (xn)ij =
∂fi(x)

∂xj

for the (i, j)th element where i = 1, . . . , k and j = 1, . . . , p.
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A.4 Model adequacy for the Cox PH model

In linear regression many of the diagnostic procedures for model checking
are based on residuals. The residuals are then defined as the difference be-
tween the observed value and the estimated value of interest. For Cox PH
regression the definition is not as intuitive and there are a number of differ-
ent residuals, all with different purposes in consideration. We will use three
of these. The Cox-Snell residual will be used to examine the overall fit of the
model. The Martingale residual is used to examine the functional relation-
ship between a covariate and the hazard. Finally, the Schoenfeld residuals
will be used to examine the proportional hazards assumption.

A.4.1 Examine the fit of a Cox PH model - Cox-Snell residuals

To determine the fit of a Cox PH model we can use the Cox-Snell residuals
(Cox and Snell, 1968). For the jth observation, j = 1, . . . , n, the Cox-Snell
residual is defined as

rCSj = Ĥ(tj) = − log(Ŝ(tj)) = Ĥ0(tj) exp
(
β̂
T
xj

)
where Ĥ0(tj) is the cumulative baseline hazard function which can be esti-
mated using (2.10). If the observation at tj is censored then rCSj will also be
treated as an censored observation.

Given that the fitted Cox PH model is correct and β̂ is close to the true values
of β one can show that the rCSj ’s should behave like observations from an
exponential distribution with mean 1.

A drawback with the Cox-Snell residuals is that if a model does not fit the
method will not give any indications on why. Klein and Moeschberger
(2005, Ch. 11.2) also mention that Cox-Snell residuals should be used with
some caution. This is because the exponential distribution for the residu-
als actually only holds when the true coefficients are used. Thus departure
from the exponential distribution can partly be due to uncertainty in the es-
timates of β. This uncertainty is largest in the right tail of the distribution
and for small samples.

A.4.2 Examine the functional form of a covariate - martingale
residuals

The martingale residual (Barlow and Prentice, 1988) is defined as

rMj = δj − Ĥ0(tj) exp
(
β̂
T
xj

)
= δj − rCSj

where δj is an event indicator which equals 1 if object j has experienced
the event and 0 if the subject is censored. Hence, the martingale residual is,
under the fitted model, the observed minus the expected number of events
for object j.
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The martingale residuals has a skewed distribution in the range (−∞, 1]
with an expected value of 0. A large negative residual indicates a high risk
subject who still had a long survival time.

By plotting the martingale residuals against the values of the covariates in
the model we can get an indication of whether a covariate is properly mod-
eled.

Since the martingale residuals has a skewed distribution one sometimes
uses the so called deviance residuals instead. This is a transformed form
of the martingale residuals that, for a good fit, is symmetric around 0 with a
standard deviation of 1.

A.4.3 Evaluating the proportional hazards assumption

Since the proportional hazard assumption is the property that allows us to
cancel out the baseline hazard from the partial likelihood function the va-
lidity of the Cox PH regression model relies on this. There are a number of
methods available to examine the credibility of the PH assumption. We will
present one graphical method that is often used when dealing with categor-
ical covariates, the log-log plot. To also be able to check continuous vari-
ables we will use the Schoenfeld residuals. These can be examined through
graphical methods as well as formal tests. To learn about more methods for
checking the PH assumption we recommend Klein and Moeschberger (2005,
ch. 11.4) and Kleinbaum and Klein (2005, ch. 4)

If a particular variable does not fulfill the proportionality assumption then
one option is to stratify on that variable. Another approach would be to
include this as time dependent variable in the Cox model. To read more
about this we recommend Klein and Moeschberger (2005, Ch. 9).

Log-log plots

A log-log plot is an easy and intuitive way to graphically check the propor-
tional hazards assumption for a given categorical predictor, xi, after adjust-
ing for all other relevant predictors. If proportional hazard holds, then by
(2.2), (2.3) and (2.5)

S(t | x) = exp(−H(t | x)) = exp(−H0(t) exp(βTx)) = S0(t)exp(βTx) (A.5)

where S0(t) is the survival function for the baseline subject. By taking the
logarithm of this twice we get

log(− log(S(t | x))) = βTx+ log(− log(S0(t))).

(The minus sign is added because survival functions range between 0 and 1
and hence the first logarithm is negative.)

Now consider two different specifications of the x vector corresponding
to two different subjects or groups, x1 and x2. The corresponding log-log
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curves then becomes {
βTx1 + log(− log(S0(t)))

βTx2 + log(− log(S0(t)))

Hence, for two sets of observations we get

log(− log(S(t | x2)))− log(− log(S(t | x1))) = βT (x2 − x1)

It is now clear that plotting the transformations of the two survival func-
tions they should be a constant distance apart if the proportional assump-
tion holds.

One limitation with the use of log-log plots is that the covariate needs to be
categorical or made categorical through appropriate grouping. An alterna-
tive could then be to instead use Schoenfeld residuals.

Schoenfeld residuals

Schoenfeld (1982) proposed one residual mainly used to check the PH as-
sumption. Instead of a single residual for each individual we here have a
separate residual for each covariate for each failure time. For the kth covari-
ate and ith failure time, the Schoenfeld residual is defined as

rS(i)k = x(i)k −
∑
j∈Ri

(
xjk × p(β̂k, xjk)

)
(A.6)

where

p(β̂k, xjk) =
exp(β̂kxk)∑

j∈Ri
exp(β̂kxjk)

is the probability of selecting subject i from the risk set at time t(i). Hence,
the Schoenfeld residual (A.6) is the covariate value, xik for the subject who
actually died at time t(i) minus the "expected" value of the covariate for the
risk set at the same time. The "expected" value is here calculated as the
covariates for the risk set weighted by each subjects likelihood of actually
dying at t(i).

If we recall the partial log-likelihood function (2.7) and its derivative (2.8)
we can see that the Schoenfeld residulas actually are the individual terms of
this score function. The coefficients of the Cox PH model were estimated by
setting these score functions to zero. Hence, if the PH assumption holds for
a particular covariate, a plot of the Schoenfeld residuals against its failure
times should yield a pattern of points that are centered at zero indepen-
dently of the failure times.

If one wants to formally test the PH assumption one can regress the residu-
als against time. If the PH assumption holds the slope of the regression line
should not differ significantly from zero.
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A.5 The bias-variance trade-off

Estimating a parameter, θ, using the estimator, θ̂, we have to deal with two
sources of error. The variance of the estimator

V ar(θ̂) = E
[
(θ̂ − E(θ̂))2

]
measuring how much the estimator vary around its mean, and the bias,

Bias(θ̂) = E(θ̂ − θ) = E(θ̂)− θ

measuring the average distance between an estimator and its underlying
parameter. In Figure A.1 is a graphical illustration of the two concepts.

FIGURE A.1: Illustration of bias and variance.

To measure the overall quality of an estimator, the difference between the
estimator and what is estimated, we use the mean squared error (MSE). As
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we can see in Equation (A.7) the MSE for an estimator is actually a decom-
position of the estimators variance and bias,

MSE(β̂) = E
[
(θ̂ − θ)2

]
= E

[(
θ̂ − E(θ̂) + E(θ̂)− θ

)2
]

= E

[(
θ̂ − E(θ̂)

)2
+ 2

(
θ̂ − E(θ̂)

)(
E(θ̂)− θ

)
+
(
E(θ̂)− θ

)2
]

= E

[(
θ̂ − E(θ̂)

)2
]

+ 2E

(θ̂ − E(θ̂)
)(

E(θ̂)− θ
)

︸ ︷︷ ︸
constant

+ E

[(
E(θ̂)− θ

)2
]

= E

[(
θ̂ − E(θ̂)

)2
]

+ 2E
[
θ̂ − E(θ̂)

]
︸ ︷︷ ︸

=0

(
E(θ̂)− θ

)
+
(
E(θ̂)− θ

)2

= E

[(
θ̂ − E(θ̂)

)2
]

+
(
E(θ̂)− θ

)2

= V ar(θ̂) +Bias(θ̂)2.

(A.7)

Hence, the challenge lies in finding a estimator with both low variance and
bias. An unbiased estimator may not be the best choice if it is also has a very
high variance.
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B.1 Few strong effects

TABLE B.1: The results after 100 simulations, each including
100 observations, for different types of stepwise selection.

Method Success Average Average no. of Average no. of
rate model falesly selected 0 coefficients

(1) size covariates

(3) (0) Correct (7) Incorrect (0)

0% censoring / ρ = 0.2

Forward AIC 0.29 4.20 1.20 5.80 0.00
BIC 0.78 3.21 0.22 6.78 0.01

Backward AIC 0.26 4.32 1.32 5.68 0.00
BIC 0.78 3.27 0.28 6.72 0.01

Hybrid AIC 0.26 4.32 1.32 5.68 0.00
BIC 0.78 3.27 0.28 6.72 0.01

0% censoring / ρ = 0.8

Forward AIC 0.41 3.92 1.07 5.93 0.15
BIC 0.60 3.00 0.30 6.70 0.30

Backward AIC 0.35 4.19 1.31 5.69 0.12
BIC 0.58 3.05 0.36 6.64 0.31

Hybrid AIC 0.35 4.19 1.32 5.68 0.12
BIC 0.58 3.05 0.36 6.64 0.31

≈40% censoring / ρ = 0.2

Forward AIC 0.27 4.17 1.17 5.83 0.00
BIC 0.73 3.31 0.31 6.69 0.00

Backward AIC 0.24 4.28 1.28 5.72 0.00
BIC 0.67 3.43 0.43 6.57 0.00

Hybrid AIC 0.23 4.29 1.29 5.71 0.00
BIC 0.67 3.43 0.43 6.57 0.00

≈40% censoring / ρ = 0.8

Forward AIC 0.21 3.86 1.21 5.79 0.35
BIC 0.32 2.75 0.44 6.56 0.69

Backward AIC 0.16 4.17 1.51 5.49 0.34
BIC 0.35 2.95 0.51 6.49 0.56

Hybrid AIC 0.16 4.17 1.51 5.49 0.34
BIC 0.35 2.98 0.53 6.47 0.55
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TABLE B.2: The results after 100 simulations, each including
100 observations, for different settings of lasso.

Method Success Average Average no. of Average no. of
rate model falesly selected 0 coefficients

(1) size covariates

(3) (0) Correct (7) Incorrect (0)

0% censoring / ρ = 0.2

Lasso min 0.07 5.94 2.94 4.06 0.00
1se 0.61 3.61 0.61 6.39 0.01

0% censoring / ρ = 0.8

Lasso min 0.03 5.84 2.85 4.15 0.01
1se 0.11 4.69 1.74 5.26 0.05

≈40% censoring / ρ = 0.2

Lasso min 0.05 5.94 2.94 4.06 0.00
1se 0.59 3.40 0.46 6.54 0.06

≈40% censoring / ρ = 0.8

Lasso min 0.02 5.57 2.62 4.38 0.05
1se 0.11 4.46 1.60 5.40 0.14
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TABLE B.3: The results after 100 simulations, each based on
100 bootstrap replicates including 100 observations, for dif-
ferent inclusion frequencies.

Method Success Average Average no. of Average no. of
rate model falesly selected 0 coefficients

(1) size covariates

(3) (0) Correct (7) Incorrect (0)

0% censoring / ρ = 0.2

Bootstrap 10% 0.01 6.73 3.73 3.27 0.00
15% 0.10 5.41 2.41 4.59 0.00
20% 0.22 4.68 1.68 5.32 0.00
25% 0.29 4.26 1.26 5.74 0.00
30% 0.41 3.98 0.98 6.02 0.00
35% 0.50 3.69 0.69 6.31 0.00
40% 0.61 3.53 0.53 6.47 0.00
45% 0.69 3.39 0.39 6.61 0.00
50% 0.75 3.29 0.31 6.69 0.02
55% 0.81 3.20 0.22 6.78 0.02
60% 0.86 3.14 0.16 6.84 0.02
65% 0.88 3.09 0.12 6.88 0.03
70% 0.89 3.08 0.11 6.89 0.03
75% 0.90 3.03 0.07 6.93 0.04
80% 0.93 2.98 0.03 6.97 0.05
85% 0.94 2.97 0.02 6.98 0.05
90% 0.94 2.97 0.02 6.98 0.05
95% 0.90 2.90 0.00 7.00 0.10

0% censoring / ρ = 0.8

Bootstrap 10% 0.02 7.30 4.33 2.67 0.03
15% 0.05 5.89 2.94 4.06 0.05
20% 0.09 5.06 2.15 4.85 0.09
25% 0.21 4.40 1.50 5.50 0.10
30% 0.33 3.96 1.08 5.92 0.12
35% 0.39 3.63 0.82 6.18 0.19
40% 0.50 3.42 0.65 6.35 0.23
45% 0.52 3.13 0.45 6.55 0.32
50% 0.55 3.00 0.35 6.65 0.35
55% 0.54 2.84 0.23 6.77 0.39
60% 0.50 2.74 0.18 6.82 0.44
65% 0.41 2.57 0.14 6.86 0.57
70% 0.37 2.47 0.11 6.89 0.64
75% 0.34 2.29 0.05 6.95 0.76
80% 0.26 2.16 0.05 6.95 0.89
85% 0.19 1.96 0.03 6.97 1.07
90% 0.10 1.62 0.02 6.98 1.40
95% 0.02 1.15 0.01 6.99 1.86
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TABLE B.4: The results after 100 simulations, each based on
100 bootstrap replicates including 100 observations, for dif-
ferent inclusion frequencies.

Method Success Average Average no. of Average no. of
rate model falesly selected 0 coefficients

(1) size covariates

(3) (0) Correct (7) Incorrect (0)

40% censoring / ρ = 0.2

Bootstrap 10% 0.01 7.19 4.19 2.81 0.00
15% 0.05 5.90 2.90 4.10 0.00
20% 0.12 4.91 1.91 5.09 0.00
25% 0.22 4.44 1.44 5.56 0.00
30% 0.31 4.09 1.09 5.91 0.00
35% 0.44 3.82 0.82 6.18 0.00
40% 0.53 3.63 0.63 6.37 0.00
45% 0.64 3.46 0.46 6.54 0.00
50% 0.69 3.36 0.37 6.63 0.01
55% 0.77 3.24 0.26 6.74 0.02
60% 0.80 3.11 0.16 6.84 0.05
65% 0.80 3.03 0.12 6.88 0.09
70% 0.81 2.97 0.08 6.92 0.11
75% 0.83 2.93 0.05 6.95 0.12
80% 0.85 2.89 0.02 6.98 0.13
85% 0.77 2.78 0.01 6.99 0.23
90% 0.69 2.68 0.00 7.00 0.32
95% 0.57 2.56 0.00 7.00 0.44

40% censoring / ρ = 0.8

Bootstrap 10% 0.00 8.11 5.16 1.84 0.05
15% 0.02 6.57 3.66 3.34 0.09
20% 0.06 5.37 2.52 4.48 0.15
25% 0.12 4.72 1.94 5.06 0.22
30% 0.17 4.12 1.43 5.57 0.31
35% 0.21 3.60 1.00 6.00 0.40
40% 0.29 3.32 0.78 6.22 0.46
45% 0.30 3.03 0.60 6.40 0.57
50% 0.29 2.71 0.43 6.57 0.72
55% 0.29 2.47 0.26 6.74 0.79
60% 0.22 2.21 0.20 6.80 0.99
65% 0.20 2.08 0.17 6.83 1.09
70% 0.12 1.77 0.06 6.94 1.29
75% 0.08 1.49 0.06 6.94 1.57
80% 0.05 1.28 0.02 6.98 1.74
85% 0.03 1.09 0.00 7.00 1.91
90% 0.01 0.81 0.00 7.00 2.19
95% 0.00 0.52 0.00 7.00 2.48
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B.2 Many weak effects

TABLE B.5: The results after 100 simulations, each including
100 observations, for different types of stepwise selection.

Method Success Average Average no. of Average no. of
rate model falesly selected 0 coefficients

(1) size covariates

(7) (0) Correct (3) Incorrect (0)

0% censoring / ρ = 0.2

Forward AIC 0.37 7.05 0.51 2.49 0.46
BIC 0.18 5.94 0.15 2.85 1.21

Backward AIC 0.36 7.10 0.55 2.45 0.45
BIC 0.18 5.96 0.15 2.85 1.19

Hybrid AIC 0.36 7.10 0.55 2.45 0.45
BIC 0.18 5.96 0.15 2.85 1.19

0% censoring / ρ = 0.8

Forward AIC 0.00 4.88 0.51 2.49 2.63
BIC 0.00 3.64 0.24 2.76 3.60

Backward AIC 0.00 5.01 0.59 2.41 2.58
BIC 0.00 3.64 0.26 2.74 3.62

Hybrid AIC 0.00 5.01 0.59 2.41 2.58
BIC 0.00 3.64 0.26 2.74 3.62

≈40% censoring / ρ = 0.2

Forward AIC 0.16 6.33 0.46 2.54 1.13
BIC 0.03 5.19 0.21 2.79 2.02

Backward AIC 0.15 6.45 0.52 2.48 1.07
BIC 0.03 5.22 0.22 2.78 2.00

Hybrid AIC 0.15 6.45 0.52 2.48 1.07
BIC 0.03 5.22 0.22 2.78 2.00

≈40% censoring / ρ = 0.8

Forward AIC 0.00 3.99 0.46 2.54 3.47
BIC 0.00 3.08 0.27 2.73 4.19

Backward AIC 0.00 4.07 0.50 2.50 3.43
BIC 0.00 3.11 0.25 2.75 4.14

Hybrid AIC 0.00 4.07 0.50 2.50 3.43
BIC 0.00 3.12 0.25 2.75 4.13
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TABLE B.6: The results after 100 simulations, each including
100 observations, for different settings of lasso.

Method Success Average Average no. of Average no. of
rate model falesly selected 0 coefficients

(1) size covariates

(7) (0) Correct (3) Incorrect (0)

0% censoring / ρ = 0.2

Lasso min 0.14 8.54 1.61 1.39 0.07
1se 0.39 7.23 0.60 2.40 0.37

0% censoring / ρ = 0.8

Lasso min 0.13 7.67 1.35 1.65 0.68
1se 0.11 6.95 1.02 1.98 1.07

≈40% censoring / ρ = 0.2

Lasso min 0.12 8.32 1.52 1.48 0.20
1se 0.14 6.49 0.56 2.44 1.07

≈40% censoring / ρ = 0.8

Lasso min 0.02 6.92 1.29 1.71 1.37
1se 0.02 6.02 0.92 2.08 1.90
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TABLE B.7: The results after 100 simulations, each based on
100 bootstrap replicates including 100 observations, for dif-
ferent inclusion frequencies.

Method Success Average Average no. of Average no. of
rate model falesly selected 0 coefficients

(1) size covariates

(7) (0) Correct (3) Incorrect (0)

0% censoring / ρ = 0.2

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00
15% 0.00 9.90 2.90 0.10 0.00
20% 0.01 9.60 2.62 0.38 0.02
25% 0.01 9.06 2.15 0.85 0.09
30% 0.10 8.40 1.53 1.47 0.13
35% 0.18 8.06 1.25 1.75 0.19
40% 0.27 7.70 0.96 2.04 0.26
45% 0.30 7.44 0.80 2.20 0.36
50% 0.33 7.22 0.66 2.34 0.44
55% 0.33 6.93 0.50 2.50 0.57
60% 0.29 6.64 0.38 2.62 0.74
65% 0.29 6.42 0.27 2.73 0.85
70% 0.21 6.22 0.24 2.76 1.02
75% 0.13 5.94 0.20 2.80 1.26
80% 0.07 5.55 0.13 2.87 1.58
85% 0.03 5.04 0.07 2.93 2.03
90% 0.01 4.38 0.04 2.96 2.66
95% 0.01 3.51 0.03 2.97 3.52

0% censoring / ρ = 0.8

Bootstrap 10% 0.00 9.99 3.00 0.00 0.01
15% 0.00 9.89 2.95 0.05 0.06
20% 0.00 9.36 2.67 0.33 0.31
25% 0.01 8.51 2.19 0.81 0.68
30% 0.04 7.69 1.73 1.27 1.04
35% 0.03 6.85 1.27 1.73 1.42
40% 0.03 6.20 1.06 1.94 1.86
45% 0.02 5.56 0.84 2.16 2.28
50% 0.00 4.91 0.64 2.36 2.73
55% 0.00 4.45 0.51 2.49 3.06
60% 0.00 3.93 0.38 2.62 3.45
65% 0.00 3.45 0.28 2.72 3.83
70% 0.00 2.88 0.16 2.84 4.28
75% 0.00 2.42 0.12 2.88 4.70
80% 0.00 1.98 0.10 2.90 5.12
85% 0.00 1.55 0.05 2.95 5.50
90% 0.00 1.11 0.03 2.97 5.92
95% 0.00 0.68 0.03 2.97 6.35
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TABLE B.8: The results after 100 simulations, each based on
100 bootstrap replicates including 100 observations, for dif-
ferent inclusion frequencies.

Method Success Average Average no. of Average no. of
rate model falesly selected 0 coefficients

(1) size covariates

(7) (0) Correct (3) Incorrect (0)

40% censoring / ρ = 0.2

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00
15% 0.00 9.93 2.96 0.04 0.03
20% 0.00 9.67 2.76 0.24 0.09
25% 0.02 9.05 2.27 0.73 0.22
30% 0.08 8.40 1.77 1.23 0.37
35% 0.13 7.95 1.42 1.58 0.47
40% 0.19 7.40 1.02 1.98 0.62
45% 0.17 6.92 0.78 2.22 0.86
50% 0.18 6.59 0.63 2.37 1.04
55% 0.17 6.16 0.45 2.55 1.29
60% 0.07 5.71 0.38 2.62 1.67
65% 0.04 5.43 0.31 2.69 1.88
70% 0.03 5.13 0.21 2.79 2.08
75% 0.01 4.63 0.11 2.89 2.48
80% 0.01 4.20 0.08 2.92 2.88
85% 0.00 3.63 0.05 2.95 3.42
90% 0.00 2.97 0.02 2.98 4.05
95% 0.00 1.99 0.00 3.00 5.01

40% censoring / ρ = 0.8

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00
15% 0.00 9.91 2.94 0.06 0.03
20% 0.00 9.47 2.72 0.28 0.25
25% 0.01 8.62 2.31 0.69 0.69
30% 0.00 7.48 1.83 1.17 1.35
35% 0.01 6.32 1.40 1.60 2.08
40% 0.00 5.35 0.93 2.07 2.58
45% 0.00 4.75 0.75 2.25 3.00
50% 0.00 4.06 0.50 2.50 3.44
55% 0.00 3.60 0.40 2.60 3.80
60% 0.00 3.17 0.36 2.64 4.19
65% 0.00 2.64 0.28 2.72 4.64
70% 0.00 2.26 0.20 2.80 4.94
75% 0.00 1.86 0.13 2.87 5.27
80% 0.00 1.40 0.08 2.92 5.68
85% 0.00 1.01 0.05 2.95 6.04
90% 0.00 0.67 0.03 2.97 6.36
95% 0.00 0.28 0.00 3.00 6.72
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B.3 One main effect

TABLE B.9: The results after 100 simulations, each including
100 observations, for different types of stepwise selection.

Method Success Average Average no. of Average no. of Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main effect

(7) (0) Correct (3) Incorrect (0) (1)

0% censoring / ρ = 0.2

Forward AIC 0.38 7.12 0.54 2.46 0.42 1.00
BIC 0.21 6.03 0.17 2.83 1.14 1.00

Backward AIC 0.39 7.14 0.56 2.44 0.42 1.00
BIC 0.20 6.01 0.16 2.84 1.15 1.00

Hybrid AIC 0.39 7.14 0.56 2.44 0.42 1.00
BIC 0.20 6.01 0.16 2.84 1.15 1.00

0% censoring / ρ = 0.8

Forward AIC 0.00 5.21 0.59 2.41 2.38 0.98
BIC 0.00 3.87 0.19 2.81 3.32 0.95

Backward AIC 0.00 5.17 0.60 2.40 2.43 0.98
BIC 0.00 3.83 0.23 2.77 3.40 0.95

Hybrid AIC 0.00 5.17 0.60 2.40 2.43 0.98
BIC 0.00 3.83 0.23 2.77 3.40 0.95

≈40% censoring / ρ = 0.2

Forward AIC 0.18 6.35 0.45 2.55 1.10 1.00
BIC 0.03 5.21 0.19 2.81 1.98 1.00

Backward AIC 0.17 6.47 0.53 2.47 1.06 1.00
BIC 0.05 5.31 0.19 2.81 1.88 1.00

Hybrid AIC 0.17 6.47 0.53 2.47 1.06 1.00
BIC 0.05 5.31 0.19 2.81 1.88 1.00

≈40% censoring / ρ = 0.8

Forward AIC 0.00 4.17 0.44 2.56 3.27 0.89
BIC 0.00 3.30 0.23 2.77 3.93 0.86

Backward AIC 0.00 4.19 0.50 2.50 3.31 0.89
BIC 0.00 3.30 0.24 2.76 3.94 0.86

Hybrid AIC 0.00 4.20 0.50 2.50 3.30 0.89
BIC 0.00 3.32 0.24 2.76 3.92 0.87
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TABLE B.10: The results after 100 simulations, each includ-
ing 100 observations, for different settings of lasso.

Method Success Average Average no. of Average no. of Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main effect

(7) (0) Correct (3) Incorrect (0) (1)

0% censoring / ρ = 0.2

Lasso min 0.11 8.52 1.57 1.43 0.05 1.00
1se 0.41 7.25 0.59 2.41 0.34 1.00

0% censoring / ρ = 0.8

Lasso min 0.11 7.95 1.48 1.52 0.53 1.00
1se 0.11 7.14 1.03 1.97 0.89 1.00

≈40% censoring / ρ = 0.2

Lasso min 0.08 8.31 1.51 1.49 0.20 1.00
1se 0.15 6.54 0.55 2.45 1.01 1.00

≈40% censoring / ρ = 0.8

Lasso min 0.06 7.03 1.16 1.84 1.13 0.99
1se 0.04 6.27 0.94 2.06 1.67 0.99
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TABLE B.11: The results after 100 simulations, each based
on 100 bootstrap replicates including 100 observations, for
different inclusion frequencies.

Method Success Average Average no. of Average no. of Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main effect

(7) (0) Correct (3) Incorrect (0) (1)

0% censoring / ρ = 0.2

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00 1.00
15% 0.00 9.90 2.90 0.10 0.00 1.00
20% 0.00 9.53 2.54 0.46 0.01 1.00
25% 0.04 9.00 2.05 0.95 0.05 1.00
30% 0.09 8.47 1.61 1.39 0.14 1.00
35% 0.17 7.97 1.17 1.83 0.20 1.00
40% 0.22 7.66 0.93 2.07 0.27 1.00
45% 0.29 7.46 0.79 2.21 0.33 1.00
50% 0.33 7.20 0.62 2.38 0.42 1.00
55% 0.31 6.94 0.49 2.51 0.55 1.00
60% 0.31 6.72 0.40 2.60 0.68 1.00
65% 0.28 6.48 0.31 2.69 0.83 1.00
70% 0.23 6.22 0.21 2.79 0.99 1.00
75% 0.14 5.94 0.19 2.81 1.25 1.00
80% 0.09 5.60 0.15 2.85 1.55 1.00
85% 0.06 5.23 0.09 2.91 1.86 1.00
90% 0.02 4.63 0.06 2.94 2.43 1.00
95% 0.02 3.83 0.03 2.97 3.20 1.00

0% censoring / ρ = 0.8

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00 1.00
15% 0.00 9.92 2.96 0.04 0.04 1.00
20% 0.00 9.50 2.70 0.30 0.20 1.00
25% 0.01 8.69 2.21 0.79 0.52 1.00
30% 0.03 7.80 1.72 1.28 0.92 1.00
35% 0.02 6.98 1.38 1.62 1.40 0.99
40% 0.02 6.24 1.02 1.98 1.78 0.99
45% 0.00 5.61 0.75 2.25 2.14 0.98
50% 0.00 5.09 0.59 2.41 2.50 0.97
55% 0.00 4.64 0.48 2.52 2.84 0.97
60% 0.00 4.24 0.38 2.62 3.14 0.97
65% 0.00 3.78 0.31 2.69 3.53 0.96
70% 0.00 3.30 0.20 2.80 3.90 0.93
75% 0.00 2.93 0.11 2.89 4.18 0.88
80% 0.00 2.55 0.07 2.93 4.52 0.87
85% 0.00 2.16 0.05 2.95 4.89 0.84
90% 0.00 1.65 0.03 2.97 5.38 0.74
95% 0.00 1.15 0.01 2.99 5.86 0.61
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TABLE B.12: The results after 100 simulations, each based
on 100 bootstrap replicates including 100 observations, for
different inclusion frequencies.

Method Success Average Average no. of Average no. of Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main effect

(7) (0) Correct (3) Incorrect (0) (1)

40% censoring / ρ = 0.2

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00 1.00
15% 0.00 9.95 2.95 0.05 0.00 1.00
20% 0.00 9.70 2.74 0.26 0.04 1.00
25% 0.03 9.11 2.25 0.75 0.14 1.00
30% 0.07 8.48 1.76 1.24 0.28 1.00
35% 0.11 7.77 1.27 1.73 0.50 1.00
40% 0.15 7.36 1.01 1.99 0.65 1.00
45% 0.18 6.89 0.71 2.29 0.82 1.00
50% 0.19 6.53 0.54 2.46 1.01 1.00
55% 0.15 6.26 0.45 2.55 1.19 1.00
60% 0.12 5.92 0.40 2.60 1.48 1.00
65% 0.07 5.57 0.31 2.69 1.74 1.00
70% 0.03 5.15 0.22 2.78 2.07 1.00
75% 0.02 4.78 0.15 2.85 2.37 1.00
80% 0.01 4.41 0.09 2.91 2.68 1.00
85% 0.01 3.94 0.07 2.93 3.13 1.00
90% 0.01 3.30 0.03 2.97 3.73 0.99
95% 0.00 2.53 0.00 3.00 4.47 0.99

40% censoring / ρ = 0.8

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00 1.00
15% 0.00 9.97 2.98 0.02 0.01 1.00
20% 0.00 9.58 2.82 0.18 0.24 1.00
25% 0.00 8.68 2.32 0.68 0.64 0.99
30% 0.00 7.56 1.79 1.21 1.23 0.97
35% 0.02 6.47 1.29 1.71 1.82 0.95
40% 0.01 5.66 1.01 1.99 2.35 0.93
45% 0.00 4.84 0.73 2.27 2.89 0.91
50% 0.00 4.25 0.56 2.44 3.31 0.89
55% 0.00 3.79 0.45 2.55 3.66 0.87
60% 0.00 3.42 0.34 2.66 3.92 0.85
65% 0.00 3.02 0.23 2.77 4.21 0.85
70% 0.00 2.68 0.18 2.82 4.50 0.81
75% 0.00 2.23 0.14 2.86 4.91 0.72
80% 0.00 1.84 0.10 2.90 5.26 0.66
85% 0.00 1.40 0.06 2.94 5.66 0.59
90% 0.00 1.00 0.01 2.99 6.01 0.50
95% 0.00 0.52 0.00 3.00 6.48 0.33
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B.4 One main factor

TABLE B.13: The results after 100 simulations, each includ-
ing 100 observations, for different types of stepwise selec-
tion.

Method Success Average Average no. of Average no. of Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main factor

(7) (0) Correct (3) Incorrect (0) (1)

0% censoring / ρ = 0.2

Forward AIC 0.36 7.14 0.54 2.46 0.40 0.99
BIC 0.20 6.03 0.16 2.84 1.13 0.94

Backward AIC 0.35 7.20 0.61 2.39 0.41 0.99
BIC 0.19 5.96 0.12 2.88 1.16 0.95

Hybrid AIC 0.35 7.20 0.61 2.39 0.41 0.99
BIC 0.19 5.96 0.12 2.88 1.16 0.95

0% censoring / ρ = 0.8

Forward AIC 0.01 5.23 0.62 2.38 2.39 0.87
BIC 0.00 3.80 0.29 2.71 3.49 0.64

Backward AIC 0.00 5.19 0.60 2.40 2.41 0.88
BIC 0.00 3.79 0.26 2.74 3.47 0.70

Hybrid AIC 0.00 5.19 0.60 2.40 2.41 0.88
BIC 0.00 3.80 0.26 2.74 3.46 0.70

≈40% censoring / ρ = 0.2

Forward AIC 0.16 6.47 0.51 2.49 1.04 0.96
BIC 0.03 5.17 0.19 2.81 2.02 0.86

Backward AIC 0.17 6.50 0.50 2.50 1.00 0.96
BIC 0.03 5.18 0.21 2.79 2.03 0.88

Hybrid AIC 0.17 6.50 0.50 2.50 1.00 0.96
BIC 0.03 5.19 0.21 2.79 2.02 0.88

≈40% censoring / ρ = 0.8

Forward AIC 0.00 4.32 0.51 2.49 3.19 0.75
BIC 0.00 3.18 0.32 2.68 4.14 0.53

Backward AIC 0.00 4.32 0.55 2.45 3.23 0.76
BIC 0.00 3.22 0.29 2.71 4.07 0.61

Hybrid AIC 0.00 4.32 0.55 2.45 3.23 0.76
BIC 0.00 3.22 0.29 2.71 4.07 0.61
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TABLE B.14: The results after 100 simulations, each includ-
ing 100 observations, for different settings of lasso.

Method Success Average Average no. of Average no. of Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main factor

(7) (0) Correct (3) Incorrect (0) (1)

0% censoring / ρ = 0.2

Lasso min 0.10 8.48 1.55 1.45 0.07 1.00
1se 0.40 7.42 0.70 2.30 0.28 1.00

0% censoring / ρ = 0.8

Lasso min 0.12 7.84 1.41 1.59 0.57 1.00
1se 0.16 7.11 1.06 1.94 0.95 0.92

≈40% censoring / ρ = 0.2

Lasso min 0.09 8.24 1.55 1.45 0.31 0.99
1se 0.12 6.23 0.53 2.47 1.30 0.91

≈40% censoring / ρ = 0.8

Lasso min 0.04 7.12 1.23 1.77 1.11 0.97
1se 0.02 6.18 0.93 2.07 1.75 0.91
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TABLE B.15: The results after 100 simulations, each based
on 100 bootstrap replicates including 100 observations, for
different inclusion frequencies.

Method Success Average Average no. of Average no. of Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main factor

(7) (0) Correct (3) Incorrect (0) (1)

0% censoring / ρ = 0.2

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00 1.00
15% 0.00 9.91 2.91 0.09 0.00 1.00
20% 0.00 9.61 2.63 0.37 0.02 1.00
25% 0.02 9.03 2.10 0.90 0.07 0.99
30% 0.09 8.43 1.56 1.44 0.13 0.99
35% 0.17 8.09 1.26 1.74 0.17 0.98
40% 0.26 7.70 0.94 2.06 0.24 0.98
45% 0.29 7.43 0.77 2.23 0.34 0.98
50% 0.33 7.16 0.59 2.41 0.43 0.98
55% 0.29 6.92 0.46 2.54 0.54 0.98
60% 0.30 6.70 0.38 2.62 0.68 0.98
65% 0.30 6.56 0.30 2.70 0.74 0.96
70% 0.22 6.27 0.25 2.75 0.98 0.95
75% 0.19 6.02 0.18 2.82 1.16 0.94
80% 0.11 5.64 0.15 2.85 1.51 0.91
85% 0.04 5.06 0.13 2.87 2.07 0.85
90% 0.01 4.35 0.05 2.95 2.70 0.75
95% 0.01 3.43 0.02 2.98 3.59 0.62

0% censoring / ρ = 0.8

Bootstrap 10% 0.00 9.99 2.99 0.01 0.00 1.00
15% 0.00 9.90 2.93 0.07 0.03 1.00
20% 0.00 9.46 2.72 0.28 0.26 1.00
25% 0.00 8.77 2.37 0.63 0.60 1.00
30% 0.02 7.85 1.81 1.19 0.96 1.00
35% 0.04 7.05 1.41 1.59 1.36 1.00
40% 0.03 6.38 1.08 1.92 1.70 1.00
45% 0.00 5.79 0.80 2.20 2.01 0.99
50% 0.00 5.24 0.62 2.38 2.38 0.98
55% 0.00 4.85 0.52 2.48 2.67 0.97
60% 0.00 4.30 0.36 2.64 3.06 0.96
65% 0.00 3.86 0.25 2.75 3.39 0.96
70% 0.00 3.49 0.21 2.79 3.72 0.95
75% 0.00 3.14 0.13 2.87 3.99 0.94
80% 0.00 2.70 0.07 2.93 4.37 0.91
85% 0.00 2.25 0.05 2.95 4.80 0.87
90% 0.00 1.68 0.03 2.97 5.35 0.77
95% 0.00 1.20 0.02 2.98 5.82 0.67
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TABLE B.16: The results after 100 simulations, each based
on 100 bootstrap replicates including 100 observations, for
different inclusion frequencies.

Method Success Average Average no. of Average no. of Inclusion
rate model falesly selected 0 coefficients rate for

(1) size covariates main factor

(7) (0) Correct (3) Incorrect (0) (1)

40% censoring / ρ = 0.2

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00 1.00
15% 0.00 9.93 2.96 0.04 0.03 1.00
20% 0.00 9.64 2.79 0.21 0.15 0.99
25% 0.00 9.11 2.32 0.68 0.21 0.99
30% 0.03 8.38 1.77 1.23 0.39 0.98
35% 0.10 7.75 1.27 1.73 0.52 0.98
40% 0.14 7.30 0.97 2.03 0.67 0.97
45% 0.14 6.93 0.75 2.25 0.82 0.96
50% 0.15 6.58 0.58 2.42 1.00 0.96
55% 0.11 6.25 0.48 2.52 1.23 0.95
60% 0.07 5.89 0.40 2.60 1.51 0.92
65% 0.04 5.57 0.32 2.68 1.75 0.88
70% 0.02 5.14 0.24 2.76 2.10 0.86
75% 0.00 4.62 0.15 2.85 2.53 0.83
80% 0.00 4.25 0.09 2.91 2.84 0.76
85% 0.00 3.69 0.06 2.94 3.37 0.68
90% 0.00 3.00 0.05 2.95 4.05 0.57
95% 0.00 2.08 0.01 2.99 4.93 0.45

40% censoring / ρ = 0.8

Bootstrap 10% 0.00 10.00 3.00 0.00 0.00 1.00
15% 0.00 9.96 2.97 0.03 0.01 1.00
20% 0.00 9.61 2.81 0.19 0.20 0.99
25% 0.00 8.70 2.40 0.60 0.70 0.99
30% 0.00 7.63 1.93 1.07 1.30 0.98
35% 0.01 6.65 1.42 1.58 1.77 0.94
40% 0.01 5.73 1.06 1.94 2.33 0.86
45% 0.00 5.04 0.76 2.24 2.72 0.83
50% 0.00 4.34 0.57 2.43 3.23 0.76
55% 0.00 3.80 0.44 2.56 3.64 0.71
60% 0.00 3.34 0.31 2.69 3.97 0.70
65% 0.00 2.89 0.26 2.74 4.37 0.59
70% 0.00 2.49 0.19 2.81 4.70 0.56
75% 0.00 2.11 0.17 2.83 5.06 0.52
80% 0.00 1.65 0.10 2.90 5.45 0.45
85% 0.00 1.23 0.05 2.95 5.82 0.36
90% 0.00 0.85 0.01 2.99 6.16 0.27
95% 0.00 0.37 0.00 3.00 6.63 0.12
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