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Abstract

This project aims to apply deep neural networks to classify video clips in
applications used to streamline advertisements on the web. The system focuses
on sport clips but can be expanded into other advertisement fields with lower
accuracy and longer training times as a consequence. The main task was to
find the neural network model best suited for classifying videos. To achieve
this the field was researched and three network models were introduced to see
how they could handle the videos. It was proposed that applying a recurrent
LSTM structure at the end of an image classification network could make
it well adapted to work with videos. The most popular image classification
architectures are mostly convolutional neural networks and these structures are
also the foundation of all three models. The results from the evaluation of the
models as well as the research suggests that using a convolutional LSTM can be
an efficient and powerful way of classifying videos. Further this project shows
that by reducing the size of the input data with 25%, the training and evaluation
time can be cut with around 50%. This comes at the cost of lower accuracy.
However it is demonstrated that the performance loss can be compensated by
considering more frames from the same videos during evaluation.
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1 Introduction

1 Introduction

Since the beginning of the decade deep neural networks have established them-
selves as the most popular machine learning technology. They are currently
being applied to a wide selection of fields including disease detection, automatic
tagging in Facebook and forecasting weather and market prices [54] [48] [27].
The deep structures are applicable to almost any kind of problem which has
generated a large increase in research and work in the area. Image classification
tasks has long been the most popular branch of problems that neural networks
can solve. The last few years, giants such as Microsoft and Google have entered
the prominent machine learning competition ILSVRC, where they won by using
deep neural networks to classify images belonging to a wide range of categories
[50] [25].

This thesis project will approach the field of video classification with the help
of deep neural networks. An outline of the report is presented below with a
description of each of the main sections. Each section has been designed to be
as independent as possible to make them understandable and interesting from
a standalone perspective.

1.1 Outline

1. Introduction
Introduces the project. Contains a description for the problem that the
project aims to solve and some possible application areas. The IAB Tax-
onomy which is the base of the classification categories is also explained
in full detail.

2. Background
Contains research about the field of neural networks. Explains a few
known architectures used for video- and image classification, how to train
them as well as the most recent progress in the area. Convolutional neu-
ral networks and recurrent neural networks are the two main structures
discussed.

3. Methods
Starts with an investigation about deep learning frameworks to find one
that best suits the project. The section continues to explain the exper-
iments done in this report by showing the models used, how they were
trained and how the performance was measured.

4. Results
this section presents the results from the evaluation of the models ex-
plained in the previous section. Presented in three iterations where the
first iteration involves four different categories, the second iteration intro-
duces more categories and the third and last iteration downsizes the input
data to speed up the training.
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1.2 Codemill

5. Discussion
Discussion about the problems encountered during the project, conclusions
drawn from both evaluation and theory and possible optimizations and
future work.

1.2 Codemill

This project was planned and done in collaboration with Codemill, an IT com-
pany based in Ume̊a, Sweden. They work in the media and broadcasting indus-
try and specialize in video technology and digital product development. They
aim to make videos more searchable and are developing products such as speech-
to-text and face recognition applications. Codemill maintains close ties with
Ume̊a University where many of their developers got their degrees [2].

1.3 Problem Description

The project involves the computational fields of video classification and deep
neural networks. The main idea is to implement a system capable of classi-
fying the frames in a video clip into different categories. These categories are
based on an advertisement taxonomy used as an industry standard. The goal
is to be able to take a video clip and correctly classify it into the right category
with a reasonable correct percentage. To narrow down the field, we will only
focus on sport clips in this project. The classification task then comes down to
determining which sport is present in the video. The system should however
be straightforward to expand into other areas of the taxonomy, at the possible
expense of accuracy and training time.

A couple of questions have been stated and these are the questions that will
be answered in this report:

• Which neural network structure is best suited for video classification?
Has the problem been addressed before and if yes, which architectures
were used and which of them were most efficient?

• Which features from a video clip are most suited for allowing a neural
network to learn how to identify different sports? Should we concentrate
on motion or should we simply construct a network capable of extracting
the features for us?

• When we have a fully functioning neural network, is it possible to make
it more compact? Can we shrink the size of the input and still classify
it correctly? Is a small performance loss acceptable if the size of the
network is considerably smaller and the training/evaluation is faster? Can
we compensate the performance loss of a smaller network by increasing
the number of frames from each video that is classified?
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1.4 The IAB Tech Lab Content Taxonomy

The taxonomy used in this project is the IAB tech lab content taxonomy. IAB
is an organization that deals with advertising and marketing and their work in-
cludes developing industry standards [5]. The IAB tech lab content taxonomy is
an industry standard used for content classification in the advertising market. It
is meant to be an internationalized taxonomy usable for industry protocols, best
practice documents and other standards-track documents. It currently consists
of two tiers but will possibly contain more tiers in future iterations [6].

In this report we will focus on the sports category, which contains the following
sub-categories shown in table 1. The tier 1 category is sports and the tier 2
categories are listed in the table.

Auto Racing Football Olympics Skateboarding
Baseball Freshwater Fishing Paintball Skiing
Bicycling Game & Fish Power & Motorcycles Snowboarding
Bodybuilding Golf Pro Basketball Surfing/Bodyboarding
Boxing Horse Racing Pro Ice Hockey Swimming
Canoeing/Kayaking Horses Rodeo Table Tennis/Ping-Pong
Cheerleading Hunting/Shooting Rugby Tennis
Climbing Inline Skating Running/Jogging Volleyball
Cricket Martial Arts Sailing Walking
Figure Skating Mountain Biking Saltwater Fishing Waterski/Wakeboard
Fly Fishing NASCAR Racing Scuba Diving World Soccer

Table 1: The sport categories in the IAB tech lab content taxonomy [6]

1.5 Application areas

There are a number of possible application areas for the system described above.
One possible scenario is the screening of a website to determine its content. The
video classification system could be used to identify what kind of videos are avail-
able on the website and then use this information to achieve various purposes.
In general, the main use of the system is to streamline advertisements on the
web to better suit the user.

Another application area is when a person is surfing on the web looking on
video clips. A video classification software could then be used to identify what
the user is looking at while connecting it to a certain category in the advertise-
ment taxonomy, let’s take football as an example. This information could then
be used to determine which kind of advertisement to show to the user while
he/she is browsing in the future. If the user watches a lot of football clips, the
system could recognize this and apply the knowledge to present the user with
football advertisements.

Codemill is working on a project called Smart Video [7] which involves video
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1.5 Application areas

classification among other fields. The main idea is to increase online sales by
turning videos into online stores. By identifying which kind of objects that are
present in a video, or by linking the video to one of the taxonomy categories,
the user could be presented with commercials or products directly related to it.
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2 Background

To solve the task of classifying videos into the sport categories of the IAB
taxonomy, we need to investigate the field of classification with AI. This thesis
project focuses on using neural networks and that is also the field that will be
the topic of this section. Architectures such as recurrent neural networks and
convolutional neural networks are explained in a simple but detailed manner and
some of the latest architectures for classifying images and videos are presented.

2.1 Neural networks

Artificial neural networks form the basis of this project and they will be utilized
in the implementation of the classification system used to answer the questions
stated in the introduction of this report. This section briefly describes tradi-
tional feedforward neural networks and some history behind the rise of neural
networks.

Artificial neural networks

The famous psychologist Donald O. Hebb has been credited as the father of
both neuropsychology and neural networks. In his classic book from 1949 ”The
Organization of Behavior” he introduced a theory about learning in the human
brain and how biological neural networks played a part in it [26]. One of the
first attempts to use computers to simulate an artificial network composed of
neurons was done by Rochester, Holland, Haibt and Duda in 1956. They ap-
plied Hebb’s theories on neurons and learning and simulated a neural network
on an IBM Type 704 Electronic Calculator. They had problems with getting the
cell assemblies to act according to the theory but deemed that the simulations
offered promise for future experiments [44].

Artificial neural networks, simply referred to as neural networks or NNs, were
constructed to solve a variety of different problems. These include pattern
recognition, classification tasks and forecasting events [49, p. 2-3]. The artifi-
cial neural network mimics the structure of biological neural network on a basic
level. While a nerve cell is made up of a soma, dendrites and an axon, artificial
neurons consist of a processing unit, input connections and an output connec-
tion. In the artificial neuron each input has a corresponding weight. The weights
will alter the input signal depending on their values. Once the weighted signals
reach the processing unit, they will be added and passed on to the activation
function. This is where the value of the output signal is determined. There are
several types of activation functions, the simplest one being a binary threshold
function. This activation threshold could for example be 1, meaning that values
x ≥ 1 produces the output 1 and values x < 1 produces the output 0. Other
possible types include linear functions, sigmoid functions or hyperbolic functions
[49, p. 4-6] [30]. This artificial neuron structure, which is shown in figure 1, is
commonly referred to as a perceptron and was first proposed by F. Rosenblatt
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2.1 Neural networks

in the 1958 paper ”The perceptron: a probabilistic model for information storage
and organization in the brain” [46].

Figure 1: An artificial neuron a.k.a. a perceptron. Each input has its own corre-
sponding weight. The cell body, or the processing unit, is where the input weights are
summarized and then passed into the activation function. There are several types of
activation functions. Once the processing is done the artificial neuron will produce an
output [30].

Typically an artificial neural network consists of several perceptron structures
with corresponding nodes and weights. These nodes are arranged in layers to
create the network. In a basic feedforward neural network, we have one input
layer which takes information from the outside world. In the middle of the
network are the hidden layers and at the end we have the output layer. The
output layer is where we collect the final results of the processing. Technically,
only the nodes of the hidden layers and the output layers are perceptrons, since
the nodes in the input layer only sends signals forward without processing them.
The name feedforward comes from the fact that the signals are only sent in one
direction; forward through the system [30]. In figure 2 we can a see a single
layer feedforward neural network. Because the network is made up of several
perceptrons (in the hidden layer and the output layer), it is sometimes referred
to as a multilayer perceptron, or a MLP. To confuse things further, if the network
has two or more hidden layers, it is referred to as a multilayer neural network.
It is important to differ between these two, since a MLP might only have one
hidden layer, while a multilayer neural network must have more than one [49,
p. 8-9 & 52-53]. Deep neural networks is what we call NNs that have a large
number of hidden layers, a feature that makes them computationally complex
and powerful [47, p. 4-5].
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2.1 Neural networks

Figure 2: A feedforward neural network with one hidden layer. The name feedforward
refers to the uni-directed connections between the nodes. The network also satisfies the
rules of a multilayer perceptron [30].

For deep neural networks, the most popular activation function is the rectifier
linear unit or the ReLU. It can be described with the formula:

f(x) = max(0, x)

The advantage of the ReLU function over other alternatives such as sigmoid
functions, is that it helps the network obtain sparse representations. For exam-
ple if we initiate the weights in a network randomly, only 50% of the nodes will
have a non-zero output. This is desirable for a number of reasons. It makes
the network more robust to small changes in the input data, it helps to increase
the linearly separability and it makes the network more efficient. Sparsity has
also been said to be more biologically plausible. However, too much sparsity
can potentially harm the network, but the ReLU activation function provides
a good trade-off between sparsity and density. Another quality of the ReLU is
that there is no need for calculating the exponential function which makes the
computations cheaper. An approximation of the ReLU function called softplus
was created to get rid of the hard saturation at 0:

f(x) = log(1 + ex)

However the research does not prove that this smooth approximation enhances
the performance [22, p. 317-319].
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2.1 Neural networks

Figure 3: A plot showing the ReLU activation function and its smooth approximation
called softplus [52]. ReLU is the most popular activation function today since it is
computationally cheap, biologically plausible and helps the network keep sparsity in its
representations [22, p. 317-319].
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2.2 Training neural networks

The main idea of neural networks is that they can learn from training. By
training a NN, the weights of the network are updated. This means that we do
not have to hard code the values of the network, which would take an eternity
to achieve with large networks. There are two main approaches to training an
artificial NN: Supervised learning and unsupervised learning [49, p. 19-20]. Be-
low there is an explanation of both, followed by a description of the perceptron
learning algorithm and the generalized version used for networks with hidden
layers.

Supervised learning

Supervised learning means that both the data and the desired result are pro-
vided during training. We have our data X and we know what category Y it
belongs to. When training the network we provide sample data and tell the
network which category it should be classified as. Later during the test phase
we feed the network with new data without telling the category, hoping that it
can correctly classify them. For example, if we want our network to recognize
pictures of apples, we would train the network with pictures containing apples
and specifically tell the network that these picture do indeed represent apples.
Of course we want the network to be able to generalize, meaning that it should
be able to classify data that was not used in the training. With supervised
learning it is simple to get error feedback when testing. Since we already know
the desired result, we can easily check whether the network classified the pic-
ture as an apple or as something else (perhaps an orange?). When the difference
between the desired output and the calculated output is known we can update
the weights of the network appropriately. When the network can classify apples
good enough we can stop the training and our network is ready for use. Super-
vised learning is of course only suitable when our data follows an already known
pattern such as fruits in the example above. If we have a set of data that we
are not sure how to categorize, unsupervised learning is more practical [43, p.
21-22] [49, p. 20-21].

Unsupervised learning

Unsupervised learning trains the network with a data set X, but do not know
which category Y the training data belongs to. An example of use for unsuper-
vised learning is clustering problems. If we have data and we are not sure how
to best categorize it, we can let a neural network do it for us [13, p. 72-73] [49,
p. 21-22].

Perceptron training and the delta rule

The question about how to train a single-layer perceptron or a network with no
hidden layers (as the one illustrated in figure 1) was first explored by Bernard
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2.2 Training neural networks

Widrow and his PhD student Marcian E. Hoff. In their paper from 1960 called
”Adaptive switching circuits” they created the foundation of the so called delta
rule. The main idea is to compare the desired output to the output generated
by the input [51]. Since we have a desired output, the algorithm below belongs
in the supervised learning category. We define the following parameters:

• xi, i = 1, ..., n is the value of the i:th input node

• y is the output value

• d is the desired output value

• t is the current training step

• wi is the weight of connection between the i:th input node and the output
node.

• η is the learning rate.

• g is the activation function.

• h is the weighted sum of all input values x1, ..., xn (before applying the
activation function).

When we want to update the weight wi, we can simply use the formula:

∆wi = η(d− y)xig
′(h).

wi(t+ 1) = wi(t) + ∆wij .

The logic behind the formula is simple: We calculate the error between the
computed output and the desired output and update the weight accordingly.
We loop through all the inputs of the perceptron and update the weights until
the result is within the accepted range [49, p. 26] [51]. Optimizing the algorithm
by using gradient decent means that we can minimize the errors to guarantee
that we find the best weight set. This can be achieved by including the deriva-
tive of the activation function in the perceptron formula. Since the activation
function has to be differentiable, a regular stepside function is not applicable
when working with the delta rule [15, p. 322-324] [45, p. 151-153] [49, p. 27].

Backpropagation

The delta rule is suitable when we have networks consisting only of input nodes
and output nodes. If we have one or more hidden layers like the network in
figure 2, the delta rule will not do the trick. This is why a generalized version
of the delta rule was created. This method is known as the ”backward prop-
agation of errors”-method, or simply the backpropagation method. The main
idea is similar to that of the delta rule, but since we now have hidden nodes
separating the input and output nodes, we need to propagate the errors back-
wards through the network to be able to update our weights. Backpropagation
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gained popularity in 1986 when the paper ”Learning internal representations
by error propagation” by Rumelhart, Hinton and Williams was published. The
research showed that backpropagation could be useful in setting up the internal
representations in the hidden layers of MLPs [15, p. 324-328] [49, p. 61].

Like the delta rule, backpropagation uses gradient descent to look for a mini-
mum of the weight space error functions. Again, since we need the activation
function to be differentiable, we cannot use a simple step function. Instead a
continuous activation function such as a sigmoid function or the ReLU function
is required [45, p. 151-153]. The backpropagation algorithm can be described
with the following steps:

1. Define the network and the training data.

2. Forward the training data through the hidden layers of the NN to the
output layer.

3. Calculate the output and find the error by comparing it to the expected
value.

4. If the error rate is acceptable, the training is done. Otherwise, backprop-
agate the error through the network. That will say, feed the error rates
backwards towards the input layer.

5. Update all the weights with the help of the error rate.

6. Continue again from step 2 until the error rates are low enough [45, p.
161] [49, p. 61-62].

By adjusting the delta rule formula slightly we can represent the steps above
mathematically. We cannot use the same formulas for the weights of the hidden
layers and the weights of the output layers. We define the following parameters:

• wij is the weight between the nodes i and j.

• yi is the output value of the i:th node.

• di is the desired output value of the i:th node.

• t is the current training step

• η is the learning rate.

• g is the activation function.

• hi is the weighted sum of all input values to the i:th node (before applying
the activation function).

• l refers to a neuron in the layer ahead.
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2.2 Training neural networks

Generally for all layers, we have the formula:

∆wij = ηδjyi.
wij(t+ 1) = wij(t) + ∆wij .

Where δj is different depending on the location of the weight. If it is a weight
in the output layer, we use the same formula as in the delta rule:

δj = (dj − yj)g′(hj)

For backpropagation in the inner layers, the formula becomes recursive as it
calls neurons further ahead in the network :

δj = (Σlδlwjl)g
′(hj)

The recursive part is the backpropagation. The weights of the hidden layers re-
quires information from the next layer and thus the error rate is sent backwards
through the network. Notice that if we use the backpropagation algorithm on
a network with no hidden layers, it is identical to the delta rule [15, p.324-328]
[49, p. 61-62].
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2.3 Overfitting, regularization and loss functions

There are many things that could go wrong when training a neural network and
as a result there are a number of methods available to make life easier for those
of us who wish to succeed in creating a network with good performance. One
term that is heard quite often when talking about training neural networks is
overfitting. This refers to the problem that occurs when a model more com-
plex than the task requires is used. One example is having too many neurons
or layers in the network relative to the amount of training data. Overfitting
may lead to worse performance and less generality. It is not to be confused with
overtraining which simply means training the network for too long time [23] [41].

To prevent overfitting we can apply something called regularization. Regu-
larization solves overfitting by adding additional information to the network.
By using L2-regularization we add 1

2λw
2 to the objective for every weight in

the network. The strength of the regularization is represented by λ. This results
in the declining of large weight vectors for the benefit of more diffuse and stable
ones. L1-regularization instead adds λ|w| to the objective for every weight. In
comparison to the L2 method, L1 generally has worse performance. Another
regularization method is to use a max constraint or an ”upper bound” on the
weights. This can prevent the weights from exploding to become too large when
the learning rate of the network is too high. A quite new method for reducing
overfitting is called dropout [34]. It is meant to be used as a complement to
the methods described above. Dropout is implemented in its simplest form by
keeping a neuron active with a probability p, or setting it to zero otherwise. You
could say that some neurons are temporarily removed during training to create
a thin sample of the original network. Removing neurons is only done during
training and not during testing or actual use. To compensate for the removed
neurons during testing, the output weights of the neurons affected by dropout
is multiplied with the same probability p that determined the fate of the neuron
during training. A common value for p is simply 0.5, which has been shown to
be near optimal for many kinds of networks [37, 1930-1931].

When using neural networks in classification tasks it comes down to classifying
data as one of several categories. In supervised learning these categories are
known beforehand. When we train our network we want to establish a connec-
tion between the output values and the category of the training data. A loss
function measures the data loss between a prediction and the true label. The
goal of the loss functions is to minimize the total loss in the network and to
map the output of the network to the actual labels. They are applied to the
end of a neural network at the output layer. One example of a loss function is
the softmax function [11, p. 41] [34]:

Li = efyi∑
j e

fyj
, where fyi

, i = 1, ..., j is the output of the final layer in the

network and L is the softmax prediction [34] [11, p. 198, 209].
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2.3 Overfitting, regularization and loss functions

The softmax function squashes the score vector produced by the network into
a vector of values between zero and one that sums up to one. The result is
basically a set of normalized probabilities for each possible label. The results
are often represented as negative log probabilities for mathematical convenience
[34].
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2.4 Convolutional neural networks (CNN)

We are slowly getting into the neural network architectures that will be used
in the implementation part of this project. Convolutional neural networks have
been proved to be very efficient when it comes to classification problems, which
is the area we are dealing with in this report [14, p. 1237-1238]. It is a powerful
model for both image and video recognition [35]. CNNs have become increas-
ingly popular the last few years and is the basis of many modern computer
vision applications, such as self-driving cars or face recognition in Facebook’s
auto-tag technology [54].

Even though CNNs have gained much popularity the last few years, it is not a
new architecture. It was first proposed in 1989 by Yann LeCun, known as the
founding father of convolutional nets. In the article ”Backpropagation applied
to zip code recognition” by LeCun et al. a new NN architecture was presented
to deal with image recognition tasks. Unlike previous attempts at the same
type of problems, the network was now fed directly with raw images instead of
vectors containing features from the images. To get the features of the images,
convolutional maps were used to extract this information in the early layers of
the network. They now had a network capable of both feature extraction and
classification that still worked with backpropagation training; the convolutional
neural network, or the CNN [39]. This kind of structure was later expanded on
by LeCun and in 1998 he and a group of researchers had created a CNN named
LeNet-5 which looks much like modern CNNs on many levels [40]. But what
exactly is a CNN? By making a comparison with a regular NN the difference
becomes clear.

Say that we want a feedforward NN with hidden layers to be able to clas-
sify images that have the size 32x32x3 (32x32 pixels and the 3 color channels,
RGB). If we want the network to be able to handle all of the picture it means
that the input layer has to consist of 32x32x3 = 3072 nodes. This means that
the neurons in the hidden layer all have 3072 weighted connections to the input
layer, assuming that the layer is fully connected. This is a large number to work
with and then we have to consider that a 32x32 pixels image is not particularly
large. If we want to process even bigger images, the structure described above
becomes inefficient and prone to overfitting. So we either have to downscale the
images or try to extract important features before sending them into the regular
NN. A CNN does both of these things for us [33].

The CNN is built to improve performance for image inputs. One big differ-
ence is that the CNN often organizes the neurons in three dimensions unlike
the regular network which only uses two dimensions. In this 3D environment,
the layers are not fully connected to the layer before [33]. Instead we use con-
volutional maps over the input image to extract features and then compute the
output. This means that a layer is only connected to a local area of the previous
layer [54]. This ”local receptive field” is one of the signature architectural ideas
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2.4 Convolutional neural networks (CNN)

(a) A regular NN with two hidden layers. (b) A CNN with several 3-dimensional layers.

Figure 4: Illustration of the visual difference between a regular neural network and a
CNN. The CNN represents the image in three dimensions (width, height and depth)
while the ordinary network only works with two dimensions (width and height). Note
that depth in this case does not refer to the number of layers [33].

that lies behind the CNN. Another important aspect of CNNs is the ”weight
sharing”. If one of the feature maps are usable in one part of the image it is
likely to be useful across the entire image, which is why some parameters can
be shared across different convolutions [40]. CNNs can be divided into differ-
ent types of layers, each with its own specific task. The layer that handles
the feature extraction with the help of convolutional maps is simply called the
convolutional layer. Other than that we have the input layer, the ReLU layer,
the Pooling layer and the fully-connected layer [33]. Below these layers are ex-
plained, assuming we want our network to classify an image.

The input layer

The input layer of a CNN works like we are used to, except it usually comes
in three dimensions. The width and height of the layer represents the vertical
and horizontal pixels of the image while the depth represents the RGB color
channels [33]

The convolutional layer

In this layer the network tries to find features in the image. As can be heard
in the name, this layer is where the convolution occurs. The layer uses several
filters which are passed over the image to try to find important details that can
be used for classification. You can imagine the process as a looking glass sweep-
ing over the image, trying to identify important traits such as edges. The result
of this action is a couple of so called activation maps containing the extracted
features. The size of these activation maps will be based on the amount of steps
it takes for a filter to cover the whole image. The amount of steps required will
depend on the size of the input, the filter size and the stride, which is basically
how much the filter is shifted at each step. The number of activation maps
will be the same as the number of filters used. Handling filters at the edges of
the images can be done by padding. With padding, all the elements within the
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reach of the filter that falls outside of the target image are taken to be a desired
value, for example zero.

Using several convolutional layers in a CNN means that very high level fea-
tures can be extracted. In the first layer, the network could detect simple edges
and then in the next layer those edges could be filtered into simple shapes and
so on [17] [54].

Figure 5: Illustration of a CNN. The picture shows the network from the feature ex-
traction and downsampling in the beginning to the classification part in the end [53].
Left to right, we first have the input image where one of the filters used in the first
convolutional layer can be seen in the lower part of the image. Then in the next part we
can see the resulting activation maps. Three activation maps means that three filters
were used. In the following step we see the activation maps being compressed through
downsampling in the pooling layer. Then the convolution and the pooling are repeated
once and at last we have our fully connected layers handling the classification [17].

The ReLU layer

The ReLU layer basically applies the ReLU activation function shown in the
Neural Networks section. It helps the network keep sparsity in its representa-
tions and is computationally cheap. Theoretically any activation function could
be used but ReLU is the most popular [22, p. 317-318] [33].

The pooling layer

This layer is also known as the subsampling or downsampling layer. Pool-
ing layers are usually inserted between convolutional layers [17]. When features
have been extracted from images, the locations of these features are not very
important. The thing that remains important is their position in relation to
each other. The use of the precise position of the features has actually been
shown to be harmful to the performance of neural networks. The position will
probably vary for different versions of the same input and therefore training a
network to look for a specific feature at a specific spot is not preferred [40, p.
6]. With subsampling we can both reduce this problem and reduce the amount
of parameters and computation needed later in the network. We want to lower
the spatial size to make the data easier to handle and to prevent overfitting. At
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the same time we do not want to lose too much important information. The
most common pooling method is max pooling. Patches are applied to the data,
much like in the convolutional layer, but here the max value from each patch
is selected. Much like the filters in the convolutional layers, one can alter the
stride to determine the step size of the pooling. When working on activation
maps, the pooling is done independently on each map [40, p. 6-7] [33]. In figure
6 the use of max pooling to downsample an image is illustrated.

Figure 6: Max pooling downsamples the data to optimize the network and to reduce
overfitting. Here we can see a 224x224 image being downsampled to 112x112 pixels
through max pooling with filter size 2x2 and stride 2. [33].

The fully-connected layer

This is the only part of the CNN that is fully connected to the previous layer.
It is the part of the CNN that classifies the feature data extracted and down-
sampled in previous layers. Its structure is very similar to an ordinary MLP.
By now the data is smaller thanks to the pooling layers and the computations
are easier to handle. The fully connected layers are (usually) the last part of
the CNN. At the very end we find a loss function, most commonly the softmax
function. This is similar to regular NNs used for classification problems [33]
[17].
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2.5 Recurrent Neural Networks (RNN)

Another neural network structure applicable to classification problems is the
recurrent neural network, or the RNN as it is also referred to. This section will
explain RNNs, the problems that arise with them and their solutions.

Training a feedforward network with sequential data can become an ineffec-
tive process since these networks do not take previous data into account. For
example: If we want a system to predict the next word in a sentence, the task
becomes much easier if we know the previous word spoken. This is where RNNs
come in handy since they have the ability to memorize previous data [53]. The
first neural network that introduced memory in its structure was the so called
Hopfield network. The model was presented by J. J. Hopfield in the 1982 paper
”Neural networks and physical systems with emergent collective computational
abilities”. The Hopfield network was not an RNN in the general sense but
supported content-addressable memory [29]. More traditional RNNs were later
introduced by for example Michael I. Jordan in 1986 and Jeffrey Elman in 1990.
The Elman network used ”context units” to keep previous data in the network,
thus acting as memory units by internally representing time. Jordan used a
similar approach but referred to the memory nodes as state units [32, p. 8-11]
[19, p. 182-184].

So what is the main difference between feedforward networks and RNNs? While
a feedforward network just pushes the signal through the network, an RNN can
memorize data by being recurrent. The RNN handles sequential data better
than its feedforward counterpart by taking time into account and storing in-
formation about the preceding states of the network. Trying to imagine an
RNN, we have to forget about organizing the connections between neurons in a
straight forward sense since they are no longer restricted to one direction [12]
[53].

Figure 7: Comparison between a traditional feedforward network and an RNN. The
feedforward network (illustrated to the left) only sends data in one direction. The
RNN (illustrated to the right) can send data in any direction. Note that the output
nodes also send signals back to the hidden part, meaning that the recurrent feature is
not restricted to the hidden layer [31, p. 3].

Like a regular NN, the RNN consists of a number of input nodes and output
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nodes. These are organized in the traditional input and output layer. The main
difference here is the hidden part of the network. As seen in figure 7, the struc-
ture of the hidden neurons in the RNN is not unidirectional. Instead they have
a recurrent design where they can send signal to any other hidden nodes. They
even have the possibility to send signals to themselves. This is what gives the
network the capacity to memorize by adding the ability to consider data from
previous time steps, for example an earlier word in a sentence. Looking at the
output nodes, we can see that they also use the recurrent pattern by sending
signals back to the hidden nodes [12].

Backpropagation through time (BPTT)

Since RNNs are not structured in traditional layers, using backpropagation to
train them becomes a more difficult task. With regular backpropagation, we
could simply express ourselves with information from the layer ahead. Since
the neurons in an RNN can have cyclic structures, or even connections to them-
selves, we clearly have a problem [12]. To get around this obstacle, we have to
consider more than one time step in the recurrent system. By backpropagat-
ing through time, we can make the task easier [53]. With the help of taking
several time steps into account at once, the recurrent network can be unfolded
to make it seem like a regular feedforward network. The unfolding is simply a
way of visualizing how the backpropagation algorithm can be applied to recur-
rent networks. [12] [31, p. 12]. In figure 8 the unrolling of a simple RNN is
illustrated.

Figure 8: Unfolding an RNN with multiple time steps makes it look more like a feed-
forward network. Every row in the unfolded network is a time step in the recurrent
structure [12].

When the RNN is unfolded we can use a similar backpropagation approach as
we did before. But since the network is now deep in both space with hidden
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layers and time with the unfolded layers, we have to adjust the design. The
backpropagation trough time algorithm can be described with the following
steps:

1. Define the recurrent network and the training data.

2. Unfold the network for T number of time steps. The training data can now
be described as the input-output sequence X(n) = (x1(n), ...., xk(n)), Y(n) =
(y1(n), ...., yl(n)) for n = 1, ..., T . k is the size of the input data and l is
the size of the network output.

3. Forward the training data sequence through the network from the bottom
to the top. Each input data X(n) is forwarded through the corresponding
unfolded layer in the network.

4. Compute the errors for each output Y(n) through n = T, ..., 1. If the
error rate is acceptable, the training is done. Otherwise, backpropagate
the error through the network from top to bottom and from the back to
the front.

5. Update all the weights with the help of the error rate.

6. Continue again from step 3 until the error rates are low enough [31, p.
12-14].

Below the BPTT algorithm is explained mathematically. We define the following
parameters:

• wij is the weight between the nodes i and j where win
ij describes a weight

in the input layer, whid
ij a weight in the hidden layers, wout

ij a weight in the

output layer and wback
ij a weight that is recurrent from the output layer to

the previous layers.

• n = 1, ..., T is the current time step in the unfolded network.

• t is the current time step in the training process.

• di(n) is the desired output value of the i:th node at time step n.

• yi(n) is the calculated output value of the i:th node at time step n.

• η is the learning rate.

• g is the activation function.

• hi is the weighted sum of all input values to the i:th node (before applying
the activation function).

• l refers to a neuron in the layer ahead.

• k refers to a neuron in the time step ahead in the unfolded structure.
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For weights in the output layer we have:

∆wout
ij = ηδj(n)yi(n).

wout
ij (t+ 1) = wout

ij (t) + ∆wout
ij .

For the weights in the input layer we have the same formulas:

∆win
ij = ηδj(n)yi(n).

win
ij (t+ 1) = win

ij (t) + ∆win
ij .

For weights in the hidden layers we have to consider recurrent structures and
we get:

∆whid
ij = ηδj(n)yi(n− 1), where yi(0) = 0.

whid
ij (t+ 1) = whid

ij (t) + ∆whid
ij .

For weights in the recurrent connections from the output layer to previous layers
we have:

∆wback
ij = ηδj(n)yi(n− 1), where yi(0) = 0.

wback
ij (t+ 1) = wback

ij (t) + ∆wback
ij .

The error propagation term δj is different depending on the location of the
weight and the current level in the unfolded structure. If it is a weight in the
output layer at time step T , we use the following term:

δj(T ) = (dj(T )− yj(T ))g′(hj)

If it is a weight in the hidden layers at time step T , we use the following term:

δj(T ) = (Σlδl(T )wout
jl )g′(hj)

The two terms above is basically the same as the standard backpropagation
algorithm. For weights in earlier time steps n in the unfolded structure we have
to consider backpropagated terms both from the layer ahead and the time step
ahead. If the weights are located in the output layer we now get the following
error propagation term:

δj(n) = (dj(n)− yj(n) + (Σkδk(n+ 1)wback
jk ))g′(hj)

And at last we have the term for the hidden layer weights of earlier time step n
in the unfolded network:

δj(n) = ((Σkδk(n+ 1)whid
jk ) + (Σlδl(n)wout

jl ))g′(hj)
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By comparing the BPTT algorithm to the original backpropagation algorithm
we can see a lot of similarities. The principle is the same, but the formulas are
recurrent in two dimensions since values are backpropagated both through the
network and through time [31, p. 12-14].

By unfolding the network we can make it applicable for training with the BPTT
algorithm as shown above. However, there are a couple of things that need to
be fixed first. For example, some of the connections in the unfolded network
can refer to the same connection in the original RNN. This means that error
derivatives calculated for these weights can be different even though they were
initiated to the same value. This is something we do not want. By taking all
the error rates from a set of weights that corresponds to the same weight in the
RNN and averaging them, we can solve this problem [12].

Another problem with unfolding RNNs is that the resulting structure may be
impractically deep. One of the effects of this is the so called vanishing gradient
problem [16] [12]. When we try to apply gradient descent to a dynamic sys-
tem like an RNN, we have trouble keeping long-term memories in the network.
Since the network is so expansive, the backpropagated gradients become diluted
over time. Eventually they become too small to work with. It simply takes too
long time to train a network to an acceptable error rate. The situation is even
worse since the problem multiplies exponentially over time. Keeping memory in
the system for more than 10-20 time steps suddenly becomes a very hard task,
and keeping memory is why we want RNNs. The opposite of this issue, when
the error rates multiply to become immeasurably large, is called the exploding
gradient problem. But thankfully, there are solutions to these problems. The
exploding gradients can be handled by squashing or truncating them, but van-
ishing gradients are harder to handle [16] [31, p. 14-15] [12]. The popular ReLU
function helps in avoiding the gradient problems because of its linearity [22, p.
318], but with RNNs it is not enough. The problem with RNNs and error sig-
nals blowing up or vanishing was the topic of the 1997 paper ”Long short-term
memory” by Hochreiter and Schmidhuber. They designed a recurrent structure
capable of containing memory for over 1000 time steps by forcing the network
to keep the error rates stable through time. The architecture was called the
long short-term memory network, known mostly as the LSTM [28, p. 1-2].
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2.6 Long short-term memory networks (LSTM)

Having a recurrent network capable of memorizing data for a long period of time
is extremely valuable. LSTMs have been shown to be exceptionally efficient at
handwriting recognition and speech recognition and many large companies like
Apple use LSTMs in their latest technology [42]. But what exactly is an LSTM
and what is the fundamental difference from regular RNNs that makes them so
beneficial?

LSTMs solve the vanishing gradient problem and allow recurrent networks to
keep memory for an extended period of time. The architecture adjustment that
makes this possible is the inclusion of the gated cell. In this cell, information
can be stored, saved and collected. The cell uses an analog structure and can
independently decide what to store, what to erase and when to allow reads and
writes [16]. The vanishing gradient obstacle disappears since this design forces
the error rates to become constant through time when they travel through the
gated cells [12] [28, p. 6-7].

Figure 9: A simplified illustration of an LSTM gated cell. In the center is the memory
cell itself. This is where the information is stored through time. Three gates have
access to the memory cell: The write gate, the read gate and the keep/forget gate.
These gates handle the weights that connect the memory cell to the rest of the network
[12].

The memory gates are accessed by three different gates. These are the write
gate, the read gate and the keep/forget gate. These gates are basically neurons,
but instead of sending their output to other nodes in the network, they only
adjust the weights that connect the network to the memory cell. As mentioned
before, the memory cell uses an analog configuration. We can imagine that the
gates work with ones and zeroes, or open and shut states. If the keep gate sets
the weight to 0, the memory cell will forget its previous content while setting

24



2.6 Long short-term memory networks (LSTM)

the weight to 1 forces the cell to remember its current value for future time
steps. Similarly, the write gate decides whether values can be written to the
memory and the read gate determines if values can be read [12]. The gates of
the memory cell learn how to behave just like the other neurons of the network,
through learning. They are taught when to save data, delete data and when
to allow reads and writes through backpropagating errors and using gradient
descent, much like a regular network [16].

Figure 10: Unfolding the LSTM through multiple time steps helps us understand why
the backpropagated error gradients through time are preserved in the system. Since all
the weights connected to the memory cell equals approximately 1 (or 0), the values are
intact without going to extreme values through multiplication [12].

In figure 10 a memory cell of an LSTM has been unfolded to show how values
are preserved through time. The values are stored literally untouched through
many time steps. Instead of constantly multiplying the current values with new
input which will eventually lead to extreme values, we can keep the values in
our memory cells and read them when they are deemed useful [12] [16].
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2.7 Deep neural networks for video classification

In this section the topic of using deep neural networks for classifying videos has
been researched further. With a focus on convolutional neural networks and
LSTMs, a couple of known architectures are presented below.

There have been several attempts at achieving good performance video clas-
sification with convolutional networks. For example in the models developed in
”Large-scale Video Classification with Convolutional Networks” by Karpathy et
al. [35] and ”Learning End-to-end Video Classification with Rank-Pooling” by
Fernando and Gould [20], CNNs are used to classify videos from different large
datasets. Karpathy and and his crew tries several different fusion techniques
and compare them to a single frame approach while Fernando and Gould com-
pare different pooling methods such as rank pooling and max pooling. Both
models achieved good results with up to 80-85 % accuracy [20] [35].

Image classification is similar to video classification. A network handling videos
is working with frames which can basically be seen as images. A network capable
of handling single images can also handle the frames of a video clip. An image
classification CNN structure created by Alex Krizhevsky, Ilys Sutskever and Ge-
offrey E. Hinton is presented in the paper ”ImageNet Classification with Deep
Convolutional Neural Networks”. The network is popularly nicknamed AlexNet
and is made up of five convolutional layers and three fully connected layers. The
AlexNet has performed well on classifying the large ImageNet dataset which con-
sists of over 15 million images belonging to around 22 000 different categories.
The structure won the ILSVRC-2012 competition by getting a top-5 error rate
of 15.3% [38]. The AlexNet was later outperformed at the ILSVRC-2014 com-
petition by an architecture called GoogLeNet (the name is a reference to the
LeNet-5 created by LeCun in 1998). The GoogLeNet is 22 parameterized lay-
ers deep but uses 12 times fewer parameters than the AlexNet [50]. In 2015
research team from Microsoft won the same competition with their 152 layer
deep network called ResNet. They reformulated the layers of the network into
residual functions with references to the inputs of the layer. They showed that
their residual network was easier to optimize than previous winners and that
it gains high accuracy with its deep structure. They managed to get a 3.57%
error rate on the ImageNet test set. Even if the network is 152 layers deep it
still has less parameters than some of the earlier winners with fewer layers [25].
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Figure 11: A comparison of the winners of the ILSVRC competition. Every winning
network the last few years are using convolutional neural networks. The error rate is
improved every year while the amount of layers increases. The winner of the 2015
competition used a network with 152 layers and had a top-5 error rate of 3.57% [24].
(The picture has been changed to not include the title).

So we have concluded that CNNs good at solving classification problems involv-
ing images or video frames. We also know that LSTMs are exceptionally good
at handling sequential data. But is it possible to combine the two methods?
Could adding an LSTM network to the end of the fully connected layer of a CNN
produce good performance video classification? The area has not been inves-
tigated much but there have been attempts to combine the two architectures.
A proposed combination of the two, called long-term recurrent convolutional
networks (LRCNs), was introduced by Donahue et al. in the 2015 paper ”Long-
term Recurrent convolutional Networks for visual Recognition and Description”
[18]. This LRCN structure as well as other attempts at merging LSTMs and
CNNs will be explored in this section [55].

The LRCN was developed to be end-to-end trainable and usable for classifi-
cation and description tasks involving videos. The CNN part is used to learn
temporal dynamics and act as a visual feature extractor while the LSTM makes
it capable of learning long-term dependencies. Combining the two structures
makes the result deep in two dimensions. The CNN is deep in space while the
LSTM is deep in time, which can easily be seen when we unroll it. The model
works by sending input, for example a frame from a video, through a CNN to
extract features and then pass the features to a recurrent network, in this case
an LSTM. The LRCN was tested by Donahue and his crew for three different
purposes [18]:

• Video activity recognition: Mapping sequential input to static output.
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(x1, x2, .., xn)⇒ y.

• Image description: Mapping static input to sequential output. x ⇒
(y1, y2, .., yn).

• Video description: Mapping sequential input to sequential output. (x1, x2, .., xn)⇒
(y1, y2, .., yn).

In this project we want to classify sport clips into the correct category. There-
fore the first purpose listed above, video activity recognition, is what we want.

The convolutional part of the LRCN network built for the activity recogni-
tion task is based on the AlexNet architecture discussed earlier in this report.
During testing the creators of the LRCN model considered both RGB (the three
color channels) and flow image computing as input. The frames used were of
size 227x227 and the LRCN was trained to predict the ”activity category” of a
video at each time step. The predictions were then averaged for the whole video
clip and the most probable category was chosen as the end result. The LRCN
outperformed a basic single frame architecture by a small margin and ended at
a 68% accuracy for the RGB approach and 77% accuracy for the flow approach.
The results varied depending on which activity was classified. For high jump and
boxing punching bag, the results were much better with the LRCN structure,
but for mixing and knitting the single frame method was better. Overall how-
ever, the LRCN performed better than the single frame approach. The LRCN
also performed well in the other two categories, image- and video description
[18].

Figure 12: The proposed LRCN structure combines convolutional neural networks and
long short-term memory networks to achieve an efficient way of classifying and de-
scribing videos [18].
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Another attempt at using LSTMs at the end of a CNN was done by researchers
from the University of Maryland, the University of Texas at Austin and rep-
resentatives from Google. The results were presented in the paper ”Beyond
Short Snippets: Deep Networks for Video Classification”. The network was
tested on the Sports 1 million dataset and the performance was good and an
improvement over previous classification attempts on the same database us-
ing standalone CNNs. One example of a model that was outperformed is the
one proposed in the article ”Large-Scale Video Classification with Convolutional
Neural Networks” by Karpathy et al. [35]. Both the AlexNet and GoogleNet,
two previous winners of the ILSVRC competition, achieved better results on the
Sports-1M-dataset when an LSTM module was added to the architecture [55].
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3 Methods

In this section a framework for developing neural networks will be presented
and a couple of proposed network models that will be used for the classifica-
tion task will be demonstrated. Moreover this section explains how the models
were trained and how the performance was measured when the models were
evaluated.

3.1 Proposing a framework

To simplify the implementation part it was decided that an existing neural net-
work framework should be used instead of building a network from scratch.
There are several such platforms available and to find out which one was best
suited for this project, a small research was initiated. The research was done by
trying out the different libraries, consulting with my supervisors and by reading
other people’s opinions and research. A publication called ”Deep Learning with
Theano, Torch, Caffe, TensorFlow, and Deeplearning4J: Which One Is the Best
in Speed and Accuracy?” by Kovalev et al. [36] was used to determine which
library to use as well.

Essential features

There were several requirements the framework had to fulfill to be useful in
this project. First of all, it had to be easy to get into. Ideally I wanted one
that was not hard to learn, since there was limited time available. I wanted a
framework that had an extensive amount of tutorials available and that was able
to run in an environment I am familiar with (e.g. Java or Matlab). It was also
seen as positive if there was a large community around it since this implied that
it would be easier to find instructions, examples and help in general. Further,
the platform had to be powerful enough to handle our problem, and it needed
to support both CNNs and LSTMs. All in all it was a question on whether
to choose a framework that was better and more effective, but harder to learn,
or an inferior one that could be learned quickly. As time was an important
resource in this project, a framework that was simple was preferred over a com-
plicated one that might have had better accuracy or faster classification. Time
for training was not equally important since training was to be done mostly
during nights and weekends. While training, other parts of the project could be
worked on to save time.
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Proposed frameworks

To avoid researching too many frameworks, it was decided that four different
ones should be investigated. They were chosen with respect to prior experience,
programming language and feedback from the neural network community and
my supervisors. The frameworks chosen for investigation were:

• TensorFlow (Python) [9]

• Deeplearning4j (Java) [3]

• Caffe (Python) [1]

• Torch (Lua, C) [10]

TensorFlow

TensorFlow is a framework developed by Google that was released as open-
source to support innovation and research. It provides a Python API and works
with data flow graphs for numerical computation. It supports CNNs but the
tutorials available for it requires extensive knowledge of TensorFlow. To make
the work a little bit easier, there is a visualization tool called TensorBoard avail-
able. According to the research done by Kovalev et al. [36] it shows good speed
but the accuracy drops mystically when the number of layers are increased.

Deeplearning4j

A deep learning project for Java and Scala built by the people at Skymind.
There is support for visualizing the results with graphs. The framework comes
loaded with a lot of tutorials in a variety of different fields. There is an example
involving video classification using LSTMs and CNNs which might be usable
as a base for our own implementation. It was determined to be the slowest of
the tested frameworks in the the research paper by Kovalev et al. [36] but the
accuracy of Deeplearning4j was shown to be good.

Caffe

Caffe was built to support speed and modularity. It was created by the Berkeley
Vision and Learning Center and by various contributors from the deep learning
community. The LRCN model discussed previously in this report was developed
in Caffe. Kovalev et al. [36] determined Caffe to have both good accuracy and
satisfying speed in their research.

Torch

A machine learning framework that puts GPUs first. It uses the scripting lan-
guage LuaJIT and C which makes it time efficient. It was created by developers
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and researchers from Facebook, Twitter and Google DeepMind. Like Caffe and
TensorFlow it was shown to be fast and accurate but unlike them having more
complexity in the number of lines of code required [36].

Conclusions

After testing all the frameworks shortly a conclusion was drawn and a library
was chosen. As mentioned before, an easy to learn framework was preferred
when comparing them.

Since it was available in Java, the programming language I have most experience
in, and because there was a lot of examples available, I chose to implement my
models in Deeplearning4j. The implementation of both CNNs and LSTMs was
very straightforward and I could basically jump right into it without having to
spend weeks on learning. The plan was to use existing examples as a base to be
able to start the implementation as fast as possible. It was ranked as the slowest
library by Kovalev et al. [36] but since training was mostly done during nights
and weekends, it was not a huge disadvantage. If this was to be implemented in
a classification software used in the industry, a faster framework would probably
be preferred. But in this case the accuracy of Deeplearning4j was good and it
was easy to learn for me which in the end made it suitable for this project.
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3.2 Proposed neural network models

Let us take a look at the questions stated in the introduction part of this report.
The first question stated was

• Which neural network structure is best suited for video classification?
Has the problem been addressed before and if yes, which architectures
were used and which of them were most efficient?

This first question is what the evaluation will focus on the most. We have al-
ready explored some models in theory and for the next part of the project a
couple of NN architectures were proposed and evaluated to see which one yields
the best results for our classification problem. The goal was to be able to clas-
sify a sport clip into the correct category of the IAB taxonomy. In other words
the models represent the function:

y = f(x1, x2, ..., xn)

Where xi are frames in the input video clip and y is the category in the taxon-
omy that the network matched the clip to. Each video

(x1, x2, ..., xn) ∈ X

belongs to exactly one of the categories

y ∈ Y

where Y is the sports tier of the IAB Tech Lab Content Taxonomy.

The main idea behind my models was to make use of both CNNs and LSTMs,
two architectures that were previously described in the Background section.
Both of them have proved to generate good results in image- and video classi-
fication problems. I constructed three models for the evaluation. Model 1 is a
simple CNN and Model 2 is an implementation of the AlexNet [38]. Model 3
was inspired by the LRCN [18] structure and is a recurrent version of the first
model. The reason for choosing the AlexNet instead of the most recent winners
of the ILSVRC competition is because it was the only one already implemented
in Deeplearning4j that I had the computing power to train and evaluate. The
more recent winners such as the GoogLeNet [50] have a much more complex
structure which make them hard to implement, even though it uses fewer pa-
rameters than the AlexNet.

All models use L2 regularization to prevent overfitting. The AlexNet also imple-
ments a 0.5 percentage dropout on the fully connected layers to further prevent
this problem. The three models are explained in more detail in figures 13, 14
and 15. All pooling layers in all the models use max-pooling. The source code
of the models can be found in the attached github repository [4].
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3.2 Proposed neural network models

Model 1: A basic CNN network

The first model evaluated was a very basic CNN model. It is the most primitive
model in this project and was mainly built to be fast and to give a first look
into the classification problem. It contains two convolutional layers and one
downsampling layer.

Convolutional 1
(Filter size: 14X4, stride: 7, padding: 0, nrOfFilters: 32)
ReLU Activation

Pooling 1
(Filter size: 4X4, stride: 2)
Convolutional 2
(Filter size: 3X3, stride: 2, padding: 0, nrOfFilters: 64)
ReLU Activation

Fully connected
(nrOfOutputNodes: 128)
ReLU Activation

Fully connected
(nrOfOutputNodes: 64)
ReLU Activation

Softmax Output

Figure 13: Model 1 is a simple CNN with two convolutional layers and two fully
connected layers.
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3.2 Proposed neural network models

Model 2: The AlexNet

The second model was also a CNN but featured more layers than the first
model. The model is an implementation of the AlexNet [38], the structure pre-
viously discussed in this report. This network is a pure CNN like model 1, but
much deeper with five convolutional layers and three max-pooling layers. It uses
a 0.5 percentage dropout on the fully connected layers to prevent overfitting.
The implementation was borrowed from Deeplearning4j’s github repository.

Convolutional 1
(Filtersize: 11X11, stride: 4, padding: 3, nrOfFilters: 96)
ReLU Activation

Local Response Normalization
Pooling 1
(Filter size: 4X4, stride: 2)
Convolutional 2
(Filter size: 5X5, stride: 1, padding: 2, nrOfFilters: 256)
ReLU Activation

Local Response Normalization

Pooling 2
(Filter size: 3X3, stride: 2)
Convolutional 3
(Filter size: 3X3, stride: 1, padding: 1, nrOfFilters: 384)
ReLU Activation

Convolutional 4
(Filter size: 3X3, stride: 1, padding: 1, nrOfFilters: 384)
ReLU Activation

Convolutional 5
(Filter size: 3X3, stride: 1, padding: 1, nrOfFilters: 256)
ReLU Activation

Pooling 3
(Filter size: 3X3, stride: 2)
Fully connected
(nrOfOutputNodes: 4096)
ReLU Activation

Fully connected
(nrOfOutputNodes: 4096)
ReLU Activation

Softmax Output

Figure 14: Model 2 is an implementation of the AlexNet, an architecture that won the
ILSVRC-2012 competition. It encompasses five convolutional layers and three pooling
layers followed by two fully connected layers at the end [38].
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3.2 Proposed neural network models

Model 3: LRCN inspired network

The third and last model in the evaluation combines a CNN with an LSTM,
much like the LRCN architecture [18] mentioned earlier. The code was based
on the VideoClassificationExample class provided by Deeplearning4J and is ba-
sically model 1 with the last FC layer switched to an LSTM of the same size.
In contrast to the previous structures, model 3 is recurrent which means that it
will be trained and evaluated with sequential data.

Convolutional 1
(Filter size: 14X14, stride: 7, padding: 0, nrOfFilters: 32)
ReLU Activation

Pooling 1
(Filter size: 3X3, stride: 2)
Convolutional 2
(Filter size: 3X3, stride: 2, padding: 0, nrOfFilters: 64)
ReLU Activation

Fully connected
(nrOfOutputNodes: 128)
ReLU Activation

LSTM
(nrOfOutputNodes: 64)
Softmax Output

Figure 15: Model 3 is a combination of a CNN and an LSTM. It is similar to the first
model with the exception that the last fully connected layer is recurrent.
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3.3 Identifying features of the videos

The second question asked in the introduction was:

• Which features from a video clip are most suited for allowing a neural
network to learn how to identify different sports? Should we concentrate
on motion or should we simply construct a network capable of extracting
the features for us?

Finding defining features of different sports is an extensive task. This is where
CNNs come in handy. The major advantage of using CNNs in image- and video
classification is that they are capable of localizing features using convolutional
filters. This has been discussed in the background section of this report. It
is the method that was used in the evaluation since all three proposed models
are pure CNNs or have a CNN base. Some of the papers on image- and video
classification mentioned in this report [55] [35] [18] work on raw images and
use CNNs to extract features, and they have all achieved good results. Most
sports have defining features that humans can easily spot and a possible solution
that could improve performance is having some sort of pre-processing on the
frames sent into the network. The pre-processing could identify features known
by humans and then send these features instead of pure sport images to the
network for training. This was deemed too time consuming for this project but
the topic is discussed in theory in the Discussion section of this paper.
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3.4 Categories and iterations

When evaluating the models described in the Proposed neural network models
section, I did not want to include the whole sports tier at once, but rather bring
in more categories in iterations. The reason for this was that more categories
requires more time, which I did not have. The plan was to add more iterations
if time was available. In the first iteration of evaluation only ice hockey, soccer,
basketball and American football were included. These are known as pro ice
hockey, world soccer, pro basketball and football in the IAB taxonomy. All of
the categories used in the first iteration are somewhat similar since they are all
team sports. However they have other clear differences such as the color of the
field, camera perspective and the number of players. In the second iteration,
individual sports were introduced. This was to add another ”subcategory” to
see if the performance differs from the team sports. The individual sport cate-
gories added in the second iteration were swimming, golf, skiing and tennis. In
addition to these four categories, three categories that are very similar to each
other were also added in the second iteration, namely different types of fishing
activities. These are fly fishing, freshwater fishing and saltwater fishing. This
challenged the network models further since the differences between these cat-
egories are very vague. Adding more categories was a nice way to see how the
classification performance scales to a real world application involving the whole
taxonomy. All in all the second iteration involved 11 categories, which includes
the categories from the first iteration. In total the sports tier of the IAB tax-
onomy includes 44 categories and the whole taxonomy consists of 361 categories.

The third iteration of the evaluation did not bring in more categories but rather
focused on minimizing the network input to decrease the amount of parameters
in the network. This is discussed in the next section ”Frames and frame size”.
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3.4 Categories and iterations

Iteration Explanation

1

Classify the categories:
Ice hockey
Soccer
American football
Basketball

2

Add the categories:
Swimming
Golf
Skiing
Tennis
Fly Fishing
Freshwater Fishing
Saltwater Fishing

3
Shrink the size of the input with 25%
to downscale the networks.

Table 2: The evaluation consisted of three iterations. The table shows the iterations
and the explanation of what is evaluated in each of them. Iteration 1 involved the
classification of four different categories. Iteration 2 will added another seven cate-
gories. The last iteration lowered the size of the network input and thus the size of the
network.
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3.5 Frames and frame size

The training and testing of the network was done with frames from sport video
clips. Each category roughly contained the same number of frames. The frames
were sent in batches into the neural network for training and testing and they
were of a fixed size without any pre-processing. In other words the networks
worked with pure sport frames. The standard size of the frames was 224x224x3,
meaning that each of the three color channels consisted of 50176 pixels. This
was also the size used to train the AlexNet in the paper ImageNet Classification
with Deep Convolutional Neural Networks [38]. This brings us to the third
question stated in this project:

• When we have a fully functioning neural network, is it possible to make
it more compact? Can we shrink the size of the input and still classify
it correctly? Is a small performance loss acceptable if the size of the
network is considerably smaller and the training/evaluation is faster? Can
we compensate the performance loss of a smaller network by increasing
the number of frames from each video that is classified?

By shrinking the input size of the frames the network can be scaled down to
contain less parameters and nodes in the fully connected layers. A smaller net-
work means faster training and classification. During the evaluation of our three
models we shrunk the size of the input and and thus the network to measure the
performance difference. This was done in iteration 3 of the evaluation, where
the frame size was lowered by 25% from 224x224x3 to 168x168x3. What we
wanted to check was if the performance suffered when the network was min-
imized. Shrinking the size like this means that the data going into the first
fully connected layer is smaller than before which results in considerably less
parameters (the first fully connected layer is the part of the network with most
parameters). When the performance difference was measured after shrinking
the size, both the results themselves and the time required for training were
deemed interesting to see how the smaller data size affected the results. Since
model 2 is considerably larger than model 1 and model 3, they were also com-
pared to each other to see if model 2 had better performance than the other two.

As mentioned the training and testing was performed on individual frames from
the video clips. Video clips contain multiple frames and thus we could clas-
sify several frames from the same video and choose the most predicted label
among the frames as the predicted label for the video. In other words, we had
a large sample set of data from each video. A larger sample set means that it
is more likely that the video will be correctly classified. Only considering one
frame could result in bad performance since it might contain data that is hard
to classify. With multiple frames, this problem becomes less probable. This is
why many frames from the same video clip were used during the evaluation.
To further answer the third question about compensating the performance loss
of having a smaller input size, I also tried evaluating even more frames from
the same video in the third iteration to see if it enhanced the results. In the
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3.5 Frames and frame size

first two iterations, 10 frames from each video were evaluated while in the last
iteration 30 and 50 frames were also considered.

All the models use a single frame approach, meaning that one frame at the
time is processed by the networks even though several frames from the same
video are evaluated. The last recurrent model works with a sequence of frames,
but this simply means that it takes previous frames in the sequence into consid-
eration at each step. The fusion techniques mentioned by Karpathy et al. [35]
were not applied in this project at all. They were shown to increase performance,
with the slow fusion approach being the most efficient. But the enhancement
was quite small, with a 0.9 point increase at most for videos. Because of this it
was decided that it would not be worth the time spent to implement it for this
project.
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3.6 Training- and evaluation data

Even if the evaluation task we faced in this project did not involve millions of
frames, we were still in need of a lot of video data. A time-saving aspect of video
clips is that they each contain multiple frames which can be used for training
and testing. This means that each video can supply heaps of training- and test-
ing data. The original idea was to use data from the Sports-1m-database which
contains over one million links to YouTube sport clips belonging to 487 different
categories. The dataset accompanies the paper ”Large-scale Video Classification
with Convolutional Neural Networks” by Karpathy et al. [8] [35]. But since the
videos in this dataset were collected via the YouTube tag search function, the
content and quality varied quite much. I wanted to specifically classify videos
of people playing sports or performing sport activities, not people talking about
sports or interviews with players. So the Sports-1m-dataset was abandoned.

There were not many other databases of sport clips available, and downloading
individual video clips manually would simply take too long time. But I found a
nice solution by downloading entire playlists of videos at once. This way I could
create a decent dataset in a short notice. The first 10 seconds of the videos
were excluded to get rid of intro logos and similar annoyances. The weakness
of collecting videos from playlists is that videos from the same category can be
quite similar to each other. This means that we could potentially get better
performance during the evaluation done in this report, but the system might
have trouble when encountering more generalized data. Example frames from
the collected data is shown in figure 16.

The data collection did put a limitation on the number of categories I could
classify in this project. Gathering data for all sport subcategories in the IAB
taxonomy would be a time consuming process. Therefore it was deemed more
realistic to focus on a subset of categories, at most 11 in the last two iterations.
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3.6 Training- and evaluation data

Figure 16: Example frames from the collected data. Each row contains five frames from
one of the 11 categories involved in the evaluation of our models. The frames from
one category can be quite similar to each other, but as can be seen in the picture; there
is still great variance. From top to bottom we have: Ice Hockey, Soccer, Basketball,
Football, Golf, Tennis, Swimming, Skiing, Saltwater fishing, Freshwater fishing and
Fly fishing.
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Reading the training- and evaluation data

When the video data had been collected and stored, we still had to read it into
our program. Deeplearning4j has a couple of different RecordReader classes for
doing this. The CodecRecordReader reads pure video files and then uses the
JCodecs library to grab the frames from the clips. When using the CodecRecor-
dReader the frames are stored as sequential data, used for training recurrent
structures such as LSTMs. Another class called ImageRecordReader reads pure
image files and stores them as non-sequential data, used for training regular
feedforward networks and CNNs. One obstacle is that the sequential data can-
not be used to train feedforward structures and non-sequential data cannot be
used to train recurrent networks. To solve this, two different methods for read-
ing the data were required, one for the first two CNN models and one for the
third LRCN model. The ImageRecordReader was used in the first case and
the CodecRecordReader in the second case. Figures 17 and 18 illustrate the
difference between sequential data and non-sequential data.

frame 1 frame 1 frame 1 ...
frame 2 frame 2 frame 2 ...
frame 3 frame 3 frame 3 ...
... ... ... ...

Figure 17: Illustration of loading frames as sequential data used for training recurrent
structures. Each column represents one video clip and the rows contain the frames
from these video clips.

frame 1 frame 2 frame 3 ... frame 1 frame 2 frame 3 ...

Figure 18: Illustration of loading frames as non-sequential data used for training reg-
ular feedforward and CNN structures. In contrary to the sequential data, the frames
are stored in a simple array format.
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3.7 Determining the hyper parameters

There were a couple of parameters that had to be tweaked before going into
final training before the evaluation. These were the learning rates, the number
of training epochs and the mini-batch sizes. To find suitable values for these hy-
per parameters, the networks had to be monitored during training to see which
parameters generated the best result.

The learning rate was determined by looking at the score vs. iteration graph
produced during training. A nice convergence towards a low error was desired
for achieving the best possible results. If the learning rate was too high the error
stopped improving. If it was too low the graph converged slowly. The number of
training epochs was chosen by using early stopping when the performance had
not improved for five epochs while also consistently saving the best model. This
way we could see after how many epochs the performance was optimal. Early
stopping was used during the final training to let the optimization run until the
performance no longer improved. The mini-batch size was altered manually to
see which size gave the best result. The mini-batch size for the non-sequential
models refers to how many video frames are included in each training batch.
For the sequential model it refers to how many sequences of videos frames are
included in each batch, where each sequence contains several frames.

Figure 19: An example of a score vs. iteration graph produced by using the HistogramIt-
erationListener class provided by Deeplearning4j. The graph is taken from a training
session of model 1 in iteration 2. In this example the score is converging nicely towards
a low error which means that the learning rate is good. We can also see how the score
improves less in later epochs. In this case one epoch equals around 345 iterations,
with each iteration containing 64 image frames. The performance stopped improving
at epoch 48 marked as iteration ∼16500 in the graph and the training stopped at epoch
53 when the error rate had not improved for five epochs.
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3.8 Training the network

The actual training of the network took long time depending on the model.
The first and third models did not require much training data since they are
quite shallow. They could be fully trained in less than 24 hours. In the case
of the second model, the deep AlexNet, a lot more data was needed. A larger
network has more parameters and thus requires more training input to prevent
overfitting which increases the training time. More parameters also means that
each training data will take longer to process. Training was done during nights
and during weekends which removed a bit of the negative aspect of long training
times. The amount of training data was also increased when more categories
were added which further added to the time required for training. The mod-
els were trained with an amount of data deemed necessary for the number of
epochs required to reach the best performance. The training stopped when the
performance had not improved for five epochs. In the third iteration the models
were trained for the same amount of epochs as they were in iteration 2. Model
2 started out using a mini-batch size of 16 and then increased it to 64 after
a few epochs since this seemed to generate the best results. Backpropagation
was used for training the first and second models while BPTT was used for
training the third recurrent model. Both of these algorithms are explained in
the Background section of this report.

Iteration 1

Models Am. data Nr. ep. Data size Tr. time Batch Nr. cat.
Model 1 8000 fr. 30 224x224x3 2 hours 64 4
Model 2 64 300 fr. 10 224x224x3 80 hours 16/64 4
Model 3 12 600 fr. 32 224x224x3 6 hours 16 4

Table 3: The amount of training data and the number of epochs used to train the
models in iteration 1

Iteration 2

Models Am. data Nr. ep. Data size Tr. time Batch Nr. cat.
Model 1 22 000 fr. 72 224x224x3 15 hours 64 11
Model 2 177 000 fr. 10 224x224x3 265 hours 16/64 11
Model 3 34 650 fr. 37 224x224x3 17 hours 16 11

Table 4: The amount of training data and the number of epochs used to train the models
in iteration 2. The difference from iteration 1 is that seven new categories were added
which increased the training time and the amount of training data required.
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3.8 Training the network

Iteration 3

Models Am. data Nr. ep. Data size Tr. time Batch Nr. cat.
Model 1 22 000 fr. 72 168x168x3 6 hours 64 11
Model 2 177 000 fr. 10 168x168x3 140 hours 16/64 11
Model 3 34 650 fr. 37 168x168x3 9 hours 16 11

Table 5: The amount of training data and the number of epochs used to train the
models in iteration 3. The difference from iteration 2 is that the size of the input data
was lowered to minimize the number of parameters in the network. The models were
trained with the same amount of epochs as they were in the second iteration. Since the
number of parameters in the networks decreased, the training took less time in iteration
3.
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3.9 Performance measure

The classification performance was measured by testing the trained models with
data that was new to them. The testing was done on a number of video clips
belonging to the different sport categories with n frames classified from each
video. All models in the same iteration were evaluated with data from the same
videos. Model 1 and model 2 evaluated frames that were evenly spread across
the videos while model 3 classified sequences of frames. Since iterations 2 and 3
involved more categories they also included more test data. The Results section
in this report shows the outcome of the evaluation.

In the first two iterations the models were evaluated with 10 frames from each
test video. The classification result of the whole video was determined by re-
trieving the most predicted category among the frames belonging to that video.
In the third iteration the number of evaluated frames from each video was in-
creased to see how it affected the results. Now all models were evaluated in
three steps: With 10 frames classified from each video, with 30 frames classified
from each video and with 50 frames classified from each video. In the case of
model 3 this means that one, two and three 10-frame sequences were evaluated.
Note that the number of videos did not increase in iteration 3 for any of the
models.

The results in the first two iterations are presented with three tables. One
that shows how each individual frame was classified, one that shows how each
video was classified and one that shows the correct percentage of classifying
both individual frames and the whole video clips. In the third iteration only
the correct percentage table is present. At the end of each iteration a summary
of the correct percentages of all models, as well as the worst and best categories
is presented. At the end of the Results section there is a summary of the whole
evaluation.
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4 Results

In this section the results from the evaluation are presented. The three models
that were tested are described in the previous section of this report. They will
be referred to as model 1, 2 and 3 where model 1 is the simple CNN, model 2
is the AlexNet structure and model 3 is a recurrent version of model 1. This
means that it has an LSTM unit at the end. Each model was evaluated in
three iterations, where additional categories were added in the second iteration
and the size of the input data was lowered in the third iteration. All models
were trained before evaluation with the amount of data and the number of
epochs described in tables 3, 4 and 5 in the Methods section of this report. The
amount of test data used can be seen in the result tables. The test data used
was not the same as the training data. The raw test results can be found in the
evaluation results folder in the github repository [4].

4.1 Results of iteration 1

Iteration 1 involved the four categories ice hockey, soccer, basketball and foot-
ball. The models were evaluated with 315 video clips from each category with
10 frames of each video being classified for a total of 3150 frames per category.
The results are presented with three tables for each model. One containing
information about how each frame was classified, one containing information
about how each video was classified and one table showing the correct rate of
each category as well as the total correct rate.

Model 1

Total frames Ice hockey Soccer Basketball Football
Ice hockey 3150 2801 27 195 127
Soccer 3150 40 3028 24 58
Basketball 3150 168 22 2821 139
Football 3150 200 67 265 2618

Table 6: The results of evaluating 12600 video frames with model 1. They were taken
from 1260 videos with 10 frames from each video. The table shows the predicted labels
for each category with the most common predicted label marked in bold.
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4.1 Results of iteration 1

Total videos Ice hockey Soccer Basketball Football
Ice hockey 315 292 1 14 8
Soccer 315 0 312 0 3
Basketball 315 10 0 298 7
Football 315 14 4 16 281

Table 7: The results of evaluating 1260 video clips with model 1. 10 frames from each
video were evaluated and the results were averaged to get the predicted label for the
video. The table shows the predicted labels for each category with the most common
predicted label marked in bold.

Videos Frames
Ice hockey 93% 89%
Soccer 99% 96%
Basketball 95% 90%
Football 89% 83%
Total 94% 89%

Table 8: The percentage of correctly classified frames and videos in the evaluation of
model 1 in iteration 1.

Model 1 managed to classify 94% of all videos correctly. The best category
was soccer at 99% and the worst one was football at 89%. In comparison, 89%
of all frames were classified correctly . This means that the performance on
classifying whole video clips improved with five percentage points compared to
classifying the single frames.
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Model 2

Total frames Ice hockey Soccer Basketball Football
Ice hockey 3150 2938 4 81 127
Soccer 3150 7 2993 9 141
Basketball 3150 75 10 2973 92
Fotball 3150 15 11 87 3037

Table 9: The results of evaluating 12600 video frames with model 2. They were taken
from 1260 videos with 10 frames from each video. The table shows the predicted labels
for each category with the most common predicted label marked in bold.

Total videos Ice hockey Soccer Basketball Football
Ice hockey 315 301 0 5 9
Soccer 315 0 309 0 6
Basketball 315 0 0 312 3
Football 315 0 0 4 311

Table 10: The results of evaluating 1260 video clips with model 2. 10 frames from each
video were evaluated and the results were averaged to get the predicted label for the
video. The table shows the predicted labels for each category with the most common
predicted label marked in bold.

Videos Frames
Ice hockey 96% 93%
Soccer 98% 95%
Basketball 99% 94%
Football 99% 96%
Total 98% 95%

Table 11: The percentage of correctly classified frames and videos in the evaluation of
model 2 in iteration 1.

Model 2, the largest model had a correct rate of classifying videos at 98%. Only
27 out of 1260 video clips were misclassified. When classifying individual frames
the performance was around 95%. The performance was about the same for all
categories with ice hockey being a few points below the others.
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4.1 Results of iteration 1

Model 3

Total frames Ice hockey Soccer Basketball Football
Ice hockey 3150 2760 73 271 46
Soccer 3150 28 3011 57 54
Basketball 3150 81 34 3021 14
Football 3150 142 199 464 2345

Table 12: The results of evaluating 12600 video frames with model 3. They were taken
from 1260 videos with 10 frames from each video. The table shows the predicted labels
for each category with the most common predicted label marked in bold.

Total videos Ice hockey Soccer Basketball Football
Ice hockey 315 279 6 26 4
Soccer 315 2 302 6 5
Basketball 315 5 3 305 2
Football 315 15 20 43 237

Table 13: The results of evaluating 1260 video clips with model 3. 10 frames from each
video were evaluated and the results were averaged to get the predicted label for the
video. The table shows the predicted labels for each category with the most common
predicted label marked in bold.

Videos Frames
Ice hockey 88% 87%
Soccer 96% 96%
Basketball 97% 96%
Football 75% 74%
Total 89% 88%

Table 14: The percentage of correctly classified frames and videos for all models in
iteration 1.

The third model was the only one with a recurrent structure. It managed to
classify 89% of all videos correctly which was only a small improvement over
classifying individual frames. Football had considerably worse performance than
the other categories, both for frames and videos.
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4.1 Results of iteration 1

Summary of iteration 1

Videos Frames
Model 1 94% 89%
Model 2 98% 95%
Model 3 89% 88%

Table 15: A summary of the total correct rate of each model for both videos and frames
in iteration 1.

Best category Worst category
Model 1 Soccer Football
Model 2 Basketball/Football Ice Hockey
Model 3 Basketball Football

Table 16: Table showing the categories with best and worst performance for all three
models in iteration 1.

To summarize iteration 1, we can see that model 2 was the structure that
performed best. With a correct rate of 98% at classifying videos it outperformed
both the other models. Model 1 and model 3 had quite similar results with
model 3 being slightly inferior. In general we can see that the difference between
classifying frames and classifying videos is much bigger with model 1 and 2 in
comparison to model 3. Model 3 only had a one percentage point difference while
the two other models had a difference at five and three points respectively. The
best and worst categories were quite scattered and there was no real coherence
to be found.
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4.2 Results of iteration 2

Iteration 2 added seven more categories in addition to the four categories from
the first iteration. The new categories were golf, swimming, tennis, skiing, fresh-
water fishing, saltwater fishing and fly fishing. The three models were evaluated
with 315 video clips from each category with 10 frames classified from each
video. The results are presented with three tables for each model. One contain-
ing information about how each frame was classified, one containing information
about how each video was classified and one table showing the correct rate of
each category as well as the total correct rate.

Model 1

T. F. Ice h. Soc. Bask. Foot. Golf Swim. Ten. Ski. Fresh. Salt. Fly.
Ice h. 3150 1896 50 139 169 8 15 37 651 51 32 102
Soc. 3150 28 2326 179 161 105 25 38 132 80 34 42
Bask. 3150 78 55 2506 173 2 8 27 103 99 46 53
Foot. 3150 109 223 256 1968 61 43 58 101 179 54 98
Golf 3150 75 134 61 269 1624 38 119 242 265 195 128
Swim. 3150 10 10 15 24 14 2848 14 133 55 11 16
Ten. 3150 51 19 381 218 101 7 1861 187 145 95 85
Ski. 3150 316 33 174 103 4 22 15 2180 90 31 182
Fresh. 3150 55 14 11 75 31 8 22 144 1837 270 683
Salt. 3150 27 4 11 19 6 60 5 188 620 1232 978
Fly. 3150 37 80 26 309 24 5 4 191 581 453 1440

Table 17: The results of evaluating 34 650 video frames with model 1. They were taken
from 3465 videos with 10 frames from each video. The table shows the predicted labels
for each category with the most common predicted label marked in bold.

T. V. Ice h. Soc. Bask. Foot. Golf Swim. Ten. Ski. Fresh. Salt. Fly.
Ice h. 315 210 3 14 14 0 0 3 63 0 2 6
Soc. 315 1 262 13 10 7 2 3 7 6 2 2
Bask. 315 7 1 275 11 0 0 0 8 8 2 3
Foot. 315 9 13 20 234 4 3 3 9 12 2 6
Golf 315 7 15 7 22 189 3 5 18 25 15 9
Swim. 315 0 1 2 1 1 291 1 11 5 1 1
Ten. 315 2 2 32 17 8 1 221 11 10 8 3
Ski. 315 28 1 15 8 0 1 1 236 8 2 15
Fresh. 315 5 1 0 6 3 1 1 12 203 21 62
Salt. 315 1 0 1 1 0 4 0 18 64 131 95
Fly. 315 3 9 2 31 2 1 0 18 56 37 156

Table 18: The results of evaluating 3465 video clips with model 1. 10 frames from each
video were evaluated and the results were averaged to get the predicted label for the
video. The table shows the predicted labels for each category with the most common
predicted label marked in bold.
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4.2 Results of iteration 2

Videos Frames
Ice hockey 67% 60%
Soccer 83% 74%
Basketball 87% 80%
Football 74% 62%
Golf 60% 52%
Swimming 92% 90%
Tennis 70% 59%
Skiing 75% 69%
Freshwater Fishing 64% 58%
Saltwater Fishing 42% 39%
Fly Fishing 50% 46%
Total 69% 63%

Table 19: The percentage of correctly classified frames and videos in the evaluation of
model 3 in iteration 2.

The performance of model 1 dropped remarkably when more categories were
added. The video correct rate lies at 69% in comparison to the 94% it achieved in
the previous iteration. The fishing activities along with golf were often confused
by the network which results in a low performance among those categories.
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4.2 Results of iteration 2

Model 2

T. F. Ice h. Soc. Bask. Foot. Golf Swim. Ten. Ski. Fresh. Salt. Fly.
Ice h. 3150 2901 1 40 6 14 0 11 116 3 40 18
Soc. 3150 8 3059 6 13 18 0 7 0 7 14 18
Bask. 3150 73 0 2711 10 9 4 126 61 47 52 57
Foot. 3150 38 76 77 2526 114 2 115 84 28 43 47
Golf 3150 4 12 4 44 2887 5 62 17 35 28 52
Swim. 3150 17 0 5 5 3 3036 10 12 16 30 16
Ten. 3150 8 1 6 5 50 0 3015 5 4 26 30
Ski. 3150 136 0 11 4 24 1 12 2762 50 116 34
Fresh. 3150 25 0 1 1 59 0 8 23 2470 261 302
Salt. 3150 13 1 4 2 29 0 1 12 159 2808 121
Fly. 3150 26 3 21 0 83 1 7 19 123 441 2426

Table 20: The results of evaluating 34 650 video frames with model 2. They were taken
from 3465 videos with 10 frames from each video. The table shows the predicted labels
for each category with the most common predicted label marked in bold..

T. V. Ice h. Soc. Bask. Foot. Golf Swim. Ten. Ski. Fresh. Salt. Fly.
Ice h. 315 299 0 2 0 1 0 1 8 0 2 2
Soc. 315 0 314 0 0 0 0 0 0 0 0 1
Bask. 315 4 0 296 0 0 0 10 3 0 0 2
Foot. 315 2 7 7 269 9 0 9 5 1 3 3
Golf 315 0 0 0 3 303 0 4 0 1 1 3
Swim. 315 1 0 0 0 0 308 1 0 1 3 1
Ten. 315 0 0 0 0 3 0 309 0 0 1 2
Ski. 315 9 0 0 0 1 0 0 295 2 7 1
Fresh. 315 1 0 0 0 3 0 0 2 264 24 21
Salt. 315 0 0 0 0 0 0 0 1 12 298 4
Fly. 315 1 0 2 0 7 0 1 1 5 39 259

Table 21: The results of evaluating 3465 video clips with model 2. 10 frames from each
video were evaluated and the results were averaged to get the predicted label for the
video. The table shows the predicted labels for each category with the most common
predicted label marked in bold.
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4.2 Results of iteration 2

Videos Frames
Ice hockey 95% 92%
Soccer 99% 97%
Basketball 94% 86%
Football 85% 80%
Golf 96% 92%
Swimming 98% 96%
Tennis 98% 96%
Skiing 94% 88%
Freshwater Fishing 84% 78%
Saltwater Fishing 95% 89%
Fly Fishing 81% 77%
Total 93% 88%

Table 22: The percentage of correctly classified frames and videos in the evaluation of
model 2 in iteration 2.

Model 2 managed to keep a high correct rate in iteration 2. It has results of
over 80% in all of the categories with the highest value being 99% (for soccer).
Fly fishing was the hardest category for the network to classify at 81%.
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4.2 Results of iteration 2

Model 3

T. F. Ice h. Soc. Bask. Foot. Golf Swim. Ten. Ski. Fresh. Salt. Fly.
Ice h. 3150 2567 57 72 133 55 1 98 122 20 25 0
Soc. 3150 2 2995 14 50 34 4 1 10 29 10 1
Bask. 3150 51 29 2680 80 52 15 114 31 61 23 14
Foot. 3150 81 99 136 2602 65 11 30 10 37 45 34
Golf 3150 40 19 29 77 2523 26 92 115 63 100 66
Swim. 3150 23 0 23 10 43 2965 29 46 0 0 11
Ten. 3150 32 61 69 186 182 0 2507 69 22 10 12
Ski. 3150 254 48 124 55 13 102 83 2251 89 73 58
Fresh. 3150 33 31 18 39 190 9 21 33 2305 293 178
Salt. 3150 80 16 34 48 67 78 12 67 544 1977 227
Fly. 3150 29 40 31 162 159 75 20 69 449 417 1699

Table 23: The results of evaluating 34 650 video frames with model 3. They were taken
from 3465 videos with 10 frames from each video. The table shows the predicted labels
for each category with the most common predicted label marked in bold..

T. V. Ice h. Soc. Bask. Foot. Golf Swim. Ten. Ski. Fresh. Salt. Fly.
Ice h. 315 256 6 7 14 6 0 11 10 3 2 0
Soc. 315 0 301 1 5 3 0 0 1 3 1 0
Bask. 315 6 2 267 8 6 2 12 3 6 2 1
Foot. 315 8 9 13 265 6 1 2 1 3 4 3
Golf 315 4 1 2 7 256 3 10 12 4 10 6
Swim. 315 1 0 2 1 4 300 3 3 0 0 1
Ten. 315 4 7 6 19 16 0 253 7 1 1 1
Ski. 315 25 4 12 6 1 10 8 228 9 6 6
Fresh. 315 4 3 2 4 17 1 2 3 233 30 16
Salt. 315 8 1 4 4 6 6 1 7 54 201 23
Fly. 315 3 5 3 14 16 7 2 7 41 40 177

Table 24: The results of evaluating 3465 video clips with model 3. 10 frames from each
video were evaluated and the results were averaged to get the predicted label for the
video. The table shows the predicted labels for each category with the most common
predicted label marked in bold.
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4.2 Results of iteration 2

Videos Frames
Ice hockey 81% 81%
Soccer 96% 95%
Basketball 85% 85%
Football 84% 83%
Golf 81% 80%
Swimming 95% 94%
Tennis 80% 80%
Skiing 72% 71%
Freshwater Fishing 74% 73%
Saltwater Fishing 64% 63%
Fly Fishing 56% 54%
Total 79% 78%

Table 25: The percentage of correctly classified frames and videos in the evaluation of
model 3 in iteration 2.

Model 3 also saw a large decrease when more categories were added. The correct
rates are 10 percentage points below the ones from iteration 1. Soccer and
swimming stood out as the groups with best performance.
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4.2 Results of iteration 2

Summary of iteration 2

Videos Frames
Model 1 69% 63%
Model 2 93% 88%
Model 3 79% 78%

Table 26: A summary of the total correct rate of each model for both videos and frames
in iteration 2.

Best category Worst category
Model 1 Swimming Saltwater Fishing
Model 2 Soccer Fly Fishing
Model 3 Soccer Fly Fishing

Table 27: Table showing the categories with best and worst performance for all three
models in iteration 2.

Model 2 was once again the model with best performance. The difference from
the preceding iteration is that model 3 outperformed model 1 with a margin
of 10 percentage points when classifying videos. All the models had worse
performance when the number of categories were increased from four to 11. As
in iteration 1, the difference between classifying single frames and whole video
clips was larger with model 1 and 2 than with model 3. In general, swimming
and soccer had the best results while the fishing activities had the worst.
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4.3 Results of iteration 3

Iteration 3 did not introduce new categories or new data but rather downscaled
the input frame size from 224x224x3 to 168x168x3, a decrease in size with 25%.
To see how the performance loss of having smaller data could be compensated
by other techniques, the models were evaluated in different steps. In each step
the models were tested with a different amount of frames from each video. In
earlier iterations, 10 frames from each video were classified and this has been
the standard in this project. In this iteration, the models were also evaluated
with 30 and 50 frames from each video to see if the performance gained from
the larger sample size. In the case of model 3 this means that one, three and
five sequences, each containing 10 frames, were evaluated in each video while
in earlier iterations only one such sequence was classified. The results are pre-
sented with a table showing the correct percentage of classifying the individual
video frames and the whole video clips.

Model 1

Vid’10 Fra’10 Vid’30 Fra’30 Vid’50 Fra’50
Ice h. 74% 68% 74% 66% 74% 66%
Soc. 77% 65% 82% 66% 82% 65%
Bask. 85% 76% 84% 75% 83% 75%
Foot. 68% 58% 72% 58% 71% 58%
Golf 52% 46% 55% 46% 54% 47%
Swim. 90% 88% 91% 88% 91% 88%
Ten. 73% 64% 76% 63% 75% 63%
Ski. 68% 61% 71% 62% 71% 62%
Fresh. 62% 54% 62% 54% 63% 54%
Salt. 43% 41% 43% 41% 43% 41%
Fly. 46% 43% 45% 42% 44% 42%
Total 67% 60% 69% 60% 68% 60%

Table 28: The correct rates of evaluating model 1 in iteration 3. The table shows the
results for each category both when classifying individual frames and whole video clips.
315 videos per category were classified. The model was evaluated three times: With 10
frames per video, with 30 frames per video and with 50 frames per video.

Model 1 did not see a large drop in performance when the input size was scaled
down. It went from a 69% correct rate to a 67% correct rate which is a drop
that is within the margin of error. The drop in performance could also be com-
pensated by classifying 30 frames from each video instead of 10. Classifying
50 frames did not increase the performance further. The best and worst cate-
gories stayed the same as in iteration 2, with swimming being the best one and
saltwater fishing being the worst one.
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Model 2

Vid’10 Fra’10 Vid’30 Fra’30 Vid’50 Fra’50
Ice h. 90% 84% 90% 83% 89% 83%
Soc. 95% 90% 96% 91% 96% 91%
Bask. 91% 83% 91% 83% 90% 83%
Foot. 77% 72% 76% 71% 76% 71%
Golf 95% 89% 96% 91% 96% 91%
Swim. 97% 96% 98% 97% 98% 97%
Ten. 97% 93% 97% 92% 97% 92%
Ski. 92% 86% 93% 87% 93% 87%
Fresh. 81% 75% 83% 76% 83% 76%
Salt. 71% 65% 73% 67% 72% 67%
Fly. 69% 65% 68% 65% 69% 65%
Total 87% 82% 87% 82% 87% 82%

Table 29: The correct rates of evaluating model 2 in iteration 3. The table shows the
results for each category both when classifying individual frames and whole video clips.
315 videos per category were classified. The model was evaluated three times: With 10
frames per video, with 30 frames per video and with 50 frames per video.

The performance of model 2 dropped with around six percentage points when
the data size was lowered. There was no enhancement to see at all when more
frames were classified as the correct rate stayed at 87% for videos and 82% for
frames. The best category was swimming in comparison to iteration 2 where it
was soccer.
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4.3 Results of iteration 3

Model 3

Vid’10 Fra’10 Vid’30 Fra’30 Vid’50 Fra’50
Ice h. 73% 73% 81% 75% 82% 74%
Soc. 88% 87% 92% 87% 93% 87%
Bask. 80% 80% 83% 78% 85% 78%
Foot. 83% 81% 86% 79% 86% 80%
Golf 62% 59% 75% 70% 77% 70%
Swim. 94% 93% 97% 95% 97% 95%
Ten. 79% 77% 88% 79% 87% 78%
Ski. 70% 68% 78% 72% 77% 72%
Fresh. 59% 57% 64% 58% 67% 58%
Salt. 59% 59% 63% 59% 62% 58%
Fly. 48% 46% 51% 48% 50% 48%
Total 72% 71% 78% 73% 78% 73%

Table 30: The correct rates of evaluating model 3 in iteration 3. The table shows the
results for each category both when classifying individual frames and whole video clips.
315 videos per category were classified. The model was evaluated three times: With one
10 frame-sequence, with three 10 frame-sequences and with five 10-frame sequences.

When the input size was lowered the performance of model 3 dropped with
around seven percentage points. It went from the 79% it had in iteration 2 to
72%. When more frames were considered the performance was boosted up to
78% which is around the same rate as before the downscaling. The best category
switched from soccer in iteration 2 to swimming in iteration 3.
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4.3 Results of iteration 3

Summary of iteration 3

Vid’10 Fra’10 Vid’30 Fra’30 Vid’50 Fra’50
Model 1 67% 60% 69% 60% 68% 60%
Model 2 87% 82% 87% 82% 87% 82%
Model 3 72% 71% 78% 73% 78% 73%

Table 31: A summary of the total correct rate of each model for both videos and frames
in iteration 3.

Best category Worst category
Model 1 Swimming Saltwater Fishing
Model 2 Swimming Fly Fishing
Model 3 Swimming Fly Fishing

Table 32: Table showing the categories with best and worst performance for all three
models in iteration 3.

The performance of all three models dropped when the size of the input data
was lowered. In the case of model 1 and model 3, this drop could be atoned
by classifying 30 frames from each video instead of 10. When 50 frames were
classified there was no difference to be seen. Model 2 did not govern from more
frames at all. Swimming was the best category for all models while the fishing
activities had the worst performance once again.
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4.4 Summary

A summary of the whole evaluation is given below. The summary is presented
in a table that shows the correct rates of each model in each iteration as well
as a table that shows the best and worst categories.

Vid’10 Fra’10 Vid’30 Fra’30 Vid’50 Fra’50
Mod. 1 It. 1 94% 89% - - - -
Mod. 1 It. 2 69% 63% - - - -
Mod. 1 It. 3 67% 60% 69% 60% 68% 60%

Mod. 2 It. 1 98% 95% - - - -
Mod. 2 It. 2 93% 88% - - - -
Mod. 2 It. 3 87% 82% 87% 82% 87% 82%

Mod. 3 It. 1 89% 88% - - - -
Mod. 3 It. 2 79% 78% - - - -
Mod. 3 It. 3 72% 71% 78% 73% 78% 73%

Table 33: The summary of all the correct rates in the evaluation. In iteration 2 and
iteration 3, the models were only evaluated with 10 frames per video while in iteration
3 they were also evaluated with 30 and 50 frames per video.

Best category Worst category
Mod. 1 It. 1 Soccer Football
Mod. 1 It. 2 Swimming Saltwater Fishing
Mod. 1 It. 3 Swimming Saltwater Fishing

Mod. 2 It. 1 Basketball/Football Ice Hockey
Mod. 2 It. 2 Soccer Fly Fishing
Mod. 2 It. 3 Swimming Fly Fishing

Mod. 3 It. 1 Basketball Football
Mod. 3 It. 2 Soccer Fly Fishing
Mod. 3 It. 3 Swimming Fly Fishing

Table 34: Table showing the categories with best and worst performance for all three
models in all three iterations.

The AlexNet, also known as model 2, had the best results for all iterations while
model 1 generally performed worst. The performance for all models dropped
when more categories were added in the second iteration, with model 1 see-
ing the largest decrease. When the input size was decreased in iteration 3 the
performance dropped as well. By evaluating more frames per video, the per-
formance increased for model 1 and 3. The increase covered up the loss that

65



4.4 Summary

occurred with the lowering of the data size. Going from 10 to 30 frames per
video had a larger impact than going from 30 to 50 frames per video. In all
iterations we could see that the difference between the correct rates for single
frames and for whole video clips was larger with the first two models than with
the third. In general, the best categories were swimming and soccer while the
fishing activities had the worst performance.
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5 Discussion

5 Discussion

In this section the results of the project will be discussed. The discussion will
be based both on the theory of the Background section as well as the evaluation
of my three models. The three models are:

• Model 1: CNN with two convolutional layers

• Model 2: CNN with five convolutional layers/The AlexNet

• Model 3: CNN+LSTM (Recurrent version of model 1)

There will be an examination of the problems that were encountered during the
training and evaluation followed up by a discussion around the questions stated
in the opening of the report. Then there is a part about future work in the area
and possible optimizations. The section and the report closes with a summary
of the discussion were the most important conclusions drawn from the project
are listed.

5.1 Problems during training and evaluation

Overall the training and evaluation of the three models went fine, but there
were some problems that occurred. When first loading the sequential data I
used the CodecRecordReader class included with Deeplearning4j. The class did
originally use an old version of JCodec’s FrameGrab class which resulted in an
error while reading some frames. I solved this by creating my own version of
the CodecRecordReader with the updated version of the FrameGrab class.

Since I started running out of time in the end I had to abort the training of
model 2 in iteration 2 after 10 epochs. The trained model still had better per-
formance than model 1 and model 3 which is basically what I wanted to prove.
If model 2 had been trained fully out it would probably have achieved even
better results. I originally wanted to use one of the more recent winning models
of the ILSVRC competition (see figure 11) in my evaluation but I encountered
some problems with them. The VGGNet used too much RAM which caused
my computer to run out of memory. The GoogleNet implementation found in
Deeplearning4j was not complete and did not run properly. ResNet, the 2015
winner does not yet have an implementation for Deeplearning4j. This is why
I decided to use the AlexNet which has achieved good results even though it
was later outperformed by for example the GoogleNet and the ResNet. The
AlexNet still proved that a deeper network with more parameters outperforms
the shallower ones with the downside that the training takes longer time.

In this project I used a CPU for training and evaluation which is not opti-
mal when it comes to neural networks. GPUs are better suited since they are
great at handling simpler computations in parallel. Unfortunately the latest dis-
tributed version of Deeplearning4j seems to have a problem with using CUDA
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5.1 Problems during training and evaluation

and GPUs when it involves large networks. I only got it working with model 1
while the other two models caused an error during memory allocation which is
supposed to be a known bug. This is a reason why training took longer than
expected. When I tried CUDA with model 1 it made the training twice as fast,
which is why it would be preferred for the other models, especially the AlexNet.

A large part of the evaluation was about comparing the performance of standard
CNNs with recurrent CNNs. This is why model 3 was made to be a recurrent
version of model 1. The original plan was to make a recurrent version of model 2
as well, but I had a hard time adapting the AlexNet to be recurrent and getting
good results. The training of the standard AlexNet was also time consuming
and having a recurrent version of it would be at least as laborious. Including
an AlexNet+LSTM model would bring further substance to the feedforward vs.
recurrent debate but unfortunately it could not be incorporated because of the
above mentioned factors. However, in the paper ”Beyond Short Snippets: Deep
Networks for Video Classification” [55] it was shown that both the AlexNet and
the GoogleNet had better results for video classification when an LSTM was
added to the end of the network.

68



5.2 Conclusions

5.2 Conclusions

Let us once again look back at the main questions asked in this project:

• Which neural network structure is best suited for video classification?
Has the problem been addressed before and if yes, which architectures
were used and which of them were most efficient?

• Which features from a video clip are most suited for allowing a neural
network to learn how to identify different sports? Should we concentrate
on motion or should we simply construct a network capable of extracting
the features for us?

• When we have a fully functioning neural network, is it possible to make
it more compact? Can we shrink the size of the input and still classify
it correctly? Is a small performance loss acceptable if the size of the
network is considerably smaller and the training/evaluation is faster? Can
we compensate the performance loss of a smaller network by increasing
the number of frames from each video that is classified?

The first question is a bit tricky since the development in the field of deep neural
networks is currently going forward rapidly. Every year there are new models
that outperform the previous ones by either being deeper or by using new tech-
niques. Finding the network structure best suited for video classification is not
something that can be done definitely since the best model will probably be
surpassed by another architecture within a year. In the Background section I
presented some known architectures and already implemented models that had
achieved good results with video classification or image classification. They
were all CNNs or a combination of CNNs and LSTMs. The state of the art im-
age classifications achieved every year at the ILSVRC competition have all been
produced by convolutional neural networks in various forms. Good performance
image classification generally means good results in video classification since the
two tasks are very similar. The LRCN architecture use an LSTM at the end of a
image classification CNN to make it more adapted to video input. With this as
a basis I implemented my three models to be able to answer the three questions.

One of the things I tried to test in the evaluation was if adding an LSTM
unit at the end of a CNN increases the performance. Looking at the results I
got, this seems like a possibility. In iteration 1 the difference between model 1
and its recurrent counterpart model 3 was not that big. Model 1 had a total
correct rate of classifying videos at 94% while the same number for model 3
was 89%. Looking at iteration 2 where more categories were added, the tables
turned and model 3 was the better one with a correct rate of 79% vs. 69%
for model 1. The same difference could be seen in iteration 3 when the input
data was downscaled. Judging by this, making a model recurrent by adding an
LSTM module seems to increase performance when the problem gets more com-
plex (having more categories). The model with the best performance through
all iterations was model 2, the AlexNet. This is logical since it is considerably
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deeper than the other two. The training of model 2 in the last two iterations
was also stopped after 10 epochs due to limited time. Training it further could
possibly give even better results. Due to lack of time I also could not train a
recurrent version of the AlexNet as I initially wanted. But as stated before it
has been shown in other reports that adding a LSTM to the end of the AlexNet
improved its performance. This agrees with the fact that model 3 had better
performance than model 1 in the last two iterations of evaluation.

One interesting fact related to the feedforward vs. recurrent question is the
difference between the correct rate for classifying individual frames and classi-
fying the whole video clips. The standard CNN models saw a larger difference
between the two than the recurrent model. For model 3 the network was only
one percentage point better at classifying the entire videos than classifying the
single frames. For model 1 and model 2 the difference was between three and
seven percentage points. When analyzing this fact closer, it seems logical. The
recurrent model takes previous time steps into account and this is why the clas-
sification of individual frames is boosted. What we basically see is the adaption
of the network to sequential data. Since model 3 already classifies the frames
in sequences, the performance is not improved that much when averaging the
result for the entire video clip.

The second question was about which features from the sport clips that are
most suited for allowing the network to perform as well as possible. My three
models all use convolutional filters to extract features in the early parts of the
network. This is a popular and easy solution since the feature extractions be-
come trainable along with the rest of the network. One possibility that was
considered was having some kind of pre-processing on the input data before
sending it into the NN. This basically means that instead of just sending in raw
frame data, we help the network by extracting some features for it. Regarding
using motion for sport classification, I found an article discussing the subject.
A group of people from the Aalborg University in Denmark proposed a method
which combines motion data with audio features for classification [21]. To get
the motion data one first have to identify the persons involved in the game,
which can be a difficult task by itself. Then it becomes a matter of tracking
the identified entities to construct temporal trajectories. The work done showed
that there is a distinct difference between these trajectories for different types
of sports. As of today there is no robust way of tracking the players in a game
since it involves a lot of heavy occlusions and other disturbances but even erratic
trajectory data could be useful in sport classification.

Another thing that was considered in the evaluation was the downsizing of
the network input and thus the network itself. This was done only in the third
iteration of testing. The data size was lowered from 224x224x3 to 168x168x3, a
decrease with 25%. When training the models with the same number of epochs
as in iteration 2, we could see a decrease in training time with around 50%. In
the case of model 2, this means a decrease from a 265 hour training time to a
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140 hour training time. As projected the lower data size resulted in worse per-
formance. For model 1 the performance dropped with two percentage points,
for model 2 it dropped with six percentage points and with model 3 it dropped
with seven percentage points. This is when looking at the video classification
correct rate.

To compensate for this performance loss, more frames from each video were
considered during evaluation. In addition to classifying 10 frames from each
video like in previous iterations, I also tested evaluating the models with 30
and 50 frames per video. In the case of model 1 and model 3, this covered up
the performance loss from shrinking the input data size. The biggest difference
was seen by going from 10 to 30 frames per video. Classifying 50 frames per
video did not increase the performance further. Adding more frames had the
most impact for model 3 where the correct rate went from 72% to 78% when
classifying 30 frames instead of 10. This is close to the 79% correct rate that
was achieved before the downsizing of the data. The reason why model 3 saw
the biggest increase in performance with more frames is probably because it
is recurrent. Instead of classifying 10, 30 or 50 random frames spread across
the video like the other two models, it classifies one, three or five 10-frame se-
quences. Only using one such sequence gives a shallow sample of the whole clip
while using several of them improves the performance significantly. Model 2 did
not see any significant increase of the total correct rate when considering more
frames. There was a slight increase in some of the individual categories but
not enough to actually boost the overall performance. One thing you have to
consider with this method is that more frames in the evaluation means longer
evaluation time. To determine whether this is a good way to improve the results
one have to think about if the evaluation time is crucial to the application area.

Of course shrinking the input data size is not the only way to minimizing a
network. Model 1 is in a way a smaller version of model 2 since they are both
basic CNNs but model 2 is deeper. This is also why model 2 had better perfor-
mance. Other things that could be done to lower the network size is decreasing
the number of filters. This would generate less parameters in the convolutional
layers. The reason why I chose to shrink the size of the input data is because
this leads to a smaller input to the first fully connected layer and this is the area
with most parameters in the network. By shrinking the data size with 25%, the
number of parameters in the first fully connected layer in model 2 was decreased
with 56%. The number of parameters before the downsizing was 6x6x256x4096
= 3 374 8736 and after the downsizing it was 4x4x256x4096 = 1 677 216.

Looking at the results there are some conclusions that can be drawn that are not
directly related to the questions asked. One of these is the performance differ-
ence between the different categories. In iteration 1 the category with the worst
performance in general was football. It had a significantly lower correct rate
than the other categories with model 3 where it was 13 percentage points behind
the second worst category and 22 points behind the best category. A similar
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but not as large difference could be seen with model 1. With model 2 however
football was the category with best performance. Moving on to iteration 2 and
iteration 3 where eight more categories were introduced, the swimming and soc-
cer categories were the best for all models. Swimming had a 90% video correct
rate in all cases. The worst categories were saltwater fishing and fly fishing.
Trying to understand what is happening here is easy in some parts and harder
in others. In iteration 1 I think it is a matter of chance since football was the
worst category for two of the models and the best for one of them. In iteration 2
I suspect there is more of a pattern. It seems like swimming is particularly easy
to identify which could be because it is the category that stands out most visu-
ally. You have a distinct color pattern and clear lines that divides the separate
tracks in the swimming pool. These lines can be seen in figure 16. The worst
categories were all fishing activities which is probably because we have three
categories that are very similar to each other. We can also see in the results of
iteration 2 that most of the false positives for them were one of the other two
fishing categories. A similar arrangement could be seen with the ice hockey and
skiing categories which also had a noteworthy amount of misclassifications to
each other. Looking at these two sports, it seems logical since they both share
the same color pattern.

The problem with categories that are very similar will of course only increase
when more categories are added. One possible solution to this is adding more
tiers in the taxonomy system. This is discussed shortly in the next section.
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5.3 Future work and optimizations

Adapting video classification models for real life advertising tasks requires more
work than what was done in this project. If the IAB tech lab content taxon-
omy is to be used as a base, the network model has to be trained with data
from all the categories. Having more categories will decrease the classification
performance, as has been shown in the difference between the correct rates of
iteration 1 and iteration 2. The taxonomy is currently split into two tiers, with
sports being a tier 1 category while football, soccer, ice hockey etc. represent
tier 2 categories. In a practical application, one could imagine that both tier
categories are put to use. Maybe the network classifies a football clip as soccer
but since they are both still under the same tier 1 category the classification is
somewhat correct. A person that is interested in one of the tier 2 categories is
likely interested in the corresponding tier 1 category as a whole. For example,
a person that has shown interest in watching videos belonging to the ”italian
cuisine” tier 2 category is possibly interested in the general field of ”food &
drink”, which is the equivalent tier 1 category. In the future the IAB taxonomy
is projected to be expanded with further tiers which will increase the chance of
misclassifications still being able to apply to the correct audience. One possible
example is to have the different types of fishing activities organized under a
common category in the sports section. It this case, we could have the tier 3
categories ”fly fishing”, ”saltwater fishing” and ”freshwater fishing” gathered
under the tier 2 group ”fishing” in the tier 1 category ”sports”. As seen in the
results of the evaluation done in this project, the fishing activities were often
confusing for the networks. Adding another tier to the taxonomy could decrease
the negative impact of this since the network might be able to classify the video
as fishing, even if the category of fishing is wrong. Other possible clustering
options for the sport tier are combat sports, team sports, motor sports and ex-
treme sports.

In general, a misclassification of a video in a advertisement streamlining ap-
plication is not a catastrophe. The possible ”bad” outcome is that the target is
presented with products that they do not find interesting. The goal is of course
to increase the sales via advertisements as much as possible and this is why a
good performance is desired, but in general there is no real harm if a video is
misclassified.

To further improve the classification of video clips, other methods such as audio
recognition, keyword identification and object detection could also be imple-
mented. By combining these with the general scene classification done in this
project, the results could be even better. The video classification itself can
also be improved. Besides using a more complex model as base, for example
the ResNet or the GoogleNet, there are a couple of things that can be done
to augment the performance. One example of this is what I did in iteration
3, basically classifying more frames per video. By doing this we get a larger
sample which makes it more likely that the category of the video is predicted
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correctly by the network. Another possibility is to use the slow fusion technique
shown in the paper ”Large-scale Video Classification with Convolutional Neural
Networks” by Karpathy et al. which has been proven to increase the correct
rate as well [35].

Setting up a workstation with hardware better suited for the task is something
that would lower the training and evaluation times drastically. Training on two
high end GPUs instead of the CPU I used could do wonders. Combined with
a framework that is faster, for example TensorFlow or Torch, the training time
could probably be lowered several times.
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5.4 Summary

5.4 Summary

• Based on both theory and the results I got, it seems like a CNN+LSTM
architecture is well adapted for classifying video clips. A deeper model
also provides better performance than shallower ones with the downside
that the training and evaluation time increases.

• Using convolutional neural networks is a simple yet efficient way of han-
dling the features of the video clips. It can deal with raw frame data while
still having good performance.

• Lowering the size of the input data speeds up the network but lowers the
correct rates of the classification. This performance loss can be somewhat
compensated by considering more frames per video clip during evaluation.

• Misclassifications of videos in an advertisement applications is not a disas-
ter, but having more tiers in the taxonomy system could possibly alleviate
the consequences.

• To further improve the amount of correctly classified videos, other meth-
ods such as audio classification, object detection and keyword identifica-
tion could also be integrated.

• Using a more optimized computer for the networks and using GPUs in-
stead of a CPU is necessary if you want fast and efficient training.
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