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Abstract 

Satellite link is a type of an unreliable network that is vulnerable to interferences such as 

disruptive foreign signals on the same frequencies, weather conditions, area coverage but 

mainly the distance from a satellite dish to the satellite itself. Some infrastructures, such as 

cruise ships, strongly rely on satellite internet and in the same time their applications require 

reliable data exchange with the shore-side serves. The unstable connection between two 

end points result in data loss due to high latency which causes dropped packets drops. This 

paper proposes solutions on software level to these problems. 
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Introduction 

Many modern systems are nowadays located in areas without access to high speed 

broadband internet links such as cruise vessels or research stations. Some of them 

still need to be connected to internet and transfer significant amount of data. These 

systems will struggle with problems that comes with unreliable internet links.  

 

Satellite links introduce larger latencies than most of the terrestrial networks. The 

round-trip time (RTT), which is the length of time it takes for a request to be sent and 

acknowledged, can be up to 2000ms. It is not unusual for modern software to issue 

large number of requests that can go as far as hundreds of requests per minute (i.e. 

in database mirroring). 

The problem arises when the queries are executed serially, which means one after 

another where each query awaits the previous one to complete. Combining serial 

execution with very long round trip time leads to a very long queue of orders that 

tremendously slow down the workflow of applications. 

Another, yet related, issue is high packet loss in satellite networks (or even 

communication blackout). Nowadays the reliable IP protocols are designed in such a 

way that they retransmit the packets if they do not arrive within fixed time frame. 

However, those protocols were not designed to work in such unreliable networks, 

thus they often wrongly assume that the packet was lost and retransmit it over and 

over which eventually may lead to network congestion as satellite links are often low 

on bandwidth.  

This thesis proposes a way to solve the problems stated above by utilizing existing 

software and hardware solutions. Those solutions, where many are not strictly 

designed to be used in high latency networks, show significant improvement over the 

current state of raw data transfer. The document is organized as follows: First chapter 

describes the problems exhaustively and is split into few chapters. The next two 

chapters proposes software and hardware solutions together with their strength and 

weaknesses. Fourth chapter proposes a solution out of those shown in chapters 2 and 

3. Lastly there’s summary and discussion. 
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1. Background 

This chapter covers common problems that come with utilizing a satellite link. The issues 

written in the subchapters of this chapter are going to be tackled in Chapter 2 (software 

solutions) and Chapter 3 (hardware solutions). 

1.1. Handling large amount of requests 

When operating in high latency networks, we should issue the least number of I/O requests 

possible, even if those requests would have to be significantly larger than the smaller ones 

combined. As said in the introduction, the major defect in satellite links is long waiting time 

for a response, thus the solution is to expect the least number of responses possible. There 

are different solutions, depending on what type of information we are sending (whether it is 

video transmission or web browsing), yet the common approach is to build work on top of 

the reliable TCP/IP protocol. A TCP/IP is an internet protocol that was designed to provide 

reliable end-to-end data delivery within unreliable networks [1]. 

1.2. Asynchronous operations 

Many applications are designed in way where network requests are executed consecutively, 

which means that each consecutive request awaits for the current one to complete. This 

leads to a very long queue of requests, eventually causing network contention. Such 

successive request sending is called serial execution of tasks.  

A solution to that problem is to design an application in a way so that is benefits from 

parallelism, which allows the requests to be issued asynchronously. Inevitably this design 

leads to problems that often come along with asynchronous operations such as situation 

when the same resource was accessed or altered by two different requests where one of 

those requests was not aware of the changes the other one had made (concurrency issue). 

Nonetheless, if designed properly, it may significantly reduce the idle time between 

consecutive requests.  

1.3. Concurrency 

Paragraph 1.2 mentioned concurrency problem as only one of the many problems that goes 

hand in hand with parallelism. One of them is so called Dirty Read – a situation when one 

transaction is accessing the same resource that is currently being updated by other 

transaction [2]. The “active” transaction may not have yet committed data that is being 

accessed by the incoming transaction. Similar issue is when the same transaction is reading 
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the same resource multiple times getting different result from each read. Those problems 

can be overcome with proper implementation of parallel transactions. 

1.4. Prioritization 

Data prioritization is used by network providers on daily basis by using defined rules to 

determine which data source takes priority over other data sources. Moreover, there exist 

also prioritization of traffic which is part of Quality of Service (QoS). QoS measures delay, 

packet loss percentage and jitter to adjust priority according to network conditions and type 

of data that is being transferred. In example, real time video stream tolerates loss but suffers 

from delay whereas browsing websites tolerates delay but is sensitive to packet losses. 

1.5. Scalability 

When working with slow and unreliable networks the bottom line is that the requests are as 

efficient as possible. It requires that the redundant or duplicate queries are omitted. 

Expensive (in terms of amount of data) operations such as searching/indexing can be locally 

cached in the filesystem to reduce amount of data traveling through the link.  

1.6. Communication Blackout and Link Outages 

Satellite networks, besides having high latency, are often unreliable to an extent when the 

communication with a satellite is disrupted due to external factors such as changing weather 

conditions or interferences, i.e., electromagnetic noises. Since there is no control over the 

foreign signals, and furthermore over the weather conditions, we can adapt to them by 

designing a software-based solution. This solution should be elastic, which allows it adjust 

itself to both good and bad link quality. The same solution could be used in systems that 

experience chronic, temporary link outages so that when the connection is interrupted, it 

automatically continues as soon as it becomes available again.  
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2. Software solutions 
2.1. Message Queueing 

Message Queueing is a type of messaging infrastructure for applications that are running at 

different times to communicate across services that might be temporarily offline. 

Applications developed for Message Queuing send messages to queues, which are 

temporarily stored within the filesystem, from where they are accessible by the reading 

applications. This technology allows applications, that are running at different, times to 

communicate across heterogeneous networks and systems that might be temporarily offline. 

Jest because one machine is ready to send messages doesn’t mean that the receiver is 

prepared to receive it.  

Messaging system coordinates and manages sending and receiving messages from queues. It 

makes sure that each data record is safely stored and secured in a database as well as to 

move messages from one end to another in a reliable fashion.  

There are four steps taken to transmit a message: 

1. Create and populate data 

2. Send message to a channel 

3. Deliver the message from the client to the receiver 

4. Extract data from the message on the receiver’s end 

Figure 2a illustrates those transmissions steps. 

 

Figure 2a – Sender - Receiver schema 

 

Channel 

1. Create 4. Extract 

2. Send 3. Deliver 
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The message queueing system has its limits such as maximum data volume stored in a 

message.  Message queue is a transport system, not a storage product – this might be easy 

to confuse on some occasions. You shouldn’t store several millions of messages waiting to be 

sent, which comes to another limitation - number of messages. Most of the systems 

(mentioned in sections 4.2 and 6.2) do not have real limitations when it comes to number of 

messages allowed. It is the storage space that imposes such limit. Lastly when the vast 

number of messages finally starts being send to the receiver, the network throughput might 

go critical and clog up the network which is exactly what we are trying to avoid. 

Not every commercial application may support Message Queuing natively nor have any way 

of easy injection of a plugin to support this technology. This is a serious limitation and can be 

dealt with by designing application from a scratch not to violate proprietary licenses of 

existing software. 

 

2.2. Microsoft Message Queuing 

 

2.2.1. Overview 

Most of the goals to achieve, mentioned in chapter 1, namely priority-based messaging, 

requests efficiency and guaranteed delivery are part of Message Queuing (MSMQ) 

technology.”  

2.2.2. Message Queues accessibility 

Message Queues can be accessed manually from within Windows’ Computer Management 

console as shown in Figure 2b. However, they are read-only and thus cannot be added, 

removed or altered in any way. 
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2.2.3. Data types 

Every message contains so called “body”. Body can be set to any object, which means it can 

be, i.e., an integer, a string, an array, binary data and basically any serializable data. The data 

is serialized and formatted in an XML, however its format can be altered by specifying 

different Formatter property for a message. The limit of body size is 4MB, however this 

“obstacle” can be omitted by using 3rd party libraries [7][8]. It is worth remembering that 

MSQM is data delivery mechanism, not storage. For storage purposes, it is worth looking into 

databases such as MySQL, MSSQL, Oracle etc.  

2.2.4. Prioritizing 

MSQM uses first-in-first-out queuing system which means that those messages that were 

inserted into the queue first will also be removed from the queue in the same order. 

Figure 2b – Message Queues preview 
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However, MSMQ also provides an additional functionality called Data Prioritization. It allows 

certain messages to have higher priority over the others so that messages with higher 

priority are placed in the queue ahead of those with lower ones. Message priority is a special 

attribute that ranges from 0 to 7 – the greater number, the higher priority the message has.  

Assuming that messages were sent to the queue in order from “A” to “H” (so that message 

“A” was sent first and “H” last), if there was no priority flag, they would have been queued in 

the same order they were sent just as shown in Figure 2c. 

 

By using priority attribute, the same messages may queue up in a different order assuming 

those messages have different priority flags. Figure 2d presents a sample queue how the 

messages with different priority attributes are queued.  

 

2.2.5. Loadbalancing - Parallel Executions 

Large systems may experience periods of heavy load even up to thousands of hundreds of 

messages in a short period of time. MSMQ is focused on synchronous flow so it gets a 

message, processes it, gets another etc. The approach is to share one queue path between 

many parallel queues which can be accomplished programmatically. However, it is not 

possible to share one queue across multiple machines. NServiceBus Distributor gets around 

this limitation [9]. 

2.2.6. Transactional Queues 

Transactional queues, as the name suggests, is handling transactional messages which are 

messages that are collected and sent within a single transaction (note that there can be 

Figure 2c – Message Queue with default priority attribute 

 

Figure 2d – Message Queue with defined priority attribute 
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multiple messages in a single transaction). Transaction messaging is a mechanism that 

ensures atomicity, consistency, isolation and durability of the messages within a transaction.  

Messages sent within a transaction are atomic, in other words, they conduct all-or-nothing 

behavior. All actions are treated as a single operation that will either be complete as a whole 

or not at all. MSMQ guarantees that the messages will arrive in the same order they were 

sent and exactly once. Isolation ensures that no other concurrent transaction may have 

effect on another during execution [10]. Lastly, durability provides that all messages will be 

delivered despite possible network failures. It is worth noting that transactional queues are 

slower than non-transactional as well as that messages sent from a transactional queue 

cannot be delivered to a non-transactional queue and vice-versa [11]. 

 

Figure 2e presents a model where Message Queuing uses transactional messaging. 

 
 

2.3. Communicating with remote systems 

Until this paragraph we assumed that both sending and receiving applications are located on 

the same machine. Following subchapters are targeting various scenarios inside 

Heterogeneous Networks connected over high-latency, low bandwidth links.  

Figure 2e – Transactional Queue model 
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2.3.1. Local and Remote Queues 

MSMQ comes with two types of queues, Public and Private, which also can be called Remote 

and Local queues. Private (Local) queues are stored on the local computer that contains 

them, where Public (Remote) queues are stored in Active Directory and thus information 

about the queue is throughout the family forest. 

Sometimes wording “public” and “private” might be confusing. In this example “private” 

does not mean that it is accessible only by approved accounts and public is not. Both queues 

can be accessed from the same account and both of them can be accessed from local and 

remote machines. The decision on using public or private queue usually depends on whether 

other applications should be able to locate a queue. As already mentioned, private queues 

are stored locally thus they have fixed path and the path must be known to applications that 

want to access the queue.  

2.3.2. Using MSMQ Remotely 

One of the issues addressed here was chronic network outage.  

Assume there is a “Client” machine with an application “ClientApp” that is sending data to 

“ServerApp” application running on “Server” machine”.  The challenge is to deliver all 

messages sent from ClientApp to ServerApp even if the connection is disrupted, the server 

reboots or ServerApp crashes. The solution is not to send data directly from the sending 

application to the receiving application. Despite what kind of data it is being sent (text, 

binary, SQL queries), it can always be sent away using message queues.  

It is not uncommon practice to use daemons that are managing queues on behalf of 

sending/receiving applications. That way you there is no need to re-implement mechanisms 

such as message delivery confirmations in every application that is sending messages to a 

remote location. Instead, a helper application can do that allowing sending applications to 

communicate with it via, i.e., API.  

Figure 2f shows sample schema of communicating between two systems using Daemon as a 

helper. 
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2.3.3. Using within domain 

Message Queues are accessible and discoverable for machines in the same domain and/or 

workgroup environment. Access rights are set for each accounts/group individually from 

within Active Directory (AD) manager. Active Directory is a database storing information 

about user accounts and network components in Windows systems. 

2.3.4. Using outside domain 

MSMQ has also meaningful way, called Internet Messaging, to deliver messages to remote 

queues that are not part of the domain and servers that are accessible over the internet and 

not within local network. The only approach supported by Microsoft is through HTTP/HTTPS 

using IIS (Internet Information Services) as the mediator for this process. IIS is an extensible 

webserver for Microsoft Windows family. The messages are not crafted in any special way 

except that they may require additional flags such as verification flag to ensure that the 

messages are sent from a trusted source. 

2.3.5. Queuing with Acknowledgement 

MSMQ, by message queueing principle, guarantees message delivery, efficient routing and 

security. However, not every type of message queue provides information whether the 

message was successfully received by the “Server” machine.  

The solution is so called Acknowledgment Messages. Before messages are sent to a remote 

queue, a local outgoing queue is created. Then the message queueing service attempts to 

transmit all messages in the outgoing queue while constantly checking for any new 

messages. If acknowledgement messages are requested, the receiving side will respond with 

Figure 2f – MSMQ remote connection between two systems 
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specially crafted Acknowledgement message that contains information about message status 

such as if it was retrieved or reason for its loss. There are also situations when 

acknowledgement messages are not being sent even if requested, i.e., timer expiration, an 

unencrypted message being sent to queue that accepts only encrypted messages, improper 

access rights from the sender’s side or destination queue is purged before the message was 

retrieved. 

Acknowledgement messages are being stored in a special system queue called 

administration queue. The administration queue is specified by sending application and 

specifying them is required for the destination queue service to return the acknowledgment 

message. Administration queue is non-transactional thus the acknowledgement messages 

must also be non-transactional. See Figure 2g for visual representation of this process. 

 

  
Figure 2g – Queuing with Acknowledgement 
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2.4. Remote Mirroring and Oracle Data Guard 

Storage Remote Mirroring is a technology of performing disk mirroring over a wide area 

network[12]. It is an extended version of mirroring which fulfils a simple promise – whenever 

a set of data is written to a primary disk, it will also be written to a mirrored disk located on a 

remote site.  

The idea of synchronous remote mirroring is a relatively simple mirroring scheme and it 

supports zero-data loss when transmitting data to another location. However, it does not 

cover disaster recovery, data encryption as well as it is not designed to transmit large 

amount of data over an unreliable network. Moreover, disk solutions (such as IBM’s) 

propose disk mirroring per se, which might waste the valuable network resources we have 

by not being able to extract only the important data or prioritize it in any way except first-

come first-served. 

To counter those problems, an enterprise Oracle Data Guard[13] solution may be adopted 

which strongly relies on Oracle Database 10g and above. On the face of database, we might 

think that it constraints us by putting limits on data we would like to store and transfer. That 

is not the case with Oracle Database as it is prepared to store any common data-type, from a 

single byte through integers, strings to huge binary files. Furthermore, a database allows a 

structured approach of storing data inside tables or views.  

 

 

Active data guard’s core functionalities are remote disaster recovery, high availability 

features, offload backups, automatic repair as well as complete management and 

monitoring. Those functionalities are essential in unreliable systems where connection is 

highly likely to be interrupted. 

Figure 2h – Active Data Guard schema 
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Furthermore, Oracle performed an analysis on their e-mail systems where Data Guard was 

adopted, compared to previous remote mirroring solution. The performance boost was at 

least 5 times  

 

 

 

On top of that, one of the companies who is a leading provider of services that protect 

interactions over voice and data networks compared Data Guard[14] to an ordinary remote 

mirroring solutions they had before. The test was performed on an infrastructure that 

generates approx. 3MB/s (which is a lot for satellite networks) of continues data. The results 

of this test are presented in figure 2j. 

 

 

The test result was unarguably in favor of Data Guard solution leaving Remote Mirroring far 

behind.  

A major downside is the price. The Data Guard is part of Oracle Database and it is not 

distributed separately. Active Data Guard solution will thus be used by entities that can allow 

themselves to purchase this product together with Oracle Database. 

  

Figure 2i – Data Guard and Remote Mirroring performance comparison 

 

Figure 2j – Latency impact comparison between Oracle DG and ordinary RM 
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3. Hardware solutions 

This chapter briefly describes available hardware solutions for the satellite networks 

infrastructure which are mostly solutions that comes as-is with hardware from major 

network hardware providers. It is not covered exhaustively and should be treated as an 

addition to the software solution that explains how to manage large amount of data, which 

is main subject of the thesis. 

3.1. Adaptive coding and modulation 

The link adaptation is a dynamic selection mechanism that tries to find and “ideal” physical 

rate. It optimizes the throughput in a satellite link by adapting the modulation order and the 

Forward Error Correction code rate according to the link conditions (i.e. noise and other 

impairments)[3].  

3.2. Communication Protocols 

In IP networks there are two types of communication protocols, TCP and UDP. The satellite 

links can support both of those protocols but we are going to focus on the reliable ones. The 

protocol of choice is TCP (Transport Communication Protocol). Satellite connections suffer 

not only high latencies but also variable data rates and high packet loss, the last one being 

the biggest concern. TCP ensures packet delivery and recovery from errors. This does not 

mean that the packets are going to be delivered on the first run but the retransmission will 

happen within the transport layer (and thus will not be concern of the software developer) 

to ensure that the packet reached its destination. This, however, comes with costs. TCP/IP 

sessions take time to initialize as well as drop frequently due to not receiving 

acknowledgment within specified timeframe due to, i.e., relatively small TCP window size. 

There exist techniques to improve TCP link quality in high-latency networks which are going 

to be described in the following subchapter (2.3). 
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3.3. Performance Enhancement Proxies 

TCP PEP is a solution introduced to satellite networks to address common TCP downsides 

inside high-latency links. Figure 3a shows how a TCP connection is split into three sections 

where PEP acts as a transparent mediator (proxy) between the host/internet and the hubs. 

 

One of the problems of TCP is that it has slow-start mode. Slow start is an algorithm that 

gradually increases amount of data transmitted over the network until it finds its capacity in 

order to balance the network condition[4]. PEP are designed to reduce the slow-start and 

allowing more bandwidth to be used.  

  

Figure 3a – Performance Enhancement Proxy schema 
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Moreover, PEP uses TCP spoofing technology. TCP spoofing (or TCP ACK) generates fake ACK 

(Acknowledge) packets that are sent back to the host immediately after receiving, thus, 

without awaiting for receivers response [5]. Instead, the original TCP connection is 

terminated, yet the traffic is buffered and retransmitted as a single transaction in a separate 

TCP connection as shown in Figure 3b [6]. 

 

 

  

Figure 3b – Performance Enhancement Proxy TCP spoofing 
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4. The concept of the Solution 

Chapters 2 and 3 presented possible solutions for problems described in the first chapter and 

the introduction. The Hardware Solutions themselves are not sufficient to be a solution per 

se as they are only capable of accelerating network links by i.e. tunnel the connection like 

PEP (section 3.3) does. Nevertheless, incorporating it in an infrastructure will improve 

connection stability by reducing jitter and lowering latency[15] as shown in the figure 4a 

 

Fi 

 

  

Figure 4a – Performance Enhancement Proxy sorted latency tree 
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The two proposed software solutions (Message Queuing and Remote Mirroring) tackle all 

problems mentioned in the introduction and background however using either of them 

comes with costs. 

Whilst both software solutions proved to be sufficient, I propose the Message Queueing due 

to being more accessible, in terms of pricing and licensing, than Data Guard. As Message 

Queue protocol is not proprietary (only some of the implementations are) it might be easier 

to find a specialist who can implement MQ architecture. 

Message Queueing send the messages asynchronously which helps utilizing the connection 

link while it’s alive. The idea is to exhaust resources before the next unpredictable network 

blackout. In the same time the requests can be prepared in the forehand where practically 

there’s no limit of such queue. On top of that the queue is automatically prioritized and 

managed by the MQ engine itself. 

As there are many open source MQ engines, the implementation remains available to 

various platforms as well as to both open- and closed software, making it a solution worth 

looking through 

 

The proposed implementation uses MSMQ as described in Chapter 2. 

4.1. Proposed Environment 
4.1.1. Operating System 

The solution is designed to work on Microsoft Windows operating systems in order to 

benefit from Microsoft Message Queueing (MSMQ) technology. However, it is possible to 

run Message Queueing implementation on an operating system other than Microsoft 

Windows using Advanced Message Queueing Protocol (AMQP) and Mono Framework but it 

will not be extensively covered in this paper. Both AMQP and Mono are 3rd party products 

and are not part of Microsoft’s products yet they benefit from the technology provided. They 

might be alternative for companies that have strict licensing policy as both AMQP and Mono 

are open source and thus have more liberal licensing than Microsoft’s.  

4.1.2. Backward Compatibility 

MSQM is part of Windows since Windows NT 4 and Windows 95. In the modern versions of 

Windows (NT 6 and above, i.e., Vista, 7, 8 and 10) and Windows Server (NT 6 and above, i.e., 

2008, 2012, 2015) the MSQM is available in Windows [Server] features and can be enabled 

via Windows Control Panel or Windows Server Manager.  
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4.1.3. Development 

MSMQ is part of the Microsoft .NET framework development platform library. The .NET 

Framework is cross-language thus the solution can be written not just in C#.NET and VB.NET, 

but in any language that supports Common Language Runtime (CLR) – a part of Microsoft 

.NET Framework. 
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5. Conclusion and Further Work 

Starting with Oracle Data Guard, which is a commercial solution, the implementation might 

be very expensive and this inaccessible for smaller entities. Except for the license itself, a 

qualified implementation specialist would be required to setup and maintain Oracle 

environment. However, as opposed to Message Queueing, the concept of using databases as 

a mechanism to store (and in remote mirroring to transfer as well) data is widely used in 

many applications. Oracle provides decent number of database connects to ease integration 

with all known operating systems and processors.  

Message Queues provide reliable way of delivering data from one machine to another in 

difficult scenarios such as chronic outages or high packet losses. In case of power loss, 

application crash or link outage, the message queue service will continue to retry sending 

messages until it receives confirmation of delivery which can be retrieved locally. 

Furthermore, it supports parallel connections, thus it proves itself valuable in high latency 

links. MSMQ enforces messages size to 4MB which may prevent from accidental network 

congestion.  

On top of that MSMQ comes with authentication, message signing and encryption, as well as 

it is bound to Microsoft Windows Active Directory which allows to verbosely manage user 

accounts and set proper administrative privileges for both user accounts and groups.  

Thus the MSMQ implementation proves to be proper way to deliver large amount of data in 

high-latency, low-bandwidth, unreliable networks; especially if the service is running on 

network hardware accelerators. 

5.1. Caching 

Caching is the process of storing data which is frequently used. By saving such data to the 

cache, it becomes readily accessible for further future reuses. This advantage is especially 

true in cases in which the network of the systems machine is poor. Through the use of a 

cache, data is no longer required to be sent to the client each time it is needed. Instead the 

data can be quickly retrieved from the cache and therefore overcomes slow redundant data 

transfers. Another advantage is the improved efficiency in situations where data is processed 

and calculated. Because the data is being saved in the cache in the processed form it isn’t 

necessary anymore to redo the calculations. This in turn can save time and power. 
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5.2. Non-Microsoft alternatives 

MSMQ is not the only message queuing implementation available. If there is a reason where 

Microsoft Windows cannot be used, it might be worth looking into open source and cross 

platform alternatives such as RabbitMQ or ZeroMQ.  

 

6. Discussion  

MSMQ is definitely a solution that’s worth looking into, especially that it’s one of the oldest 

message queue implementations – being developed by Microsoft since early years – which 

implies that it has a bag of experiences while being constantly improved. The drawback is 

that it’s limited to Microsoft Windows environment only – in order to use message queues 

on other operating system, one would have to apply a different implementation of message 

queues. 

Oracle Data Guard is good but it’s a corporate solution, very expensive, very resource (CPU, 

memory) exhaustive and licensed. Every implementation into private software requires 

approval from the Oracle itself. 

Both solutions will benefit from hardware accelerators so it’s wise to check out Cisco 

solutions and their research on satellite links. 
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