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Spelar det roll HUR vi gör fel? - Betydelsen av

studiedesign och felspecificering av modeller

när man utvärderar prestationen av dubbelt

robusta estimatorer

Populärvetenskaplig sammanfattning

Den här uppsatsen behandlar dubbelt robusta skattningar (DR-skattningar),
som är ett av flera sätt att hantera att man saknar delar av ett datamaterial.
Till exempel kan vi tänka oss att vi vill undersöka individers inkomst och
därför skickar ut en enkät med fr̊agor om kön, ålder och lön till ett stort
antal personer. När vi f̊ar tillbaka svaren har alla personer svarat p̊a bak-
grundsfr̊agorna om kön och ålder, men en del har inte angett sin lön. Vi kan
vidare tänka oss att det enbart är kön och ålder, men inte lönen i sig, som
p̊averkar om en person svarar p̊a fr̊agan eller inte. Samtidigt p̊averkas dock
ocks̊a lönen av dessa faktorer.

När vi vill beräkna den genomsnittliga lönen fr̊an detta stickprov har vi
flera olika val. Ett sätt är att beräkna sannolikheten att en person svarar p̊a
fr̊agan, och att l̊ata den informationen väga in i beräkningen av medelvärdet.
Om vi t.ex. vet att yngre män är mindre benägna att svara s̊a ger vi mer vikt
åt svaren vi har f̊att fr̊an denna grupp. Detta kallas för viktning. Ett annat
sätt är att först undersöka hur kön och ålder p̊averkar lön hos de som har
svarat och att sedan skatta lönen hos de som inte har svarat utifr̊an informa-
tionen vi har om deras kön och ålder. Detta kallas för regressionsskattning.

DR-skattningar kombinerar viktning och regressionsskattning. I b̊ada an-
greppssätten finns nämligen en risk att man gör fel när man skattar medelvärdet.
Till exempel kan det vara s̊a att det finns flera individuella egenskaper som
p̊averkar lön, men som vi inte har fr̊agat om, eller att lönen inte ökar linjärt
med ålder, men vi antar att den gör det. Tanken bakom DR-skattningar är
att viktningen kan korrigera för eventuella fel vi gör i regressionsskattningen
och vice versa. Men det är inte säker att den metoden är bättre om vi gör
fel i b̊ada delar.

Tidigare forskning om DR-skattningar har kommit till skilda resultat och
slutsatser. Det grundläggande sättet att jämföra olika skattningar är att
simulera ofullständiga datamaterial och att sedan avsiktligt göra fel när man
tar fram skattningarna. P̊a s̊a sätt kan man undersöka hur det felet p̊averkar
resultaten, eftersom man känner till de sanna förh̊allanden. V̊ar studie tar sin
utg̊angspunkt i fr̊agan om skillnaderna i tidigare studier kan förklaras av att



tillvägag̊angssätten i dessa skiljer sig åt. Därför jämför vi en DR-skattning
med regressionsskattning i olika situationer, där till exempel sätten att göra
fel i skattningarna varierar.

Resultaten tyder p̊a att det sätt p̊a vilket man gör fel enbart har en viss
p̊averkan p̊a hur bra DR-skattning är jämfört med regressionsskattning. An-
dra faktorer p̊averkar ocks̊a, som stickprovsstorleken eller hur starkt bak-
grundegenskaperna (t.ex. kön och ålder) p̊averkar om man svarar eller inte.
Resultaten kan användas för att bättre först̊a skillnaderna i vad tidigare
forskning har kommit fram till.

Sammanfattning

Den här uppsatsen behandlar dubbelt robusta (DR) estimatorer i kontex-
ten av bortfall. I tidigare forskning är man oense om vilka estimatorer som
presterar bäst och i vilka situationer DR borde föredras framför andra esti-
matorer. Samtidigt skiljer sig även omständigheterna för jämförelsen mellan
DR- och andra estimationer åt mellan tidigare studier. Därför fokuserar vi
här p̊a effekten som tre avgränsade aspekter av studiedesign har p̊a presta-
tionen för en DR-estimator, jämfört med regressions-estimation (OR). Dessa
aspekter är stickprovsstorlek, sättet p̊a vilket modeller felspecificeras samt
styrkan av sambandet mellan kovariaterna och benägenheten att svara. Vi
hittar inga drastiska effekter av typen av felspecificering, samtidigt som alla
tre aspekter p̊averkar hur DR presterar jämfört med OR. Dessa resultat kan
användas för att bättre först̊a de skilda slutsatserna i tidigare forskning.



Abstract

This thesis concerns doubly robust (DR) estimation in missing
data contexts. Previous research is not unanimous as to which esti-
mators perform best and in which situations DR is to be preferred over
other estimators. We observe that the conditions surrounding com-
parisons of DR- and other estimators vary between different previous
studies. We therefore focus on the effects of three distinct aspects of
study design on the performance of one DR-estimator in comparison
to outcome regression (OR). These aspects are sample size, the way in
which models are misspecified, and the degree of association between
the covariates and propensities. We find that while there are no dras-
tic effects of the type of model misspecification, all three aspects do
affect how DR compares to OR. The results can be used to better
understand the divergent conclusions of previous research.

Keywords: Double robustness, missing data,
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1 Introduction

1.1 Background

The following paper investigates the performance of doubly robust (DR) es-
timators in missing data problems. The relevance of this topic is given by the
high prevalence of missing data in various areas of study. One problem which
arises from missing data is that the observed, i.e. non-missing, respondents
or observational units amount to a (sometimes significantly) smaller sample
size than anticipated in the study design. More importantly however, is the
fact that the inferences drawn from incomplete data can be outright incorrect
if the approach for handling the missing data is inappropriate (Allison 2001).

Different approaches to missing data include listwise deletion, imputation of
missing values and weighting. Which approach is appropriate in a given sit-
uation depends on the type of missing data and the underlying mechanisms
that cause their missingness (Allison 2001, Rubin 1976). For the purpose of
this study we consider situations in which the response variable yi may be
missing for some units i but all covariates xi are observed, and the goal is to
estimate the population mean µ from such an incomplete sample. Further-
more, the data is assumed to be missing at random given covariates (MAR),
that is to say the missingness is related to values of x, but not of y (Allison
2001).

In this situation, there are two conventional approaches to estimating the
population mean. The first is regression imputation, also called outcome re-
gression (OR). Here, µ is estimated from the predicted values of the regression
of the observed y’s on x (ibid). Another approach consists of estimating the
observations’ propensity score (PS), i.e. their probability to be missing, given
xi, which is then used to weigh the observed yi’s in estimating the popula-
tion mean. This is referred to as inverse probability weighting (IPW). Both
of these approaches estimate µ without bias if their respective models are
correctly specified. However, this is not necessarily the case in practice. For
example, there could be additional covariates, which are not observed, or the
researcher could wrongly assume a linear relationship between the observed
variables (Kang and Schafer 2007a).

As a solution, DR-estimators, which combine the OR- and PS-based models,
have been proposed. DR-estimators provide unbiased estimations if either of
the two included models is misspecified. Yet they are not guaranteed to be
unbiased in case both the underlying PS- and OR-models are misspecified
simultaneously (ibid).
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1.2 Previous research

In previous research, the performance of these estimators is assessed using
simulated, incomplete data sets for which the estimates from both correctly
specified and intentionally misspecified models are compared. Lunceford and
Davidian (2004) compare one DR-estimator, the augmented inverse probabil-
ity weighted estimator (AIPW), with a number of other estimators, including
outcome regression. Here, the model misspecification consists of omitting one
of the x-variables from the OR-model. Consequently, the authors do not ex-
amine situations where the PS-model or both models in the DR-estimator
are misspecified. They find that in terms of bias, a correct PS-model amends
misspecification of the OR-model in the DR-estimator. Furthermore, the mis-
specification only affects the variance of the DR-estimator negatively when
there is strong correlation between the propensities and x (Lunceford and
Davidian 2004).

Bang and Robins (2005) focus on a different DR-estimator, which is com-
pared to OR- and PS-based estimates, and additionally use a different kind
of model misspecification and data generating process than the previous ex-
ample. They find that either a correct PS- or OR-part of the DR-estimator
corrects for misspecification of the other part. Furthermore, the doubly mis-
specified DR-estimators do not perform worse, nor significantly better, than
the incorrect PS- and OR-estimators in terms of bias or variance (Bang and
Robins 2005).

Kang and Schafer (2007a) compare IPW- and OR-based estimators as well as
three DR-estimators and find that these perform differently well depending
on which model is misspecified. While both the estimators used in Lunceford
and Davidian (2004) and Bang and Robins (2005) are included in the com-
parison, the surrounding conditions again vary from those in the previous
examples. They find that the AIPW estimator is more sensitive to misspec-
ification of the OR- than the PS-model. Nevertheless, the DR-estimators
in which only one part is misspecified perform better than the incorrect re-
gression estimator. Yet if both parts of the DR-estimators are misspecified,
this always produces significantly more biased results than the misspecified
OR-estimator (Kang and Schafer 2007a). This is contrary to the results of
Bang and Robins (2005).

Since then, a number of additional DR-estimators have been proposed, which
seek to improve their performance (see e.g. Cao, Tsiatis and Davidian 2009,
Tan 2010, Rotnitzky, Lei, Sued and Robins 2012). However, the field of DR-
estimators is still far from fully explored and there is no unanimous answer to
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which estimator is to be preferred over others and in what situations. While
we cannot reasonably expect to answer these questions within the limits of
this thesis, we nevertheless hope to contribute to the discussion by focusing
on the conditions surrounding the comparison of estimators.

For instance, Kang and Schafer (2007a, 2007b) argue that the contrasting re-
sults of Bang and Robins (2005) are due to the latter’s study design, namely
an unreasonably strong misspecification of the OR-model and a weak rela-
tionship between the covariates and missingness mechanism. This is rebutted
by Robins, Sued, Lei-Gomez and Rotnitzky (2007) who assert that the strong
performance of the OR-estimator in Kang and Schafer (2007a) instead can
be attributed to a favorable study design.

1.3 Aim and research questions

The above discussion suggests that in comparing (DR-) estimators, the con-
ditions surrounding the comparisons should be taken into account. The aim
of this paper is therefore to study the effects of three different aspects of
study design on the performance of two estimators. Specifically, we do so by
focusing on one DR-estimator and comparing its performance, in terms of
bias, variance and MSE, to that of outcome regression.

The conditions for the comparison vary with respect to the following aspects:
The way in which the models are misspecified, the degree of association
between the covariates and mechanism for missingness, and sample size. In
doing so, we hope to answer the question whether these aspects of study
design can have a strong enough effect as to warrant divergent conclusions
when comparing the same DR- and OR-estimator.

The paper is structured as followed: We begin by presenting the theoretical
models and characteristics of the estimators. This is followed by a description
of the methods for our simulation study and the different types of misspec-
ification that are examined. We then present the results of the simulations
and discuss their implications in the concluding section.
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2 Theoretical background and models

The following section describes the theoretical models for the estimators in
question, as well as their known properties. The theoretical basis for our
simulations is a random sample of n units from an unknown, infinite popu-
lation. These units i = 1, . . . , n have attributes measured by the response yi
and the covariate vector xi = (x1i, . . . , xpi)

T . The covariates xi are observed
for the whole sample whereas yi is not observed for some units.

Let ti be the response indicator for yi and let ti = 0 if yi is missing, and
ti = 1 if yi is observed. Furthermore, let the propensity score πi, denote
the probability that yi is observed, πi = P (ti = 1|xi). Since yi is MAR, the
values of ti do not depend on yi, given xi: P (ti|xi, yi) = P (ti|xi). In other
words, whether a unit is observed or not does not depend on its value of yi,
given the covariates. The covariates xi however, are potentially related to
both yi and ti. The response yi depends on xi such that

yi = m(xi) + εi, E(εi|xi) = 0,

where m(xi) is a function of xi that we can estimate, and εi represents the
random variation in yi. This means that

E(yi|xi) = m(xi) = mi.

We can estimate the population mean µ = E(y) directly as the sample mean
of the observed yi’s,

yobs =
1

nobs

n∑
i=1

tiyi, nobs =
n∑

i=1

ti. (1)

Here, the subscript ”obs” indicates that only the observed units are consid-
ered. The so called naive estimator yobs can give adequate results in some
situations but can also be seriously biased, for example when there is a selec-
tion bias, that is, yi is not missing completely at random (Kang and Schafer
2007a).

When the assumption that yi is MAR holds, one alternative to the naive
estimate is to estimate µ using OR. In this case, µ is estimated from the
predicted values from the regression m̂i of the observed yi’s on xi:
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µ̂OR =
1

n

n∑
i=1

m̂i. (2)

We here use a linear model for m̂ :

m̂i = xT
i β̂, β̂ =

(
n∑

j=1

tjxjx
T
j

)−1( n∑
j=1

tjxjyj

)
.

Another alternative is to weigh the observed yi’s using the estimated propen-
sity score π̂i:

µ̂IPW =
1

n

n∑
i=1

tiyi
π̂i
, (3)

where πi is estimated as

π̂i = expit(xT
i α̂) =

exp(xT
i α̂)

1 + exp(xT
i α̂)

and α̂ are the estimated coefficients of the logistic regression of ti on xi.

Both these estimators are consistent, i.e. asymptotically unbiased, when the
respective underlying models are correctly specified. The asymptotic variance
of the OR-estimate (2) is lower than or equal to that of the PS-estimate (3)
(Tan 2007).

One DR-estimator is the so-called augmented inverse probability weighted
(AIPW) estimator, proposed by Robins, Rotnitzky and Zhao (1994). Here,
the weighted estimator in (3) additionally utilizes information from the re-
gression estimates m̂i:

µ̂AIPW = µ̂IPW −
1

n

n∑
i=1

(
ti
π̂i
− 1

)
m̂i. (4)

This estimator is algebraically equivalent to the bias-corrected OR-estimator
in Kang and Schafer (2007a):

µ̂BC−OR = µ̂OR +
1

n

n∑
i=1

ti
π̂i
ε̂i (5)

where ε̂i = yi − m̂i are the estimated residuals from the regression of yi on
xi. (For proof of the algebraic equivalence, see the Appendix.)
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The DR-estimator in (4) and (5) consistently estimates µ if one or both
of the OR- and PS-model are correctly specified. This property of double
robustness arises from the following: If the regression model used in (4) is
correctly specified, µ̂OR is a consistent estimate of µ. In addition, E(ε̂i) = 0,
meaning that the right hand term in (4) has expectation zero. Thus, if
the regression model is correct in a finite sample, the sum of the weighted
residuals is likely to be very small and the PS-model is given very little
weight regardless of whether it is correctly specified. If the OR-model is
misspecified, but the PS-model is correct, the propensity weighted residuals
correct for the misspecification. This is because the bias of the left hand term
in (5) is consistently estimated by the right hand term (Kang and Schafer
2007a). (For a sketch of the proof that the estimators are asymptotically
unbiased, see the Appendix.)

Thus, the DR-estimator is asymptotically unbiased if either the PS- or the
OR-part of the model is misspecified, but not necessarily if both parts are
incorrect. If all models are correctly specified, the DR-estimate (4) is as
least as efficient as the IPW-estimate (3) but no more efficient than the OR-
estimate (2). In comparison with regression estimation, the performance of
the DR-estimator is subject to a bias-variance trade-off. A correct PS-model
can correct for misspecification of the OR-model in terms of bias, but the
DR-estimate has a higher variance than the OR-estimate when the OR-model
is correct (Kang and Schafer 2007a, Tan 2007).

Parallel to the type of model misspecification, we also test the effect of varying
the degree of association between xi and πi, which is denoted by α. Higher
values of α and thus a stronger selection bias mean that the x-values for
respondents and non-respondents differ greatly. For the regression model,
this can lead to there being few observed yi’s in the outlying regions of xi.
Consequently, the regression in these regions is largely based on extrapolation
for the non-respondents. As a result, it is here easier to misspecify the
OR-model because it is based on limited information. This uncertainty is
however not reflected in the estimate’s standard error. Higher values of α
are also associated with a larger range of the propensities πi. When some
observations’ propensities are close to zero, the PS-model assigns very large
weights to these observations, or their residuals in the DR-model (5). This
means that at high values of α, even small misspecifications of the PS-model
can have devastating consequences for the performance of the IPW-estimator,
and the DR-estimator if both models are incorrectly specified (Kang and
Schafer 2007a, Tan 2007).

In order to gauge the effect of increasing α on the composition of the simu-
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lated data, we calculated the range of the propensities πi, as well the multi-
variate imbalance measure L1 (Iacus, King Porro 2011), which can be viewed
as a measure of dissimilarity between distributions. In our case, we compare
the distribution of πi between respondents and non-respondents. A value of
L1 = 1 would indicate that the two distributions are completely separate,
i.e. that the respondents would exclusively have higher propensities than the
non-respondents. A value of L1 = 0 would indicate that the two distributions
are identical, i.e. there is no difference in propensities between respondents
and non-respondents.
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3 Simulation studies

Our study compares the performance of the OR- and DR-estimator described
above under varying conditions, using Monte Carlo simulation (Boos and Ste-
fanski 2013). We did so by simulating a large number of incomplete samples
and estimating the population mean with the correctly and incorrectly spec-
ified OR- and DR-estimator. The resulting estimates were then compared
with the true value of µ. The misspecification of the estimators were carried
out in three different ways and we also varied the values of α and n.

More specifically, we generated samples of pseudo-random variables. Pseudo-
random variables possess the statistical properties of randomness but are in
fact generated by a deterministic computational algorithm, which ensures
replicability of the results (ibid). The data was simulated as followed:

1) We generated n observations of x1i, . . . , x4i, εi ∼ N(0, 1), i.i.d. As a basis,
yi and πi were generated as

yi = 200 + 15x1i + 15x2i + 15x3i + 15x4i + εi

πi = expit(αx1i + αx2i + αx3i + αx4i).

This was modified in some of the misspecifications described below. The
indicator of missingness, ti, was generated as ti ∼ Bin(1, πi). Thus, the
proportion of missing data is approximately 50%, regardless of the value of
α, and E(y) = 200. The response yi is observed if ti = 1, and indicated
as missing for observations with ti = 0. From this truncated data set, we
then calculated the naive, regression- and DR-estimate as described in the
previous section in equations (1), (2) and (5) respectively.

2) The simulation in step 1) was repeated 1000 times. From these 1000
repetitions the average of the bias µ− µ̂ was computed. We also calculated
the estimates’ variance var(µ̂) and MSE, MSE(µ̂) = bias2 + var.

3) Steps 1) and 2) were repeated for each of the model misspecifications
described below. We thus received results showing how each of the different
misspecification affects the estimates’ bias, variance and MSE.

4) Steps 1) through 3) were repeated for four different values of α: 0.1, 0.3,
0.6 and 1.0; and two different sample sizes: 200 and 1000.
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3.1 Misspecifications

We examined three different designs for model misspecification, partially
based on different approaches in previous research. Each design further has
four versions: In i) all models were correctly specified. In ii), the OR-models
were misspecified but the PS-model was correct. Vice versa in iii) the PS-
model was misspecified but the OR-models were correct. In iv) all models
were misspecified.

3.1.1 Design 1

In the first design the variables were generated as described in step one above,
that is yi and logit(πi) were linear functions of xi. The correctly specified
OR- and PS-models in specification i) regressed yi and ti on all covariates.
In ii) the OR-estimator, as well as the OR-part of the DR-estimator, were
based on the covariates x1i through x3i, that is to say they failed to take
x4i into account. In iii) the OR-models were correct and the PS-part of the
DR-model omitted x4i instead. In iv) both parts of the DR-model omitted
x4i. Likewise, the OR-model excluded x4i, i.e. was the same as iii).

3.1.2 Design 2

In Kang and Schafer (2007a), both yi and πi depended on a vector of covari-
ates, zi = (z1i, z2i, z3i, z4i) which was thought to be unobserved in practice.
This was generated as z1i, . . . , z4i ∼ N(0, 1), i.i.d. The observed covariates
xi were instead non-linear transformations of zi such that

x1i = exp(z1i/2)

x2i = z2i/(1 + exp(z1i)) + 10

x3i = (z1iz3i/25 + 0.6)3

x4i = (z2i + z4i + 20)2.

Our second design replicated that of Kang and Schafer (2007a) with the
exceptions that yi was generated as

yi = 200 + 15z1i + 15z2i + 15z3i + 15z4i + εi, εi ∼ N(0, 1)

rather than

yi = 210 + 27.4z1i + 13.7z2i + 13.7z3i + 13.7z4i + εi
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and
πi = expit(αz1i + αz2i + αz3i + αz4i)

rather than
πi = expit(−z1i + 0.5z2i − 0.25z3i − 0.1z4i).

This was done to allow for easier comparison across the different designs and
to allow for α to vary in the simulations.

In the correctly specified models, yi and ti were regressed on zi in estimating
m̂ and π̂i. When the OR- or the PS-model were misspecified, yi and/or ti were
regressed on xi instead. Like before, all models were correctly specified in i),
whereas in ii) the OR-models were misspecified but the PS-model was correct.
In iii) the PS-model was misspecified but the OR-estimate and OR-part of
the DR-estimator were correct and in iv) both models were misspecified.

3.1.3 Design 3

In the third type of model misspecification, mi and logit(πi) were also non-
linear functions of xi, but were instead generated as

yi = 185 + 15x21i + 15x2i + 15x3i + 15x3ix4i + εi

and
πi = expit(−α1 + α1x

2
1i + α2x2i + α3x3i + α4x3ix4i).

These models had different intercepts than in the other designs to adjust
for the quadratic term and ensure that µ = 200 and E(ti) ≈ 0.5. In the
correctly specified models in i), the regressions of y and t on x took all terms
into account. The misspecified OR-models in ii) omitted the quadratic- and
the interaction-term and regressed yi linearly on x1i through x4i only, while
the PS-model was correct. Vice versa, in iii) the PS-model did not include
the interaction and quadratic term, while the OR-models did. Again, both
models were misspecified in iv) by omitting these terms.

The choices of parameters and designs described above are determined by
our research question, which in turn is a result of a divergence in the finding
of previous research. The current study design therefore draws heavily on
that of previous studies. As a benchmark for comparisons of the results, we
aimed to replicate the study design of Kang and Schafer (2007a) relatively
closely. From this, we chose µ as 200 and the parameter for the effect of all
covariates xi as 15 as a slight simplification. The range of α was also chosen
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based on the approaches in previous studies: it is changed (for all covariates)
between 0.0 and 0.3 in Lunceford and Davidian (2004) and varies (between
covariates) between 0.1 and 1.0, and -1.0 and 1.0 respectively in Kang and
Schafer (2007a) and Bang and Robins (2005). The sample sizes were also
chosen from common sizes in previous studies.

In contrast to the second design of misspecification, which resembles that
of Kang and Schafer (2007a), the first design was chosen as a simpler al-
ternative. Since even the misspecified estimators here correctly model the
linear relationships (but omit one covariate), the first misspecification differs
distinctly from the other two which use non-linear relationships. A similar
misspecification, with a different data generating process, was used in Lunce-
ford and Davidian (2004). Somewhat similar to our third design, Bang and
Robins (2005) use quadratic and interaction terms, but their misspecifica-
tion is more drastic than the one used here. The underlying thought behind
the third design is however to use non-linearity in the misspecification in a
less complicated way than in the second design. Since the three designs for
model misspecification vary significantly, we would intuitively expect them
to produce dissimilar results as well, e.g. regarding the effect of the misspec-
ifications on the different estimates’ bias or variance.

All simulations and estimations were performed in R version 3.3.1 (R Core
Team 2016).
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4 Results

The simulations and misspecifications were implemented as described in the
previous section. In the following section, we present the results for each of
the three designs and two different sample sizes. Apart from the naive, OR-
and DR-estimates’ bias, variance and MSE, we also report the range of the
propensity scores π, which can potentially be used to interpret the results.

4.1 Design 1 - n=200

Table 1: Results for design 1, n=200
α Bias Variance MSE Range(π)

Naive OR DR Naive OR DR Naive OR DR
0.1 i) 2,88 -0,13 -0,13 8,48 4,53 4,53 16,68 4,55 4,55 0,37-0,63
0.1 ii) 2,88 0,66 -0,11 8,48 5,57 5,57 16,68 5,99 4,61 0,37-0,63
0.1 iii) 2,88 -0,13 -0,13 8,48 4,53 4,53 16,68 4,55 4,55 0,37-0,63
0.1 iv) 2,88 0,66 -0,68 8,48 5,57 5,56 16,68 5,99 4,61 0,37-0,63

0.3 i) 8,24 -0,12 -0,12 8,23 4,53 4,53 76,05 4,55 4,55 0,16-0,84
0.3 ii) 8,24 2,13 -0,09 8,23 5,60 4,96 76,05 10,14 4,97 0,16-0,84
0.3 iii) 8,24 -0,12 -0,12 8,23 4,53 4,53 76,05 4,55 4,45 0,16-0,84
0.3 iv) 8,24 2,13 2,14 8,23 5,60 5,60 76,05 10,14 10,17 0,16-0,84

0.6 i) 13,96 -0,13 -0,13 6,79 4,53 4,54 201,62 4,55 4,56 0,04-0,96
0.6 ii) 13,96 4,05 -0,03 6,79 5,62 7,76 201,62 22,05 7,76 0,04-0,96
0.6 iii) 13,96 -0,13 -0,13 6,79 4,53 4,53 201,62 4,55 4,55 0,04-0,96
0.6 iv) 13,96 4,05 4,09 6,79 5,62 5,85 201,62 22,05 22,57 0,04-0,96

1.0 i) 18,11 -0,13 -0,13 5,42 4,53 4,56 333,3 4,54 4,58 0,005-0,99
1.0 ii) 18,11 6,12 0,01 5,42 5,16 53,18 333,3 42,62 53,18 0,005-0,99
1.0 iii) 18,11 -0,13 -0,12 5,42 4,53 4,54 333,3 4,54 4,55 0,005-0,99
1.0 iv) 18,11 6,12 6,30 5,42 5,16 6,77 333,3 42,62 46,49 0,005-0,99

Throughout the first and second design, the proportion of missing responses
is approximately 50 percent (not shown). From table 1 we can see that the
range of the propensities increases strongly with α; at a strong association
between the covariates and the missingness mechanism the most extreme
propensities are very close to zero and one. Furthermore, L1 also increases
with α, from 0.10 to 0.58 (not shown), meaning that the propensities of
the respondents grow more dissimilar to those of the non-respondents. This
relationship holds for all simulations, where larger sample sizes generally
result in slightly higher values of L1.
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The bias for the naive estimate, i.e. the mean of the observed y’s, is much
larger than for all other estimates and increases greatly with α. As we would
expect (Tan 2007), the DR-estimates are no more efficient than the OR-
estimates based on correct models, that is to say they have equal or a higher
variance.

In terms of bias, the misspecification of one part of the DR-estimator is
amended if the other part is correctly specified. Firstly, the bias of the cor-
rect OR-estimates in i) and iii) is the same as for the correct DR-estimate in
i), as well as the DR-estimate in iii) in which the PS-model is misspecified.
These estimates also have the same variance, and their bias and variance
remain essentially constant over α. The DR-estimate’s accurate OR-model
corrects for the misspecification of the PS-model in iii) because µ̂OR consis-
tently estimates µ and E(ε̂i) = 0 when the OR-model is correctly specified.
We would therefore expect the regression residuals to be very small. Conse-
quently, it does not affect the DR-estimate negatively if these small residuals
are weighted by incorrectly calculated propensity scores.

Secondly, when the OR-part of the DR-estimate is misspecified, but the PS-
part is correct in ii), the misspecification does not affect the estimate’s bias
negatively. On the contrary, we actually observe a somewhat lower bias
for the DR-estimates in ii) than for all other estimates. At higher values
of α however, these estimates also have a significantly higher variance. A
possible explanation is that the DR-estimate in ii) is more dependent on the
correctly specified PS-model, since the OR-model is misspecified. As some of
the propensities move closer to zero, the PS-model can suffer from a strong
increase in variance (Tan 2007).

As discussed in the theory section, we would expect the bias of the OR-
and DR-estimates in iv), which are based on misspecified models, to increase
with α and the range of the propensities. This is the case. The DR-estimates
bases on fully misspecified models in iv) have a considerably larger bias than
the DR-estimates with at least one correct model [i)-iii)], but this bias is not
much larger than for the OR-estimates based on misspecified models. For
high values of α, the DR-estimate in iv) also has a slightly higher variance
and MSE than the OR-estimate based on misspecified models.

4.2 Design 1 - n=1000

When the simulation is repeated with n = 1000, the range of the propensities
becomes slightly wider (see table 2), while the proportion of missing data
remains around 50%. We see no drastic change in the naive estimates’ bias.
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Table 2: Results for design 1, n=1000
α Bias Variance MSE Range(π)

Naive OR DR Naive OR DR Naive OR DR
0.1 i) 2,906 -0,069 -0,069 1,745 0,813 0,813 10,19 0,818 0,818 0,34-0,66
0.1 ii) 2,906 0,669 -0,064 1,745 1,034 0,815 10,19 1,482 0,819 0,34-0,66
0.1 iii) 2,906 -0,069 -0,069 1,745 0,813 0,813 10,19 0,818 0,818 0,34-0,66
0.1 iv) 2,906 0,669 0,669 1,745 1,034 1,034 10,19 1,482 1,482 0,34-0,66

0.3 i) 8,285 -0,069 -0,069 1,580 0,815 0,815 70,22 0,819 0,819 0,13-0,87
0.3 ii) 8,285 2,144 -0,055 1,580 0,996 1,689 70,22 5,591 0,849 0,13-0,87
0.3 iii) 8,285 -0,069 -0,070 1,580 0,815 1,214 70,22 0,819 0,820 0,13-0,87
0.3 iv) 8,285 2,144 0,145 1,580 0,996 1,557 70,22 5,591 5,602 0,13-0,87

0.6 i) 13,99 -0,069 -0,069 1,361 0,814 0,814 197,11 0,819 0,819 0,02-0,98
0.6 ii) 13,99 4,125 -0,069 1,361 1,019 1,344 197,11 18,04 1,349 0,02-0,98
0.6 iii) 13,99 -0,069 -0,070 1,361 0,814 0,814 197,11 0,819 0,819 0,02-0,98
0.6 iv) 13,99 4,125 4,149 1,361 1,019 1,078 197,11 18,04 18,29 0,02-0,98

1.0 i) 18,19 -0,069 -0,071 1,130 0,817 0,820 331,99 0,822 0,825 0,002-0,998
1.0 ii) 18,19 6,230 -0,009 1,130 1,00 4,618 331,99 39,81 4,618 0,002-0,998
1.0 iii) 18,19 -0,069 -0,070 1,130 0,817 0,817 331,99 0,822 0,822 0,002-0,998
1.0 iv) 18,19 6,230 6,438 1,130 1,000 1,223 331,99 39,81 42,67 0,002-0,998

The OR- and DR-estimate that are based on correct models however, have
a much smaller bias for larger sample sizes, -0,069 compared to -0,124 for
n = 200.

All estimates’ variances are substantially lower than before, which is to be
expected for larger sample sizes. Overall, there is no significant difference in
variance, or bias, between the OR-estimates and the DR-estimates bases on
correctly specified models in i) and iii). Like before, the DR-estimates in ii)
generally have higher variances than the OR- and other DR-estimates, but
we do not see an equally drastic increase in variance as we did for n = 200.

Similar to what we could observe at the smaller sample size, the incorrect
DR-estimates in iv) do much worse in terms of bias than the ones in ii)
and iii). However, they only have a slightly higher bias than the incorrect
OR-estimates at the largest value of α, and a somewhat higher variance.

For the first design then, neither DR- nor OR-estimator outperforms the
other. While n and α have strong effects on the estimates’ performances,
we see no substantial differences in bias, variance and MSE between DR
and OR when looking at the most realistic scenario, i.e. that all models
are misspecified in iv). This somewhat contradicts the findings of Kang and
Schafer (2007a) in which the DR-estimate based on doubly misspecified mod-

14



els performed substantially worse than the OR-estimate based on misspecified
models, but these findings are based on a different type of misspecification.

4.3 Design 2 - n=200

Table 3: Results for design 2, n = 200
α Bias Variance MSE Range(π)

Naive OR DR Naive OR DR Naive OR DR
0.1 i) 2,88 -0,13 -0,13 8,47 4,52 4,52 16,76 4,54 4,54 0,37-0,63
0.1 ii) 2,88 0,75 -0,10 8,47 6,04 4,95 16,76 6,60 4,96 0,37-0,63
0.1 iii) 2,88 -0,13 -0,13 8,47 4,52 4,52 16,76 4,54 4,54 0,37-0,63
0.1 iv) 2,88 0,75 0,83 8,47 6,04 6,07 16,76 6,60 6,68 0,37-0,63

0.3 i) 8,23 -0,13 -0,13 8,21 4,52 4,52 76,00 4,54 4,54 0,16-0,84
0.3 ii) 8,23 2,57 -0,02 8,21 6,08 5,45 76,00 12,66 5,45 0,16-0,84
0.3 iii) 8,23 -0,13 -0,13 8,21 4,52 4,52 76,00 4,54 4,54 0,16-0,84
0.3 iv) 8,23 2,57 2,76 8,21 6,08 6,82 76,00 12,66 14,46 0,16-0,84

0.6 i) 13,96 -0,13 -0,13 6,78 4,52 4,52 201,58 4,54 4,54 0,04-0,96
0.6 ii) 13,96 5,15 0,21 6,78 5,94 10,98 201,58 32,50 11,03 0,04-0,96
0.6 iii) 13,96 -0,13 -0,13 6,78 4,52 4,52 201,58 4,54 4,54 0,04-0,96
0.6 iv) 13,96 5,15 5,96 6,78 5,94 10,00 201,58 32,50 42,42 0,04-0,96

1.0 i) 18,11 -0,13 -0,13 5,43 4,52 4,52 333,26 4,54 4,54 0,005-0,99
1.0 ii) 18,11 7,77 0,60 5,43 5,72 54,50 333,26 66,08 54,85 0,005-0,99
1.0 iii) 18,11 -0,13 -0,13 5,43 4,52 4,52 333,26 4,54 4,54 0,005-0,99
1.0 iv) 18,11 7,77 9,34 5,43 5,72 78,31 333,26 66,08 165,55 0,005-0,99

Since the misspecification in the second design differs from the first mis-
specification, one could intuitively expect this to reflect on the results as
well. However, the results for the second design are relatively similar to the
previous ones, controlling for sample size (see table 3). The naive estimate
again performs worst and its bias, variance and changes therein do not dif-
fer notably from the first design. The bias and variance for the OR- and
DR-estimates in i) and iii) are also essentially the same as before.

In the first design, we saw that the DR-estimates based on partially mis-
specified models in ii) often had higher variance than the correct one at
n = 200. In the second design they suffer from an even more drastic increase
in variance for higher values of α.

The most notable difference from the first design occurs for the DR-estimates
in iv), which are based on fully misspecified models. Unlike before, they are
here outperformed by the OR-estimates (with incorrect models) in terms
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of both bias and variance. This becomes more pronounced at larger values
of α. For α = 1, the misspecification of both parts of the DR-model has
devastating consequences for the estimate’s variance and consequently also
MSE, compared to the OR-estimate.

4.4 Design 2 - n=1000

Table 4: Results for design 2, n = 1000
α Bias Variance MSE Range(π)

Naive OR DR Naive OR DR Naive OR DR
0.1 i) 2,908 -0,067 -0,067 1,749 0,813 0,813 10,20 0,818 0,818 0,34-0,66
0.1 ii) 2,908 0,856 -0,061 1,749 1,126 0,871 10,20 1,858 0,875 0,34-0,66
0.1 iii) 2,908 -0,067 -0,067 1,749 0,813 0,813 10,20 0,818 0,818 0,34-0,66
0.1 iv) 2,908 0,856 0,895 1,749 1,126 1,127 10,20 1,858 1,929 0,34-0,66

0.3 i) 8,287 -0,067 -0,067 1,582 0,813 0,813 70,26 0,818 0,818 0,13-0,87
0.3 ii) 8,287 2,734 -0,053 1,582 1,121 0,946 70,26 8,594 0,949 0,13-0,87
0.3 iii) 8,287 -0,067 -0,067 1,582 0,813 0,813 70,26 0,818 0,818 0,13-0,87
0.3 iv) 8,287 2,734 2,933 1,582 1,121 1,251 70,26 8,594 9,855 0,13-0,87

0.6 i) 13,99 -0,067 -0,067 1,582 0,813 0,813 197,15 0,818 0,818 0,02-0,98
0.6 ii) 13,99 5,282 -0,039 1,582 1,138 1,919 197,15 29,04 1,920 0,02-0,98
0.6 iii) 13,99 -0,067 -0,067 1,582 0,813 0,813 197,15 0,818 0,818 0,02-0,98
0.6 iv) 13,99 5,282 6,115 1,582 1,138 4,555 197,15 29,04 41,95 0,02-0,98

1.0 i) 18,19 -0,067 -0,067 1,130 0,813 0,813 332,02 0,818 0,818 0,002-0,998
1.0 ii) 18,19 7,939 0,045 1,130 1,144 10,63 332,02 64,17 10,63 0,002-0,998
1.0 iii) 18,19 -0,067 -0,067 1,130 0,813 0,813 332,02 0,818 0,818 0,002-0,998
1.0 iv) 18,19 7,939 10,83 1,130 1,144 130,83 332,02 64,17 248,17 0,002-0,998

For n = 1000, we can largely observe similar relationships as for n = 200
(see table 4). The naive estimate’s bias is essentially unchanged, whereas the
correct OR-and DR-estimates perform much better in terms of bias. As we
would expect, the variances of all estimates again decrease significantly at
a larger sample size. Like before, the incorrect OR-estimators in ii) and iv)
produce a larger bias, which increases with α and is similar to that of the
corresponding estimators for n = 200. For the DR-estimator in iii), the mis-
specification of the PS-model is again corrected for by the OR-model. Thus,
this estimate has the same bias and variance as the correct OR-estimate.

Compared to the incorrect OR-estimate, the DR-estimates in iv) have higher
bias and variance, which increase with α. This too is similar to what we
observed at n = 200. Most notably, the dual misspecification has even more
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drastic consequences for the DR-estimate’s efficiency at α = 1, where the
variance increases to 130.830.

The second design resembles the one of Kang and Schafer (2007) most closely
and here we also see more pronounced differences between the OR- and the
DR-estimates than before. While the OR-estimate with a misspecified model
has a lower bias than the DR-estimate in iv), especially at higher values of α,
this difference is still much smaller in our results than in Kang and Schafer
(2007). In terms of MSE however, the OR-estimate drastically outperforms
the DR-estimate when both models are misspecified at α = 1.

4.5 Design 3 - n=200

Table 5: Results for design 3, n = 200
α Bias Variance MSE Range(π)

Naive OR DR Naive OR DR Naive OR DR
0.1 i) 3,45 -0,28 -0,28 10,33 5,91 5,91 22,22 5,99 5,99 0,29-0,65
0.1 ii) 3,45 2,09 -0,08 10,33 8,51 7,03 22,22 12,87 7,03 0,29-0,65
0.1 iii) 3,45 -0,28 0,28 10,33 5,91 5,91 22,22 5,99 5,99 0,29-0,65
0.1 iv) 3,45 2,09 1,99 10,33 8,51 8,66 22,22 12,87 12,62 0,29-0,65

0.3 i) 9,40 -0,28 -0,28 8,61 5,92 5,92 97,15 6,00 6,00 0,07-0,87
0.3 ii) 9,40 5,64 0,50 8,61 6,95 15,15 97,15 38,70 15,40 0,07-0,87
0.3 iii) 9,40 -0,28 -0,28 8,61 5,92 5,92 97,15 6,00 6,00 0,07-0,87
0.3 iv) 9,40 5,64 5,63 8,61 6,65 7,23 97,15 38,70 38,97 0,07-0,87

0.6 i) 14,84 -0,28 -0,28 6,71 5,93 5,94 226,84 6,01 6,01 0,009-0,97
0.6 ii) 14,84 9,09 0,98 6,71 5,30 79,99 226,84 87,91 80,94 0,009-0,97
0.6 iii) 14,84 -0,28 -0,28 6,71 5,93 5,93 226,84 6,01 6,01 0,009-0,97
0.6 iv) 14,84 9,09 9,30 6,71 5,30 5,91 226,84 87,91 92,37 0,009-0,97

1.0 i) 18,38 -0,28 -0,28 5,30 5,93 5,94 342,96 6,00 6,02 0,0006-0,997
1.0 ii) 18,38 11,65 3,06 5,30 4,65 159,94 342,96 140,37 169,27 0,0006-0,997
1.0 iii) 18,38 -0,28 -0,28 5,30 5,93 5,92 342,96 6,00 6,00 0,0006-0,997
1.0 iv) 18,38 11,65 12,23 5,30 4,65 6,36 342,96 140,37 155,97 0,0006-0,997

The most noticeable changes occur for the third type of misspecification
(table 5). We see a more drastic increase in the propensities’ range with α
than before and the proportion of missing observations decreases slightly with
α (from 50% to 48%). The correctly specified OR- and DR-estimates have
a higher bias and variance than in previous designs. At these higher values
however, there is no difference between the correct OR- and DR-estimate,
nor the DR-estimate based on a partially correct model in iii). Like before,
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the bias and variance for these estimates remain constant over α.

Compared to the other designs, we here see a more prominent effect of model
misspecification for the OR-estimate in ii) and iv). The difference between
the OR-estimates based on correctly and incorrectly specified models is more
pronounced in terms of variance, and much more pronounced in terms of bias,
than before. Previously, the DR-estimate in ii) performed better, or only
slightly worse, than the ones in i) and iii) in terms of bias, which however
came at a prize of increased variance. In the third design on the other hand,
the bias and variance of the DR-estimate in ii) are higher and increase more
drastically with α. This suggests that the DR-estimator here is more sensitive
to misspecification of the OR- than of the PR-model.

With respect to both bias and variance, the DR-estimate based on a doubly
misspecified model in iv) only performs notably worse than the OR-estimate
with an incorrect model at higher values of α. This difference is more pro-
nounced here than in the first design, but less than in the second.

4.6 Design 3 - n=1000

Table 6: Results for design 3, n = 1000
α Bias Variance MSE Range(π)

Naive OR DR Naive OR DR Naive OR DR
0.1 i) 3,598 -0,095 -0,095 2,067 1,204 1,205 15,02 1,214 1,214 0,24-0,69
0.1 ii) 3,598 2,141 -0,080 2,067 1,666 1,333 15,02 6,248 1,340 0,24-0,69
0.1 iii) 3,598 -0,095 -0,095 2,067 1,204 1,204 15,02 1,214 1,214 0,24-0,69
0.1 iv) 3,598 2,141 2,122 2,067 1,666 1,657 15,02 6,248 6,159 0,24-0,69

0.3 i) 9,642 -0,095 -0,095 1,707 1,204 1,203 94,67 1,213 1,212 0,03-0,92
0.3 ii) 9,642 5,792 -0,008 1,707 1,358 5,265 94,67 34,90 5,265 0,03-0,92
0.3 iii) 9,642 -0,095 -0,095 1,707 1,204 1,204 94,67 1,213 1,213 0,03-0,92
0.3 iv) 9,642 5,792 5,849 1,707 1,358 1,399 94,67 34,90 35,609 0,03-0,92

0.6 i) 15,07 -0,094 -0,091 1,359 1,205 1,212 228,50 1,214 1,224 0,002-0,99
0.6 ii) 15,07 9,258 -0,161 1,359 1,096 228,94 228,50 86,81 228,96 0,002-0,99
0.6 iii) 15,07 -0,094 -0,094 1,359 1,205 1,205 228,50 1,214 1,214 0,002-0,99
0.6 iv) 15,07 9,258 9,547 1,359 1,096 1,265 228,50 86,81 92,42 0,002-0,99

1.0 i) 18,57 -0,094 -0,097 1,136 1,206 1,208 345,14 1,215 1,217 0,00003-0,999
1.0 ii) 18,57 11,79 1,107 1,136 0,935 69,21 345,14 139,85 70,43 0,00003-0,999
1.0 iii) 18,57 -0,094 -0,095 1,136 1,206 1,207 345,14 1,215 1,216 0,00003-0,999
1.0 iv) 18,57 11,79 12,48 1,136 0,935 1,546 345,14 139,85 157,34 0,00003-0,999

When the sample size is increased to n = 1000 in the third design, we again
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see a significant decrease in the variance of all estimates, as well as the bias
for the OR- and DR-estimates based on correctly specified models (see table
6). This reduction in bias is even more pronounced than in previous designs,
partially because these values here where higher at n = 200 to begin with.
The bias for the naive estimate, the OR-estimate in ii) and iv) and the DR-
estimate in iv) remain fundamentally unchanged. As before, the DR-estimate
in ii) suffers from an enormous increase in variance for higher values of α.

Overall, all estimates in the third design have higher bias, variance and MSE
compared to the other designs, but the relationship between the OR- and
DR-estimates is similar to that in the first. The DR-estimates with doubly
misspecified models in iv) here have somewhat higher bias, variance and MSE
than the corresponding OR-estimates, especially at high α. This difference
is again more pronounced than for the first design, but less so compared to
the second design.

4.7 Summary

Figure 1 and 2 serve as a visualization of the central results. Here we focus
only on the scenario in iv), in which the OR-estimate and both models in the
DR-estimate are misspecified. This is arguably the most realistic scenario,
since we would not expect a researcher to be able to specify completely correct
models using real data and without knowing the true relationships. In the
first design, the MSE’s for both estimates are virtually identical, relatively
low and increase only slightly with α, at both sample sizes. Both MSE’s in
design 3 are higher to begin with and increase more strongly with α.

The most drastic differences are observed for the second design. The MSE of
the OR-estimate is only slightly higher than in the first design, as is the DR-
estimates’ MSE for weak and moderate selection bias. For α = 1 however,
the MSE for the DR-estimate increases tremendously. This is primarily due
to the extreme increase in variance, but especially at n = 1000 we also saw
a larger difference in bias for this design (see figure 1 and 2).
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Figure 1: MSE for OR- and DR-estimates based on misspecified models,
n=200
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Figure 2: MSE for OR- and DR-estimates based on misspecified models,
n=1000
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5 Discussion

In this paper, we used simulated experiments to compare the performance of
one DR-estimator to that of an OR-estimator with respect to bias, variance
and MSE. The focus has been on the effect of different types of model-
misspecification, as well as sample size and selection bias. This was motivated
by the fact that previous research has come to somewhat different conclusions
regarding the performance of those estimators and that the designs of these
studies are not directly comparable (Lunceford and Davidian 2004, Bang and
Robins 2005, Kang and Schafer 2007a, 2007b, Robins et.al 2007).

From this starting point, we set out to investigate whether changing the
aspects of study design in question would have such an influence as to warrant
disparate conclusions regarding the estimators’ performances. Our results
suggest that this is the case for some aspects. In particular, they highlight
two points that can be of use in understanding the contradictory results and
subsequent discussion in previous research.

Firstly, within the frame of our study, we come to the following conclusion:
Between the different designs, the magnitude of the differences between the
OR- and DR-estimates’ bias varies somewhat. In the first design, the dif-
ference between OR and DR, in terms of bias, is negligible. This difference
is slightly more pronounced in the third design, and most prominent in the
second design. The difference between designs remains even when the re-
maining aspects of the comparison are held constant, that is, when the data
generating process, sample size, percentage of missing observations and the
associations between x, y and t remain the same. However, these differences
in bias are not so drastic that they would allow disparate conclusions, be-
tween designs, as to which estimator to prefer. In all cases, the DR-estimate
in iv), based on doubly misspecified models, performs worse, but not sub-
stantially worse, than the corresponding OR-estimate in terms of bias. This
suggest that other factors also have to be taken into account when examin-
ing the divergent conclusions of previous research. For example, we found
changes in sample size as well as selection bias to have considerable effects on
the estimates’ bias within designs. Both of these factors also vary between
previous studies (ibid).

Secondly, the estimates’ variances have been given somewhat less attention
in previous research (ibid). Yet it is here that we observe the most notable
differences between designs. For α = 1, misspecification of both models in
the DR-estimate has devastating consequences for its variance in the second
design, but not in the first or third. While an estimate’s bias undeniably
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is important, one has to remember that in practice, a researcher likely only
has one sample to analyze rather than our 1000 simulated samples. Thus, a
highly variable estimator can in instances give completely inaccurate results
even if its asymptotic bias is small.

In terms of variance, and consequently also MSE, the OR-estimate based on
misspecified models vastly outperforms the DR-estimate based on misspeci-
fied models in the second design when α = 1. When looking at the MSE for
only this specific situation, we could thus argue that a wrong DR-estimator
is actually worse than a wrong OR-estimator. The second design in our sim-
ulations closely emulates that of Kang and Schafer (2007a), who came to a
similar conclusion. However, if we were to only look at the results from the
other designs - or even lower values of α in design 2 - we would come to
the opposite conclusion. Namely that the DR-estimator does not perform
drastically worse (in terms of MSE) than OR if both are incorrect. This is
more consistent with the findings of Bang and Robins (2005), even though
we did not (aim to) replicate their exact study design.

In conclusion, differences in the mechanisms of model misspecification, and
study design in general, can provide a plausible explanation for the differ-
ent findings of previous research. The construction of our different designs
and the simulation in general necessarily constitute a simplification. In re-
ality, there would e.g. likely be a larger number of covariates, which could
potentially be correlated and have different distributions. Furthermore, our
study is somewhat limited in that it only focuses on one, albeit commonly
used, DR-estimator. These simplifications have however been necessary in
order to focus the analysis on a small number of comprehensible factors. One
possibility for future research is therefore to broaden the analysis to include
several different types of DR-estimators in a similar comparative design. In
addition, our results open up for the more theoretical question as to why the
second design in particular produced such dissimilar results.
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Appendix

Proof that µ̂AIPW (4) is equivalent to µ̂BC−OR (5)

µ̂AIPW =
1

n

n∑
i=1

tiyi
π̂i
− 1

n

n∑
i=1

(
ti
π̂i
− 1

)
m̂i

=
1

n

n∑
i=1

tiyi
π̂i
− tim̂i

π̂i
+ m̂i

=
1

n

n∑
i=1

tiyi − tim̂i

π̂i
+

n∑
i=1

m̂i

= µ̂OLS +
1

n

∑
i=1

ti
π̂i

(
yi − m̂i

)
= µ̂OLS +

1

n

n∑
i=1

ti
π̂i
ε̂i

Sketch of proof that µ̂IPW is an asymptotically unbiased
estimate of µ

Let us assume that π̂i ≈ πi when n is large. Then,

E
(
µ̂IPW

)
≈ E

(
tiyi
πi

)
= E

[
E

(
tiyi
πi

∣∣∣∣xi

)]
= E

[
1

πi
E

(
tiyi

∣∣∣∣xi

)]

= E

(
πi
πi
mi

)
= E

(
mi

)
= µ

Sketch of proof that µ̂AIPW is an asymptotically unbiased
estimate of µ if the PS-model is correctly specified

Because µ̂IPW is an asymptotically unbiased estimate of µ (see above),

µ̂AIPW = µ̂IPW −
1

n

n∑
i=1

(
ti
π̂i
− 1

)
m̂i

consistently estimates µ if the right-hand term above has expectation zero if
the PS-model is correct. Again assuming π̂i ≈ πi, this is given by:
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