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Abstract

This study researches the usefulness of emotion recognition technology
and respective data within the retail space. Emotion recognition is a rel-
atively novel technology that promises to pinpoint a subjects emotional
state. While the use cases could be many for a retailer there is still little
available research on how to implement these tools and how to inter-
pret their data. This study aims to provide an answer to those questions
by reviewing current studies in emotion recognition and by setting up a
rudimentary field test to compare data gathered by the Microsoft Emo-
tion Recognition service with standard user satisfaction measurements.
The responses are examined to determine if a subjects’ identified emo-
tion has any connection to their perceived satisfaction with an experi-
ence. No such connection is found within the gathered data however,
but several other points of interest are discovered. The study concludes
that current emotion recognition tools may not live up to their hype and
offer little in terms of useful data. They tend to require exaggerated
emotional expressions and perform subpar to humans in many cases.
The reasons for this, and possible improvements to these tools are also
discussed.
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1 Introduction

Over the course of recent years technology has become a more and more vital part of many
brick-and-mortar stores [3] and companies are pushing for further advancements in the field
[24]. Cashiers are being replaced by self-checkout machines at a rapid rate [41]. For most
users this is all they see in terms of technology integrated into their shopping experience but
more advanced technology may be hiding in the background.

As a way for shop owners to track their users behavior, much like what is available for
online stores, products like the iBeacon are becoming increasingly popular1. Amongst other
things, they offer stores the ability to track their users’ movements using the bluetooth
connections on their phones. While this technology is getting more and more established a
newer, perhaps more invasive, technology is emerging: emotion recognition.

Emotion recognition has been attempting a push into the retail space with the use of Google
Glass2 through the company Emotient. Promising a way for retailers to know what their
customers are feeling in hopes of using this data to create a better in-store experience [35].
All the while it is uncertain exactly what data one can expect, how it should be evaluated
and what conclusions can be drawn from it.

The technology promises to pinpoint a person’s emotional state by using complex algo-
rithms and sensors. While in the past this has only been possible using an extensive array
of inputs including pulse and EEG inputs new technologies are making similar promises
using only facial images. Though this provides an opportunity to read emotions from afar
the usefulness of these tools remains uncertain. Apart from the obvious obstacles of per-
ceiving users’ emotions using only their current facial expressions, as they may not always
be displaying them, the data may still be inaccurate or irrelevant. The emotion read from a
user’s facial expression, despite how well it corresponds to their perceived emotion, might
very well be insignificant as it corresponds to a non related event. A bad experience could
have occurred outside of the intended scope and still affect a user’s emotions. A user who
is upset about the weather might show a sad facial expression even though this has little
relevance to their in-store experience.

1.1 Objective

This report aims to determine the viability and usefulness of current emotion recognition
tools as evaluators of an in-store experience through a literature review, data gathering and
analysis. It intends to compare the data from traditional satisfaction measurements with data
from emotion recognition tools determine whether emotion recognition can offer a more in-
depth view or even function as a replacement to satisfaction measurements. The research

1Apple. iBeacon. 2016. URL: https://developer.apple.com/ibeacon/.
2Google. Google Glass. URL: https://www.google.com/glass/start/ (visited on 03/31/2017).
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specifically aims to answer these questions in a retail scenario:

• Do users identified as angry or sad consistently rate their experienced satisfaction
lower?

• Do users identified as happy consistently rate their experienced satisfaction higher?

The study also tries to find challenges with emotion recognition in general that may not be
immediately noticeable.

1.2 Delimitation

This research uses a specific emotion recognition tool, namely the one developed by Mi-
crosoft3. Results may therefore be impacted by the performance of this specific tool and as
it and other tools are developed further the relevance of the results and conclusions in this
study may be reduced.

1.3 Background

This thesis project is performed as a part of a retail store digitalization initiative at Valtech
aptly named named Valtech Store. The initiative aims to enhance retail store experiences us-
ing digital technologies such as bluetooth beacons for tracking, head mounted VR displays
etc. to create retail space tightly integrated with technology. The research in this report aims
at testing the usefulness of emotion recognition data within the retail store space.

1.4 Valtech

Valtech is an internationally active digital partner firm with over 1900 employees globally
and offices in Europe, Asia, North America and Australia. In Sweden they are about 300
employees. The Swedish branch has won the prestigious title of Employer of the year in
2014 [60]. Some of their bigger clients include Antagning.se4,, TV45, Telia6, and SVT7,.

3Microsoft. Microsoft Emotion API. 2015. URL: https://www.microsoft.com/cognitive-services/
en-us/emotion-api (visited on 11/22/2016).

4Antagning. Sök utbildning på alla Sveriges universitet och högskolor ? Antagning.se. URL: https:
//www.antagning.se/se/start (visited on 04/03/2017).

5Tv4. tv4.se. URL: http://www.tv4.se/ (visited on 04/03/2017).
6Telia. Privat - Telia.se. URL: https://www.telia.se/privat (visited on 04/03/2017).
7SVT. Förstasidan — SVT.se. URL: http://www.svt.se/ (visited on 04/03/2017).
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2 Theory

The results from the literature review alongside information that is necessary to understand
the following research will be outlined in the sections below.

2.1 Measuring Usability

Most usability measurements measure digital experiences and human computer interaction
(HCI) in some way. According to J. Nielsen, usability is itself a measurement of five differ-
ent subcomponents, namely Learnability, Efficiency, Memorability, Errors, and Satisfaction
[43]. The first four being the easier to measure as they can be converted into objective per-
formance metrics like time spent on task, success rate and user errors. Learnability would,
as an example, be the change in these values over time spent using the system. Satisfaction,
which can be considered an emotion, on the other hand is subjective and more difficult to
measure, though research by J. Nielsen has shown a strong correlation between user satis-
faction and their ”performance” on a web site. The study showed that people showed higher
levels of satisfaction when using a system where they were more efficient [44]. A previous
study by E. Frøkjær et al. did, however, not find the same correlation [25].

2.1.1 Measuring User Satisfaction

Satisfaction, requiring a subjective evaluation to measure, is more difficultly measured than
the other components of usability. One common way to do this is through questionnaires
[11, 44], but since this requires user input it is not particularly automatable. One of the
more extensively used questionnaires in determining usability, and by doing so also mea-
suring satisfaction, is the System Usability Scale [11]. Other commercial alternatives for
satisfaction measurements have also become popular in recent years, but they mainly focus
on self-reported values.

System Usability Scale

The system usability scale (SUS) was developed by John Brooke in 1986 and focuses on
determining the usability of a system by a series of questions in a questionnaire [11]. It is a
ten item scale used across industries and it has been cited in more than 1,200 publications
[12]. It is a Likert scale, meaning that the respondents answer how well they agree with
certain statements on a fixed scale. The scale is intended to measure usability, but in doing
so also contains measurements for satisfaction.

The advantage of the SUS is that it has many years of research reports based on it, acting
as an indicator of its quality. Examining nearly 10 years of SUS data Bangor et al. could
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conclude that the SUS is a highly robust and versatile tool for measuring usability [7].

Happy or Not?

A more recent phenomenon and way to measure physical user experiences is through user
input in form of buttons covered in different smiley faces. The company doing this is Happy
or not and their measuring systems are applied worldwide in companies such as McDonalds,
IKEA and Heathrow Airport [30]. The name is somewhat deceiving as the device claims to
measure satisfaction and not happiness.

The system works by letting users simply gauge their experienced satisfaction using a single
input consisting of an array of smileys, all in different colors. The most positive, smiling
one is green while the most negative, sad smiley face is red (Fig 1). While not explicitly
stated by the company themselves the colors are seemingly chosen under the belief that
green is seen as a positive color whilst red is the opposite. Through several studies no such
connections have been found however and red has repeatedly been seen as an exciting and
protective color while few associations have been found regarding the color green [62, 50].
There are also only four available inputs creating what is known as a forced choice question
where respondents have to choose a side as there is no middle ”not sure”-option.

The company’s claim is that it offers a simple and effective way to measure customer sat-
isfaction and that the companies actively using these measurements to improve themselves
experience an annual 10% increase in customer satisfaction as measured by the same device.

This might seem to be over-simplifying as it condenses the entire user experience into one
input with four different possible values, but it does provide a much easier way of gather-
ing user input than questionnaires do both for respondents and researchers as it lowers the
threshold for receiving a customer response. It is however non-qualitative as it provides no
in-depth information about what caused a user to answer a certain way, only that they did.

Challenges with self-reported responses

A study by Chen et al. showed that there are cultural differences in response style on
rating scales. The study tested thousands of subjects from Japan, Taiwan, Canada and the
U.S and found a significant different in response style. When given the option the North
Americans would often choose the more extreme values on a rating scale while the Japanese
and Taiwanese subjects tended to stay towards the middle of the scale [15].

Another issue that arises is that of response order bias, or left-side bias. Studies by Fried-
man et al. and Chan have shown that survey respondents tend to favor items placed on the
left side of a rating scale rather than those placed on the right side [27, 14]. The findings
suggest that the traditional survey layout with rating scales ranging from the most favorable
to the least favorable shift the average result slightly to the favorable side. Friedman tested
this further by comparing the results from a survey with the response options in random
order with two surveys with the responses organized linearly. The study found that order-
ing the responses positive to negative from left to right had a slight effect on shifting the
average response towards the more positive side but saw no such effects when the scales
were reversed. This, in turn, leaves part of any questionnaire-based research results up to
the researcher’s decision on rating scale order [26].
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Figure 1: The happy-or-not setup at Arlanda airport

2.2 Effects of Emotions on User Experience

Emotions have long been overlooked as a component of the user experience until recent
years where it has gained more research attention [52, 1]. Traditionally, a user experience
is defined by metrics such as efficiency, learnability, discoverability etc. but according
to A. Sears these need to be expanded to include emotions [52, p. 64]. He claims that
to measure the value of something called ”infotainment” there is a clear need for more
emotional measurements in usability research, and that emotions play a role in the usability
of a service or product. To measure the usability of infotainment one would, presumably,
have to measure both the informational and entertainment aspects of it. The entertainment
fragment being easiest measured by emotions.

Sears does however also state that very little is known about the level of confidence needed
to effectively act on a user’s emotional state [52, p. 64]. This is one of the reasons that
emotion is not part of standard usability testing; it is subjective and hard to measure [53].

Earlier studies have shown other connections between usability and emotions, namely a
correlation between emotions and performance. E. Hirt et al. show that happy subjects
have greater interest in solving a task and are more creative while solving it [32]. This has
a strong link to usability as standard usability measurements measure time to complete a
task and common mistakes. In that regard emotions have a great impact on usability and
the resulting user experience. Later studies by C. Stickel et al have further confirmed the
correlations between negative emotional states and low performance [53, 54].
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2.2.1 Emotions and Retail behavior

Bagozzi et al. argue that satisfaction measurements in marketing studies may not be enough
in trying to predict users’ behavior as other emotions, like anger, guilt, or pleasure, show to
be far better indicators of this [6]. They argue further that satisfaction can not be the only
emotion taken into account during an experience evaluation as subjects are likely experi-
encing many simultaneous emotions alongside satisfaction or experiencing other emotions
exclusively.

A study by R. Bougie et al. shows that there is a distinct difference between anger and
dissatisfaction in customers and that the two emotions do not always co-occur. The study
finds that customers who identify themselves as dissatisfied with a service experience tend
to wish to find out what went wrong while customers who identify themselves as angry tend
to already hold the service provider accountable for the failure [10].

Other studies as one performed by B. Tronvoll indicate a strong relationship between con-
sumer emotions, their self rated experience and probability to level complaints against ser-
vice providers. The study showed that frustration is one of the main drivers of these com-
plaints [58]. It demonstrates a relationship between self-rated experience, emotion and its
possibility to be used as a predictor for a specific user action.

Both the study by Bougie et al. and by the study by Tronvoll used self-reported emo-
tions. This could mean that the results may differ from findings from automatic emotion-
recognition-based experiments like in this study.

2.3 Emotions

A formal research tradition of emotion has been in shaping over many years through re-
search in several disciplines including philosophy (René Descartes), biology (Charles Dar-
win) and psychology (William James) [16, 45]. While significant advancements have been
made in all of the aforementioned fields there is still no scientific standard regarding its def-
inition. According to Plutchik more than 90 definitions of emotion were proposed during
the 20th century. Since there is no scientific agreement over the definition of the term, it
comes as no surprise that there is much disagreement over the interpretation of it. As of
today there still is no theoretical approach to understanding emotion that is widely accepted
[46].

In modern terminology the most central elements that are discussed concerning emotions
are arousal and feedback. If the process is to be regarded as a system, arousal would be the
system input and feedback can be considered as its emotional response or system output.
This output is generally studied in the form of facial expressions, nerve system feedback
or retroactively self-reported by the subjects. While there is little agreement on a definition
of emotion, there are however some theories which attract more attention than others. R.
Plutchik, for instance, claims that emotions exist in complex states each containing sev-
eral elements [45]. Plutchik also notes that these emotional elements are highly subject to
the language used to describe them, something that is backed up by earlier studies by A.
Marsella and J. Tanaka Matsumi. They found that the word depression was associated with
internal mood states by American nationals whilst Japanese nationals mainly associated the
word, (yuutsu in japanese), with more external referent terms such as ”rain” or ”cloud” [56].
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This is further confirmed by a study by Scachter and Singer where subjects were shown to
be afraid of the outcome of their answers and would therefore rate their emotional state as
happy rather than angry regardless of how they actually felt [49]. Plutchik lists this issue as
one of ten that are the key issues using verbal reports as a determinant of emotion [45].

Plutchik does however conclude that there are several aspects to emotions that permeate
most different theories. These are that emotions are complex and multidimensional, that
they are connected to environmental events, motivational states and actions and have deriva-
tive personality traits and coping styles. He believes that each theory of emotions is not
developed in a vacuum but that each theoretical orientation is in response to a particular
context or set of problems [45]. This, he claims, is the reason for the many different expla-
nations and the lack of scientific agreement within the field.

2.3.1 Modeling Emotion

Since there is no consensus around the definition of emotion, it comes as no surprise that
the same debate exists around which emotions to consider a standard ”primary” set. Most
research in the field is based on different ad hoc selections of emotions. To approach this
problem Cowie et al. have developed what they call the Basic English Emotion Vocabulary
(BEEV). The BEEV comprises a list of 40 emotions that has been generated by letting
people choose the 16 words from a list of emotional words that they think occur in everyday
life [17].

More recently, Plutchik suggests modeling emotions after a three-dimensional color wheel,
with each primary emotion representing a color [46]. The colors can be shaded to represent
the intensity of an emotion and mixed to represent emotions that are a blend of primary ones.
He uses the fact that while several different emotions have been proposed as ”primary” over
the centuries, some are reoccurring more than others. Fear, anger, and sadness are present
in each one and most also include joy, love, and surprise. This lays the foundation for his
wheel of emotions that can be seen in Figure 2.

This color-based theory was popularized earlier by Scherer et al. and is called the palette
theory. The claim is that blends of emotions create new ones in the same way a painter
mixes colors on their palette [51]. The theory indicates that a recognition tool needs only
to understand these basic emotions and their intensity to be able to derive all other possible
emotions from the gathered data. Scherer’s palette theory also lists different emotions as
its primary set, and it consists of six emotions: happiness, sadness, fear, anger, surprise and
disgust. All of these are also present in Plutchik’s wheel of emotions (Fig 2), with the one
exception being happiness which has been replaced by joy.

2.4 Emotion Recognition

The words emotion recognition may bring to mind brain imaging systems or lie detector
tests. While these are valid ways of measuring emotion this report will focus on the type
of facial feature recognition that is performed using computer vision to judge facial expres-
sions. This kind of technology, while rather new, builds on the old idea of a facial movement
measurement system developed by P. Ekman and W.V. Friesen named Facial Action Coding
System (FACS) [21]. This system provides the foundation for modern applications measur-
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Figure 2: Plutchik’s wheel of emotions. The vertical dimension of the cone represents
intensity. The closer to the base, the more intense the emotion.

ing expressed emotions as it serves as a basis for evaluating and scoring different parts of
the human face. If a system can properly split a face up into parts and subsequently score
those parts according to the FACS, it can come closer to determining the facial expression
as a whole.

While this system provides a standardized way to score faces to determine their currently
displayed emotion, the study of emotions is still a very subjective one where the ”correct
answer” differs between observants. Different people can rate the same face differently
based on their individual backgrounds and experiences. One could say that in the field of
emotion recognition ”Emotion is in the eye of the beholder”.

2.4.1 The study of facial expressions

Considered a pioneer in his field by many [8, 36], P. Ekman developed the FACS in 1976 as
a way for professionals to describe facial movements using anatomically based action units
[21]. This was one of the first studies to measure the face itself and laid the foundation for
future research for facial expressions, movements and eventually emotions. It built upon the
work of C.H Hjortsjö, who after having learned to control his facial muscles had described
in words and pictures the appearance changes for the tension and relaxation of each specific
muscle[33].

The FACS is constructed around an observer carefully dissecting the image of a face to code
it with action units. An action unit is an arbitrary number corresponding to a specific partial
facial movement and a combination of them provides a near complete description of a facial
expression.
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2.4.2 Challenges

Many and sometimes seemingly difficult challenges appear when performing research in
the field of emotion recognition. This section breaks down some of the major ones present
in today’s research.

Cultural challenges

Some of the problems faced with emotion recognition include the fact that many emotional
expressions are a product of culture rather than evolution and are therefore not universal. A
study by P. Ekman shows that there are significant differences when judging facial expres-
sions depending on the the judges’ and subjects’ cultural origin [20]. This means that input
received by an emotion recognition tool may need to be interpreted differently depending
on the analyzed subjects’ cultural heritage. Ekman did however, in later studies, find that
anger, sadness, happiness, disgust, fear and surprise can be considered universal across
cultures [19]. However, in certain cultures managing one’s appearance is of grave impor-
tance and a subject’s anger may in this case be hidden behind a smile, indicating instead
that the subject is happy[16].

Movement and posture

Further issues include the one of movement and posture. A study by J. Bassili showed
that seeing facial movement is of grave importance for humans to correctly determine the
correct emotion[9]. Many emotion recognition systems focus primarily on pictures and have
been trained on static images and therefore take no consideration to the images’ relation to
each other even if captured as frames in a video. This indicates that not only could their
output be invalid but their entire training data sets, as they consist of still images and have
at some point been annotated by humans who are, as stated previously, heavily dependent
on observing facial movements to successfully determine an emotion. A study by H. G.
Wallbott, built on the previous work of C. Darwin, found that there are certain postures
that humans associate with specific emotions[61]. Sadness could be signified by a hanging
head with little movement, pride by the body being erect with the head facing upwards.
Specifically the head position and tilt is of importance when gauging an emotion as is shown
in a study by U. Hess et al. Their study found that people were more likely to accurately
judge an angry emotion from a person who was looking straight at them than if they were
looking away while the opposite was found for expressions of fear[31].

Timing and situation

Beyond the issue of facial and bodily movement recording there is also another issue that
arises, one regarding timing. According to Cowie et al. self reported emotions tend to
stretch over a period of minutes or hours and consist of many micro-emotions lasting only a
matter of seconds. These emotions manifest themselves as expressions that are important to
evaluate for an emotion recognition tool as they can tell us the emotional impact of an event
more exactly. The more precise the tool the easier it is to distinguish between a subject’s
experienced emotion and their character traits [16]. The still image then needs to be captured
at exactly the right moment to properly portray how a subject was feeling during a period
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of time. According to Ekman humans also tend to forget and are unable to accurately place
an experienced emotion. He found that research using retroactively reported emotions had
subjects often fail to accurately remember their emotions and to distinguish in between
them [19, p. 541]. The subjects were, however, able to distinguish between experiencing a
pleasant and unpleasant emotion.

As is shown by Caroll and Russell there is also a situational component to emotion [13].
In their study they let subjects judge images of faces and recorded their answers. Another
group of test subjects were then given the same images but each accompanied by a story
that led up to the image being taken. The results showed that the situation often trumps the
pure facial expressions when judging emotions and that the subjects who were presented
with a situational story had a vastly different account regarding the emotion displayed in
the image than those who did not.

Output issues

While input related issues are, as described above, of great importance so are output related
ones. The fact that there is no scientific standard set of emotions means that there is no
fixed vocabulary one can use to label emotions. While the FACS provides a basis on which
to score facial expression there is no agreement on which emotions to interpret from these
scores or what to name them. Plutchik outlines this problem noting that listing all emotion-
denoting terms would mean a list of upwards an unmanageable 2000 entries. To condense
this list one would need to cluster terms as either genuinely new terms or as synonyms to
previously mentioned ones. This process is difficult and causes the subsequent research to
hinge upon the clustering itself rather than the gathered results [45]. This means that devel-
opers of emotion recognition tools need to make pragmatic choices about which emotions
to identify rather than ones based on theoretical considerations.

2.4.3 Microsoft Emotion API

The Microsoft emotion recognition Application Programming Interface, (API), was re-
leased in November of 2015. The software uses artificial intelligence to locate faces within
an image and to try and determine corresponding person’s current emotion. According to
R. Galgon, a senior programmer within the research group responsible for the technology,
it can be used in a wide variety of applications. He specifically mentions how it can be used
by marketers to gauge people’s reaction to an event or product [34].

The API was released under the umbrella of the Microsoft Project Oxford, a research divi-
sion within Microsoft. To use the API, a user simply uploads an image to the service. The
software will then try to recognize faces in the image and returns a list of faces and their
emotions. Users can also choose to tell the API exactly which faces to gauge in an image
by sending their precise location along with it [37].

The results from the request are returned as a list of face locations, each accompanied by
a list of emotions and their respective probabilities as judged by the service. These are re-
ferred to as scores, and they are normalized to sum to one, meaning that the score of each
emotion corresponds to the confidence the algorithm has that the face is showing that emo-
tion (Fig 3). A high value means the software is very confident and a low value means that
it is unsure. According to the official documentation users should only focus on the emotion
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with the highest score and disregard the others [38]. This means that the api will only give
the user one emotion from a picture and should not, according to the documentation, be
used to calculate a mixture of emotions. While not stated specifically in the documentation
it can be assumed that this means the recognized emotions are considered disjoint, and not
blends of each other. So while a subject may be presenting several emotions as argued by
Scherer [51] and Plutchik [45], this tool can only recognize what it believes to be the most
prominent one.

In its current iteration the API lists only eight different emotions out of which two (con-
tempt & disgust) are experimental and one (neutral) can be considered more the absence of
emotion.

Figure 3: Example response from the Microsoft emotion recognition API. In this specific
response the algorithm has found a happy person.

Face classification

While Microsoft reveals little information on the inner workings of their emotion recogni-
tion service they do say it is built on their face recognition tool1. This in turn calculates
what is called facial landmarks2. These landmarks contain specific data about eye, brow,
nose and lip positions, and are most likely the basis for the algorithm which then calcu-
lates emotions. These bear a striking similarity to the FACS [21], but with relative values.
What Microsoft does say however [48] is that their current implementation is based on the
research of E. Barsoum et al. but also uses some unpublished work on top of that.

The data sets used for training the API are crowd sourced and not based on the FACS
model introduced by P. Ekman. E. Barsoum et al. instead use data sets tagged using a
holistic approach [8], where the person judges the face as a whole. This is in contrast with
splitting the face into parts and then scoring it using FACS [21]. The choice is defended
by a claimed cost and time reduction as it does not require professionally trained coders
to annotate the data set. Furthermore there are very few existing data sets for FACS based
facial expressions.

1Microsoft. Microsoft Emotion API Documentation. 2015. URL: https : / / www . microsoft . com /
cognitive-services/en-us/emotion-api/documentation (visited on 11/22/2016).

2Microsoft. Microsoft Face API Glossary. URL: https://www.microsoft.com/cognitive-services/
en-us/face-api/documentation/Glossary (visited on 11/23/2016).
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Instead of trained professionals, Microsoft used a service called the Amazon mechanical
turk (AMT)3. AMT offers a service where you can have actual human beings perform
simple tasks such as cleaning or categorization of data. Microsoft used this as their way of
categorizing the large image set that they needed annotated. There are however setbacks due
to the noise generated from crowd sourced datasets [8] and if annotators are from similar
cultural backgrounds there is a risk that the noise gets amplified as identified by Elfenbein
[23].

The annotators were tasked to choose between the different emotions that they perceived
a subject was portraying in an image, for a vast series of pictures. The different emotions
they could choose between are outlined in Figure 3 and neutral was chosen when the judges
saw there as being no prominent emotion displayed[48]. This data was then used as ground
truth for a deep convolutional neural network. This was successively trained and tested on
the labeled data sets to successfully produce an emotion recognition service.

3AMT.
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3 Method

To be able to make the comparison between user satisfaction and emotion sets of data both
sets of data needed to be gathered. For these data sets to be relevant to each other the data
had to be captured simultaneously, i.e. both an emotion measurement and a self-assessed
satisfaction value being captured at the same time.

An easy and straightforward way to achieve this was by setting up a satisfaction-input which
when activated triggered an emotion measurement. As only satisfaction was measured, all
that was needed was an array of buttons in the style of the Happy Or Not measurement1. For
measuring the emotions, a picture was taken of the user instantaneously as they provided
input. Emotion recognition did not necessarily need to be done at this point as long as the
image was saved and linked to the appropriate satisfaction input. The data was then saved
in image format titled with the datestamp in an ISO-formatted string followed by the user
input satisfaction.

The dataset was then analyzed to be able to make conclusions on the research objectives.

3.1 Further rationale for the chosen method

As is shown by several researchers there is a definite interest in measuring emotion in the
retail space and there may even be potential advantages of using emotion recognition over
traditional satisfaction measurements [6, 10]. This alongside the emerging use of emotion
recognition in the retail space prompted the comparison to traditional satisfaction measure-
ments in this research.

The choice to capture an image instantaneously as a user submitted their satisfaction re-
sponse was with the motivation of keeping the data sets as relevant to each other as possible.
As time is of the essence when attempting to capture emotion[16, 19] this was the logical
choice since the emotion subject’s displayed emotion would likely not accurately portray
their satisfaction at any other time than exactly when they provide that input.

The decision to make a physical device for satisfaction input was motivated in part by a its
probable familiarity to the users. The physical Happy or Not devices are present in many
stores, airports and train stations around the area and a physical device, in comparison to
a touch-based interface, would hopefully be more similar to what users would be familiar
with. It also had the added benefit of giving the subjects the option of answering ”on the
go” as they were passing by, without stopping and looking at the device. All in all the hopes
were that this would increase the response rate.

1HappyOrNot. Happy Or Not? URL: https://www.happy-or-not.com/en/ (visited on 12/05/2016).
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3.2 Developing a physical prototype

The testing for this project was performed using the Microsoft emotion recognition API
because of its low price (free for this study) and the fact that the service is well established
and has been around for a few years. Their service also claims to be able to identify seven
different emotions, including most of the primary emotions recognized in Plutchik’s wheel
of emotions [45]. Due to the choice of having an external emotion recognition service the
physical prototype did not need any grand processing capabilities. The choice of using an
external service came naturally as training a deep neural network requires significant time
and copious amounts of data. Furthermore it is outside the scope of this study. The low
performance requirement along with the widespread user base and versatility motivated the
choice of platform; namely the raspberry pi. Due to availability and budget constraints the
version used was the Raspberry pi B+. As the satisfaction measurement was intended to be
as simple as possible, the simple solution of ”an array of buttons” was chosen to represent
a scale from 1 to 5, like the happy or not measurements. The odd number of answers was
chosen to properly resemble a Likert scale, as the subjects would be asked to what extent
they agree with a given statement. The decision to go with exactly five buttons was to
stay as close to many real world scenarios as possible, in this case five choices are also
consistently used when rating products online on websites such as Amazon2, Ebay3 and
Netflix4. Furthermore the responses would be less subject to cultural differences than if a
wider spectrum was given as shown by Chen [15].

The first box created was a modified shoebox with holes in it where the buttons would go.
It was a crude solution and it possessed little in terms of professional feel. Before any tests
were run with this device the choice was made to scrap it in favor of a wooden alternative
with drilled holes on top for the buttons (figure 4). This way wires and circuitboards would
be out of clear sight so that only the user accessible inputs would be on display. Despite be-
ing an aesthetic enhancement this also provided some extra insurance that the device would
not break during the tests. The fact that it looked more professional hopefully increased the
response rate as it would be taken more seriously. No attempts at verifying this were made
however.

Big buttons were also chosen in favor of smaller ones as the idea was that people were
supposed to give their input while passing by rather than standing in line to offer their
response. In contrast to the Happy Or Not devices the buttons were all white to increase
the modularity of the available options between tests and to avoid causing any positive or
negative connotations of chosen colors that could skew the test results.

3.2.1 The Code

The code used to control the camera and buttons used was fairly straightforward. The lan-
guage used was Python as several examples and guides for how to control input/output on
the device were readily available in this language. After some testing it was obvious that
taking a picture with the camera on keypress was too slow as this would take several sec-
onds to accomplish, risking that the subject left the frame before the picture was taken. To

2Amazon. Amazon. URL: https://www.amazon.com/ (visited on 02/27/2017).
3Ebay. Electronics, Cars, Fashion, Collectibles, Coupons and More — eBay. URL: http://www.ebay.

com/ (visited on 02/27/2017).
4Netflix. Netflix. URL: https://www.netflix.com (visited on 02/27/2017).
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Figure 4: The box used for measuring user satisfaction. A camera (not pictured) was also
placed in the vicinity to record the facial expressions of respondents. The text
reads: ”How satisfied are you with your work day today?” with the responses

ranging from ”very satisfied” to ”very dissatisfied”

counteract this the program instead went with an always-open video stream using OpenCV
which would capture a frame as soon as a button was pressed. This could be done instanta-
neously with the one caveat being a drastic reduction in picture quality.

As it would not necessarily be the case that the computer would have internet access at all
times this code would not contact the API for emotion recognition but would only save the
pictures. To preserve the available data for each measurement the images were saved using
an ISO DateTime string appended by the user’s input (1 to 5). Structuring the program up
in this way also separated the research process into distinct parts where this part would only
focus on gathering the data without any analysis what so ever. This solution may not be the
most practical for a real world application of such a product, but it satisfies the requirements
in our research.

Due to its relative ease of use and extensive amount of external packages javascript was
chosen as the language of choice for the part of the application that connects to the API. The
node package manager was also used to implement user-made packages for http requests as
a way of speeding up the development process. This part of the software would simply loop
through the stored images and upload them to the api. The results from the API were then
stored in a comma separated value (CSV) format on disk with columns representing ”date”,
”score” and one for each emotion as determined by the API.

3.3 Testing the prototype

The first tests were set up to test the functionality of the machine itself and not to gather any
research data. This was to ensure that the gathered data would be usable, not duplicated and
to try to determine the response rate.

Due to legal reasons the study would not be allowed in publicly accessible spaces as that
requires a surveillance permission from the authorities [47]. For this reason the decision
was made to instead run the tests in the Valtech Stockholm offices, a non-publicly accessible
location. This would mean that the tests would not properly reflect an in-store environment
as was intended, but this would at least allow for real world data to be collected.
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Initially the box was set up in the lounge area of the office. This area was frequented by
most people in the office and it also had massive gatherings on Wednesday afternoons when
pastries would be served. This made it a strategic position to gather data as the intention
was to receive as many responses as possible. Despite the seemingly strategic placement it
gathered few replies during its time there. The results were however enough to determine a
better placement for the camera, as many of the saved images cut the subjects’ faces off in
different locations.

To further test the prototype it was placed right outside the main exit of the offices. Most
employees would pass by while leaving work every day, again making this a strategic place-
ment for the device. Considering the previous tests the camera was placed further away for
this round of tests to ensure the subjects’ full faces would be in frame. After standing there
for only one afternoon over 60 replies had been registered with images of varying quality.

3.3.1 Gathering the research data

As the aforementioned placement of the device seemed to gather many responses this was
deemed as a suitable location for the research. The device was left to perform this task over
the course of several days to gather more data and the images and corresponding responses
were backed up continuously throughout the process.

After having been in use for over a week the device was taken down and the resulting
images were uploaded to the Microsoft emotion recognition API to be judged accordingly.
The responses were saved, as stated previously, in a CSV format on disk for later analysis.

3.4 Analyzing the test results

The gathered data was inspected and it could quickly be determined that some respondents
seemed to have noticed the camera and were looking straight into it. As the camera had
been placed in a somewhat obscured location and not in a position where the respondents
would naturally look these responses could be unusable for emotion recognition as it may
represent a subject ”posing” for a picture rather than showing their natural expressions. As
these images had to be filtered out manually a proper subset A was created out of the original
set X where the posing responses were excluded so that:

A ⊂ X

The original data was kept as a comparison.

To analyze the results the software Microsoft Excel5 was used as it provided an easy way
for primary data analysis to visualize patterns within the data. The data in each set was then
plotted to with API’s confidence of an emotion against the users’ self-rated satisfaction level
for visual inspection if there was any visible indication of a relation between the datasets.
Ideally a dataset like the one seen in Figure 5 would have been found, where the level of
satisfaction increases alongside the level of happiness seen in the subjects. This would be a
clear indication of happy subjects rating their experience satisfaction higher than those who
are not.

5Microsoft. Microsoft Face API Glossary. URL: https://www.microsoft.com/cognitive-services/
en-us/face-api/documentation/Glossary (visited on 11/23/2016).
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Figure 5: Example of what data that would clearly indicate a correlation between level of
happiness and experience satisfaction. The data is sorted from lowest to highest

level of happiness and is plotted against the level of satisfaction (Refractored
from a scale of 1-5 to 0-1)

After this some simple calculations were performed to determine the mean self-rated sat-
isfaction value for the subject with a specific emotion. More specifically five disjoint sets
X1−5, each containing the responses judged to showcase a specific emotion, were created so
that:

5⋃
i=1

Xi = X

where each i corresponds to one of the different available emotions. Respectively, another
five disjoint sets were created to match the emotions recognized in the previously analyzed
images in A:

5⋃
i=1

Ai = A

and the means Ai,X i were calculated on these sets for analysis.

As is suggested by the API documentation [38] extra subsets were created to all previous
sets where the identified emotion could be considered valid. In our case a p-value of 0.1
was chosen so that only emotions that the system was over 90% sure that the subjects were
displaying would be counted. The relatively high p-value was chosen somewhat pragmat-
ically to not single out only the most accurate data as that quickly reduced the amount of
valid responses.

Lastly, as a way of testing the more overarching usability of the framework an extra analysis
was performed where the most-probable emotion was calculated ignoring the value for neu-
tral. This was performed since neutral can be considered the absence of emotion and this
would force the registered emotion to be an actual one. The further reasoning behind this
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was to see how it influenced the number of identified emotions as a way of finding issues
with it.

3.4.1 Formulating hypotheses

To answer the question whether or not happy people consistently provide higher satisfaction
ratings a hypothesis was formed that the mean Xhappy would be higher than the overall
average. More specifically, a null hypothesis and corresponding alternative hypothesis were
formulated so that:

H0happy−X : Xhappy ≤ X

H1happy−X : Xhappy > X

Similarly the same null and alternative hypotheses was formulated for the analyzed subset
of X , namely A, where the posing images had been removed.

H0happy−A : Ahappy ≤ A

H1happy−A : Ahappy > A

As for whether the people recognized as angry or sad rated their satisfaction lower similar
hypotheses were formulated for the data sets.

H0angry−X : Xangry ≥ X

H1angry−X : Xangry > X

H0angry−A : Aangry ≥ A

H1angry−A : Aangry > A

By showing that subjects recognized as happy are more satisfied with their experience and
that the opposite is true for angry subjects we can verify that emotion recognition tools can
be used to gauge experiences in a similar way as satisfaction surveys.
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4 Results

The graphs plotted for data analysis can be seen in Figures 6 to 8 where the data is sorted
on the confidence of each emotion ascending plotted against the corresponding satisfaction
responses.

Figure 6: The responses in X sorted from lowest to highest level of anger plotted against
the level of satisfaction (Refractored from a scale of 1-5 to 0-1)

The calculated means for each identified emotion, their average self-rated score and the
amount of responses, set X can be seen in table 1. The table shows the subset of responses
where a face was found and other responses have been ignored, consequently 324 of the
initial 487 responses remain.

As no subjects were identified as either sad or angry no conclusions can be drawn around
whether or not they had a higher rating than others, thus the null hypothesis

H0angry−X : Xangry ≥ X

can not be rejected. As to whether the respondents expressing a happy emotion rated their
experience higher the results show clearly that they do not. The average satisfaction level
was lower for this subset of people and similarly the null hypothesis

H0happy−X : Xhappy ≤ X

can not be rejected either.
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Figure 7: The responses in X sorted from lowest to highest level of happiness plotted
against the level of satisfaction (Refractored from a scale of 1-5 to 0-1)

Figure 8: The responses in X sorted from lowest to highest level of sadness plotted
against the level of satisfaction (Refractored from a scale of 1-5 to 0-1)

The second set of responses, A, can be seen in table 2. As this is a proper subset of X there
are still no angry or sad users and the null hypothesis

H0angry−A : Aangry ≥ A

can not be rejected due to a lack of data. In this set of data the happy users still have a lower
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Table 1 Rated experiences compared to emotions for set X, all responses
Total Anger Contempt Disgust Fear Happiness Neutral Sadness Surprise

N= 324 0 1 0 0 73 250 0 0
N= (Valid Emotion) 217 0 0 0 0 48 169 0 0
Average Satisfaction 3.74 0 0 0 0 3.66 3.75 0 0
Average Satisfaction (Valid Emotion) 3.80 0 0 0 0 3.54 3.80 0 0

Table 2 Rated experiences compared to emotions for set A, ”posing” responses removed
Total Anger Contempt Disgust Fear Happiness Neutral Sadness Surprise

N= 257 0 0 0 0 45 212 0 0
N= (Valid Emotion) 185 0 0 0 0 30 155 0 0
Average Satisfaction 3.81 0 0 0 0 3.62 3.62 0 0
Average Satisfaction (Valid Emotion) 3.81 0 0 0 0 3.70 3.84 0 0

average rating than the overall average, so neither this null hypothesis

H0happy−A : Ahappy ≤ A

can be rejected.

Conclusively none of the null hypotheses in this experiment can be rejected.
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5 Discussion

The results shown in Figure 7 show no indication of a correlation between confidence of
happiness and satisfaction. An example graph that clearly indicates a connection between
the data sets can be sen in Figure 5. It is clear by the data found in the experiments that
happy users do not rate their experience higher than those considered to not be happy. Sadly,
there is neither any indication of an inverse relationship being present in the data for angry
and sad users as shown in Figures 6 and 8. The satisfaction responses seem to be distributed
somewhat randomly and don’t adhere to either of the graphs for emotional confidence.

As is evident by the data in the results section (Table 1) users identified as happy could
not be shown to have a higher average rating than the test average or even the subjects
categorized as neutral. This is due to the average rating given by ”happy” users being lower,
so no further statistical analysis was necessary as the value can not be seen as higher at any
level of confidence.

The software also failed to find a single respondent that would be categorized as angry.
Due to this fact no analysis can be made on whether or not these users tend to rate their
experiences lower than others.

The set A was created as a proper subset of X without all the images where respondents
seemed to be aware of the camera and posed for the picture. This data, (Table 2), was
analyzed in hopes of better reflecting a real-world use of the software in a retail scenario.
However, this data showed no further information as the ”happy” subjects still had a lower
average rating than both the ”neutral” ones and the overall average.

5.1 Probable bases for results

As is evident from the theory chapter of this report and the choice of methodology for the
research in this study there are some obvious pitfalls that may be the underlying cause of
the results presented in this study. This section aims to carefully explain those pitfalls and
their possible effect on the study.

5.1.1 Timing

Timing is an issue that was mentioned in the theory chapter and that is described as being an
important, if not paramount, factor in determining a person’s emotion. This study opted for
taking the image at the exact moment a subject left a response, intending for the captured
facial expression to be representative of the emotions a subject had experienced during the
course of their visit. In this specific case, as the posed question was about an entire working
day, this timespan would amount to a full eight hours.

In hindsight it is evident that this may not be the case. As is argued by Cowie et al. what
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subjects themselves claim to have felt during the course of a longer time period may only
be manifested in facial expressions during small windows of time during that period [16].
Therefore it is arguably likely that a user who had been angry during the course of their
workday, and would rate their experience negatively, may not have that facial expression
showing nearing the end of said day. Conversely the facial expression could be the oppo-
site as the subject may arguably be experiencing a happiness that the day has come to an
end. The subjects may even be expressing an emotion related to the current task at hand;
providing a survey answer. This could result in a slightly concentrated or contemplative
expression which in turn could throw off the emotion recognition tool.

5.1.2 The Emotion Recognition Tool

The images described in the dataset [28] are judged by people and do, as stated in the theory
chapter, not necessarily represent the experienced emotion of the subject but rather the one
perceived by the person judging the picture. This causes a problem since the interest of the
study lies in capturing the experienced emotion. As the emotion recognition tool is trained
on the dataset it will likely become able to determine displayed emotion with the accuracy
of a human being. However, since these are displayed and not experienced emotions it is
probable that the tool will only register expressions properly if they are distinct enough so
that a human could distinguish them from a neutral expression. This could be the driving
reason behind the fact that no angry, sad or surprised emotions were found in any of the
several hundred pictures. Such emotions and the extent to which they are displayed may
very well be too hard for humans to identify and therefore also hard for the recognition tool.

As is argued above there are some issues with the tool and the way the underlying data is
constructed. Since the photos which serve as the training dataset are annotated by humans,
who are largely dependent on context[13], facial movement[9] and bodily posture[61] when
judging emotions. This leads to an overwhelming risk that the photos that get annotated as
anything other than ”neutral” are almost comically exaggerated facial expressions, as for
humans to correctly judge them.

All of this results in there being three different ”levels” of emotion that are judged in the
process of creating the emotion recognition tool. There is the actual experienced emotion,
which is what the subject feels at the time of the picture being taken. There is the expressed
emotion which is what they are currently displaying with their faces, not necessarily corre-
sponding to what they are experiencing. And finally there is the interpreted emotion which
is what the person annotating the dataset believes that the subject is expressing. The loss
in between each of these levels is significant and indicates that the final product, the one
used in this research, may have a large error margin when attempting to measure experi-
enced emotions. This is problematic since it deeply changes the usefulness of the tool itself.
It may be able to determine how many happy faces there are in your family portrait, but
ultimately seems to fail when it comes to judging emotion on a deeper level and one that
remains unexpressed.

5.1.3 Culture

As is argued by Ekman [20, 22] and Cowie et al. [16] there are important cultural aspects
to consider when using emotion recognition. The present study was performed expecting
to find facial expressions that would be determined as angry. As mentioned by these re-
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searchers it is also the case that subjects may try to hide their emotions as part of their
culture. Arguably this kind of emotional masking could very well be present in the work-
place of a Western society, which is where this study was performed. Subjects could be
trying to hide their emotions or even physically express deceiving ones as to cover their
actual emotion. This is especially interesting since there were plenty of responses ranking
their experience as ”1” or ”2” on the 5-grade scale but no either angry, sad or disgusted
emotions were recognized in the 324 judged facial expressions.

The annotation of the datasets mentioned previously could also be heavily influenced by
a cultural ”unwillingness” to express emotions, and the judge’s cultural understanding of
different emotions [23, 20]. As the service used for annotating the data sets was a crowd
sourcing solution[8, 48] and there is no mention in the report of the annotators’ culture or
nationality[8] a cultural impact on the annotation can not be ruled out at this point.

5.1.4 The use of neutral as an emotion

Neutral is arguably not an emotion, but rather the lack of one. In this study the recognition
tool used had one of the emotions it recognized be exactly this, neutral. This ended up being
the ”emotion” used to classify a majority of the responses, as no other emotion was likely
enough. This is somewhat problematic. The research team behind the tool later confirmed
that ”neutral” was used in exactly this sense; as the absence of emotion [48].

In the scope of this study we are more interested in emotions than their absence, so there is
a possibility that the value for neutral can be disregarded to only look at the most prominent
other emotion. While this is possible, it seems unlikely to produce correct results as it is a
circumvention of the software’s intended use.

If this is done, however, the result becomes skewed in an unexpected way. Out of the 324
recognized responses 129 are identified with sadness as their most probable emotion. This
is most likely explained by the fact that their heads are tilted downwards looking at device
while registering their response, something that could be interpreted as sadness[61]. The
users identified as happy still have a lower than average rating nonetheless and even the sad
ones have a higher one. While it could also be interesting to look at angry users in this
scenario only 12 are identified, providing little value in terms of statistical relevance.
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6 Conclusions

Even though this study was not able to find what it set out to, as happy and angry users did
not rate their experiences as expected there is still hope for the technology. However, there
is an abundance of challenges to overcome in order to successfully implement and use this
technology.

6.1 The usefulness of emotion recognition in retail

The research of this study aimed primarily at determining if emotion recognition could be
implemented within the retail space and specifically if it could replace traditional satisfac-
tion measurements - it can not. At least it can not be used in the way tested in this study,
where a single picture would be taken of subjects. This study failed to find any indication
that happy users rated their experiences higher and failed to find a single angry user out of
the hundreds of subjects.

If the software would perform similarly in a retail setting this indicates that it may fail to
find any angry or sad customers at all. This may in turn give a false impression of the
non-existence of dissatisfied customers as this tool is shown to have a very limited range in
terms of the emotions it identifies in real-life scenarios.

From a retailer point of view the question still remains wether it is more important to focus
on how a customer remembers themselves feeling or how they actually felt. A strong argu-
ment can be made for both and the latter is definitely more difficult to measure. Emotions
are, as discussed previously, ambiguous and somewhat open to interpretation, language,
vocabulary and culture. Actual emotions are however the only ground truth that exists in
the field of emotion recognition, but there is no way to accurately measure them or even
knowledge of how to. Remembered emotions can be equally important however for how
a retailer reacts to a users emotional state. If a user remembers themselves as having been
angry during a shopping experience that may be enough for a retailer to act on for future
contact regardless of whether they were ”actually” angry. To determine the usefulness of
an emotion recognition tools data in a specific scenario, it must also be taken into account
which of these is being measured.

6.1.1 Challenges

Even though to someone aiming to implement this technology in a retail space this study
may have been a rather depressing read so far, there is some hope.

First and foremost, how the data is interpreted is paramount for the potential success of
an emotion recognition implementation. As the software uses only facial expressions to
identify a person’s emotional state it is important to remember that it is also trained on data
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supplied by human beings. While it may have a similar or even better accuracy than humans
in some cases, it does not have any superhuman capabilities. From a facial expression in an
image it will with all likelihood not distill anything more than a human being could.

Secondly, the implementation tested in this setup is not viable for use in any scenario. The
idea of using a single image to judge a users emotion can be seen as failed. Therefore,
it is of utmost importance that any implementations use more detailed ways of capturing
their users emotions. If using only images as in this setup, then since the results of this
study suggest that using only one image per user works poorly and that multiple ones may
provide better results. The argument can be made for using several images as a way of
identifying emotions displayed during an experience instead of at the end of it.

Another challenge to consider is the inner workings of the emotion recognition software.
As many of the options available recognize emotion from images in the same way a human
being would, they may not be providing the data expected. They tend to be measuring
expressed emotion rather than experienced emotion, indicating what a subject looks like
rather than how they actually feel. While the two may sound similar or even equal they
are in fact very different and experienced emotion is most likely what you want to measure
from a retail perspective. While expressed emotion may give an indication of experienced
emotion it is often only a fraction of it or can even be deceiving [13, 19].

Ultimately it is all about value and it is our opinion that more research is needed within
the field to show if any such value exists for these types of implementation. This study has
failed to find any and we would recommend holding off for future research to find a use for
emotion recognition within the retail space.

One challenge overshadows all others however, just as it has been since the early days of
emotion studies. It is the challenge of having a ground truth to compare with.

How to correctly determine an emotion

This is the major issue standing in the way of emotion recognition becoming a useful tool.
There is as of now no way to ”correctly” determine a subject’s emotional state. The tool
tested in this study uses a crowd sourced visual approach where people would attempt at
determining the emotion that displayed in a facial expression. The majority voted option
would then become the ”correct” answer[8] whereas the actual emotion the person was
experiencing when the photo was taken could be something completely different. Their
experienced emotion would arguably be the only correct answer, but there is no way of
finding that out.

It may seem like asking the person to report their emotional state at the point of image
capture may be the way to go to achieve some sort of ground truth, but this approach im-
mediately runs into new problems. First, it is imperative that this is done immediately
afterwards, as subjects tend to forget or mix up past emotions when asked to recall them
again[19, p. 541]. As stated by P. Ekman himself: ”A subject who successively felt anger,
disgust, and contempt while watching a film might not recall all three reactions, their exact
sequence, or their time of occurrence”.

Then there is the language barrier standing in the way of successfully recording a subject’s
emotional state. There is just no scientific standard as to how to report it, which words to use
and how they differ from each other. What one describes as happy another may describe
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as joy or ecstasy and it is challenging to determine whether they are synonyms, different
intensities of the same emotion or completely different from each other.

Sadly there is no evidence of a particular emotion recognition technique being able to pro-
vide an accurate description of an emotional state. Neither studies using brain waves, speech
or body movement have been proven to give any more accurate information than facial ex-
pressions do[19, p. 541]. This all together makes the task of emotion recognition a daunting
one with no ground truth to determine the accuracy of new tools.

6.2 Future research

This research failed to find any indication that emotion recognition data would be related
in any way to satisfaction measurements. There are however some interesting points still to
be researched to provide a more comprehensive view of the technology and its usefulness.
If the research is performed in a similar manner to this study there are some improvements
that can be made.

6.2.1 Improvements to this research method

Primarily any other research similar to this should be performed in the actual setting for
which they are intended, i.e. a retail scenario. This study was forced to a different setting
due to legal and convenience-related reasons. This would hopefully give more relevant
results where conclusions can be drawn directly related to specifically the retail scenario.

If setting up a device in a similar manner to this study it may be preferable to use a touch-
screen device with an integrated camera. This conceals the camera better giving the device
less of a suspicious look as well as ensures that the the respondents face is captured from a
straight-on angle in the images. The choice to go with a device with physical buttons in this
research was motivated by its familiarity to users and speed with which a response could be
given. This may however be overshadowed by the difficulties it presented with placing the
camera in an obfuscated manner.

Something that previous studies in emotion recognition point toward is that timing is of the
utmost importance when recognizing an emotion and that subjects experience a range of
emotions during even relatively short periods of time. Using this knowledge it could be
interesting to look at using emotion recognition tools at several different occasions during
the user’s experience. A version of this could be to continuously track all users’ emotions
using the surveillance camera system in a store and then compare that data with the one
received from a satisfaction measurement. Like this the two data sets would not be directly
comparable in the same way as each emotion can not be linked to a specific user’s satisfac-
tion rating, but using enough data that should not be necessary. A comparison can instead
be made to see if there are any similarities between the average overall satisfaction and the
emotions recognized in the store on a day by day basis.

6.2.2 Other interesting research areas

An interesting area to study would be to research more specifically how accurate these tools
are in accurately judging experienced emotion. While there are many challenges to this re-
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search method it should be possible, albeit difficult. One way could be for users to rate their
emotional state, much like in the studies done by Bougie et al.[10] and Tronvoll[58], but to
compare their answers with data from emotion recognition tools. As lined out previously
subjects don’t accurately remember their emotional states well and are error prone while
reporting them[16, 19], but it is arguably the most accurate measurement that exists today.

Since as of today the only evidence of facial expressions being able to correctly determine
emotional states is for posed ones [19, p. 543] it may be an interesting research area to create
emotion recognition tools that use a range of inputs. Audio from a subject’s voice along
with video feeds of facial expressions and posture data could be a start. These channels can
easily be achieved through the use of microphones, cameras and motion sensing devices like
the Kinect1 that can track posture data. Combined they could, hopefully, provide a better
estimation of experienced emotion. However the challenge still with how to train these data
sets to provide a superhuman understanding of emotion and be able to detect emotions that
no human could.

To further determine the actual implementability of these tools within the public space it
could be interesting to look deeper into the ethical implications it would include. There is
a possibility that implementing this technology could be seen as an invasion of privacy by
customers, especially depending on how the data is stored and used. There may also be
legal hurdles to overcome related to the tracking of individuals’ emotions, something that
should also be investigated further.

1XBOX Microsoft. Kinect for Xbox One — Xbox.com. URL: http://www.xbox.com/en-US/xbox-
one/accessories/kinect (visited on 04/21/2017).
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