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Abstract. For natural and efficient verbal communication between a
robot and humans, the robot should be able to learn names and appearances of new objects it encounters. In this paper we present a solution combining active sensing of images with text based and image
based search on the Internet. The approach allows the robot to learn
both object name and how to recognise similar objects in the future, all
self-supervised without human assistance. One part of the solution is a
novel iterative method to determine the object name using image classification, acquisition of images from additional viewpoints, and Internet
search. In this paper, the algorithmic part of the proposed solution is
presented together with evaluations using manually acquired camera images, while Internet data was acquired through direct and reverse image
search with Google, Bing, and Yandex. Classification with multi-classSVM and with five different features settings were evaluated. With five
object classes, the best performing classifier used a combination of Pyramid of Histogram of Visual Words (PHOW) and Pyramid of Histogram
of Oriented Gradient (PHOG) features, and reached a precision of 80%
and a recall of 78%.
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Introduction

Social robotics is a branch of robotics in which emphasis is put on human-robot
interaction involving social behaviors and rules. Such interaction can take place
at several levels and using several modalities, including natural-language communication. A robot’s interaction capabilities should, if possible, be adaptive
since both environment and tasks often change. In the case of natural-language
communication, an adaptive robot should, for instance, be be able to learn the
names and how to recognise new objects that it encounters. In this work, we
present a solution for this functionality based on the following idea. During its
daily operation, the robot analyses video camera images in real-time. The object
recognition system constantly tries to identify objects in the images in order to
be able to fulfil its various tasks. If the robot sees an object that does not match
any already learned object, it enters a learning mode. Our approach is to combine active sensing of images, with text based and image based search on the
Internet. The approach allows the robot to learn both object name and how to

recognise similar objects in the future, all self-supervised without human assistance. The developed process comprises two steps; Determining Object Name,
and Object Category Learning. The first step starts when the robot sees an object
it does not recognise, and decides to learn it. While moving around the object
it captures images of the object from several viewpoints, and use them as input
for a reverse image search on the Internet. Several search engines provide this
functionality, and return sets of images similar to the input image by searching
the Internet. The returned images have associated text, which is retrieved and
analysed to generate a list of probable object names. A novel iterative method
including image classification, acquisition of images from additional viewpoints,
and Internet search is used to determine the most probable object name.
For the second step, Object Category Learning, the robot conducts a new
image search using the inferred object name as search cue. The returned images
are filtered and used as training data for a multi-class SVM classifier. 5 different
types of image features were evaluated as input to the classifier. The entire
process does not involve any kind of human assistance, and the robot manages
to learn both the name of the unknown object, and how to recognise similar
objects of the same kind all by itself.
In this paper, the algorithmic part of the proposed solution is presented
together with evaluations using manually acquired camera images. The paper
is organised as follows. In Section 2 and 3, the two steps Determining Object
Name, and Object Category Learning are described, respectively. In Section 4,
the specifics with image features and classification is explained. The practical
implementation is described in Section 5, and the results of tests are given in
Section 6. An overview of related work is given in Section 7 and Section 8 finalises
the paper with discussion and conclusions.
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Determining Object Name

To determine the name x of a new unknown object o spotted by the robot’s
video camera, the robot takes multiple images of the object o from different
viewpoints o1 , . . . ol . In our experiments, four viewpoints (i.e. l = 4) were used.
The images are taken from close distance to minimise background clutter. Figure 1 shows sample images of five different objects from four different viewpoints.
The different viewpoints reduce the risk that important features of the object are
occluded, and are also important for generalisation in the learning process. Each
one of the captured images o1 , . . . ol is first used as input for a reverse image
search in an Internet search engine. Reverse image search is a form of content
based image retrieval where the found images are expected to be similar to the
input query image. The search engines typically use large-scale image retrieval
algorithms based on image similarity to perform this operation [15]. In this part
of the system, we used Google’s search engine.
Each one of the captured images o1 , . . . ol is first used as input for a reverse
image search in an Internet search engine. For all inputs o1 , . . . ol , the reverse
image search finds similar images i1 , . . . , in that have associated text chunks,

Fig. 1. Five different objects shown from four different viewpoints

which are assumed to contain the name of the object shown in the image. These
text chunks, including the html page name, and image file name are therefore
analyzed. The found images i1 , . . . , in are not retrieved in this part of the system.
The text is cleaned by removing non-alphanumeric characters. From the cleaned
text, single nouns, bigrams and trigrams are extracted. Bigrams are pair of
consecutive units (letters, syllables or words) used in a text. Similarly, trigrams
are composed of three units. In our case, bigrams and trigrams must fulfil certain
properties to be selected. For bigrams, both units should be nouns. In this way,
compound nouns such as mobile phone and teddy bear are identified by the
system. For trigrams to be selected, they must contain nouns as first and last
unit, and a preposition as middle unit (e.g. bag of chips). In the following, the
extracted single nouns, bigrams, and trigrams are denoted names.
A histogram of the selected names is then created based on the frequency
of the words in the text (see Figure 2). Frequencies for synonymous nouns are
added, and only the most frequent word is retained while the others are discarded. To improve robustness, the feasibility of the histogram is then evaluated. A histogram is regarded feasible if the largest frequency is at least as
large as the number of associated text chunks. If the generated histogram is not
feasible, new images are retrieved, and a new histogram is generated. When a
feasible histogram has been generated, bars smaller than 20% of the largest bar
are removed. The names for the remaining bars are denoted probable names,
n1 , . . . , nm , and scores (probabilities) for all probable names are computed by
normalising the frequencies in the histogram.
Often, one of the probable names (most often the one with highest score) is
the correct object name, but in some cases the probable names do not include
the correct object name at all. For that reason, a novel method comprising the
following five steps is incorporated to determine the object name x by iteratively
removing words from the initial list of probable names n1 , . . . , nm .

Fig. 2. Histogram of top ten names extracted from the text associated with images
retrieved by reverse image search with Mug images.

1. Each probable name ni , 1 ≤ i ≤ m is used as search cue in a regular Google
image search.
2. A small number of the found images (around 10) for each name ni , are used
to train a multi-class SVM classifier with Bag of Visual Words features [16].
Since the number of images is so small, the training is fast and computationally cheap.
3. The classifier is then used to classify the camera images o1 , . . . ol of the unknown object o taken from several viewpoints. Probabilities for the unknown
object’s name being each one of the probable names is given by the classifier.
4. Each probability is then added to the corresponding score for the corresponding probable name, and the scores are re-normalized. If the score for
a name is lower than a set threshold (20%), the name is removed from the
list of probable names.
5. If more than one name remains in the list, three additional images for each
name are retrieved from the image search result, and used to update the
classifiers. The steps 1-5 are then repeated. If one single name remains in
the list, or a set maximum number of loop iterations is reached, the procedure
is ended.
The procedure is illustrated with an example in Figure 3.
The time for determining the object name varies depending on the number
of iterations needed. The object name may be obtained after one iteration or it
may take several iterations to obtain the object name. The number of iterations
depends on the availability of similar looking objects found on the Internet and
on the number of items in the list of possible names extracted from the word
histogram. Our experiments took more than twelve iterations and the required
time in average was around 40-60 seconds.

Fig. 3. The proposed method to determine object name. An image of the unknown
object o was used as query in the reverse image search, and the text associated with
the found images i1 , . . . , in were used to produce the following list of three probable
names with initial scores: (Lighting:57.99, Lamp:30.0 Lantern:12.0). Noteworthy, the
correct object name lamp has lower score than the word lighting. The probable names
are then used in an iterative search, classify, and update procedure that modifies the
scores and removes names until only the name lamp remains.
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Object Category Learning

Once the probable name for the unknown object has been determined, the second step of the process starts. While a classifier for the determined name was
already created in the previous step, it was trained on a small number of images,
and is usually not capable to generalise and recognise images with other objects
of the same kind. For this reason a new classifier is constructed. Training data
is gathered by an image search using the determined name as search cue. In
this way, images associated with the found object name are found. Since the
maximum number of images returned by the used search engines are limited,
multiple searches are conducted using Google, Bing, and Yandex. Although the
three engines mostly return different images, images may often be duplicated. A
procedure based on image hashing was applied to remove images with identical
hash codes. Since the search engines typically use textual data associated with
the images to match the query, the returned images often do not contain the
expected object at all. In other cases, the object appears but not as the primary object in the image (see examples in Figure 4). Viewing these images as
outliers, the One-class SVM outlier detection algorithm described in [12] was applied. The classifier is first trained, using hyper parameters determined through
cross-validation. Then, all training data is classified, and all incorrectly classified
images are considered as outliers and removed from the training data set. This
procedure does not guarantee perfect outlier removal, but clearly improves per-

formance. A final classifier for the new object type was then constructed using
the cleaned data set. See Section 4 for details on the used classifiers and image
features.

Fig. 4. Image search results (partial) from Google, Bing and Yandex for search cue
Teddy bear.

The time for object category learning increases linearly with the total number
of classes that the classifier needs to learn. Our experiment with five object
classes took around 6-7 minutes including download time (around 150 to 300
images per class).
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Classification

As described above, classifiers are used both for determining the object category,
and for learning how to recognise similar objects in the future. For both tasks,
we used a combination of Bag of Visual Words (BOVW) and SVM classifiers,
thereby taking a similar approach as in [7]. BOVW is a simple but widely used
technique [16] inspired by the Bag of Words (BOW) technique commonly used
for document classification. In BOW, all words in a documents are collected
without ordering, hence the name bag of words. Then a histogram is built from
the bag of words for each document, and finally the histograms are used as
features in a classifier. Analogously, in BOVW, each image is considered as a
document. A visual vocabulary is created, where image features are considered
as visual words. After extracting features from all training images, visual words
were created with vector quantization (VQ) that clusters the image features to
a given number of regions in feature space. We used the k-means algorithm to
cluster the image features (k denotes the number of clusters). A visual vocabulary
was then created where each cluster area in feature space represents a single
visual word in the vocabulary. Hence, the size of the vocabulary is equal to
the number of clusters. Each feature descriptor in a cluster is considered to
represent a specific local pattern in the image. Then, for each training image, a
word histogram is generated using the vocabulary and certain image features.

Hence, each histogram is a multi-dimensional vector with dimensionality equal
to the vocabulary size. We denote these histogram vectors object features (not
to be be confused with images features such as SIFT and SURF). The object
features were used as training data and were fed to an SVM classifier [4].
In this work, we initially used SIFT (Scale invariant feature transform) and
SURF (Speeded-Up Robust Features) as image features. In BOVW the image
features are extracted without any specific order. In this way, spatial information
in the image is lost. Pyramid of Histogram of Visual Words (PHOW) is a feature
description technique that utilizes the spatial information of the image features.
Therefore, PHOW was investigated as an alternative to BOVW to increase classification performance. As image feature in PHOW, the Dense-SIFT method is
used. Regular SIFT features were computed using Lowe’s algorithm [11], while
dense-SIFT descriptors were computed throughout the image with small uniform spacing and multiple scales. In the presented work, 3 pixels spacing and
four different scales: 4, 6, 8, 10 were used for extracting dense-SIFT features [14].
To further investigate possible image features, Histograms of Oriented Gradient
(HOG) [5] were also considered. HOG is a feature description method that uses
orientation of image gradients to capture the shape of the object. HOG features
are computed by creating histograms for the magnitude of the orientation of
gradients in small sub-regions of the image. Pyramid of Histogram of Oriented
Gradient (PHOG) is a technique that extends the idea of HOG in a similar
way as PHOW extends BOVW. It uses spatial information of extracted HOG
features throughout the image. To summarize, classification with five different
image feature settings were evaluated: BOVW (with SIFT and SURF features),
PHOW, PHOG and a combination of PHOW and PHOG.
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Implementation

The implementation was done using Python and Matlab programming languages. We used Python’s Natural Language Toolkit (NLTK) to process retrieved text associated with the returned images in Google’s reverse image
search. In the BOVW method, SIFT and SURF features with sizes is 128 and 64
respectively were extracted using the OpenCV library. The k-means algorithm
was used to cluster the image features. k = 50 was chosen since it gave highest
accuracy for both SIFT and SURF. The number of iterations for k-means was
set to 30 to avoid local minima.
Both one-class and muti-class SVM were implemented using Python’s Scikitlearn machine learning library. As SVM kernels, linear, RBF and Chi2-square
were considered. Based on five-fold cross-validation and grid search, the RBF
kernel with C = 50 and γ = 0.00781 was chosen for the multi-class SVM classifier
and the BOVW method.
To implement the PHOW and PHOG, the VLFeat [14] computer vision library was used. VlFeat provides routines to extract dense-SIFT features, which
are advantageous for the PHOW method. To obtain PHOG features, we used
Anna Bosch’s implementation of the PHOG feature extraction method [2]. The

bin size of the histogram of oriented gradients was set to 40, and the range of
orientation to 360. The number of pyramid layers was 2. For both PHOW and
PHOG, a chi-square kernel was used in the classifier.
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Evaluation

Since the envisioned physical robot system that decides if and when to learn a
new object category was not available, images from a stand-alone Logitech high
definition web-camera was used to generate the initial images of the objects to
be learned, from different viewpoints. The following five categories were used:
Eyeglass, Headphone, Mug, Spoon and Teddy Bear. As described above, the
internet search engines Google, Bing, and Yandex images provided the training
data, both for learning object name, and how to recognise objects. The chosen
five object categories are also represented in the Caltech-256 benchmark dataset,
and images from this dataset were used as test data in order to enable comparison
of performance with other work. The number of training images and test images
for the five categories are given in Table 1.
As described in Section 4, classification with five different features settings
were evaluated: BOVW (with SIFT and SURF features), PHOW, PHOG and
a combination of PHOW and PHOG. The three performance measures Precision = TP/(TP+FP), Recall = TP/(TP+FN), and F1 = (2x Precision x Recall)/(Precision+Recall) were computed and evaluated for all classifiers/features.
Best results were achieved for the combination of PHOW and PHOG (i.e. Pyramid of Histogram of Visual Words and Pyramid of Histogram of Oriented Gradient), with average precision, recall, and F1-score of 80%, 78%, and 0.78 respectively (see Table 1). The confusion matrix (Figure 5) shows for instance,
somewhat surprisingly, that the most common mistake (19%) was to classify a
spoon as a teddy bear, while a teddy bear never was classified as a spoon.

Precision Recall F1
Eyeglass
0.67
0.77 0.72
Headphone 0.95
0.73 0.83
Mug
0.84
0.89 0.86
Spoon
0.78
0.59 0.67
Teddy bear 0.70
0.98 0.82
Average
0.80
0.78 0.78
Table 1. Precision, Recall and F1 for the SVM classifier using PHOW and PHOG
features.

For comparison with other image features, performance for BOWV (SIFT),
BOVW (SURF), PHOW, and PHOG approaches are presented in Tables 2,3, 4,
and 5 .

Fig. 5. Confusion matrix for the SVM classifier using PHOW and PHOG features.

Precision Recall F1-score
Eyeglass
0.55
0.71
0.62
0.65
0.60
Headphone 0.56
Mug
0.47
0.41
0.44
Spoon
0.42
0.12
0.19
0.70
0.59
Teddy bear 0.51
Average
0.51
0.52
0.49
Table 2. Precision, Recall and F1 score for BOVW (SIFT) features.

Precision Recall F1-score
Eyeglass
0.36
0.39
0.37
Headphone 0.58
0.75
0.66
Mug
0.26
0.24
0.25
Spoon
0.13
0.03
0.05
Teddy bear 0.53
0.76
0.63
Average
0.39
0.46
0.41
Table 3. Precision, Recall and F1 score for BOVW (SURF) features.

Precision Recall F1-score
Eyeglass
0.59
0.80
0.68
0.64
0.75
Headphone 0.90
Mug
0.84
0.87
0.85
Spoon
0.78
0.59
0.67
Teddy bear 0.72
0.96
0.82
Average
0.78
0.76
0.75
Table 4. Precision, Recall and F1 score for PHOW features.

Precision Recall F1-score
Eyeglass
0.47
0.60
0.53
Headphone 0.84
0.65
0.73
Mug
0.63
0.61
0.62
Spoon
0.71
0.52
0.60
Teddy bear 0.56
0.78
0.66
Average
0.67
0.64
0.64
Table 5. Precision, Recall and F1 score for PHOG features.
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Related Work

The presented work uses Reverse Image Search to retrieve images similar to the
images with the unknown object, followed by an analysis of the text chunks associated with the images to determine the correct object name. A similar approach
is described in [8] but without our suggested method that combines learning with
additional image acquisition in order to determine the object name. A related
approach was taken in [1] where the authors argue that images obtained from
Internet search may be combined with manually annotated images to address
the domain adaption problem and achieve better performance. This approach is
obviously not self-supervised as opposed to the method proposed in this paper.
Khan et al. dealt with weakly/ambiguously-labeled internet images using
multiple instance learning (MIL) [9]. The method is divided into three stages.
Firstly, an object model is learned that detects only the presence or absence of
target object in the images. With this classifier a number of images are selected
with high confidence that contain the target object. Then, considering each image
as a bag of objects, the position of target object within the image can be detected.
The location information is used afterward to train a fully supervised latent
SVM part-based model [7]. For image representation, the authors used PHOG
and PHOW, which is also the approach taken in this paper. In [10], the authors
proposed a bi-modal solution where visual and textual cues are combined for
retrieving positive images from internet to apply in robotic applications. Inspired
by the fact that human uses additional linguistic cues when referring to an object
to prevent ambiguity, the authors performed multiple subsearches with different
auxiliary keywords for same object. This is done as a way to deal with polysemes
and to filter out unrelated images.

The authors in [3] consider the Internet as a source of large-scale data (e.g.
images) and use Convolutional Neural Networks (CNN) to utilize large-scale
data. The implemented model in [3] consists of five convolutional layers followed
by two fully connected layers and finally another fully connected layer for classification. The learning is done in two stages. First, easy images (i.e. with clean
background and appearance) are used for initial training. Second, to make the
system robust, a training is provided with hard (non-easy) images that works as
fine-tuning the network. Moreover, the authors use a relationship graph between
the images to provide additional information of the classes helping to regularize
the network training. Finally, the authors train a Region-based CNN (R-CNN)
with localized objects within the images to make the system capable of not only
recognizing objects, but also detecting their locations. The implementation was
tested on PASCAL VOC (2007 and 2012) [6] and showed promising results.
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Discussion and Conclusion

We have presented a self-supervised approach including active sensing, by which
a robot can learn both new object categories, and how to recognise similar objects in the future. Using images acquired from different viewpoints, a robot can
learn to categorise objects it has never seen before, without any kind of human
assistance. The best performing classifier used a combination of PHOW and
PHOG features and reached a precision of 80% and recall of 78%. Second best
was PHOW, with a precision of 78% and recall of 76%. It is clear that using spatial information, as in PHOW and PHOG, significantly improved classification
accuracy compared to for instance SIFT that only reached a precision of 51%
and recall of 52%.
It is hard to directly compare the results to earlier work. In [17], the accuracy
for 256 classes in the Caltech-256 dataset was reported to 70.6%, using deep
convolutional network, and training with 1300 manually labelled data per class
from the ImageNet-2012 dataset [13]. Since our work only used 5 classes, the
results are not directly comparable. However, since we only used in average
174 weakly-labeled images for each class, our results indicate that the proposed
method has potential for the envisioned application.
Despite the promising performance results, some challenges and limitations
have been identified. The object categories learned by the system are in some
cases very generic. As an example, the robot may not distinguish between an
acoustic guitar and an electric guitar, or between a tennis racket and a badminton
racket, because of their visual similarities. Likewise, it may detect both raspberry
and strawberry as generic berries. Rare object categories may not be learned by
the system if matching images cannot be found by the Internet search engines.
Another limitation is that the system cannot categorise objects based on color,
since color information is not included in the learning process. For instance, a
red T-shirt and blue T-shirt are regarded as identical. Despite these limitations,
the presented system shows promising results. The novel approach to determine

object name, using fast multi-class SVM, and acquisition of additional images
from new viewpoints, is believed to contribute strongly to these results.
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