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Abstract
This thesis explores the foundations of text classification, using both empirical
and deductive methods, with a focus on author identification and syntactic
methods. We strive for a thorough theoretical understanding of what a↵ects
the e↵ectiveness of classification in general.
To begin with, we systematically investigate the e↵ects of some parameters
on the accuracy of author identification. How is the accuracy a↵ected by the
number of candidate authors, and the amount of data per candidate? Are
there di↵erences in how methods react to the changes in parameters? Using
the same techniques, we see indications that methods previously thought to
be topic-independent might not be so, but that syntactic methods may be the
best option for avoiding topic dependence. This means that previous studies
may have overestimated the power of lexical methods. We also briefly look
for ways of spotting which particular features might be the most e↵ective for
classification. Apart from author identification, we apply similar methods to
identifying properties of the author, including age and gender, and attempt
to estimate the number of distinct authors in a text sample. In all cases, the
techniques are proven viable if not overwhelmingly accurate, and we see that
lexical and syntactic methods give very similar results.
In the final parts, we see some results of automata theory that can be of use for
syntactic analysis and classification. First, we generalise a known algorithm for
finding a list of the best-ranked strings according to a weighted automaton, to
doing the same with trees and a tree automaton. This result can be of use for
speeding up parsing, which often runs in several steps, where each step needs
several trees from the previous as input. Second, we use a compressed version
of deterministic finite automata, known as failure automata, and prove that
finding the optimal compression is NP-complete, but that there are efficient
algorithms for finding good approximations. Third, we find and prove the
derivatives of regular expressions with cuts. Derivatives are an operation on
expressions to calculate the remaining expression after reading a given symbol,
and cuts are an extension to regular expressions found in many programming
languages. Together, these findings may be able to improve on the syntactic
analysis which we have seen is a valuable tool for text classification.

Sammanfattning
Denna avhandling utforskar teoretiskt och empiriskt grunderna för textklassificering, med fokus på författaridentifiering och syntaktiska metoder. Vi eftersträvar en djupare allmän förståelse för vad som påverkar e↵ektiviteten hos ett
klassificeringssystem.
Inledningsvis undersöker vi systematiskt hur klassificeringens trä↵säkerhet beror
på ett antal parametrar. Hur påverkas resultatet av antalet kandidatklasser,
och mängden data per klass? Finns det skillnader i hur olika metoder påverkas?
Med samma tekniker ser vi indikationer på att metoder som tidigare antagits
vara oberoende av ämne kan vara ämnesberoende trots allt, men att syntaktiska
metoder tycks vara ett bättre alternativ för att undvika ämnesberoende. Det
innebär att tidigare studier kan ha överskattat trä↵säkerheten hos ordbaserade
metoder. Vi tittar också översiktligt på vilka specifika drag som skulle kunna
vara mest e↵ektiva för klassificering. Förutom författaridentifiering tillämpar vi
liknande metoder för att hitta egenskaper hos författare, såsom ålder och kön,
samt för att uppskatta antalet författare i en textmängd. I samtliga dessa fall
är trä↵säkerheten tillräcklig för att vara användbar, och vi ser att ordbaserade
och syntaktiska metoder ger liknande resultat.
I den avslutande delen presenteras några resultat från automatteori som kan
komma till nytta för syntaxanalys och klassificering. För det första generaliserar vi en känd algoritm för att lista de högst rankade strängarna enligt en
viktad automat, till att göra detsamma med träd och en trädautomat. Detta
kan användas för att snabba upp parsning, som ofta körs i flera steg, där
varje steg behöver flera träd från det föregående steget som indata. För det
andra studerar vi en komprimerad variant av automater, så kallade failureautomater, och visar att problemet att hitta den optimala komprimeringen är
NP-komplett, men att det finns e↵ektiva algoritmer för att hitta bra approximationer. För det tredje härleder vi uttryck för derivator av reguljära uttryck
med cuts. Derivator är en operation för att beräkna återstoden av ett reguljärt uttryck efter att en symbol har lästs, och cut-uttryck är en utvidgning
av reguljära uttryck som finns i många programmeringsspråk. Tillsammans
kan dessa resultat bidra till förbättringar inom syntaxanalys, som kan vara till
nytta för klassificering.
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Chapter 1

Introduction
Ostensibly, text classification is simply analysing textbased corpuses’ properties; however, one should of course not presume that it is a trivial problem.
What can the sentence above tell us about the person who wrote it, and the
context in which it was written? The use of words like “ostensibly” and “however”, a semicolon, and the lack of a contracted “it’s”, quickly tells us that
the context is rather formal, and from the spelling of “analysing” we see that
the author is not American. The indefinite personal pronoun (“one”) and the
throwaway “of course” parallel common usage in other Germanic languages, so
we might suspect that the author is of German origin, but from “textbased”
without spaces or hyphen, and the use of s-genitive instead of “of”, Swedish
may be a better guess. The word “corpuses” gives an indication of the age
of the author: Either the author is not aware of the more established form
“corpora”, or they purposely decided to use this more regular form; both cases
suggest a young adult. Using “problem” in the sense of “task” rather than “obstacle” is common in mathematical sciences, as is the specific use of “trivial”,
and when “textbased” does occur in English it is often in the context of computer games. This combined with the obvious academic nature of the sentence
leads us to surmise that the author is in computer science – given the likely
age range, probably a PhD student. With some background information, and
more data to work on, we might be able to identify the specific author, from
his unconventional way of starting an introductory chapter, and his penchant
for semicolons and words like “ostensibly”.
There was a time when this would have been the normal way to do text classification. Long before the age of computers, experts would discuss the properties
of old texts – how old they were, whether they were forgeries, who the author
was, and so on. Even when the first computers came along, the process was
not automated – experts would use computers to analyse the data, but draw
the conclusions based on intuition and experience. But the internet gives us
1

new opportunities – and reasons – for classification. Now there are plenty of
texts readily available in computerised form, often anonymous, and many have
started taking an interest in analysing them.
The modern study of classification is more focused on automatic methods, and
that is also the topic of this thesis. Despite decades of work on the problem,
and centuries of pre-computer classification studies, this is still a chaotic field of
research. Many studies develop a “novel approach” to the problem, using new
methods to try to outperform existing ones. A specific method is applied to a
specific set of data, and an accuracy is given. This comes with two problems.
First, since so many parameters are changed, it becomes difficult to compare
di↵erent studies. A higher accuracy might be due to an improved method, but
it could also be caused by a di↵erence in input data, a di↵erence in the problem definition, or just statistical variation. Second, the focus is on immediate
improvements, which gives us little understanding of the underlying mechanics
of what makes classification work. This also means that we cannot predict
how the same method would perform in a di↵erent application, and it may be
difficult to say how reliable the findings are.
Some try altering some of the parameters of the problem, to show that the
success of their approach is independent of those parameters. But what it
seems few have done is examine what does change with the various parameters,
and analyse the performance of existing methods in a systematic manner. In
the following chapters, we attempt to do just that.
We will look at some di↵erent aspects of text classification, and investigate how
the accuracy of a few well known methods depends on a number of parameters,
such as the size of the input data and the number of candidate classes. Are some
methods better in some situations? Which parameters are the most relevant
for successful classification? We consider some of the pitfalls of developing and
testing classification techniques, to find out if some testing methods may be
overestimating success rates.
When it comes to author identification, one such issue is that of topic dependence. If the system finds that two texts are similar, how do we know if it is
because they are written by the same author, or because they are on similar
topics? If we compare texts by di↵erent authors, and determine which are their
most significant characteristics, there is a risk that each author in the sample
has a tendency to write on certain topics, and that the characteristics we have
found are actually more indicative of topic or style. That could mean that we
get high accuracies when testing the system, but much lower accuracies in real
applications. It has long been assumed that the usage of more grammatical
words – like “the” or “of” – are fairly independent of topic, but as we will see,
it might not be that simple. The experiments suggest that identifying authors
when they write on a di↵erent topic is harder than one might have expected.
Another way to try to avoid topic dependence is to analyse the syntax rather
than the words. We apply a parser, a program that reads each sentence and
2

gives us a hierarchical grammatical structure – a syntax tree – and then use
the parts of that tree to build a statistical model. This method does not seem
to be completely free from the influence of topic either, but there are some
indications that it is an improvement.
We also find some results in automata theory, which can be used to improve text
classification, parsing, and other natural language tasks. Using automata, we
can speed up some fundamental steps of language processing, which allows us to
feasibly apply more advanced techniques, improving the results of classification.
In the short term perspective, knowing the underlying reasons why classification succeeds or fails is vital for evaluating methods, new and old. It can help
us pick an appropriate method for a task, and estimate what sort of accuracy
we can expect. In the long term, we need to strive towards a deeper understanding of what determines the results, in order to improve development and
application. This is why, rather than developing yet another new method and
hoping to reach better results, we take the novel approach of a more theoretical,
systematic study.
Is there a moral problem in developing methods for identifying those who would
prefer not to be identified? First of all, we should remember that there are
many uses of the technology, other than just unveiling anonymous writers. It
can be used to identify those who do want to be identified, for example in
detecting plagiarism or checking the veracity of old documents. We can also
identify other things than the author – a search engine might be helped by a
system for linking similar topics, a hotel booking site might want a system for
automatically classifying reviews as positive or negative, and an email provider
might want to provide filters against unwanted messages.
Still, that does not quite address the issue. In the end, the answer would
have to be that these techniques will inevitably be developed by someone,
so the only question is whether we want it in the hands of corporations and
shady organisations, or freely available to everyone. Using the same methods
in reverse, it is also quite easy to hide one’s identity, and remain anonymous.
By studying classification, we can learn something about the di↵erences between the writing styles of authors – or topics, or whatever else we are trying
to identify. We will see, among other things, some interesting di↵erences in the
writing styles of people of di↵erent age and gender.
Conversely, understanding the underlying di↵erences between writing styles
may help us choose the appropriate methods for classification. If we want to
successfully identify an author, it helps to understand which features depend on
topic. If we want to successfully identify the author’s gender, it helps to understand which features depend on their age. By using both theoretical reasoning
and practical experiments, we may be able to find methods for classification
that can be proven sound both in theory and practice; presumably, this is not
a trivial problem.

3

1.1

Regular expressions and automata

Regular expressions are a way to succinctly describe a pattern of text strings,
so that we can for example tell a program to look for that pattern in a larger
text, or go through many pieces of text and see which ones fit the pattern. This
can also be seen as a kind of classification, where each text gets classified as
either accepted or not accepted. In cases with more than two classes, we can
use several regular expressions and check which ones match. Among the many
applications, this can be used by internet servers to check if the codes they
receive are valid, or by spell-checkers to decide if a word is correctly spelled.
Suppose, for example, that we want to investigate how people express laughter
on the internet. We want to search for “haha”, along with all its di↵erent
length variants – “hahaha”, and so on – as well as the more internet-specific
“lol”. For that, we might give the computer the following expression:
(ha)*|lol
At its most basic, a regular expression can be constructed from individual
letters and other symbols using three ways of combining them: alternation
(the vertical bar, meaning “either one of these options”), iteration (the star,
meaning “repeat this any number of times”) and concatenation, that is, just
putting one thing after another. In this case, we see examples of all three – we
can have the sequence “ha”, repeated any number of times, or alternatively the
sequence “lol”. (Note that the star can also match zero symbols, which means
that this expression also matches an empty string.)
If we want to include some more exotic forms of laughter, there is the less
common variant “hehe”, and some people have also taken to using drawn-out
forms like “loooool”. We might even see the occasional “heha” and other odd
mixes. We can expand our expression to include those:
(h(a|e))*|lo*l
An expression like this gives us a convenient way to tell the computer to find
us all these di↵erent variants of typed-out laughter. What might we find with
access to these statistics? An article published by The New Yorker [14] speculates that “hehe” is “a younger person’s e-laugh”. But rather than speculating,
we could use a regular expression to find out.
Researchers at Facebook decided to respond by doing a statistical analysis,
using a regular expression similar to the one above, and they found that “hehe”
users are in fact on average slightly older than those who write “haha”, while
the ones who choose “lol” are older still. They also discovered, among other
things, that the “haha” laugh is more common among males and people from
Seattle, whereas “lol” is popular with females and those who live in Phoenix
4

[15]. In principle, we would use these laugh expressions to try to guess an
author’s age, gender, or city. Already a burgeoning classification method.
For many applications, including classification, we would use far more complex
regular expressions, and we might apply them to very large amounts of data.
This means that it is important to make the process efficient. For that, we can
transform a regular expression to a finite string automaton.
a
e

h
o

h
l

l

Figure 1.1: An example of a finite string automaton.
The automaton consists of states and transitions, with each transition labelled
with a symbol. We begin in the starting state (on the left in the figure), and as
we read the symbols of a string of text, we take the matching transition. If at
the end of the string we end on one of the final states (marked by a double ring
in the figure), the string is a match. If we end on any other state, or encounter
a symbol which does not have a corresponding transition in the automaton,
the string is not a match.
The automaton is a mathematical abstraction, but it can easily and efficiently
be implemented as a real program. In this case, we now have an automaton
which can determine whether a string consists of a laugh expression; we can
also have our program look for messages which begin with or contain such an
expression. In practice, automata are also used to look for far more complex
patterns, and can have many thousands of states.
In some cases, we want to run these programs on small devices, where it is
important to use as little memory as possible. The size of a large automaton
might become a problem, so we look for ways to compress the automaton, to
make it take up less memory space while not taking much longer to run. One
such way is using so-called failure automata. The idea is, each state can be
given a reference to another state to use as a kind of “default”; if the current
state does not have a transition for the current symbol, it can go to its default
state, and try to read the same symbol there. We can think of the reference to
that state as a special kind of transition – a failure transition. This can often
allow us to avoid repeating information, and make the automaton smaller.
Sometimes, with a very complex regular expression, we will not only get a very
large automaton, but the process of transforming the expression to a suitable
automaton will also take a long time. Another option is to use the expression
5

directly, without transforming it into an automaton, but then reading each
string might take much longer instead. One way to find a compromise between
the two is using the concept of derivatives.
The derivative of a regular expression answers the question “if we have this
expression, and we read this symbol, what is the expression for what remains?”
For an example, we look again at the expression from before:
(h(a|e))*|(lo*l)
Now suppose the first letter read by the machine is “h”. This rules out “lol”,
so we might have either a “haha...” case or a “hehe...” case. The remainder of
the string has to start with an “a” or an “e”, followed by any number of “ha”
or “he”. We can convey that with another expression:
(a|e)(h(a|e))*
This is the derivative of the first expression with respect to the symbol “h”.
We can take the derivative of this, for example with respect to “a”, and we
would be left with just
(h(a|e))*
If instead we take the derivative of our original expression with respect to “l”,
we get
o*l
From there, taking the derivative with respect to “o” will get the same expression again, and so on. We see that these di↵erent expressions correspond to the
states in the automaton, and taking the derivative with respect to a symbol
corresponds to a transition on that symbol in the automaton. This way, we
can go step by step to build the entire automaton, taking successive derivatives
until we have found all states. What makes it a bit more complicated is that
some regular expressions are equivalent. For example,
(o*l)|(oo*l)
would be equivalent to the previous expression. To avoid making the automaton
unnecessarily large, we should check new expressions and remove duplicates.
An advantage of this method for automata construction is that it can be done
partway. We can construct a few steps of the automata, and then let the
regular expressions take over the rest of the way, so we get a hybrid between
automata and regular expressions. Figure 1.2 shows an example. That way,
6

h
(a|e)(h(a|e))*

l

o*l

Figure 1.2: A partially constructed automaton.
we get some of the speed of using an automaton, without needing to take up
space and construction time with building the whole thing.
There are many ways to extend the theory of automata. The most basic version
classifies each string as accepted or not accepted. We can extend that by adding
a numerical value to each transition, turning the automaton into a weighted
automaton. By combining the weights of the transitions used, each string
accepted by the automaton can be assigned a weight, allowing in a sense varying
degrees of acceptance. We can also greatly extend the powers of the automata
by giving them a memory. One such extension is pushdown automata, a type
of automaton often used in parsers. If we want to use syntactic methods for
classification, the development of parsers is vital, so that we can get accurate
syntax data to work with. The parsing also needs to be fast, since the parsing
step can be one of the most time-consuming parts in classification. This is one
reason why developing automata is important for classification.
While the input to a parser is usually just a string, the output is a tree. Tree
structures are useful for many tasks in natural language processing, so techniques for working with them are important for this field, as well as many
others. For that purpose, we can use another extension to automata, appropriately called tree automata, which processes trees instead of strings.

1.2

Published articles

This section describes the articles I have written or contributed to during the
writing of this thesis. They are listed by year of publication.
“Vocabulary and Syntax in Gender Classification” [1] was presented in 2012, at
the Swedish Language Technology Conference. At this point, I was using some
established machine learning algorithms to compare author identification and
gender identification. The results in terms of accuracy were in line with previous work. I also looked more closely at some of the characteristic di↵erences
that allow us to identify the gender of a writer, and found some interesting
results. Later, I would change almost everything about the way I did classifi7

cation. I started working on English instead of Swedish, using a di↵erent type
of classification algorithm, and most importantly, I realised that simply reporting the highest accuracy I could get was not the right way of approaching the
problem. Since the direct results of that study are not very compatible with
the rest of my work, they are not included here, but I have attempted to repeat
essentially the same experiments using the new methods, and come to much
the same conclusions. Those can be found in Chapter 9.
“The Past, Present and Future of Text Classification” [2] was presented in
2013, at the European Intelligence and Security Informatics Conference. Here,
I summarised the basic concepts of classification, and suggested some paths
for future research. Some of those ideas I have later realised, others I have
discarded, and others still remain as future work. Some of that text has made
it into this thesis, mainly in Chapter 2.
“Efficient Algorithms for Subgraph Listing” [3], written with Andrzej Lingas,
was published in 2014, in Algorithms. It was a brief detour from my work on
classification. Although the subject of graph theory is certainly related to both
automata theory and analysis of syntax and semantics, this topic does not have
an obvious connection to text classification, and is therefore not included here.
“E↵ects of Division of Data in Author Identification” [4] was presented at
the Swedish Language Technology Conference. In developing my system for
classification, I had realised that there was a detail in the way the data was
organised when testing a classification system, which would yield remarkably
di↵erent test results. If one is not aware of this problem, it would be an easy
mistake to use the wrong approach, and get much too optimistic test results,
which would not be reflected in the results in practical applications. These
findings are included in Section 11.1.
“Compression of Finite-State Automata through Failure Transitions” [5], written with Henrik Björklund and Johanna Björklund, was published in Theoretical Computer Science. Here, we started delving into the more theoretical
aspects of language processing, investigating the usefulness of failure automata.
We wanted to find out how e↵ectively and efficiently an automaton could be
compressed using this method. It turns out that finding the very best compression may be hard, but with a simple method we can reach a decent approximation. This work is included here as an appended article.
“On Computing Best Trees for Weighted Tree Automata” [6], written with
Johanna Björklund and Frank Drewes, was presented in 2015, at Trends in
Tree Automata and Tree Transducers. It explores another aspect of automata
theory. We look at weighted tree automata, and find an algorithm for efficiently
listing those trees which would be given the best weight by the automaton.
“An Efficient Best-Trees Algorithm for Weighted Tree Automata over the Tropical Semiring” [7], also written with Johanna Björklund and Frank Drewes, was
presented at Language and Automata Theory and Applications. It is an extension of the previous article.
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“A Novel Approach to Authorship Attribution” [8] was published as a bachelor’s thesis at Uppsala University. It contains most of my work on classification
up to that point, mainly concentrating on author identification. I tried to move
focus away from inventing new methods and reaching higher accuracies, onto a
more thorough scientific analysis. I looked how some basic classification methods are a↵ected by variations in the problem formulation. This study makes
up the methodical framework of this thesis, and in particular Chapter 6.
“Formal Foundations of Authorship Attribution” [9] was published as my licentiate thesis. It contains the previous article, as well as the two articles on
automata mentioned above.
“My Name is Legion – Estimating Author Counts Based on Stylistic Diversity”
[10], written with Johanna Björklund, was presented in 2016, at the European
Intelligence and Security Informatics Conference. Here, we modify the techniques of text classification, to analyse a text which may be written by multiple
authors, and estimate the number of authors. We consider the same features
of the text as in my work on author identification, but look at the variation
within the text rather than between texts. We find that these methods are not
e↵ective for comparing small numbers of authors, but may be viable for larger
order of magnitude estimates. This work is included in Chapter 10.
“A Preliminary Study on Text-Based Music Generation” [11] was presented at
the Swedish Language Technology Conference. I combined common tools for
text analysis and music generation to create a system that would take a piece of
text, analyse its mood and rhythmic structure, compose a suitable melody, and
output the sung results as audio. This has clear connections to classification;
classifying a text in terms of mood and topic, as well as properties of the author,
helps us establish suitable forms of music. None the less, this was a relatively
minor contribution, and is not included here.
“Efficient Enumeration of Weighted Tree Languages over the Tropical Semiring” [12], written with Johanna Björklund and Frank Drewes, was published in
Journal of Computer and System Sciences. It further elaborates on our work on
tree automata, and presents our results in greater detail. This work is included
here as an appended article.
“Syntactic Methods for Topic-Independent Authorship Attribution” [13], written with Johanna Björklund, has been accepted to appear in Journal of Natural
Language Engineering. We considered a common problem in author identification: If two texts are shown to be similar, how do we know if it is because
they are written by the same author, or because they are on a similar topic?
We challenged the widely held assumption that certain vocabulary features are
likely to primarily identify the author, and find indications that syntactical
methods may be a better option. Chapter 7 is partly based on this article.
“Derivatives of regular expressions with cuts” has not yet been published. In
this article, I work on a particular extension of regular expressions, and show
how to apply derivatives to them. It is included here as an appended article.
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1.3

Outline

This thesis contains material from several published articles, along with some
previously unpublished material. Most of these articles are on similar experiments in classification, and use mainly the same methods, so they have been
integrated as chapters of a uniform study. Three are on more independent
results, and have been included as self-contained articles.
Chapter 2 describes the general process of classification in more detail. In
particular, each of the di↵erent parameters that vary between instances of
classification are examined. First, we go through the parts of the task itself
– di↵erent problem definitions, di↵erent sets of potential classes, and di↵erent
input data. Then, we look at the various methods of finding an answer – which
features of the text to analyse, and how to build a statistical model from them
which can be used to predict a class.
Chapter 3 gives some historical background to text classification generally, with
a particular focus on some of the methods used in this thesis.
In the following chapters, we will see one classification system used to perform a
number of di↵erent experiments. The system can be given di↵erent amounts of
data, and base the classification on di↵erent features of the text. Chapter 4 will
explain how the process works, and later chapters will present the experiments.
In Chapter 5, we make use of a simple set of features, counting the frequencies
of certain words in the selected texts. We vary three of the basic parameters
of the test, to see how they a↵ect the accuracy. First, the amount of data per
author is varied. How much data do we need to get a reasonable accuracy? Is
author identification feasible for short texts like letters or even text messages,
or do we need entire books worth of data? Second, the number of features is
varied – in this case, the length of the list of words that we look for in the texts.
Can we get by with a reasonable number of features, or do we need very many
to get a good accuracy? Third, the number of candidates is varied. Do we
need more data, or more features, to get good results? Is author identification
feasible for large numbers of authors?
Previous studies on classification have stressed the need for more thorough
analysis and deeper understanding [16, 17]. Most work has been done on small
numbers of candidates, for which it is clear that accuracy decreases rapidly [18],
but there have been indications that it might be possible to handle larger
numbers of candidates [19]. As for varying the amount of data, the combined
wisdom of a few systematic studies [20] and a large number of studies of specific
datasets suggest that about 10 000 words per author is needed. To the best of
our knowledge, there are no studies on how that limit changes with the number
of candidates, nor on the e↵ects of varying the size of the feature set.
In Chapter 6, we compare with other feature sets, including features based on
syntax and character counts. Many studies on text classification have found
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simple methods like word count, using no linguistic analysis, to be the most
e↵ective [16]. We test syntactic methods and see if there are some cases where
they surpass the alternatives.
Could it be that simpler methods just fare better on small data sets, since
they have more data to work with? Clearly, there are more characters than
syntax trees in a sentence. Given enough data, presumably each method will
level out at some level of accuracy – perhaps that level is sometimes higher for
a more complex method, even if it started out lower? Perhaps some methods
will better take advantage of larger numbers of features, or better handle larger
numbers of candidates?
In Chapter 7, we use a corpus of novels to explore the problem of topic dependence – an important issue in author identification. If an algorithm shows that
an unknown text is similar to a known text, how do we know if the similarity is
due to them being written by the same author, or due to similar topics, genres,
and so on? Knowing how to separate the influence of the author from that
of the topic is important in order to avoid misinterpreting analyses. We also
want to understand the underlying connections, so that reliable methods can
be developed for identifying an author, as well as for identifying the topic or
other properties.
One hypothesis is that syntax is reasonably independent of topic, at least if
the context is otherwise the same – same genre, type of media, and so on. It
has also been assumed that function words – words which carry little semantic
information – are independent of topic. We will compare syntactic features to
vocabulary, and see some indications as to whether this is true.
To achieve this, we think of the di↵erent books as di↵erent topics. On the one
hand, we pick texts from di↵erent books and try to determine which ones are
written by the same author, and on the other hand, we pick texts all by the
same author and try to determine which ones are from the same book. By
seeing how well each method works on the two tasks, we will get an idea of
how much the classification depends on author and how much on topic.
In Chapter 8, we try to get a deeper understanding of why some features –
specifically, some word counts – are more e↵ective than others. Are more
common words better, or are there some words that are so common that they
are useless for author identification, since everyone uses them? Can we calculate
in advance which words are going to be the most useful?
In Chapter 9, we attempt to identify various properties of authors, rather than
individual authors. We look at gender, age, occupation, and astrological sign,
and see how the accuracy compares to when we identify individual authors.
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In Chapter 10, we apply a di↵erent kind of analysis to a di↵erent kind of
target. Sometimes we know that a text may be written by several people, and
we would like an estimate on how many. We try doing that by looking at
the same features as before – vocabulary and syntax – but instead of counting
frequencies, we count how many unique words and syntax fragments are in the
text. In theory, this should work as an indication that the text is written by a
larger number of people.
In Chapter 11, we look into a seemingly minor detail in the implementation
of the system. In order to test an algorithm for author identification, we need
more than one text that is known to be from the same author. Unless the
corpus already provides that, we can solve it by dividing each text in parts.
But there is more than one way to divide a text, and as we shall see, it can have
a noticeable impact on the accuracy reported by the test. Other studies [20]
have found similar di↵erences, without elaborating on the implications.
In part, this is a straightforward test of evaluation methods – if di↵erent ways
of testing give very di↵erent results, it may be difficult to compare the reported
accuracies of di↵erent studies and systems. But as we shall see, the di↵erence
can also tell us something about topic dependence and the reliability of a
method when used for author identification.
We also briefly discuss some possible di↵erences in the implementation of the
classification algorithm. As described earlier in Section 4.3, the process includes
a normalisation step, and this can be done in a few di↵erent ways. We consider
the possible consequences, but find that the impact is small.
Finishing the pure classification studies, in Chapter 12, we use the previous
methods of comparing texts, and try to find an actual probability for texts
being written by the same author, or by authors of the same gender, or other
targets. This can be quite useful in practical applications, and also helps give
us a clearer view of how big the di↵erences between categories are. Chapter 13
summarises the result of the classification studies.
The three appended articles all concern di↵erent aspects of automata theory.
In the first, we look at weighted automata. A weighted string automaton, as
described in Section 1.1, gives each string a rating, a weight. Finding the string
that would be given the highest possible rating is straightforward. If we want
to find the highest ten, or a hundred, or some other number, there is an existing
algorithm [21] for efficiently finding those, too. But now, we want to extend the
same question to weighted tree automata, to find some number of best trees,
as ranked by a given automaton. This is useful in several natural language
processing tasks. One example is parsing. A modern parser typically works in
several steps, where each step produces its most likely suggestions as to what
the syntax tree should look like, passing them on to be considered by the next
step. If one of these steps is implemented using an automaton, this algorithm
can be very useful to make the process faster. Another example is machine
translation, which also typically proceeds in multiple steps – the original needs
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to be syntactically analysed, then the syntax tree translated into the target
language, and finally it is used to produce the output string. Here, too, this
algorithm could be used to quickly find the best options in each step.
In the second appended article, we go back to string automata, and consider the
compression method known as failure automata. The idea of failure automata
is to insert a special kind of transitions, called failure transitions, to replace
a larger number of regular transitions, thereby reducing the memory space
used by the automaton. If the automaton encounters a symbol which cannot
be read from the current state, but the state has a failure transition, it will
follow that transition, and attempt to read the symbol from the new state
instead. The way we can use that is by finding multiple states which have
shared transitions – transitions with the same symbol, and the same target
state. If two states have several shared transitions, we can remove all of them
from one of the states, and instead give that state a failure transition to the
other. The problem then is to decide where to put those failure transitions to
save as much space as possible. We can imagine two versions of that question –
one where new states can be added in the compression process, and one where
we keep the same states, only replacing transitions. We show that there are
cases where you benefit from adding new states, so both problems are relevant,
and that in both cases, there may not be an efficient way of finding the optimal
solution. We also find that in the latter case, there is a simple way to find a
solution which gives at least 2/3 of the maximum possible savings.
Finally, the third appended article deals with another way of improving the
efficiency of automata and regular expressions, using derivatives. As mentioned
in Section 1.1, the derivative of a regular expression with respect to a symbol
describes what remains to be read after that symbol has been read. This
can be used to construct an automaton from a regular expression. Since each
derivative produces one more step in the automaton, we can construct as many
steps as we like, creating new states on demand. That way, we can balance the
speed of an automaton with the succinctness of a regular expression. All of this
has been done before. The new contribution in this article is to provide the
expressions for the derivatives of an extension of regular expressions, known
as cuts. A cut works like a concatenation, except that the first part must
match as much as possible, so if it does not leave enough for the second part,
the string will not be accepted. These cut expressions can be transformed to
ordinary regular expressions, but that might make them very much bigger, so
using derivatives directly on the cut expressions can make the process more
efficient. Cut expressions are commonly used in programming languages, so
there are obvious applications for this construction.
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Chapter 2

Classifying classification
In the most general sense, text classification consists in predicting any property
of a text from some set of its intrinsic characteristics. This could in principle
include anything from graphology to keystroke analysis. Traditionally, historians and language experts study old texts to determine, for example, who wrote
them, or in which time period. In the context of computational linguistics, the
standard process includes extracting some kind of statistical data from a text,
using an algorithm to compare that to data from texts with known properties,
and getting a category or numerical value as an answer.
In this chapter, we will look at some of the di↵erent variations of the problem,
and of the methods for solving it. First, we can pose the question in di↵erent
ways – we may want to specify a category, estimate a numerical property,
group texts together, or determine the similarity between texts. Second, we
could be looking for di↵erent target properties – find the author of a text, some
property of the author, the topic or genre, or any other characteristic we want
to know. Third, the problem may be very di↵erent depending on the data
we have available, both for the text we are classifying and the texts we are
comparing to. The number and size of text samples makes a big di↵erence,
and there might be other data available, such as layout or time of writing.
Having decided on a question, we can try di↵erent approaches to answering it.
We can choose di↵erent features of the text to analyse, depending on what is
available in the data. There is also a wide range of classifiers, that is, algorithms
that can analyse the extracted data to give us an answer. We will look at each
of these steps in the following sections.
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2.1

Type

There are a few di↵erent variations of the classification problem. To begin
with, we distinguish between supervised and unsupervised classification [22].
In supervised classification, we have a training set consisting of texts where
the target property is known to the classifier, and a test set for which we want
the classifier to give us the target property. In unsupervised classification, the
classifier does not use any information about the target property of the texts,
but tries to determine a set of classes or a similarity measure independently,
based on the given features; that is, there is not a predetermined set of classes,
and there is no training set as such, although we may still have some data whose
purpose is only to improve the classification. For both types, when evaluating
the system, we usually use a test set where the target property is known, so
that we can compare the result of the classification with the true data, and see
how accurate the classifier is.
Most of the early work in author identification was done manually. It was
also often done on works where the author was actually unknown; rarely were
the methods tested on known authors to verify the accuracy, so arguably the
studies were more speculation than real empirical science [16]. More recent
work has often focused on supervised learning, that is, using a training corpus
consisting of texts by known authors. In supervised learning, some methods
take a profile-based approach, in that they treat all texts by an author as one,
whereas others take an instance-based approach, treating the texts separately.
A smaller number of studies have looked at unsupervised learning.
We can further subdivide the types based on what question we are trying to
answer. As for supervised classification, it usually refers to the discrete case;
that is, each text is assigned to one class (or, more rarely, a set of classes). The
alternative is regression analysis, where the output is a continuous variable (or
potentially a set of variables). This may require a di↵erent classifier algorithm,
since not all classifiers can handle continuous data.
For unsupervised classification, there is also a discrete and a continuous version.
The discrete version, where each text is put into one class, is typically referred
to as clustering, although the terminology varies. The alternative is similarity,
where we compare pairs of texts and put some value on how similar they are.
This can be seen as a measure of how likely the texts are to be from the same
class, for example in author identification, or we can think of the similarity in
itself as the goal, for example in topic classification.
Finally, the scope of the problem may vary. As for supervised classification,
the typical case is that we have a number of classes and we want to choose
the most likely one, but in some cases we have a particular class in mind and
want to know whether that is the correct one. Similarly, with unsupervised
classification, we might want to compare all the documents to each other, or
just one to all others, or just a specific pair to each other.
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There are also a few di↵erent possibilities which are only partially supervised.
In traditional semi-supervised classification, a random subset of the data is
labelled with a known class. It could also be that some classes are labelled
and some are not; one example is author verification, where we might compare
an unknown text with texts by a known author, along with texts by multiple
unspecified authors. Another option is that the training data contains a set of
classes, and it is not known whether the document in question belongs to one
of those classes.
For many of these situations, it may be useful to calculate a similarity measure,
even if the end goal is to assign a single category. If the program only specifies
which candidate class is the most likely, we might miss important information
– there might be another class that is almost as likely, or it might be that none
of the classes are likely. Conversely, we could also have a type of classification
where the classes of the training data are uncertain; this could happen in topic
identification where documents have been manually assigned to categories but
the assigners could have made mistakes, or in author identification where some
texts are thought but not known to be by the same author.

2.2

Target

Author identification is one of the most studied kinds of classification. The
most traditional use is for finding or verifying the author of literary works, but
with modern media, we have many other applications – plagiarism detection,
verifying the veracity of documents, tracking suspected criminals online, and
so on. We can also extend the search for documents by the same author to a
search for authors who write in a similar style, for various purposes – finding
literature recommendations, detecting influences of historical writers, or simply
categorising authors or works.
Beyond identifying a specific author, we can also try to identify properties of
the author – age, gender, native language, even political preferences [23]. In
many cases, the same methods that are used to identify individual authors can
also be applied to traits such as gender; this has proven to be feasible, but
generally more difficult than identifying authors [1, 23, 24, 25]. We see that
even when the categories are much fewer than the authors, they can be much
harder to identify, since the traits shared by a category might be fewer than
those specific to an author.
Other target properties are independent of author; typical examples include
topic or genre. Detecting that kind of di↵erences can be used for things like
suggesting related texts, assigning a text to one of a set of categories [26, 27],
or finding texts that are o↵-topic [28]. It is also crucial to success in author
identification. Avoiding the influence of factors like topic is important both for
successfully identifying an author in most real applications, and for judging the
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accuracy of a method [16, 27]. Another classification task is sentiment analysis
– for example, a company might be interested in analysing online reviews of
their products to see how many are positive [29, 30].
Some studies have compared di↵erent targets to see which are easier to classify,
suggesting for example that sentiment is more difficult than topic, as it requires
more of a semantic understanding [29]. Koppel et al. [24] found that identification of fiction vs. non-fiction is considerably easier than gender identification,
achieving 98% vs. 80% accuracy with the same method. Other targets which
have been handled quite e↵ectively and are widely used in practical applications
include language identification and spam detection.

2.3

Data

Apart from type and target of classification, a specific classification task is
also defined by the data it is used on. When applying a system, we may have
di↵erent kinds of text to classify, and for statistical methods like the ones we
are concerned with, we also need to find appropriate training data.
When developing and testing a system, one of the first steps is to find a suitable
set of textual data, a corpus, to use both for training and testing data (although
in some cases the two may of course be from di↵erent sources). If we want to
test author identification, we will naturally need a corpus where each piece of
text is marked with an author, and if we are looking for some other target, that
needs to be given in the corpus too. There may also be other metadata we can
use; if we are dealing with internet data, we may have information about the
format or context, about medium-specific aspects such as font, and time the
data was posted. Some classification methods take into account that kind of
information as well.
The data used can make a big di↵erence for the accuracy of a classification
method; this is important to remember when choosing a corpus for testing, but
also when comparing the results of previous studies and experiments. Generally, a larger amount of data per author will give better accuracy, but the type
of text is also significant – classifying data from internet forums is di↵erent than
classifying novels. We will see more of these e↵ects in Chapter 5. Even with
the same average amount of data, it also matters how it is distributed between
the authors (or generally, classes); a more even distribution will usually give
better results.
If we want to do a syntactic or semantic analysis, we will also need that type
of information. For testing purposes, some corpora come with a syntactic annotation, in some cases made by hand, but usually by a program – a parser.
If that is not available, we have to do the parsing step too before attempting
classification. We will see more of that in Chapter 4. There are di↵erent kinds
of syntactic analysis, including phrase structure and dependency parsing, and
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many specific annotation schemes, which also a↵ect the outcome of classification. Parsers use partly the same methods as classification, and have similar
problems; some parsers have themselves a better accuracy than others, which
also a↵ects classification.
In many cases, classification methods are tested on relatively homogeneous
corpora. If all the text is written in the same context, within a narrow field
of topics, we are likely to get a good result. When later applying the method
to unknown data, we should be careful not to overestimate the accuracy, as
we may have less consistent data generally, and a greater di↵erence between
training and test data. If we try to identify authors, but the training and test
data contain di↵erent topics, we could get a lower accuracy than expected [27].
Few studies have been done comparing the e↵ects of di↵erent corpora. In
many cases, researchers have used multiple corpora for comparison, specifically
to rule out the influence of a specific corpus and be able to focus on the e↵ects
of choosing a particular feature set. A few studies have touched upon the e↵ects
of corpora of di↵erent sizes, often from the perspective of comparing features or
classifiers and seeing which perform best on smaller or larger datasets [16, 19].

2.4

Features

There is a wide array of features that can be used for classification; Rudman
[17] finds that a thousand di↵erent style markers have been proposed. Probably
the most common approach is using some type of word frequencies. We choose
a set of words, and count for each text sample how often they occur, usually as a
fraction of the total number of words. Some choose to lemmatise the words, that
is, replace inflected forms with the dictionary form. The specific choice of words
to count depends on the target. For topics, it can be a straightforward choice
of words related to that topic. For sentiment, the choice is more complicated,
since negations and complex sentences can mean that positive words are used
in negative expressions, and conversely [29, 30].
For author identification, it is important to choose words that are not specific
to a topic. Many studies use lists of specifically chosen function words, that
is, words like “the”, “of”, “and”, “is”, and so on, which have more of a grammatical function rather than carrying much semantic meaning. Some use the
most common words, which tend to be mostly function words, as we will see
in Section 4.2. Others make more deliberate choices of words which might be
expected to di↵er between authors, such as commonly misspelled words [31],
or pairs of synonyms [32]. Using synonyms does not necessarily involve words
carrying a lot of meaning; for example, “benefit” vs. “gain” and “above” vs.
“over” may be relatively topic-neutral synonym pairs [16].
There are several other types of word-based features. Some have tried to estimate the complexity of the text, in order to gauge things like the author’s age or
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education level, by counting the average length of words, the fraction of unique
words, or the number of words used only once (known as hapax legomena). As
we will see in Chapter 3, one of the earliest methods was counting fractions
of words of di↵erent length. Similarly, we can also count average lengths of
sentences, paragraphs, or texts. Another method described as semantic is that
of Gamon [33], which includes grammatical forms, like number and person of
nouns, and tense and aspect of verbs. Argamon et al. [34] present a more complex method where phrases are classified into categories such as “elaboration”,
“enhancement”, “clarification”, and so on.
With an appropriate parser, we can use elements of syntax or semantics as
features. This can be as simple as counting the frequencies of parts of speech,
or of types of phrases or relations, but can also involve more complex syntactic
or semantic patterns.
Moschitti and Basili [35] attempt to use noun phrases or word senses to improve
the accuracy compared to just word frequencies, and find that the improvement
is minute at best. Kim et al. [36] use a technique where several parts of the
syntax structure of a sentence is used as one feature, and found that it significantly improves the accuracy. Raghavan et al. [37] use a probabilistic grammar
as model for the language of each author, and find that this works best in
conjunction with simple lexical features. On the other hand, Chaski [31] tests
several feature sets and finds that only syntactic analysis and punctuation are
accurate enough to be reliable.
Another category which has become increasingly popular is character features.
Using simple character frequencies as a feature for identification has proven to
be surprisingly successful. To extend the method, we can also look at character
n-grams, that is, sequences of characters [38]. Similarly, words can be combined
to word n-grams, further complicating the issue of choosing a manageable subset of them. Some of the most successful attempts at author identification use
diverse sets of features; Narayanan et al. [19] used a mixture of function word
frequencies, syntax tree fragment frequencies, frequencies of special characters,
and various complexity measures such as word lengths.

2.5

Classifier

Most modern studies on text classification use one of a number of standard
machine learning algorithms. This includes such diverse methods as decision
trees, support vector machines (SVM), neural networks, and Bayesian classifiers. SVMs are based on the idea of treating the list of feature values as a
cartesian vector descriptor. The algorithm separates the vector space into regions based on known data points, and the test data is classified according to
which region it ends up in. It is perhaps the most popular classifier for text
classification, but it quickly becomes overburdened when the number of fea-
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tures is large. This has lead to some work being done on how to combine the
features to decrease the amount of work that the classifier needs to do.
Another approach, which gained popularity in the 90s, is the naive Bayes
method, which generally has much less trouble with large datasets and feature sets. It works under the assumption that the features are uncorrelated.
For each feature and author, a probability distribution can be made. When
testing, the algorithm calculates how likely the given feature value list would
be for each author, and picks the one with the highest probability. As McCallum and Nigam [39] point out, there are a few di↵erent naive Bayes methods,
which are rarely compared; they find the multinomial version to work better
with large feature sets.
Not all studies have thoroughly motivated their choice of classifier. One would
assume that the best choice of classifier depends on the feature set and corpus.
Wang and Manning [30] find that Bayesian methods work better for smaller
datasets, and SVM for larger; it is also possible that SVM is more powerful for
smaller feature sets, and Bayes for larger. There is no clear consensus, and other
methods are also used. It might also be possible to fine-tune these methods
more, rather than blindly applying standard tools, perhaps using linguistic
knowledge, or perhaps more likely using statistical knowledge. It is worth
noting that classifiers sometimes perform worse after adding more information
[35, 26]. Theoretically, a more advanced classifier might be able to identify
features which are dragging it down and discard them.
Di↵erent classifiers also make various assumptions regarding the features. The
Naive Bayes method makes, to begin with, the assumption that all features
are uncorrelated – thus the “naive”. This is clearly not true, but may still
give good results. What the method does not assume is that there is any
correlation between close values. For example, it may be that the training
set includes several texts where author A writes “you” 15 times, and several
texts where he writes “you” 17 times, but no texts where he writes “you” 16
times. Suppose now that we try to classify a text where “you” is written 16
times. The contribution from this feature to the likelihood of author A will
then be very small. (In fact, in the basic NB formulation, it will be zero, which
will make the whole probability zero, but this is often adjusted for.) In some
classification problems, this is perfectly reasonable – perhaps a writer prefers
to use only odd numbers of “you” – but in normal author identification (and
related classification problems) we have every reason to believe that 16 should
also be seen as an indicator of higher probability for author A. If the same e↵ect
should occur on many of the features, that could lead to a decrease in accuracy.
If we are using relative frequencies, which is often the case – that is, we count
how many percent of the words are “you” rather than the absolute number
– this would be even more of a problem. There are a few di↵erent ways to
handle this issue. One way is to combine nearby values, counting occurrences
of values in a set of intervals, but then we have to decide how wide to make the
intervals. Another method is to assume that the values for a feature follow a
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distribution, for example a normal distribution, or a log-normal. Then we can
calculate the value for each frequency, rather than reading it directly from the
training data. As a compromise, there is also the option of using a smoothing
function. We will see a similar problem in a di↵erent context in Chapter 12.
SVM, on the other hand, might assume too much instead of too little in this
regard. If we know that author A uses, on average, the word “and” slightly
more often than the average, and we read a text where the word “and” is used
much more than average, this might lead us to believe that this text is very
likely to be by author A. This could perhaps be a problem if we are trying to
identify just one author versus all others, as the others may be both higher
and lower on a given feature. This classifier therefore does not deal well with
classes signified by average values on some feature.
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Chapter 3

History
The study of author identification and text classification goes far back in history. One example is the treatise by Lorenzo Valla [40] from 1440, in which
he argues that the so-called donation of Constantine must be a hoax, as the
writing style did not match that of the time in which it was supposedly written.
Such early approaches to classification were completely qualitative; linguistic
scholars would pore over old documents trying to spot characteristic features or
inconsistencies. Perhaps the first to use a quantitative method was Mendenhall
in 1887, whose idea was to count the frequencies of word lengths. Since suitable computers were still some years away, Mendenhall could not process quite
the same amounts of data as we can today, but he still had enough confidence
in his method that he claimed successful results on a range of identification
tasks. One of them was testing the authorship of some works attributed to
Shakespeare – an issue which is still debated today.
In 1964, a study by Mosteller and Wallace [41] lead to a renewed interest
in author identification. They analysed a series of political essays known as
the Federalist Papers. These essays were all known to be written by John
Jay, Alexander Hamilton, and James Madison, but in twelve cases it was not
known whether the author was Hamilton or Madison. Mosteller and Wallace
used frequencies of a set of function words. The same type of features have
been used by many studies since; the argument is that since they carry little
semantic information, they should be mostly independent of topic.
Apart from the lack of large-scale statistical data, one problem that persisted
throughout most of the 1900s was that the methods were often applied directly
to texts where the author was actually unknown, rather than testing them on
texts by known authors to verify their accuracy. As in other branches of natural
language processing, many studies can also be said to have su↵ered from too
much perfectionism and overthinking; scholars would develop intricate combinations of stylistic features to try to uncover the true nature of writing styles.
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As mentioned, Rudman [17] estimated in 1997 that approximately 1000 measures had been proposed. Furthermore, even when methods were quantitative,
they were often evaluated by intuitively comparing the results [16].

3.1

Syntactic methods

Among the first to consider syntactic features in author identification were
Baayen et al. [42], in 1996. They were motivated by previous successes using function words which were argued to tap into the syntactic structure of
a sentence. In their study, the classification task consisted in distinguishing
between samples from a pair of books written by di↵erent authors, by means
of principal component analysis with respect to either the 50 most common
words or syntactic features. They argued that the syntactic approach led to a
better separation of samples from di↵erent authors.
Other early contributors were Stamatatos et al. [43], in 2000, who looked at
stylistic features in author and topic classification. Their input consisted of
online texts, and the features, for example part-of-speech tags, keywords, and
overall phrase structure, were derived through automatic analysis without human intervention. Classification was done through multiple regression and
discriminant analysis. In the case of topic identification, their system achieved
an accuracy of 80 percent in the case of 10 topics, whereas for authorship
attribution, the accuracy was around 70 percent, for 10 authors.
When syntactic features were first introduced, a complete syntactic analysis
was not considered practical. In their 2005 study, Kim et al. [44] restricted
their attention to features obtainable through shallow parsing, for example,
part-of-speech tags and verb forms, and used these to separate between pairs
of authors. For each author pair, the test samples were chosen to be on the
same topic and in the same genre. They found that lexical and syntactic
features lead to comparable performances, and that the combination of the
two outperformed either. Another example is the work of Koppel et al. [24],
who studied combinations of simple lexical and syntactic features to infer the
gender of the author of a literary text.
Improvement in natural language parsing technology led to a renewed interest in deeper syntactic features. Such an application of syntactic features is
exemplified in the case of author identification by Gamon [33], who improved
an existing algorithm based on shallow features by incorporating information
about rewrite rules and semantic relations. Lucic and Blake [45] continued
to investigate how the local syntactic dependencies that arise when an author
refers to named entities can be used for recognition.
In 2003, Ayala [46] compared lexical and shallow syntactic features, with a
slightly deeper, graph-based, form of analysis in combination with the datamining tool Subdue [47], and evaluated these on di↵erent test sets covering
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between 3 and 14 authors. On the 8 datasets considered, the former method
performed better in 3 cases, and the latter in 5 cases, but the authors acknowledge that the results are inconclusive and suggest further study.
The syntactic features became yet more complex in the work of Tschuggnall
and Specht [48]. The authors mine so-called pq-grams [49] from parse trees and
use these as features. Here, p and q are a pair of natural numbers, and a pqgram is a subtree whose shape is parametrised by p and q. The notion is often
presented as a generalisation of n-grams to trees. They evaluated their system
on various data sets; for example, for a data set written by 4 authors they
achieve an accuracy rate of 72 percent. Meanwhile, Sojka et al. [50] studied
various forms of lexical and syntactic features on a corpus of novels written by
3 authors and had similar results across the board, where the main di↵erence
appears to be the number of features, rather than the kind.
In 2010, Raghavan et al. [37] used probabilistic context-free grammars (PCFG)
trained to recognise the works of target authors. This method achieves, for
example, a classification accuracy of 78 percent for a data set with 6 authors.
Feng et al. [51] acknowledged the novelty of their work, but questioned how
much deep syntactic features really contribute, compared to lexical productions that contain all lexical information. For this reason, they explored the
usefulness of di↵erent deep syntactic features, in combination with an SVM
classifier, for author identification. Evaluations were made on scientific writing
and classical literature. The first data set spans 10 authors, each represented
by at least 8 scientific articles. The second data set spans 5 authors, this time
represented by 60 documents each, created by selecting the 3 000 first words
from one of the author’s novels and dividing them into blocks of 50 sentences
each. They obtained a per-author accuracy exceeding 90 percent even when
disregarding lexical productions (and with them all words).
Fuller et al. [52] combined those two approaches, in that they worked with
PCFGs stripped of lexical information, so as to emulate traditional stylistic
analysis. They argued that syntactic features are particularly interesting in
the study of literature. Their method performs significantly below an SVM
classifier for some of the smaller data sets tested, but as the sample size grows,
the relative di↵erence becomes smaller. In the case of a set of 10 contemporary
authors of suspense novels, the accuracy is 83 percent for the SVM and 80
percent for the PCFGs. In the case of a set of 10 authors of classical novels,
the di↵erence disappears altogether – both classifiers give an average per-author
accuracy of 84 percent.
Most studies in statistical or machine learning based author identification focus
on two or a few authors. This may lead to an overestimation of the importance
of the features extracted from the training data and found to be discriminating
for these small sets of authors. Many also use sizes of training data that are
unrealistic for situations in which stylometry is applied, overestimating the
accuracy of their approach in these situations. A more realistic interpretation
25

of the task is as an authorship verification problem, which can be approximated
by pooling data from many di↵erent authors as negative examples.
A measure of syntactic di↵erence is developed by Wiersma et al. [53], which
makes it possible to identify syntactic di↵erences between documents in a collection. With this method, they identify under- and overuse of specific constructs,
which is shown to be useful for distinguishing between the English spoken by
learners as compared to natives.

3.2

Topic-independent classification

Many publications on author identification recognise the impact of topic and
register on the results. The topic is the information that the text is meant to
convey, and the register the variety of language used to express it, such as a
formal or informal manner of writing. A common way to avoid the difficulties
caused by changes in topic and register is to restrict experiments to a relatively
homogeneous corpus.
A promising branch of topic-independent author identification originates from
an article by Blei et al. [54] on latent Dirichlet allocation (LDA), a generative
model suited for text corpora. LDA are based on hierarchical Bayesian networks
and include information about low-level features such as stylistic markers, topics, and documents. The LDA was later extended by [55] to include authorship
information, and applied by [56] to author identification. In doing so, they
showed that by including information in the classification process about the
a priori likelihood that an author will write on a particular topic, and how
the style markers are influenced by those choices in topic, the classification
accuracy goes up.
Mikros and Argiri [27] investigate how robust di↵erent types of features are to
changes in topic. For this purpose, they assembled a corpus of Modern Greek
newswire articles written by two authors. Using a two-way ANOVA test, they
found that features such as lexical richness, variations in sentence and word
lengths, character frequencies and function words correlated considerably with
the topic, and must therefore be used with caution. The study does not cover
syntactic features, neither shallow nor deep.
Another evaluation of di↵erent features across topics was made by Menon and
Choi [57]. In their experiments, they use an SVM classifier and work with
a corpus of classical novels written by 14 authors. The features considered
include n-grams of words and parts-of-speech, mood words, and function words.
The experiments are varied by the disjointness of topics and the likelihood of
a certain topic. In all experiments, function words achieve the best results,
though they sometimes fall short of the combination of all considered features.
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3.3

Other classification targets

Along with author identification, some of the early attempts at machine-based
classification were about categorising texts by topic, or other relatively straightforward properties, such as language identification. Research into how the style
of writing depends on traits of the author, such as age or gender, were left
to non-computational linguists. One example is from Lako↵, from 1973 [58],
where he discusses the qualities of language as spoken both by women and
about women. He has some quite interesting insights, but there is no empirical
data – the results are, as he puts it, “gathered mainly by introspection”.
One of the early attempts at automatic classification of gender is by Koppel
et al. [24]. They use a large feature set based on n-grams of function words
and parts of speech, and find that their system can identify gender with 80%
accuracy, but distinguish fiction from non-fiction with 98% accuracy.
A more recent study by Dahllöf [23] examines political speeches, and performs
classification on gender, age and political affiliation, reaching accuracies of
81.2%, 78.9%, and 89.4%, respectively, with age and affiliation each reduced to
two categories.
Another language analysis task that can be considered a form of classification
is plagiarism detection. Comparing a text to a set of known documents is a
simple method, although it might take a long time unless the set of candidate
source documents can be narrowed down. One option is to find unusual words
or phrases in the text, and compare with other documents that contain them
[59]. Over the years, more sophisticated methods have been developed for
detecting plagiarism even when the material has been changed, for example
when a few words have been replaced, or the text translated.
But in some situations, the original text is not available, or we cannot expect
to find it in a reasonable amount of time. This leads to the problem of intrinsic plagiarism detection, where the text is analysed with comparing to any
external data. Typically, this is done by detecting stylistic inconsistencies between di↵erent segments of the text, to see if they were written by di↵erent
authors – a task closely related to author identification. Among the first to
study this problem were Meyer zu Eissen and Stein in 2006 [60]. Applying
their algorithms to a constructed set of examples of “plagiarism”, they achieve
a recall just over 80% and a precision around 70% when only 3% of the text
is plagiarised, and more for when the plagiarised sections are longer. A study
by Stamatatos from 2009 [61] uses a method based on word n-grams, and finds
that the recall depends heavily on the length of the document; if the amount
of data is less than 10 000 characters, plagiarism is unlikely to be detected, but
above 100 000 characters the method is viable.
A related question that has more recently been raised is how to determine the
number of authors in a text sample. To distinguish between a single author and
several, we can use methods similar to those of intrinsic plagiarism detection,
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but if a body of text has potentially large numbers of writers, applying the
same methods of pairwise comparison between segments might not be e↵ective.
Estimating larger number of authors in a text appears to be a mostly new field
of study. This can be useful to combat the growing problem of online writers
who try to appear more numerous than they really are, to spread propaganda
or some other message [62].
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Chapter 4

Method
In this chapter, we will look at a specific method for identification, which will be
used throughout the experiments in the following chapters, with modifications
where appropriate. We use three di↵erent corpora, and a few di↵erent feature
sets, to investigate several aspects of classification.

4.1

Data

To make a successful statistical model, we need good statistical data. We will
compare data from three di↵erent corpora; we refer to them as Boards, Blogs
and Novels. Table 4.1 shows some statistics for each of the corpora, and Figure
4.1 shows sample extracts from them. The first corpus contains data from the
Irish web forum boards.ie [63], where we take all posts from 2006 and 2007 by
authors with at least 60 posts, which makes 5450 authors. The second comes
from a set of blogs gathered from blogger.com in 2004. It contains 19 320 blogs
by as many di↵erent authors [64]. These two corpora are quite similar in that
they come from modern web-based sources, and contain many authors, but not
very much text from all of them. The third corpus is di↵erent. It consists of
290 novels, written between 1881 and 1922, by 25 di↵erent authors [65].
Having several separate large texts by the same author is very valuable for
learning about author identification. We hope that it can give us some idea as
to which features really are specific for an author, and which vary depending
on context. We will essentially consider the di↵erent books by each author as
“topics”. This is not perfect – some books may of course be on the same topic,
and they are in the same medium and style – but large corpora marked for
topic as well as author are not easy to come by, particularly since topic is much
more vague than author, so we make do with this. To our advantage, separate
books are at least much more well-defined than topics.
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Doesn’t that club have a reputation for being an absolute shambles
of a setup?
Name and shame imo. Oh, and - so is your face. So there.
You are allowed to lie about your hand. But you cannot declare
your hand while there is still action to take place. Simple really.
i didnt say it was a rule i thought was good.
huhwah? I think it’s a silly rule. Read my last post again!
Hold on everyone before you get your knickers in a twist. Irrespective of the rights and wrongs of this ruling (and I agree the rule is
ridiculous) the fact remains that it is in the rulebook for GJP events
(and in other clubs and events around the country).

(a) Boards

Every day should be a half day. Took the afternoon o↵ to hit the
dentist, and while I was out I managed to get my oil changed, too.
Remember that business with my car dealership this winter? Well,
consider this the epilogue. The friendly fellas at the Valvoline Instant
Oil Change on Snelling were nice enough to notice that my dipstick
was broken, and the metal piece was too far down in its little dipstick
tube to pull out. Looks like I’m going to need a magnet. Damn you,
Kline Nissan, daaaaaaammmnnn yooouuuu....
Today I let my boss know that I’ve submitted my Corps application.
The news has been greeted by everyone in the company with a level
of enthusiasm that really floors me.

(b) Blogs

When Mary Lennox was sent to Misselthwaite Manor to live with
her uncle everybody said she was the most disagreeable-looking child
ever seen. It was true, too. She had a little thin face and a little thin
body, thin light hair and a sour expression. Her hair was yellow,
and her face was yellow because she had been born in India and
had always been ill in one way or another. Her father had held a
position under the English Government and had always been busy
and ill himself, and her mother had been a great beauty who cared
only to go to parties and amuse herself with gay people.

(c) Novels

Figure 4.1: Sample extracts from each of the three corpora.
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Authors
Mean words per author
Written

Boards
5 450
22 372
1998–2008

Blogs
19 320
8 719
2004

Novels
25
106 117
1880–1920

Table 4.1: Data characteristics for the Boards, Blogs, and Novels
corpora.
With the web-based corpora in particular, it is possible to consider various
paratextual data, such as posting time and markup, but we exclude those
things and extract only the text itself from each corpus. We also ignore the
information that could be extracted from looking at the posts separately. It is
likely that average length of posts would have been a useful feature, and there
are algorithms that count distributions of feature values over posts rather than
looking at a single feature value for the entire text, but we will use neither in
this study.
In order to simulate unknown identities, the text of each candidate is divided
in two equal parts, a and b. The algorithm then compares each a-part to each
b-part, calculating a similarity rating for each pair. For each a-part, it tells us
which b-part has the highest similarity. If it is the one which is actually by
the same candidate, that is considered a successful match. The percentage of
successful matches is considered the accuracy. This way, we have a method
which can answer questions like “which of these authors wrote this text”, but
since we have similarity measures as an intermediate step, we can also look at
what might happen if we ask “how likely are these two texts to be written by
the same author”. We will get back to that in Chapter 12.

4.2

Features

Having divided the data, the next step is to choose which features of the text
to use for the statistical model. All the features used in this study are based
on counting the relative frequencies of certain things in the texts.
The first feature set is a count of words. For each of the chosen words, the
program goes through each text, counting how many times that word occurs.
This is divided by the total number of words in the text, to get the relative
frequency. As words, we count not only typical words but also punctuation
marks. Capitalisation is disregarded.
For the most part, we will use the most common words in the corpus, counted
for each corpus separately. Table 4.2 shows the top ten words for each corpus.
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1
2
3
4
5
6
7
8
9
10

Boards
(full stop)
the
(comma)
to
a
i
and
of
in
it

Blogs
(full stop)
(comma)
i
the
to
and
(apostrophe)
a
of
it

Novels
(comma)
the
(full stop)
(quote)
and
of
to
(hyphen)
a
i

Table 4.2: The ten most common words in each corpus.
A this point, we could choose to lemmatise the words, that is, replace inflected
forms with the basic dictionary form; as we can see, many of the most common
words would not be a↵ected, since they have no inflected forms, but it might
have an impact on other words. Preliminary experiments show that, when
we use larger numbers of features, lemmatisation may lead to a very small
improvement; this may simply be due to the fact that we e↵ectively use more
data, since a given number of lemmas would use the data of a larger number of
words as written. But lemmatisation is not a trivial problem, since the same
written form might be associated with di↵erent lemmas – for example, “axes”
can be the plural of “axe”, but also the plural of “axis”. To avoid complicating
the process, we will not use lemmatisation.
We see in Table 4.2 that there are many similarities between the corpora, but
a few di↵erences, most of which are not surprising. In Blogs, we have a high
number of “I”, as expected, since blogs often contain texts about the author,
like a diary. It is also worth noting that these blogs are from a time when
the concept of blogs was quite new; perhaps today they have branched out to
other subjects with fewer “I”. In Novels, we see more commas than full stops.
It is as expected that these more formal texts have longer sentences, and the
writing style of the time period may also contribute to the greater number of
commas. The same things explain the lack of apostrophes, and more quotation
marks are also expected in a novel. In Boards, we might note that “a” is more
prominent than in the others; perhaps in a setting where many people write
together, more new entities are introduced, which could increase the frequency
of the indefinite forms.

32

root
prep-over
det
amod

det
nsubj

amod

The

quick

brown

fox

amod

jumped

over

the

lazy

dog .

Figure 4.2: The dependency analysis assigned by the parser to the
sentence “The quick brown fox jumped over the lazy dog.”
The fact that we pick the most common words means that the feature set
depends on the training data, so it could be argued that it might be less suitable
for other unknown texts. Would it be possible to use some type of universal
word frequency list? It is of course impossible to find frequencies for the entire
language, so the closest approximation would be to use a di↵erent, presumably
larger corpus. This seems like an unnecessary extra step, and there is little
reason to think it would improve the results.
As a second feature set, we extract syntactic patterns. We use the well-known
Stanford parser [66] (version 2.0.5) to perform a dependency analysis, and
extract the syntactic relations. Figure 4.2 shows an example of such an analysis.
Note that neither the full stop nor the word “over” are treated as nodes in the
resulting structure; we will get back to that shortly.
From this sentence, we would extract the following data:
det,NN,DT
amod,NN,JJ
amod,NN,JJ
nsubj,VBD,NN
root,ROOT,VBD
det,NN,DT
amod,NN,JJ
prep over,VBD,NN
sent
Each item corresponds to a relationship between two words, represented by an
arrow in Figure 4.2. In this example, we see “det,NN,DT”, which stands for
a determiner relationship between a noun (“fox”) and a determiner (“the”),
followed by “amod,NN,JJ”, which stands for an adjective modifier relationship
between an a noun (“fox”) and an adjective (“quick”), and so on. The final
item stands for “end of sentence”.
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We will look at two di↵erent variants of syntax features. In the simpler version,
we extract only the relation types, so we get
2x
3x
1x
1x
1x
1x

det
amod
nsubj
root
prep over
sent

In the more complex version, we use both the relation types and the word types
for the associated words.
2x
3x
1x
1x
1x
1x

det,NN,DT
amod,NN,JJ
nsubj,VBD,NN
root,ROOT,VBD
prep over,VBD,NN
sent

We are using the collapsed version of the parsing scheme, which treats certain
words – including prepositions and conjunctions – as marking relations, rather
than participating in them, which is why the word “over” is not treated as
a separate word. Punctuation is also not explicitly represented, although it
a↵ects the syntactic analysis, and the placement of “end of sentence”. This,
along with the fact that the parser sometimes fails to process a sentence, means
that we will get slightly less data than for the word counts.
We will also look briefly at counting characters. There have been studies using
both letters and punctuation as features [19]; we will simply count all characters, and use the most common, just as for words. The word features are
counted independent of case, but the character features are case-dependent.
Even so, there are a limited number of reasonably common characters, so this
feature type may have limited usefulness. Other studies have also extended the
idea to n-grams (that is, sequences of characters) [16], but we will not go into
that here.

4.3

Classifier

For the mathematical evaluation, we use cosine similarity on standardised values. We start by extracting the relative frequencies of each feature for each text
from the corpus. We would like all the feature values to be treated similarly,
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regardless of how common the feature is, so we adjust the distributions of each
feature so that the average is 0 and the variance is 1.
standardised value =

(raw value) (mean value for this feature)
standard deviation for this feature

There are many di↵erent kinds of transformation of the data that could be
called normalisation; we refer to this particular kind as “standardisation”, since
it would transform a hypothetical normal distribution to a standard normal
distribution. This gives us a sequence of values for each text. To compare two
texts A and B, we calculate the cosine similarity,
similarity = qP

Pn

i=1

n
i=1

A2i

Ai ⇤ B i
qP
.
n
2
⇤
i=1 Bi

where Ai is the ith feature value of text A. This classifier has proven reasonably fast and e↵ective in these experiments, and the standardisation greatly
improves the result; others have come to similar conclusions [19]. In the experiments shown here, we have applied the standardisation separately to the
training and test data. Other options are discussed in Section 11.2. Aside from
that, experimenting with classifiers is beyond the scope of this study.

35

36

Chapter 5

Exploring parameters
Many studies on classification present the results of their novel approach as a
percentage – the method correctly identified this many percent when working
on this data, and so on – so let us begin by doing the same thing. We work on
data from Boards, picking the first 100 candidates by user ID (so essentially a
random sample). They have written 13 243 words on average. Using only the
ten most common words, our method has an accuracy of 52%.
So what does this tell us? That this system is not as good as one that gives
60% accuracy? That an application of the system is likely to give an accuracy
around 52% on similar data? As it turns out, this is not a very good analysis.
Some of the authors have written a lot more than others, and this is quite
relevant. Let us look at how much each of them has written.
In Figure 5.1, each point represents an author, and the position on the y-axis
is the data amount – that is, how many words we have for each author. The
points are also ordered by decreasing data amount. Note that the y-axis is
logarithmic; that is, each major step on the y-axis represents a tenfold increase
in data amount. The points are coloured according to whether or not the match
was successful. We can clearly see that the accuracy is very di↵erent depending
on how much data we have. In fact, although the average data amount is well
over 10 000 words, if we tested the system on an author with 10 000 words, we
should really expect an accuracy significantly higher than 52%.
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Figure 5.1: Distribution of data amount for the first 100 authors
in Boards, and whether they are correctly identified or not.
The chance of identifying a given author clearly depends on how much data we
have for that author, and (at least for a symmetric system like this) it must
also depend on how much data we have for the other candidates. So what we
should do instead is extract the same amount of data from each author. Then
we can report what accuracy we get for that amount of data, or better yet, we
can vary the amount of data and report the di↵erent results.
Is it a problem that we assume the same amount of data for all authors? Certainly in an application we would not have that, but it is as good an assumption
as anything else; it is better to choose a known distribution than to report the
results of a random distribution.

5.1

Data amount

In order to vary the amount of data, we would first like to know how much
data there is, so we look at the distribution of amount of available data for the
di↵erent authors in Boards and Blogs.
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Figure 5.2: Distribution of data amount for all authors in Boards
and Blogs.
This not only gives us an idea of the amount of data we are looking at; it also
tells us how far we can go in comparing accuracy at di↵erent amounts of data.
If we want to, for example, have test sets with 5000 words per author, then
we will need 10 000 words per author in total – since we need two parts to try
to match – so the graph tells us that we must not pick more than about 3000
authors for Boards, or slightly more for Blogs. Conversely, if we want to look at
5000 candidates, the graph tells us that we can go as high as about 7000 words
per author for Blogs, but less than 4000 for Boards, so half of that for each
part. We want to go as high as possible in amount of data, while still having
enough candidates to get a useful number on accuracy; we will will start by
looking at 100 candidates, for Boards. To begin with, we are only looking at
the word frequency method.
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Figure 5.3: Accuracy as a function of amount of data, for Boards.
Figure 5.3 shows the results of trying to identify an author out of 100 by
counting the frequencies of the 20 most common words. The amount of data
is counted per half, so where it says 10 000 we can think of it as having 10 000
words per “known” author, as well as 10 000 words for the “unknown” author.
Alternatively, if we want to use the system to see if two texts are likely to be
written by the same author, we would then have 10 000 words for each of the
two texts. It is difficult to see in Figure 5.2, but the 100 most prolific authors
each have at least 140 000 words, so we can use up to 70 000 for each half.
The graph gives us a rough idea of how much data we can expect to need to
make author identification viable, at least for this number of authors and features: If we want more than a random guess, we probably need a few thousand
words per author; if we want to get it right more often than not, we should have
at least 10 000; and if we want a system that can reasonably be called reliable,
we would need to get close to the 100 000s. If we had more data, would the
accuracy continue rising, getting arbitrarily close to 100%, or would it level out
at some point? Hopefully we will see some clues to answering that later on.
First, let us compare with the same graph for Blogs.
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Figure 5.4: Accuracy as a function of amount of data, for Blogs.
The pattern is similar, with noticeably lower accuracies than Boards, or perhaps
it would be more appropriate to say, we need a bit more data to reach the same
results as for Boards. We can only speculate as to why that is – should not
blog texts be more personal and therefore easier to identify? We will get back
to that question in Chapter 7.

5.2

Feature count

So far we have looked at 20 features, but in a real-life application, we have little
reason to limit the system to such a small number of features. Some classifier
algorithms get very slow when using many features, but simple ones like this
one can easily handle quite a few more. Let us see what the same graphs look
like with higher numbers of features.
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Figure 5.5: Results for Boards with 20, 100 and 500 features.
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Figure 5.6: Results for Blogs with 20, 100 and 500 features.
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As expected, we get a higher accuracy when we use more features. The difference is not overwhelming – we still need tens of thousands of words to get
somewhat reliable results. At least for Boards, it looks like it is possible to get
very close to 100%.
What happens with more features, or fewer? We can look at a di↵erent kind of
graph, where we vary the number of features on the x-axis, for a fixed amount
of data.
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Figure 5.7: Varying the number of features, for Boards.
As Figure 5.7 shows, with a decent amount of data, it takes a remarkably small
number of features to have a good chance of identifying the author. On the
other hand, the lower curve seems to have levelled out at about 80%, which
suggests that if we have a bit less data, no amount of features is going to be
enough to get a really reliable identification test.
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The higher curve is using 49 000 words per half, so 98 000 words in total per
author, which is slightly more than the length of The Hobbit [67]. So if we were
hoping to identify a person based on a brief email, we would be disappointed.
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Figure 5.8: Varying the number of features, for Blogs.
Figure 5.8 shows the results for Blogs. Looking at the upper curve, it still levels
out shortly after ten features, but at a lower level than for Boards. The lower
curve seems to be steadily rising even at 10 000 features.

5.3

Candidate count

So far we have only looked at 100 candidates. There is good reason for this –
the more candidates we add, the less data there is available in the corpora, so
we will not be able to see what happens for large amounts of data. Still, let us
look at how the graphs di↵er with more candidates.
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Figure 5.9: Varying the amount of data, for 1000 candidates.
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Figure 5.10: Varying the number of features, for 1000 candidates.
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Figure 5.9 shows the same things as Figures 5.3 and 5.4, but for 1000 candidates. The higher curve is for Boards. Comparing to the earlier graphs, we see
that the accuracy is lower, but not very much. For example, for Boards, at a
data amount of 10 000 words, the accuracy is now around 50%, whereas with
100 candidates it was around 60%.
Figure 5.10 shows the equivalent of Figures 5.7 and 5.8, for 1000 candidates.
These graphs are also remarkably similar – despite having ten times as many
candidates, the accuracy is only slightly lower. At 10 000 features, Blogs reaches
60%, as opposed to around 65–70% before.
Finally, we can also look at a graph where the number of candidates is the
variable on the x-axis.
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Figure 5.11: Varying the number of candidates.
Figure 5.11 verifies that after about 100 candidates, the di↵erence is smaller
than one might have expected. As far as we can tell, the method appears quite
e↵ective for large numbers of candidates. It would have been interesting to see
what happens with a larger number of data, if the high accuracies could be
maintained, but unfortunately neither of the corpora have 1000 authors with
that much data. What we can do is increase the number of features.
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Figure 5.12: Varying the number of candidates. 20/100/500 features, for Boards.
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Figure 5.13: Varying the number of candidates. 20/100/500 features, for Blogs.
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With more features, the di↵erence is even less pronounced. At least in Figure
5.13, we can even see a hint of an increase at the end. We can only assume
that this is due to the increase in data – we are keeping the amount of data
per candidate constant, so the total amount of data available increases. Either
way, the results we have suggest that it would be possible to get good results
even for large numbers of authors – assuming we can find at least a novel’s
worth of data for each candidate.
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Chapter 6

Exploring features
In the previous chapter, we saw how the accuracy of the word frequency method
changes with the various parameters. Now we will compare with a few other
types of features, to see if they all behave the same way, or if some are more
useful in some situations.

6.1

Words

As we saw in Section 4.2, the “words” used here include not only actual words,
but also punctuation. This is reasonable in an applied situation, but none the
less we may be curious as to what would happen if we only use actual words.
Figure 6.1 shows the curves from Figures 5.3 and 5.4, along with the corresponding curves for when we only use actual words. The di↵erences are about
as can be expected; the choice of slightly less common features brings the accuracy down a little, but the results are about the same. Note that the total word
count – the numbers on the x-axis – is still in terms of the wider definition.
We will focus on the wider definition of words from now on.

6.2

Characters

Another even simpler type of feature is character frequencies. Let us look at
how that method compares to using words.
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Figure 6.1: Comparison of the standard words and strict words.
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Figure 6.2: Comparison of words and characters.
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Figure 6.2 shows the corresponding results for characters. Note that we are still
counting amount of data in terms of number of words, not number of characters.
We see that characters are a surprisingly viable method; it is apparently entirely
possible to identify an author solely on the basis of how many times they use
each letter. This is very interesting on a theoretical level – we would not
typically describe an author’s style as “using a lot of G” – but the results
are not as good as for words, even when we only look at 20 features. The
characters method does distinguish case, and includes punctuation and other
symbols, but even so, it does not seem meaningful to extend the characters
method to hundreds of features, so we will not look any further at this method.
An obvious extension would be to use n-grams, that is, sequences of characters,
but we leave that for future work.

6.3

Syntax

This brings us to the second feature type, using syntax. As explained in Section
4.2, we have a simple and a more complex syntactic method. We compare both
of them to the words method.
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Figure 6.3: Comparison of words and syntax, for Boards.
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Figure 6.4: Comparison of words and syntax, for Blogs.
For Boards, the syntactic methods are a bit behind, but not by much, and for
Blogs, they are both at more or less the same level as words. But perhaps
we should not place to much importance on those di↵erences. As is probably
becoming apparent, there are many things that can influence the accuracy, so
a shift in a few percentage points is not in itself particularly noteworthy. Note
that the curves for syntax do not extend quite as far to the right as those for
words, since we have slightly less data for syntax, as explained in Section 4.2.
More interesting is that all the curves – words, characters, and syntax – have
essentially the same shape. We might have expected that some methods would
be more useful for smaller amounts of data; for example, it would make sense
for characters to be more useful initially, but level out sooner, since there are
more characters than words. Similarly, one could imagine that syntax would
start out slow and catch up when we have more data, due to being a more
complex method. But as we can see, the curves all move in parallel when we
vary the amount of data.
What about when we vary the number of features? The simpler syntax method
has to some extent the same problem as characters; although the parser produces an open set of relations, most of them are likely to be very rare (and,
judging from a look at the output data, very wrong), so we would expect this
method to fall behind quickly after we pass the reasonably common relations.
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Figure 6.5: Comparison of words and syntax, varying the number
of features.
Indeed we see that after only 40 or so features, there is nothing more to gain
from adding more features to the simple syntax method, and the accuracy
soon drops. If we were to look at the graph for 500 features, we would see the
complex syntax method far above the simple one, but that would be deceptive
– as we can see here, the complex method never actually surpasses the simple
one, so the more complex analysis as well as the use of more features seem to
be a waste of time.
The curves for words also seem to reach a peak after a while – at least the
one for Boards, and presumably the Blogs curve would do the same eventually.
Why and when that happens might be an interesting topic in itself, but for
practical purposes, we will probably not want thousands of features anyway;
we will return to that in Chapter 7.
Figure 6.6 shows the same thing for only 100 candidates. Here, it seems that
the complex syntax method eventually goes higher than the simple, but only by
a small amount and after many more features. Further tests not shown here are
inconclusive as to whether the complex method usually surpasses the simple.
We will focus on the simpler variant from now on. But for completeness, let us
also look at the dependence on number of candidates.
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Figure 6.6: Comparison of words and syntax, varying the number
of features, for 100 candidates.
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Figure 6.7: Comparison of words and syntax, varying the number
of candidates.
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As before, the curves are quite flat in the 100–1000 range. There is no remarkable di↵erence in the behaviour of the di↵erent feature types.

6.4

Combining words and syntax

Finally, one obvious choice of features is combining words and syntax. We
try combining equal numbers of word features and simple syntax features. The
results are shown in Figures 6.8, 6.9, and 6.10. We see that there are no obvious
advantages over using words alone. Further tests not shown here confirm that
the results are usually on par with words. It is still possible that we would get
better results through some other combination – perhaps more of one feature
type than the other – but it would take more than two corpora to be able to
claim significant results, and it would not a↵ect the big picture.
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Figure 6.8: Comparison of words and syntax and the combination
thereof, for Boards.
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Figure 6.9: Comparison of words and syntax and the combination
thereof, for Blogs.
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Figure 6.10: Comparison of words and syntax and the combination thereof, varying the number of features.
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Chapter 7

Author and topic
In this test setting, several methods have proven viable. But in a real-life
setting, there is a risk that we have not yet taken into account: The features
might depend on topic as well as author. If the authors in the test set write
about di↵erent topics, we might get greatly overoptimistic test results. When
we later try to identify texts by an author on a di↵erent topic than in the
known texts, the system is likely to fail, perhaps finding greater similarities
with other texts on a more similar topic.
We could argue that some features are likely to be more topic-dependent than
others. Certainly if a writer uses the word “penguin” a lot, that could give
us high results on the tests, but would not be a reliable indicator in most
applications. One idea is to use only function words, but there is no clear
definition of what is a function word. Looking at the frequency list, it seems
that the most common words could all be considered function words, so there
is no need to look specifically at function words as a separate feature set. But
this does mean that using thousands of word features is a very dubious choice.
But are any other features better? If simple function words, syntax patterns,
and even character frequencies depend heavily on the author, could they not
just as easily depend on topic? It may seem unlikely that the number of “the”
or “and” should depend very much on topic, but on the other hand, there is
little reason to assume that it would di↵er between authors either.
To really answer that, we would need a corpus where each text is marked with
topic as well as author. This is clearly problematic; not only are few texts
organised by topic, but topic is a less well-defined categorisation than author.
We would also need large amounts of text – ideally, hundreds of authors, and
tens of thousands of words for each combination of author and topic.
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But there may be a way around the problem, to get at least some sort of approximation for topic. In this chapter, we will use the Novels corpus mentioned
in Section 4.1, and let the di↵erent books act as “topics”. Most of the novels
contain enough data on their own to make classification feasible, according to
the numbers we have just seen. So on the one hand, we can attempt to identify the author of some text from one novel by comparing only with text from
another novel. That way, we have hopefully isolated only author di↵erences,
not topic di↵erences. On the other hand, we can pick several books all by the
same author, and attempt to identify whether two texts are from the same
book, thus isolating topic di↵erences instead. If we can see that some methods
work better in the first case, it strongly suggests that that method is more
author-dependent than topic-dependent.

7.1

Data

We divide the Novels corpus in a few di↵erent ways. First, we combine all
the books by the same author chronologically into one big text, which is then
split in two, just like we did before with Boards and Blogs. That way, we
are e↵ectively identifying the author of one set of books by comparing with
other books, thus hopefully avoiding most of the topic influence. Second, we
look at only books by one author, and try to identify the book, thus avoiding
di↵erences that come from di↵erent authors. For most of the authors in the
corpus, there are not enough books that we can make a meaningful test, so we
pick only the most prolific writer, which happens to be Henry Rider Haggard.
Third, we take one book by each author, so that we are e↵ectively comparing
both topic and author at the same time. We choose the longest book by each
author, to try to extend the test as far as possible in terms of amount of data.
Let us begin by looking at the distributions of data in these, as compared to
Boards and Blogs.

58

1ᴇ7

x = index
y = data amount
boards
bundled
blogs
single
hrh
1ᴇ6

1ᴇ5

1ᴇ4

0

5

10

15

20

25

Figure 7.1: Distribution of data for the Novels sub-corpora, along
with the most prolific authors in Boards and Blogs.
Figure 7.1 contains the same curves as in Figure 5.2, but now for a much smaller
set of authors, and the corresponding curves for Novels. The top curve is for
when we combine all text by each author, the second lowest is for one book
per author, and the lowest is for books by one specific author. We see that
the curves are comparable in size; the most prolific writers on both Boards and
Blogs have written the equivalent of a few novels.

7.2

Accuracy tests

We have 25 authors, and 25 books by Haggard, but as Figure 7.1 shows, we
have much less text for the last few of them. As we saw in Section 5.1, the size
of the smallest sample determines how far we can extend the test. Therefore,
we are going to leave out the last 5, and make do with only 20 candidates.
Naturally, we look at 20 candidates in all cases, to get comparable results.
Before we get to Novels, let us see what the results look like for Boards and
Blogs when we have only 20 candidates.

59

100

x = data amount
y = accuracy %
boards, blogs
20 candidates
20 features
words
syntax simple

80

60

40

20

0
100

1000

10000

100000

Figure 7.2: Results for Boards and Blogs, with 20 candidates. The
two higher curves are for Boards.
For so few authors, 20 features are enough to get good accuracy. We seem to
get at last as good results with the simple syntax method as with the complex,
so we will focus on that.
Note that since we now have only 20 candidates, a single candidate is 5%. This
explains why these graphs are more noisy than the earlier ones. It also means
that the expected accuracy of a random guess would be 5%, so results below
some 10% or so are just too low to measure this way.
Now we shall see how the same test works on Novels.
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Figure 7.3: Results when including a single book per author.
In the first case, we take one book per author, and try to identify one part of
a book by comparing with another part. That way, the algorithm is e↵ectively
classifying topic along with author, which should make things comparatively
easy. We can think of this sub-corpus as the closest equivalent of Boards and
Blogs. Writers on a forum or a blog may write about a wider range of subjects
than one would in a single novel, but the subjects might not change very much
over time, so we can expect the two halves of each dataset to contain about
the same mix of topics.
For words, the result is indeed comparable to Boards and Blogs, but slightly
lower. That brings us back to the question of what causes the di↵erence in
accuracy between the corpora. In novels – and even more so in a hundred
year old novels – the style is more formal, so it makes sense that it would be
less individual. That would also explain why Blogs gets a lower accuracy than
Boards; even though a blog post is often very personal and informal, it is still a
more lasting text than a forum post, and the author is likely to take more time
to ensure correct spelling, grammar, and so on. Why the results for syntax are
clearly higher for Single is less obvious; perhaps the longer sentences of a novel
makes for more easily classified syntactic data. This is all rather speculative,
and maybe we should not read too much into it.
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Figure 7.4: Results when comparing books by the same author.
In the second case, we look at 20 di↵erent books be Henry Rider Haggard,
trying to identify the separate books. We get noticeably lower results, which is
entirely expected; books by the same author should reasonably be more similar,
and thus more difficult to identify, than books by di↵erent authors, otherwise
the task of author identification is more hopeless than we thought. We also see
that syntax is now as low as words.
But perhaps the most important thing in this graph is the fact that the curves
are not even lower. Despite using only 20 features, both curves are surpassing
50%. All of the 20 words would clearly be considered function words, which
means that neither function words nor syntax can be called topic-independent.
This cast serious doubt on any study claiming reliable author identification
based on those methods, and we have little reason to think that characters or
n-grams would be any better. Since less common words have more obvious
connections to topics, it seems safe to assume that larger numbers of features
would be no less topic-dependent.
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Figure 7.5: Results when identifying text by an author based on
text from other books by that author.
In the final case, we combine all the text by each author. This means that when
we compare one half of the combined text with the other half, we are comparing
di↵erent books, so the topic of a book does not contribute to the similarity. If
the previous tests went as expected, these results are all the more surprising.
Syntax is now far ahead of words, and at least a little bit higher than for the
second case. This suggests that although not completely topic-independent,
syntax is at least much less topic-dependent than words.
In all the Novels graphs, we see that until around 1000 words, the accuracy
is hovering around 5%. As mentioned above, this means that a test like this
gives no meaningful data for those amounts of data. Looking at Figure 7.5, we
might be led to believe that the methods are equally good until around 3000
words, but in fact they are just both too low to register.

7.3

Similarity distributions

There is a di↵erent way we can visualise how the methods identify topic and
author. As mentioned in Chapter 4, this classifier not only tells us which is the
most likely candidate, it tells us the similarity with each candidate. So for each
a-part, we can measure the similarity for each b-part – the one from the same
book, the few from other books by the same author, and the many from books
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by other authors. Comparing similarity scores tells us how big the di↵erence
is between same-book pairs, same-author pairs, and di↵erent-author pairs.
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Figure 7.6: Distributions of similarities.
Figure 7.6 shows curves for both word and syntax methods, and for each of the
types of pairs – same book, di↵erent books by the same author, and books by
di↵erent authors. The distributions have been adjusted so that they all go from
zero to one. The top curves are those from the same book, which naturally
have the highest similarity, and the second set of curves are those for books by
the same author. Since the di↵erent-author pairs are the vast majority, it is no
surprise that the median of those curves is close to zero.
For an example, we can start by looking at words, and which pairs have a
similarity higher than 0.5. For the di↵erent-author pairs, it is about 3%, for
the di↵erent-book pairs, it is just over 50%, and for the same-book pairs, it is
over 95%. This suggests that if a pair of texts from this corpus have a similarity
above 0.5, there is a good chance that they are at least by the same author,
quite possibly from the same book. There is not enough information to give
an actual probability; we will get back to that in Chapter 12.
This is certainly useful, but what we are mainly looking for is the di↵erence
between the three methods. For the syntax method, you can see that the two
upper curves are closer together than they are for words. This suggests that
the syntax method reacts more strongly to author, and less to topic, than the
words method, just as we have seen in the previous figures.
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Chapter 8

Frequency and consistency
How do we know which of all the possible features are actually the most useful?
If we use word frequencies, which words should we choose to look at? So far,
we have used the most common words, without further motivation. We have
seen clearly that more data makes a big di↵erence, so of course using more
common words has one advantage. But we would expect some words to be
more idiosyncratic than others, and perhaps the most common ones are used
in much the same way by everyone.

8.1

Preliminary tests

Let us start with a simple test to satisfy ourselves that more common words
are at least generally a good start.
In Figure 8.1, we see that there is a clear di↵erence between using the first 20
words and the next 20. The pattern continues if we look at less common words,
and the same holds for syntax etc.; we will not take up space with that here.
It seems reasonable that some words are used about equally much by most authors, and others vary more. We can visualise that by looking at the frequency
distribution for some words over the di↵erent authors, as shown in Figure 8.2.
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Figure 8.1: Comparison of the 20 most common words and the
next 20, for Boards.
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Figure 8.2: Frequency distribution for some words in Boards.
66

6000

In this graph, we are looking at the distribution of frequencies, which are in
a sense doubly relative; first, we calculate the relative frequency of a word for
each author (that is, the number of occurrences of this word divided by the
total number of words for that author), and second, we relativise it with respect
to the other words (that is, we adjust each of the curves so that they have an
average of 1, so they can more easily be compared). We see that in this case,
the most frequent words are more evenly distributed. For example, about 800
of the 5450 authors use the word “she” more than twice as often as the average,
but for the word “the”, only one of the authors uses it more than twice as often
as the average.
But we can of course expect more variation among the less common words, due
to chance. How do we know if a word is used consistently? We can compare
the frequency of a word in one half of the text with the frequency in the other
half, and see if there is a correlation.
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Figure 8.3: Frequency scatter plots for four words in Boards.
Again we are looking at the “doubly relative” frequency, adjusted so that for
each word the average is 1. We calculate this for each of the two halves of
the data for each author, and let those two values be the two coordinates for
the point representing that author and that word. Thus if an author uses the
word “the” an average amount in the first half of their writing, but twice as
much in the second half, we get a point at the coordinate (1, 2). If a word is
used consistently – if authors tend to use it equally much in both halves – we
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should see most points along the diagonal. Despite “she” being so unevenly
distributed, it does not immediately appear to have a high correlation; being a
less common word, it is more randomly distributed. We also see that the plot
for “.”, unlike “the”, is more pointy in the lower end; that is, the correlation is
higher among those who use it less. This is quite understandable, since we are
talking about web forum data; users who never or rarely punctuate at all are
quite consistent in that behaviour.
So let us calculate the actual correlation coefficients for a few words.
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Figure 8.4: Frequency/correlation plot for eight words in Boards.
In this graph, we see the frequency and correlation of a few di↵erent words. We
see largely what we would expect. Correlations are generally higher for more
frequent words, where there is less noise. The use of exclamation marks is
highly individual, which makes the correlation higher than for the much more
common full stop. The word “he” is considerably more common than “she”,
which might say something about patriarchy, but probably mainly about the
demographics of the particular web forum. The words “took” and “u” are
about equally common, but very di↵erent in correlation; “took” is a word
virtually everyone uses about equally often, whereas “u” is a misspelling of a
very common word, which makes it very common among certain people, but
very rare otherwise.
We can plot a large number of words in the same kind of graph, to see the
general tendencies.
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Figure 8.5: Frequency/correlation plot for 2000 words in Boards.
Figure 8.5 shows the results for the 2000 most common words, using all available
data for the 100 most prolific authors. We see that less frequent words vary in
correlation, but more frequent ones almost all have a relatively high correlation.
Would we get a better picture if we have more than 100 authors? Let us look
at the same plot for 1000 authors.
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Figure 8.6: Frequency/correlation plot for 1000 authors.
It looks like the correlations in general go down for higher numbers of authors.
Why might that be? With enough di↵erent words, we will eventually reach
some that have a high correlation simply because one author uses them very
often and no one else does – in the Boards case, there might be an author who
signs all their posts, for example. Could we be introducing more such noise
by adding more authors? Maybe, but more likely we have again been misled
by the use of all the data available, rather than a specific amount per author.
The plot includes the most prolific authors, so when the number is increased
to 1000, the average amount of data per author decreases. With less data,
random variation between the two parts has a greater e↵ect, so the correlation
is lower. If we set a limit to the amount of data, and then compare 100 and
1000 authors, we get a di↵erent picture.
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Figure 8.7: Frequency/correlation plot, 100 authors, limited data.
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Figure 8.8: Frequency/correlation plot, 1000 authors, limited data.
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The correlations measured depend on both how many authors are analysed
and how much data per author there is. With more authors, extreme values of
correlation have less e↵ect, so the points are closer to the middle. Presumably
if the amount of data is large enough, all words will tend to be used more
consistently, so the e↵ect of random variation between the halves gets smaller.
Does this mean that the idea of using the correlations as a measure of consistency is flawed? Not necessarily; we could argue that with larger amounts of
data, the authors really are likely to be more consistent, in some sense, and of
course identification does work better with more data. Even with high amounts
of data, the correlation coefficients are not going to reach 1, so they can still
be useful for determining which words are the most consistently used.

8.2

Optimising feature sets

Now that we have some idea which words are more consistently used, can we
use that to improve author identification? Are “words” like exclamation mark
and “u” better for identification than other words of similar frequency?
Testing which words are useful is complicated by the fact that there is no good
way to test a single word – we only get reasonable accuracies if we have several
words. But based on the frequency/correlation plot, we can find words with
similar properties.
First, we take words in a narrow interval of correlation. Those words are then
divided into sets of 20, according to frequency. We test the classification algorithm on each of the sets, and see how the accuracy depends on the frequency.
The test is repeated twice, with di↵erent intervals of correlation. The graph
shows the average of frequencies for each set.
Second, we let frequency and correlation switch places, and repeat the same
test: We take words in a narrow interval of frequency, divide them into sets according to correlation, and test how the accuracy changes with the correlation.
In Figure 8.9, we see that not much happens when you increase the frequency,
as long as the correlation is constant. We may suspect a slight trend towards
an increase, but the di↵erence is small.
In Figure 8.10, there is more of an increase. So we can draw the conclusion
that although higher frequency words seem to be e↵ective, it could be mainly
because they are likely to be more consistently used.
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Figure 8.9: Accuracy as a function of frequency, for fixed intervals
of correlation.
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Figure 8.10: Accuracy as a function of correlation, for fixed intervals of frequency.
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Does that mean that we should pick the most consistent words, rather than
the most common words? Not quite, because whereas the most frequent words
are all rather highly consistent, the most consistent words are not all highly
frequent. After all, most words are not very common – for example, in Figure
8.5, only 116 of the 2000 points are in the right half of the chart.
If we do pick the most consistent words and try to do classification, we get a
somewhat low accuracy, as can be expected. It seems more reasonable to use
some kind of combination. As this study is not about improving results, but
rather about improving understanding, we will not dig too deeply into the task
of optimising the feature sets, but let us none the less make a simple test. We
pick the first 20 words in frequency order where correlation is at least 0.9.
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Figure 8.11: Accuracy for words that are highly frequent and
consistent, compared with the most frequent words.
The di↵erence may be small, but this is only a first step towards a possible
optimisation of feature sets. Even if this is not a useful way to choose features,
it may help us towards a greater understanding of the process of classification.
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Chapter 9

Exploring targets
So far, we have looked at author identification, with a detour into what could
generously be called topic identification. Can the same system be applied to
something else? In order to test the same methods on other identification
targets than author, we need a corpus where we know the corresponding properties. For the Boards corpus, we have no such data. For the Blogs corpus,
we are lucky: Each author comes with a stated gender, age, occupation, and
astrological sign, giving us the opportunity to compare identification of those
things. For the Novels corpus, there is no specified information, but since we
are dealing with a small set of well-known writers, we can note their genders
and try to see if they are measurably di↵erent.

9.1

Blogs

As mentioned, the Blogs corpus contains information on four di↵erent properties of the authors. The ages of the authors are in three intervals: 13–17,
23–27, and 33–48. Each interval contains an equal number of male and female
authors. About two thirds have a stated occupation, out of 39 options, the rest
being unknown. The authors are also marked for astrological sign.
In principle, we could attempt to test identification of categories like occupation
the same way we did with authors – divide the full data into sets based on the
target property, and then divide each such set in two parts, to use as training
data and test data. But that would be a rather unrealistic approach, and it
would be hard to get a useful accuracy rating, especially for gender, where we
would only get two test cases.
Instead, we analyse individual authors and try to identify their properties. A
subset of the authors are chosen as the test set, where each author makes up
a separate sample. The rest of them make up the training set, with all the
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authors in the same category combined to one sample. This means that the
system is no longer symmetric. Classification testing is done by comparing each
test sample (one author) to each training sample (one category), finding the
most similar one, and checking if it is the correct one. Since the limit on how
far we can go in terms of amount of data is now on the least prolific author in
the test set, we choose the most prolific of the suitable authors for the test set.
Identifying a specific age in years is likely a difficult task. A regression-based
analysis – where we can identify a number approximately – would be more
suitable, but is beyond the scope of this study; the texts may also be written
over a span of several years, making that sort of analysis problematic. The job
categories are not numeric, but they are also quite many, and might potentially
be very hard to classify. So we start with the simpler task of distinguishing
between two categories for each kind of target. Gender is already two categories.
For age, the creators of the corpus clearly intended a three-fold division; we
exclude the middle category and only consider data from the other two, so
that we can more easily compare the accuracy with other two-fold divisions.
For sign, tradition holds that there are “masculine” and “feminine” signs, so
we separate them accordingly. For job, it is difficult to find an obvious way
to combine the categories, but some of them are much larger than others.
The largest is unfortunately “unknown”, which there would be little point in
classifying. The second largest, several times larger than any of the others, is
“student”. So we remove all the “unknown”, and consider the two categories
of students versus non-students. Applying that to all of the authors gives a
rather high accuracy for job, but that is likely due to influence from age – there
are many more students in the youngest age group. Instead, we look at only
people in the middle age group when considering job.
Figure 9.1 shows the accuracy as a function of amount of data, for each of
the four targets. The test set for each consists of the 50 most prolific authors
matching each of the two classes. This means that the test sets are similar in
size but not consisting of exactly the same authors, and the training sets are
consequently also slightly di↵erent. For age and job, the data is also reduced
by the fact that some categories are excluded, which has two e↵ects. First, the
training set becomes somewhat smaller; preliminary tests indicate that this
does not noticeably reduce the accuracy. Second, the highest amount of data
we can test for is lower; we see in Figure 9.1 that the graph for job does not
extend as far to the right.
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Figure 9.1: Accuracies for di↵erent categories, in Blogs.
We can note several interesting things in the figure. First, the order of difficulty
– age is the easiest, followed by gender, job, and lastly sign. We also see that
the amount of data required for decent accuracy is relatively low; even below
100 words, we seem to get meaningful results at least for age, and by 1000,
everything seems to have more or less levelled out.
One detail worth mentioning is that for these graphs, only the amount of data
for the test set is varied, with the training set using all the available data.
Tests where we instead split the most prolific authors between training and
test set, and vary the amount of data in parallel, give similar but marginally
lower results, which are not shown here. In an application, we are likely to
have much more training data, since any data by an author of the appropriate
category will do, so it seems fair to regard this as the more realistic case.
A more important thing to consider is the impact of random fluctuations. Since
we have two categories, random guessing would get on average 50% accuracy.
Since there are 100 test samples, the standard deviation is 5 percentage points.
A random guess would with about 95% probability be within two standard
deviations of the expected value, so between 40% and 60%. We can think of a
result as statistically significant if it is outside of that range.
One might be lead to believe that the fact that we have many consecutive data
points could make the results statistically significant even if the result is less
than 60%. But the consecutive points are not independent – in each step, we
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only add a little more to the same data. If they were independent, we would
expect to see the same amount of random variation between consecutive points.
So while it might seem surprising at first to see the sign curve consistently so
far below 50%, this is quite natural. We can conclude that the curves for both
job and sign are within he limits of statistical variation, while the curve for
gender is significantly better, but only barely.
Can we reduce the random fluctuations, by looking at a larger number of
authors? With a larger test set, we would get a smaller training set, but the
Blogs corpus contains 19 320 authors, so that should be enough. Increasing the
number of authors in the test set also reduces the maximum amount of data
that can be tested, but we have seen that not much happens after 1000 words
per author, so that should also be fine.
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Figure 9.2: Accuracies for di↵erent categories, in Blogs, with 1000
authors tested.
With 1000 authors, the two standard deviation margin is 3.16 percentage
points, so we get a much clearer view of what is noise and what is significant. We can confirm that both age and gender are well above the significance
limit. Job is still on the verge of significance, particularly since the curve does
not go as far as the others; we have to consider the results inconclusive. For
sign, the results are again bordering on significantly lower than chance, but
that seems fair to dismiss as highly unlikely.
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Figure 9.3: Accuracies using syntax.
How does this compare with syntax? Figure 9.3 shows the results for the same
test with syntax instead of words. We are using the complex version of the
syntax features; tests not shown here indicate the results for the simple syntax
features to be similar but slightly lower. The results are very similar to those
for words, suggesting that the e↵ect of age, gender, and job on syntax are as
large as they are on vocabulary.
For completeness, we can also look at what happens if we do not reduce each
target to two classes. In Figure 9.4, we attempt to identify all of the available
classes. Here, the same 1000 authors are used for all targets. Note that the
vertical scale has changed. Gender unsurprisingly gives nearly the same results
as before, since it is already two categories; this is not visible in the figure.
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Figure 9.4: Accuracies for the complete categories.
For age, job, and sign, there are 26, 40, and 12 categories, so a random guess
would have an accuracy of 3.8%, 2.5%, and 8.3%. We see that both age and
job are doing better than random, but are far from a reliable accuracy. Their
curves are also not levelling out nearly as clearly as before, from which we can
surmise that they might have continued upwards if we had more data.
We have noted that, at least for the two-class version, the amount of data
needed is quite low. What about the number of features? Figures 9.5 and 9.6
shows the curves for when we vary the number of features. For age, gender and
sign, the results are shown for data corresponding to 8000 words per author.
Job is again limited to only the middle category of age, which means there is
less data available. We allow that test to use all available data, rather than
limiting it to a fixed amount per author; the median amount is 7544 words for
the student category and 35 486 words for the non-student category.
Again we see surprisingly low limits; even with barely ten features, we get close
to the maximum result. The results for syntax are even more remarkable – the
curves essentially level out after two features. The early success might be partly
a coincidence, but it seems clear generally that we can hope to identify several
binary classes using only a very small number of features, and perhaps more
importantly, that we cannot expect to reach much higher certainty by adding
many more features.
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Figure 9.5: Accuracies as a function of feature count, for words.
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Figure 9.6: Accuracies as a function of feature count, for syntax.

81

100

We can look at the results from another perspective, the same way as we saw
in Figure 7.6. This is shown in Figure 9.7. For each target, we compare each
author to each other author, noting the similarity rating. We make one list of
all the similarity ratings when the two authors were from the same class, and
one for when they were from di↵erent classes. The ratings are put in descending
order, and presented as the y-values of a curve, with the x-values adjusted so
the curves are equally wide. Figure 9.7 shows both curves for each of the four
targets, and Figure 9.8 shows the same on a smaller scale.
These graphs confirm what we have seen previously. Age has the largest gap
between matching and non-matching pairings, which makes it the easiest to
classify. Gender has a smaller but significant gap, suggesting that the di↵erences in writing styles are smaller between genders than between these age
categories. For sign, the fact that we see no gap means that there is no noticeable di↵erence between matching and non-matching pairs. For job, the curves
are close, but clearly separate, which implies that identifying occupation may
well be possible after all, if we had more data.
As we saw in Figure 9.6, the syntax method is viable even for very small
numbers of features. We can look at the distributions for that as well. This is
shown in Figure 9.9.
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Figure 9.7: Distribution of similarities for the categories.
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Figure 9.8: Distribution of similarities for the categories, scaled.
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Figure 9.9: Distribution of similarities for the categories, using
syntax, with only 2 features.
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9.2

Novels

Most corpora do not come with the necessary information to test di↵erent targets like this. But for Novels, the number of authors is small enough that we
can look up the facts about them individually. Age might be a little problematic, and occupation is presumably “writer” in all cases, but we can at least
try comparing genders.
Since there are only 25 authors, and most of them are men, a simple accuracy
test like we have seen before would not be reliable. What we can do is look at
the distribution of similarities, the same way as in Figures 9.7, 9.8, and 9.9.
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Figure 9.10: Distribution of similarities for parts from the same
book, the same author, di↵erent male authors, di↵erent female
authors, and authors of di↵erent genders.
We see in Figure 9.10 that the similarities between authors of the same gender
are far smaller than between books by the same author, which is certainly
expected, but it is none the less bigger than between those of di↵erent genders.
Figure 9.10 includes 24 of the 25 authors; we have left out Humphrey Ward,
for reasons that will soon become apparent.
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Figure 9.11: Distribution of similarities including pairs where one
part is from Humphrey Ward, and the other is from either a female
author (dark red) or a male author (dark blue).
In Figure 9.11, we test Ward separately, comparing the similarities between this
author and on the one hand male, on the other hand female authors. Note that
the scale has changed. The result clearly suggests that Humphrey Ward should
be female. The interesting thing is that the results are correct – Humphrey
Ward is a pseudonym for Mary Augusta Ward.
So in this particular case, the method has accurately identified a female writer
who was posing as male. This being a single data point, we should be careful
not to draw too much of a conclusion from it, but as spurious evidence goes, it
is at least encouraging.

9.3

Statistical di↵erences

As a side e↵ect of classification, looking at the intermediary data can tell us
what the specific di↵erences are between di↵erent categories of writers. This
may not directly lead to improvements of classification, but apart from being
interesting knowledge in its own right, it also teaches us a few things that are
relevant for the purpose at hand. Inspecting the data used for classification
can help verify that a method is viable in general, that the result we have seen
are not specific to one corpus, or just statistical variation. If di↵erent studies
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find the same di↵erences between categories, it verifies that it is a persistent
e↵ect. Knowing which features are relevant for di↵erent categories could also
potentially help design better feature sets, which will consistently classify one
target, while avoiding the influence of others, across di↵erent corpora.
Let us start by looking at gender, and the di↵erences in word frequencies. There
are a few ways to rank which words di↵er the most. With the classifier we have
used, we normalised the feature values so that less common words would count
as much as more common ones. Here, too, we could count less frequent words
as equally important, by listing the words according to the relative di↵erence
in (relative) frequency – how many times more often does one gender use a
word? In the case of Blogs, we find the top words are “corsair”, “tyke”, and
“toc”, all used more by men, followed by “oif”, “karissa”, and “shep”, used
more by women. We may also note that the least di↵erent word is “cease”,
which is used 0.001% more by women. This is all based on the 10000 most
common words, and excluding a few words only used by one gender.
Clearly, this is not a useful approach – we are likely to find words used only
a few times, perhaps mostly by one author. We could limit the scope to the
1000 most common words, or the 100, but the easy solution is to rather look
at the absolute di↵erence in (relative) frequency, or equivalently, multiply the
above values with the total frequency of the word.
An example: The word “the” makes up 3.5% of the words used by men, but
only 3.0% of the words used by women. The absolute di↵erence is then 3.5%
3.0% = 0.5% (strictly speaking, 0.5 percentage points), whereas the relative
di↵erence is 3.5%/3.0% 1 ⇡ 0.17 = 17% (actually 18%, due to rounding).
We choose to represent the di↵erences so that they are always positive, that is,
how much more the word is used by one gender.
Now we get much more sensible results. Generally, pronouns seem to be more
common among women, along with auxiliary verbs, while men use more nouns
and determiners; other studies have found similar results [1, 24].
Table 9.1 shows the most typical words for women, and Table 9.2 for men. The
corpus treats internet links as a special word, which explains that entry in the
second table. Our method of counting words breaks words at all non-letter
symbols, so “I’m” is treated at three words, thus the high rankings for the
apostrophe and “m”.
One quite striking di↵erence is that the most overrepresented words for women
are “I”, “my”, and “me”. Since this is data from blogs, writing about oneself
is nothing unusual; we have already seen in Table 4.2 that “I” is more common
in this corpus than in the others. So the preference for first person pronouns
could mean that more women write blogs about personal experiences, and men
choose other subjects. It could also be that women take care to show that their
personal beliefs and opinions are just that, with expressions like “I think...” or
“in my view...”, while men might express their opinions as objective fact.
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1
2
3
4
5
6
7
8
9
10

Word
i
my
me
(apostrophe)
and
(exclamation)
so
was
she
m

Abs. di↵. (%)
0.72
0.22
0.17
0.15
0.14
0.14
0.14
0.10
0.087
0.080

Rel. di↵. (%)
26
33
38
7.4
6.7
45
31
15
43
28

Table 9.1: The ten words most overrepresented among women, in
terms of absolute frequency. The second and third columns show
the absolute and the relative di↵erence in frequency.

1
2
3
4
5
6
7
8
9
10

Word
the
of
(comma)
a
(quote)
in
is
(hyphen)
(link)
as

Abs. di↵. (%)
0.54
0.24
0.22
0.13
0.12
0.10
0.10
0.072
0.066
0.058

Rel. di↵. (%)
18
18
6.0
8.0
24
9.8
13
11
33
18

Table 9.2: The ten words most overrepresented among men.
It is no surprise that “she” is more overrepresented with female writers than
“he”. We also see that while singular first person pronouns (“I”, “my’, “me”)
are strongly overrepresented with female writers, the plurals (“we”, “our”,
“us”) are more evenly balanced. For comparison, a study by Chung and Pennebaker [68] looks at pronoun use in Japanese and US English texts, and finds
that Japanese texts are more likely to use “I”, and the American texts are more
likely to use “we”. They find this surprising, since the assumption is that the US
writers are more individualistic and Japanese writers are more group-oriented,
but they speculate that “we” signals equality, whereas the self-deprecation typical of a more hierarchical society leads to expressions like “he/she and I”. It
is possible that the di↵erences between genders have similar reasons.
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1
2
3
4
5
6
7
8
9
10

Word
i
(apostrophe)
you
so
(exclamation)
me
(colon)
my
like
but

Abs. di↵. (%)
1.1
0.32
0.29
0.29
0.29
0.24
0.24
0.21
0.18
0.17

Rel. di↵. (%)
41
18
43
73
113
55
66
29
74
36

Table 9.3: The ten words most overrepresented among younger
people (age 13–17).

1
2
3
4
5
6
7
8
9
10

Word
the
of
a
in
(comma)
(hyphen)
(link)
(quote)
(full stop)
to

Abs. di↵. (%)
1.2
0.58
0.39
0.37
0.35
0.30
0.22
0.18
0.15
0.14

Rel. di↵. (%)
46
51
26
43
11
62
183
46
3.7
6.4

Table 9.4: The ten words most overrepresented among older
people (age 33–48).
For age, we get rather similar results. The most typical words for younger
writers are similar to the words used by women, but the di↵erence is bigger.
Younger writers also use more pronouns and auxiliary verbs, and older writers
more nouns and determiners. In each age category, we have the same number
of male and female writers, so this is not the cause of the similarity.
What other systematic di↵erences might we find between the ways men and
women write? There are many stereotypes which we could analyse. One is
that women focus more on words involving thoughts and feelings. Out of the
most common 500 words, we choose those that are associated with thoughts
and feelings; it comes out to a list of 50:
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know, think, good, want, love, feel, need, oh, great, better,
thought, bad, sure, fun, friends, best, nice, guess, mean, ok,
happy, hope, mind, friend, wanted, cool, remember, believe, funny, thinking,
hate, feeling, seems, lol, care, idea, reason, felt, interesting, okay,
sorry, wish, please, stupid, rather, tired, understand, miss, problem, thanks
Clearly the choice of words is subjective, but we might still get some idea of
whether there is a di↵erence. We find that 11 of the 50 words are used more
by men. Could this di↵erence also apply to age categories? We try the same
list of words, and it turns out it does, to an even greater extent – only 7 of the
words are used more by older people.
Figure 9.12 shows the results; each point is a word, in order of frequency, and
the y-axis shows the di↵erence, in terms of how many percent more a word
is used by women / younger people; that is, words used more by men / older
people are on the negative y-axis.
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Figure 9.12: Relative di↵erences in frequency of emotion words
between on the one hand female and male authors, and on the
other hand young and old authors. Female and young authors are
on the positive y-axis. Words are ordered by total frequency.
Which words might men stereotypically use more? One common assumption is
that men are more mathematically inclined, so we consider words for numbers.
Looking at the frequencies of the numbers one to five, written as words, we find
that indeed all of them are more commonly used by men (1–8% more than by
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women). Written with digits, only 2 and 4 are used more by women; we also
see that 2 is quite a bit more common than 1, which might suggest that those
are often used as replacement for “to”/“too” and “for”.
Comparing with other corpora shows that the same gender di↵erences are quite
prominent in other types of text, including novels [1], and other studies confirm
our findings [64]. Koppel et al. [24] compare the di↵erences between genders
and those between fiction and non-fiction, finding that identifying gender is
considerably harder; they also note that the characteristics of men are similar
to those of non-fiction, and that when training on fiction and testing on nonfiction or the other way around, the accuracy of gender identification is no
better than random.
We can extend the comparison between gender and age, and calculate a correlation coefficient. We look at the absolute di↵erence in frequency between on
the one hand female and male writers, and on the other hand young and old
writers, for the 500 most common words (according to the subset used for gender). The correlation coefficient between female/male and young/old is 90%.
This has a clear e↵ect on classification; if we test on the one hand distinguishing young men from older women, and on the other hand young women from
older men, we get 74% vs. 87% (at 4500 words, 20 features, 1000 authors).
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Chapter 10

Author counts
Another classification target which has become more important with modern
media is author count. In online media, certain groups may want to appear
to be much larger than they really are. There may also be cases where the
opposite is true; for example, a student writing an essay might have had help
from others, or plagiarised parts of the text from di↵erent sources. Can we
take the methods we used to identify authors or their properties, and apply it
to estimating how many authors are represented in a body of text?
A straightforward adaptation based on similarity measures does not seem feasible; we cannot expect a text by a hundred authors to be stylistically similar to
a text by another hundred authors. What we can do is look at self-similarity,
in a sense. In the method we are considering here, we analyse the same features
as before – vocabulary and syntax fragments – but rather than counting the
number of the most common ones, we count how many unique words / syntax
fragments are found, as a fraction of the total number.

10.1

Experiment

We look at data from Boards and Blogs, since those two corpora both have a
large number of authors, and create samples by combining text from multiple
authors. We choose a sample size, and iterate over a number of di↵erent author
counts. In these examples, we have chosen a sample size of 218 words, and
powers of 2 starting from 1 as our author counts. For each author count, we
look only at those authors who have enough data, and group them into sets of
the given author count. We take the same number of words from each author,
combining into a sample of the chosen size. For example, when looking at 128
authors, we extract 2048 words for each author, so that the combined sample
size is 128 ⇥ 2048 = 218 .
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For small author counts, we need a lot of text from each author. Since we have
chosen a large sample size, not many authors have that much text, so we get a
low number of samples. For large author counts, a large subset of the authors
will be included in each sample, so we also get a low number of samples. That
means that we can expect the results near the endpoints to be less reliable than
in the middle.
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Figure 10.1: Percentage of unique words as a function of number
of authors, in Boards. A few outliers fall outside the visible area.
Figures 10.1 and 10.2 show the results for each of the corpora, Boards and
Blogs. The x-axis gives the true number of authors, and the y-axis the word
diversity, that is, the number of di↵erent words used divided by the total word
count. For example, if a text sample consists of the words “one green apple
and then one red apple”, there are 6 di↵erent words out of 8 total words, so we
get 6/8 = 75% word diversity. Each point in the graph shows the result for one
text sample. The lines show the mean value and +/- one standard deviation,
for each author count. Discounting the di↵erences at the low end, where we
have very little data, Figures 10.1 and 10.2 are quite similar. Tests with other
sample sizes (not shown here) also give similar results.
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Figure 10.2: Percentage of unique words as a function of number
of authors, in Blogs.
We can see that the method definitely has potential. With this amount of
data, we would at least have a very decent chance of distinguishing between
hundreds and thousands of authors. On the other hand, the method with the
current feature choice is likely to be less useful for lower numbers. Here the
variation is much bigger, so a guess between 10 authors and just a handful of
authors is more unreliable.
Some of the works seen in Chapter 3 use n-grams, so we are naturally interested
in how that method will perform for this task. For the sake of simplicity, we
begin with bigrams. As we see in Figures 10.3 and 10.4, the results are similar,
but there is no obvious advantage compared to the case for words. It might be
a method worth considering for very large amounts of text, although amounts
that large (millions of words) are rare in current applications.
What about syntax? As we saw in Chapter 7, syntax seems to be less topicdependent than words, so we try it out here as well. We see in Figure 10.5 that
the results are better than random, but worse than for words.
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Figure 10.3: Percentage of unique bigrams as a function of number
of authors, in Boards.
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Figure 10.4: Percentage of unique bigrams as a function of number
of authors, in Blogs.
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Figure 10.5: Percentage of unique syntax fragments as a function
of number of authors, in Boards.
In order to make practical use of these findings, we would want to predict the
number of authors from the diversity. In Figures 10.6 and 10.7, we swap the
axes and think of the number of authors as the response variable. To make
a prediction model, we apply Poisson regression to the data [69]. This type
of regression is useful to model count variables. It assumes that the response
variable has a Poisson distribution, and that the logarithm of its expected value
can be modelled by a linear combination of unknown parameters.
The Poisson regression gives us, for each value of our measured feature, an
estimated author count. We see for example in Figure 10.5 that when a forum
has a word diversity of 8.1%, we should expect approximately 100 authors.
The data set does not seem to be centred on a line, nor should we expect it
to be, but the linear approximation is sufficiently accurate in an interval. The
R2 value for the regression is 0.87 for Blogs and 0.77 for Boards, which in
combination with the graphs indicates a reasonable fit.
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Figure 10.6: Predicted number of authors as a function of percentage of unique words, in Boards. Four outliers have been removed.
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Figure 10.7: Predicted number of authors as a function of percentage of unique words, in Boards.
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10.2

Discussion

As we hoped, there is a clear connection between the word diversity and the
number of writers, which allows us to estimate an order of magnitude. From
the data we see here, it looks like the method is less reliable for distinguishing
between small numbers of writers. This is not surprising; we can expect individual writers to vary in word diversity, whereas for larger numbers of writers,
those individual di↵erences are less noticeable.
As with author identification, we have used very simple features, and we may
be able to get a better approximation by combining di↵erent approaches. On
the other hand, looking at the results for syntax, it does not seem likely that
a simple combination of words and syntax would be much of an improvement.
This is not the kind of problem where we should expect near-perfect accuracy.
Is it a problem that authors in the corpus may be using aliases? Not really;
unless the average author has several di↵erent accounts, our order of magnitude
estimate should not be a↵ected. Is it a problem that word features may be more
topic-dependent? Yes, that may well be more of an issue. In our test case,
we have taken samples from di↵erent writers, writing on presumably di↵erent
topics, so those combined texts which have multiple authors also likely have
multiple topics. We cannot expect that to be the case in most applications,
which could reduce the accuracy.
If the number of writers is even larger, it is possible that the curve will level
out, as we cover every option in terms of choice of words. This is even more
true for methods like syntax, where there may be a limited set of possibilities.
At that point, we may need to look at other solutions. One method would
be to compare the test sample to a “general population” sample of very many
writers, and measure the similarity, perhaps using techniques like the ones we
have seen in previous chapters; if a text uses certain words much more or much
less than the average, it is likely to be written by a smaller group. If we have
very large amounts of data, we might also get to a point where we have covered
more or less all “possible” words; it may be worth looking at how many words
are used more than a certain frequency, or other variants. Another obvious
approach for large texts, especially for smaller numbers of writers, is to look at
how the vocabulary varies between parts of the text; similarity methods can be
applied to sections of the text to see if they appear to be by the same writer.
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Chapter 11

Preparation of data
In order to run all the tests we have seen, we need pairs of texts belonging
to the same candidate, so we simulate having unknown texts by cutting each
available text in halves. That seems like a straightforward operation, but there
is more than one way to do it, and as we shall see, it makes a big di↵erence.
Another seemingly minor issue is the standardisation of the feature values,
described in 4.3, which can be done in di↵erent ways. We will look at that as
well in this chapter.

11.1

Division of sets

Both the Boards and Blogs corpora consist of a number of posts. This gives us
two obvious ways to divide them in halves. Taking the posts chronologically,
one option is to cut in the middle, putting the older posts in one half and
the newer in another. The other option is to take alternating posts, so evennumbered posts go in one half and odd-numbered in the other. We call the
divisions mid and alt for short.
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Figure 11.1: Comparison of mid and alt, for Boards.
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Figure 11.2: Comparison of mid and alt, for Blogs.
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For both Boards and Blogs, we see that alt is consistently higher than mid.
So why is this? Presumably the posts which are close in time are also close in
topic, and therefore similar, so if we put nearby posts in both halves, we get a
higher accuracy. This also confirms what we saw in the last chapter – even when
looking at a small set of very common words or syntax relations, there must be
some kind of topic dependence. The e↵ect of the topic dependence seems to be
reduced with the mid method, but we cannot say that it is completely gone,
which means that we cannot say that the accuracy we get is entirely reliable.
Some studies have used the alt division, arguing that it gives a higher accuracy
and is therefore a better choice. But we have to remember that this is not a
di↵erence in methods of classification, but in methods of evaluating the methods
of classification. When comparing methods, we want the one with the highest
accuracy, but when comparing tests of methods, we want the one with the most
realistic accuracy.
Could it be that the writer’s style changes so much over time that it becomes
difficult to identify the second half based on the first? Could that mean that the
mid method is underestimating the accuracy? For the Boards case, the data is
taken from a period of two years, and it seems unlikely that an adult author
would change their writing style so radically over only two years. We should
also keep in mind that these are all texts from the same context. It seems
clear that in almost any real application, the two texts we are comparing will
most likely be more di↵erent than that. So if anything, we would expect the
accuracy in an application to be even lower than the mid method suggests.
Are there any other options when dividing the texts? The remaining obvious
choice would be to divide randomly. Most likely that would give similar e↵ects
to the alt division, since we would again have many adjacent posts in the same
half. As for the Novels corpus, there is no obvious way to divide it, so it is
difficult to extend the experiment there. Chapters and paragraphs might be
used di↵erently by di↵erent authors, or not at all. The best we can do is divide
in alternating sentences. For the sake of completeness, let us look at that too.
As Figure 11.3 shows, the di↵erence is huge. Clearly we would get completely
unrealistic results by taking alternating sentences. Most likely, the same would
be true for taking the sentences in random order. This also implies that using
cross-validation to get more precise accuracy values when testing a classification
might be problematic.

101

100

80

x = data amount
y = accuracy %
single
20 candidates
20 features

60

40

words mid
syntax simple mid
words alt
syntax simple alt

20

0
100

1000

10000

100000

Figure 11.3: Comparison of mid and alt, for Single.

11.2

Standardisation

As mentioned in Section 4.3, we apply a form of normalisation to the data, so
that for each feature the mean value is 0, and the standard deviation 1. That
makes the feature values count equally. But there are a few di↵erent ways to
apply it – we could standardise the training set and the test set separately, or
both together, or each based on the distributions of one.
The first option is to apply the standardisation to each set separately. This
is the easiest to implement, since the sets can be processed separately. If we
have a number of authors equally represented in the two sets, this might be a
sensible method. The most obvious problem occurs if the test set contains only
one text; then this method does not work at all, since the standardisation does
not produce meaningful results for a single text. We can also expect problems
if the distribution in the test set turns out to be very di↵erent than in the
training set, for example if almost all texts are by the same author.
The second option is to standardise the joint set, that is, use the combined mean
and standard deviation for both training and test data. This way, we can handle
test sets with only one or a few texts. It could also simplify the process of crossvalidation, if we decide to use that despite the results of the previous section.
The standardised training data is a↵ected by the test data; that might seem
like it would invalidate the results, but since the standardisation is independent
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of the classes, it is not a problem. One issue could be that a large test set takes
over and skews the results. For example, if instead of authors we are trying to
identify one of 3–4 categories (perhaps age groups, or broad topics) and apply
the classification to hundreds of texts, the categories and the test samples would
undergo the same transformation, and the categories would likely come out as
being close to the average on most features. It is not obvious whether this can
have negative e↵ects on the accuracy. If we have reason to believe that the test
samples are reasonably evenly divided between the classes, it is possible that
the first method would handle this situation better.
The third option is to use the mean and standard deviation for only the training
set, but apply it to both sets. This allows for small test sets, and has the added
advantage that it is not necessary to redo the calculations for the training data
if we make several classifications. With this method, the system is no longer
symmetric, which might slightly complicate some of the testing. For any of the
options, we also have to choose if the mean and standard deviation are weighted,
so that samples with more data have a larger impact. Such a weighting might
be a good idea if some classes are more common than others.
Another possibility is to use external data as the basis of the standardisation.
That could be useful in situations with a small training set, or where some of
the texts in the test set may not belong to any of the given classes. For the best
accuracy, we would need external data which is very similar to the classification
data. On the other hand, the reduction in accuracy when using external data
for the standardisation might be able to tell us something about the e↵ects in
a practical application of having training and test data from di↵erent sources
– something that is usually difficult to test directly.
Other combinations may also have their uses. Suppose, for example, we have a
small number of classes, and class A tends to have more formal texts than class
B. Now we have training data from one context, and a small number of test
samples from a di↵erent context, one where a di↵erent level of formality can
be expected. If we apply the standardisation to the training data separately,
and then to the test data based on external data from that context, that might
help avoid the influence from the context di↵erence.
In all the experiments presented so far, we have used the first option. Let
us compare with the second option and see if there is a measurable di↵erence.
Figure 11.4 shows the same test as in Figure 5.3, where we look at the accuracy
as a function of amount of data, in Boards. The di↵erence is clearly insignificant. Figure 11.5 repeats the experiment from Figure 9.2, where we compare
the accuracies for di↵erent categories. The highest curve is for age, followed
by gender, job, and astrological sign. Here, we see a slightly more noticeable
di↵erence, but still well within random variation. Perhaps the most salient
di↵erence is that the curve for job has gone from verging on significantly better
than chance, to clearly not better than chance, suggesting that the accuracy
we saw the first time was likely due to luck after all.
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Figure 11.4: Comparison of standardisation methods, for Boards.
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Figure 11.5: Comparison of standardisation methods, for categories in Blogs.
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Chapter 12

Similarity and probability
As mentioned in Section 2.1, the fact that we are using a method which gives a
similarity value rather than just a class means that we can potentially estimate
the confidence of the classification, or even the probability that a particular
classification is correct. This chapter demonstrates one way of doing that.

12.1

Method

Having tested a method, we know know the similarities of each of the test
samples, and whether or not they belong to a given class. If we now apply the
method to an unknown sample, and determine a similarity value, how can we
estimate the probability that it belongs to the class? We would like to check
what fraction of the tested samples with the same similarity value are actually
in the class. But since the similarity is a continuous variable, we are unlikely to
find any sample with the exact same similarity. One obvious approach would
be to use intervals of similarity. But that would give us a discrete distribution,
which is less clear as a visualisation, and prevents us from applying methods for
continuous distributions; for example, di↵erent datasets would require di↵erent
interval widths, which makes them hard to compare. We could also fit the
distribution of similarities to some specific distribution function, but that seems
premature as long as we have not throughly studied the distribution to make
sure the assumption is reasonable. Instead, as a compromise, we use Gaussian
blur (also known as the Weierstrass transform) to produce a smooth curve as
output, as described below.
We can start by thinking of using intervals. By decreasing the width of the
intervals, we can get to the point where each sample is represented by a narrow
spike in the probability density. As the interval width goes to zero, the height
of the spike goes to infinity, while maintaining a finite area. In order to get a
105

continuous distribution, we replace each such spike with a Gaussian curve, with
the same area (namely, one divided by the number of samples) and a specified
standard deviation.
This method can be applied to any similar distribution, to approximate a continuous function from a discrete one. In this case, we assume that all similarities
range from -1 to 1, so we modify the Gaussian so that it still has unit area even
though the tails are cut o↵. That way, a flat distribution would be unchanged
by the transform, even though it is in a finite interval.

12.2

Results

Figure 12.1 shows the smoothed distributions for Boards. We see that above
the crossing point at 0.52, a positive match is more likely to have this similarity
than a negative match. By comparing the heights, we can also find the ratio
of the probabilities. Figure 12.2 gives yet another way of visualising the same
data as in Figure 7.6, showing the di↵erence between texts from the same book,
from di↵erent books by the same author, and from di↵erent authors.
If we want to calculate an actual probability, it would be necessary to know an
a priori probability. That can be done if we know the number of candidates,
and we assume that they are initially equally likely. We would also need to
make sure that the probabilities in the training data match those a priori
probabilities, since the similarities are based on normalised feature values. For
example, if we have training data based on many texts from only two candidates
– say, two authors – then a relatively large number of text pairs would be from
the same author, which means that a similarity rating slightly above average
could be enough to suggest a match. If, on the other hand, the training data
contains many authors, then only a small fraction of comparison pairs would be
from the same author, and they would likely have higher similarity ratings, so
in that case, a similarity rating just above average would suggest a non-match.
In some situations, it is difficult to establish an a priori probability, for example
when testing if two aliases are the same author. But in other situations, the
proportions of the classes can reasonably be assumed to be known; the most
obvious example being for gender, where we can assume that the a priori probability of an author having a given gender is about 50%. If we also have that
proportion in the training data, we should get a useful probability. For another
example, if we want to estimate the age of a writer in some online medium,
and we have training data from that same medium, it seems reasonable that
the age distribution in the training data is also our best estimate of an a priori
probability distribution.
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Figure 12.1: Probability densities of similarities, for Boards.
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Figure 12.2: Probability densities of similarities, for Novels.
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Figure 12.3 shows the results for the di↵erent categories in Blogs. (Note that
these are similarities between an author and a category, as opposed to between
two authors as in the previous figures.) We see that although the accuracy
goes up with the similarity, even at relatively high similarities, it would not
be overwhelming. Consider for example gender, and a similarity of 0.75. The
probability density for the same gender is 0.1424, and that for di↵erent genders
is 0.0879, which means that, assuming the a priori likelihood of each gender is
the same, the probability of correctly guessing the gender is 0.1424/(0.1424 +
0.0879) = 0.618. In the same way, also at 0.75 similarity, the probability of
guessing the age category would be 0.2137/(0.2137 + 0.0514) = 0.8061.
Note that this gives us probability for one specific candidate (category); for
example, for gender, we would get separate probabilities for male and female,
which might not add up to 100%. Fortunately, testing on this data shows that
they generally get very close to 100%, which means that we can pick one gender
arbitrarily to compare with. For cases like author identification, if we want to
know the probability of one particular author, the natural choice would be to
compare with that author, ignoring the probabilities of the others.
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Figure 12.3: Probability densities of similarities, for Blogs.
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Chapter 13

Conclusion
Text classification is a complex task with many parameters to consider. Knowing that some method gives some accuracy for a certain number of candidates
is not enough to know how it would perform on some other data. As we saw in
Chapter 5, the amount of data available for a candidate is crucial for getting
a good chance of identification. For a moderate number of candidates, less
than 1000 words per candidate makes the task rather hopeless (at least with
the methods we have tried), whereas with upwards of 100 000 words per author we may get a very decent result even with very simple methods. Whether
we use words, syntax, or even character count, we can get by with as little
as 20 features; anything above that seems to give only minor improvements,
although we cannot rule out that this depends on the classifier algorithm. On
the other hand, the e↵ect of the number of candidates is remarkably small;
particularly for higher numbers of features, we get nearly the same accuracy
for 1000 candidates as for 100.
This means that it is very difficult to compare di↵erent studies and methods
based on their reported accuracy, even when that figure is accompanied by a
number of candidates, or even some measure of the average amount of data
per candidate. Perhaps the interesting question is not “how well can we do
classification?” but rather “under what conditions is classification feasible?”.
The answer, at least with the methods we have tested, seems to be that you
need about 10 000 words of data per candidate, but if you have that, you can
handle thousands of candidates with reasonable accuracy, and without needing
to worry too much about the details of the method.
This leaves us with a few guidelines for future work on text classification.
We would suggest always using test sets with a controlled amount of data.
Furthermore, it is also probably a good idea to consider what happens when
that amount changes. For practical applications, that allows a potential user to
better estimate what the accuracy will be for a certain case, and for academic
109

purposes, it gives us a better view of the accuracy, and makes it easier to
compare di↵erent studies.
When it comes to the di↵erent feature types that we explored in Chapter 6 –
words, syntax, characters – we can conclude that they all seem to be working
about equally well, with words usually a little bit ahead (at least as long as
we include punctuation in “words”). We looked for di↵erences in the curve
shapes when we have more or less data, but we did not find any. It seems
that the hypothesis that some methods start out slow but eventually catch up
was completely wrong. For varying numbers of candidates, we also did not
see any clear di↵erences between how the di↵erent methods changed. Varying
features, however, did result in di↵erent curves, unsurprisingly. We saw that
the syntactic methods reached a peak after which adding more features did
not improve the accuracy, and we saw indications that the words method also
reaches that point eventually. So it seemed word count was altogether the best
option – particularly if we allow large numbers of features, and taking into
account that syntactic features also require a time consuming parsing step.
But then in Chapter 7, we make an interesting observation: Using words works
quite well for distinguishing a book from other books by the same author,
whereas using syntax works better for identifying authors when the texts are
from di↵erent books. This strongly indicates that syntax is less topic-dependent
than words, and therefore might be a better choice for author identification.
It is also worth noting that the accuracy of syntactic methods likely depends
on the accuracy of the parser, which would mean that they will improve in the
future, as better parsers are developed.
Still, we should not forget that, as we see in Figure 7.6, syntax also depends on
topic, and words on author. The di↵erence between words and syntax in this
respect is noticeable, but not huge. Separating the tasks is difficult, at least
with all the methods we have tested. What this means in practice is that we
should not expect the accuracy to be the same in reality as it is in most kinds of
test cases, because the test cases often have the advantage of identifying both
author and topic at once.
In Chapter 8, we took a brief look at how the frequency and consistency of a
word interact with each other and with the feasibility of identification. We saw
that we can use correlation coefficients as an automatic way of finding which
words are the most idiosyncratic, rather than trying to look for them manually.
We also saw that picking the most consistently used features can potentially
improve the classification. If we look at words with similar correlation values
and vary the frequency, very little happens, but if we do the opposite, keeping
the frequency nearly constant and varying the correlation, the e↵ect is bigger.
By combining frequency with correlation, we found a feature set that gave a
slightly higher accuracy than just using the most common words. Whether this
is of any use in the development of classification algorithms remains to be seen.
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In Chapter 9, we expanded the search from just author identification to other
types of classification. We saw that age and gender are both quite possible to
identify – maybe not with near certainty, but definitely better than chance. If
we compare with author identification, the top accuracies for Blogs were only
around 80%, or slightly higher for large numbers of features. The accuracy for
two age categories reaches the same levels of accuracy for much lower amounts
of data. Granted, 80% accuracy is perhaps less impressive when there are only
two options. Even so, we know that for other corpora, like Boards, the accuracy
for author identification reached well over 95% – we can only speculate as to
whether that would mean that identification of age groups on a similar corpus
could also reach those levels.
Identifying gender proved to be more difficult than age, but still viable. As for
occupation, even the fairly large amount of data used here was not enough to
conclusively show better than chance results. Whether we can really expect
to find significant di↵erences between the writing styles of occupations could
be considered a topic for future work. When we looked at the specific features
that di↵er between the age and gender categories, we found a surprising result
– they appear to be very similar for age and gender. The features which were
found to be indicative of a female writer were in many cases also indicative of a
young writer. The reasons for those similarities are the topic of a very di↵erent
study, but we should consider that the corpus is based on blogs, a medium
where a more personal writing style is common. Using first person pronouns,
and words related to feelings and opinions, is certainly correlated with that
kind of style.
But more than just being an interesting curiosity of ages and genders, this
has implications for classification in general. It seems that in this context, the
writing style of men is less personal, perhaps in a sense more formal, and the
same is true for older people. It has also been shown [24] that non-fiction shares
characteristics with text by male authors; it seems reasonable that non-fiction
texts are more formal than fiction. So in attempting to identify age, gender,
or fiction vs. non-fiction, perhaps what we are really doing is identifying the
underlying level of formality, which correlates with each of the targets? The
same thing could be part of the explanation for the issues of topic dependence
which we saw earlier; some topics certainly invite more formal language, and
some authors write in a more formal style. Future work will have to tell how
underlying di↵erences like these can help or hinder classification.
A di↵erent kind of target is presented in Chapter 10, where we try to estimate
the number of authors of a sample. The immediate conclusion is that we can
get a reasonable idea whether a text is written by 100 or 1000 people, but – with
this method – it is harder to distinguish between 1 and 2. This could definitely
have applications for online communities. If a set of opinionated texts, such as
reviews or political forum posts, is supposed to include thousands of authors,
but is actually written by ten people with multiple aliases, this type of method
may be able to spot the di↵erence, or at least alert a site owner to the possibility.
111

Section 11.1 points out another complication in testing author identification:
Something as simple as how the data used for testing is divided has a large
impact on the accuracy. What do we learn from this? First, the fact that
using the alternating division, or a random division, is a bad idea. If we want
the results of classification tests to be realistic – and, for that matter, easy
to compare to other tests – we should use the middle division. This can be
a problem, because many corpora are distributed in scrambled form, with the
sentences in random order, for copyright reasons. Using such a corpus for
testing could give a vast overestimation of the accuracy. Some studies have
considered the two, and decided to use the alt method, reasoning that it gives
a better result. But that is a mistake – if we are testing a method, we should
not be looking for good results, but rather realistic results.
Second, we learn that seemingly insignificant details in the implementation of
a classification algorithm – or the test thereof – can have a big impact on the
results. There are probably other small changes we could make that would
noticeably improve the results; some which would, like in this case, just a↵ect
the test results, and some which would genuinely improve the method.
Third, this verifies what we have already seen in Chapter 7 – that even the
most basic word and syntax features are topic-dependent. The fact that the alt
method gets so much higher accuracy is presumably because adjacent posts are
similar in topic. We see the e↵ect clearly even for only 20 words, so despite any
intuition suggesting the contrary, those words must also be topic-dependent.
All this put together means serious problems for the field of author identification. Even though with the mid method the di↵erent halves do not contain
nearby posts (except for the posts in the middle), they do contain posts from
the same context – in this case, the same forum or blog. If we were to compare
to texts from a completely di↵erent origin, there is no telling how much lower
the accuracy could be.
Then in Section 11.2, we consider one more detail in the implementation of the
system, namely the di↵erent ways in which we could normalise the data. This
normalisation step can seem like an obscure mathematical detail, but it really
has a clear practical interpretation, putting the data in a necessary context.
Knowing that a person uses the word “the” 45 times per thousand words does
not immediately tell us much about them. But if we do the standardisation and
find out that this is one standard deviation above the mean, we have at least
taken a step on the way. For the experiments carried out here, the di↵erences in
standardisation does not seem to have an overwhelming e↵ect on the accuracy;
unlike in the previous section, there is no need to raise the alarm about potential
experimental design flaws, but for any studies using similar methods, it might
be good to keep the issues in mind. Any further experimenting with variations
in the normalisation are left for future work.
Finally, in Chapter 12, we examine ways to use the similarity measure of our
method to get an idea of not only the most likely candidate, but how certain
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the analysis is. Using statistics for the distribution of similarities, we can say
for a given similarity how likely it is to belong to a given category. If we were
to make an application of these methods as public software, this is very likely a
feature many users would like. Getting a real probability does require giving an
a priori probability first, which could be a problem in some cases – the higher
you believe the probability is, the higher the program will tell you it is, which
could very easily lead to confirmation bias. In some cases, we do have a good
estimate of the a priori probability, for example when it comes to gender.
Throughout this thesis, we have now explored many of the di↵erent variables
of classification – di↵erent corpora and how much data we have from them,
di↵erent sets of features and specific numbers of features, how many candidates we have to choose from, entirely di↵erent targets of classification, and
so on. This of course leaves plenty of parameters we have not considered. To
begin with, there are many other features that can be used for classification,
including n-grams, and more complex syntactic patterns. Comparing those and
others to the features we have seen here, to see how they change with the various parameters, is one topic for future work. We looked briefly at combining
di↵erent features, but that too is worth looking into further. One interesting
question is whether adding features of a di↵erent type has the same e↵ect as
adding features of the same type – when the accuracy levels out, is it due to
the increasing quantity of features, or the decreasing quality? And will two
good methods produce an even better method when combined, or do many
of the methods recognise the same underlying traits of the text, making the
combination redundant?
Another thing we have not considered is the e↵ects of the relative sizes of the
two texts being compared. The classifier we used here is completely symmetric
(other than the variant described in Chapter 9), so it is not meaningful to talk
about the training set or the test set being bigger, but it is still a reasonable
question what would happen if they were di↵erent sizes. As for increasing
the total size of the data, that would be very interesting – looking at Figures
5.12 and 5.13, it seems like we could handle enormous numbers of candidates,
so that would certainly be worth trying. Unfortunately it is not possible with
these corpora; although there are plenty more authors, there is not enough data
on the rest of them, and as we have seen, less data than the 9800 words per
author used in the aforementioned figures would cause a big drop in accuracy.
As mentioned in Chapter 4, we have also largely ignored the classifier algorithm.
E↵ective classifiers and their application is a big field of study in itself, and
while we believe the essence of this study applies regardless of classifier, there
is definitely much to be done in that area.
In conclusion, we hope that all this has helped bring a little bit of clarity to the
chaos of classification, that some of the problems of identification have been
identified, and that some of those problems will eventually be solved by novel
approaches yet to come.
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