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Abstract

With the growing of everyday automation the need for better speech
understanding in machines increases. A unsolved problem in speech
processing is the automatic recognition of speech acts. A speech act is
a utterance which fills a function in the communication. This problem
is approached in this thesis by fitting classifiers using machine learning
algorithms.

The algorithms used are Linear Support Vector Classifier, Multinomial
Naive Bayes, Decision Tree, and Perceptron. The N-gram model was
used in combination with a tf-idf to extract features. Utterances are
used out of context for the tests.

None of the algorithms reaches over 30% accuracy but gets more than
twice that as F1 score. The Decision Tree classifier was as expected the
fastest but the SVC had the overall highest scores.
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1 Introduction

As more and more of our everyday life is automated and run by bots or robots, the impor-
tance of natural language communication with machines becomes greater. Natural language
communication mostly occurs between two humans who often share the same language and
culture. When a human ”decodes” the meaning of what another human has said there are
many aspects taken into consideration, e.g. pitch, cadence and choice of words. Addition-
ally body-language is an important part of human-human communication which conveys
much information, either intentionally or unintentionally.

With the introduction of services like Apple’s Siri and Microsoft’s Cortana the possibility
of interfacing with machines through natural language is presented. Such services only
rely on sound which means they ignore body-language, and they rarely take into account
such things as cadence or pitch but instead focuses on the words spoken. When the inter-
action between human and machine is made through speech the machine has to be able to
understand what the human is trying to convey in order to make an intelligent response.

An unsolved problem when analyzing speech is automatic speech act classification of sen-
tences. A speech act is an utterance which fills a function when communicating, such a
function can be a greeting, question, statement, etc. The speech act classification provides
the machine with important information for the interpretation. There are for example sen-
tences which are phrased as questions but does not request any answer, i.e. ”Can you pass
the salt?” which is an Action Directive[1], the desired response is that the receiver passes
the salt instead of answering ”Yes, I am capable of doing that!”. A simplified illustration of
how a machine interprets and responds to speech with respect to the speech act classification
can be seen in Figure 1.

Figure 1: Simple illustration of a machine’s processing of speech.

In this thesis the problem of automating the process of speech act classification is ap-
proached by training classifiers using a number of machine learning algorithms. The al-
gorithms used for this are the Multinomial Naive Bayes, Perceptron, Linear Support Vector
Classifier and Decision tree algorithms. They are tested and their performance is compared
to each other to see how they differ when faced with annotating utterances out of context.
That an utterance is out of context means that the utterance is considered a single unit with
no connections to any other utterances, i.e. the classifiers will have no access to any infor-
mation except for that contained within the utterance being annotated.
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2 Background

One approach to automate speech act classification is to train machine learning algorithms
for the purpose. When training such algorithms there is a need of already classified train-
ing and testing data. For this domain that implies an annotated corpus. A corpus is a
structured collection of texts, the texts can be of different types e.g. transcribed dialogues,
famous speeches, poems, novels etc. The kind of texts of interest for this work is tran-
scribed dialogues. The act of adding speech act classifications to a text is called annotating.
The annotated corpus needed is therefore a collection of transcribed dialogues tagged with
speech acts.

2.1 Previous Work

In Automatic annotation of context and speech acts for dialog corpora[2] the authors im-
plement and test automatic annotation of a previously annotated corpus. Because the corpus
was already partially annotated they could take advantage of that annotation when making
their own, more comprehensive, annotation. The original corpus was from a automated
booking system which had to confirm any given information before counting it as correct.
Since the domain was quite specific they could define a number of ”slots” to hold the desired
information. When a piece of information was given the system stored it in the appropriate
slot and before the conversation was ended the information had to be confirmed to be valid.
E.g. if the user said they wanted to book a hotel for 2 days in London the system made no
bookings before the user confirmed that the dates and location were correct.

Another project by Andreani and others[3] produced a freely available annotated corpus
from human-machine dialog using the automated call system for science conferences. The
system can answer questions about the conference and provide information about, among
other things, workshops. This was done using commercial systems which are not freely
available. The freely available corpus could be used by other projects to train their systems.

Louwerse and Crossley[4] compared the performance of automated speech act classification
to the performance of humans given the same conditions. Both the humans and the machine
tried to identify the speech act of a random utterance out of context. The humans had the op-
portunity to read the coding manual for their speech act scheme and clear up any questions
they had. The humans had in general a slightly lower F1-score than the automated system.
The work shows that the given the same conditions an automated classification would be
preferable since the rate of classification are higher compared to manual classification. The
automated system got an average F1-score of around 52% while the humans got an average
of about 10 percent points lower.

2.2 Annotation

When annotating a dialogue it is first split into utterances which can be evaluated and la-
beled with a speech act according to some speech act scheme. For annotation of dialogues
there exists a number of schemes, one example of a scheme often used is DAMSL, which
stands for for Dialogue Act Markup in Several Layers. The scheme was developed to make
annotated speech easier to exchange between projects and fields of research. Because of the
generality of the scheme it has been chosen as the scheme for this work.
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In Coding Dialogs with the DAMSL Annotation Scheme[1] the authors describes the scheme.
The description of the DAMSL scheme will be summarized below. The scheme allows
multiple labels to be applied to one utterance since a single utterance can perform mul-
tiple actions in a dialogue. The scheme is divided into two types of speech acts: Forward
Communicative Function and Backward Communicative Function, each type is divided into
speech act categories which are further subdivided into the speech acts. The scheme also
has a third group of labels called Utterance Features, these carry additional information
about the utterances.

All speech acts grouped as Backward Communicative Function indicates that the tagged
utterance is a response to a previous utterance. Some examples of such speech acts are
Accept, Accept Part and Reject which are all part of the speech act category Agreement. For
an example of how these speech acts are applied see Figure 2.

C o n t e x t : A: Would you l i k e soup and b r e a d ?

Accept B : Yes p l e a s e !
Accept−P a r t B : I would l i k e t h e soup .
R e j e c t B : No t h a n k you .

Figure 2: Example of annotation with some of the speech acts in the Agreement category

The remaining speech acts are grouped as Forward Communicative Function, these speech
acts affect the future dialogue. An example of speech act category in this group is Influenc-
ing Addressee Future Action, indicating that the speaker tries to influence the listener to do
something. The speech acts in this category are Open Option and two kinds of Directives:
Info Request and Action Directive. An example of these speech acts are presented in Figure
3.

Open−Opt ion A: How a b o u t go ing t o t h e b a r ?

In fo−Reques t A: What t ime i s i t ?
Act ion−D i r e c t i v e A: P l e a s e t a k e t h a t awfu l j a r w i th you .

Figure 3: Example of annotation with the speech acts in the Influencing Addressee Future
Action category

The Utterance Features carries some extra information aside from the speech acts them-
selves, e.g. if the utterance was abandoned by the speaker. The information carried by the
labels in this category cannot be left out since the information they carry decreases the num-
ber of needed speech acts, i.e. the combination of the speech acts and the utterance features
is of importance. The labels which most frequently are used from this group are those in the
category Information Level which indicates what the utterance is addressing, e.g. the labels
Task Management and Communication Management indicates what the utterance is trying
to address.

For the full description of all speech acts see the DAMSL annotation manual1.

1Downloadable as a PDF ftp://ftp.cs.rochester.edu/pub/packages/dialog-annotation/
manual.ps.gz and available online https://www.cs.rochester.edu/research/speech/damsl/
RevisedManual/RevisedManual.html
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2.3 Feature Extraction

For an effective annotation of sentences some kind of features should to be used. These
features are information extracted from the utterances and later used by the classifiers to
map them to speech acts. These features are deciding what it is the classifier should be
looking at in a utterance. A simple approach to this is to use the N-gram model.

The N-gram model is a model often used in language modeling and analysis[5][6][7]. It
generates a set of sub-strings which consists of N consecutive words from the text. Then
the number of times each sub-string occurs in the text is counted. If N=1, sometimes called
bag of words, the model can be described as simply counting how many times each word
occurs in the text. For N=2 the sentence ”We are going home” would generate the sub-
strings (”We are”, ”are going”, ”going home”) and then the occurrence of each sub-string
would be counted in the same manner as with the single words. [8]

For this work the bag of words feature extraction was chosen, i.e. N-gram with N=1.

3 Method

The main focus of this work are the NB algorithm and the Linear SVC algorithm since
they are frequently used for these kinds of problems. Two other algorithms, Perceptron and
Decision Tree, are also tested because they have characteristics interesting in the context,
see Section 3.2.

3.1 Metrics

There are a few metrics which can be used when measuring the performance of a classifier.
Precision and recall are used to measure the performance of a classifier per label, i.e. the
value is calculated for each label. Precision is given by Equation 1 where f p is the number
of false positives and t p is the number of true positives. This gives how often a positive
guess for a certain label is true. Recall is given by Equation 2 where f n is false negative.
Recall essentially gives how many of the label it finds. For a visualization of all the possible
guesses see Figure 4. Recall and precision can then be used to calculate the F1-score by
Equation 3. The F1-score is a sort of aggregate of the other two scores which can be said to
be a form of accuracy measure for the classifier.

P =
t p

t p+ f p
(1)

R =
t p

t p+ f n
(2)

F1 = 2 · P ·R
P+R

(3)

A =
c
G

(4)

It is also desirable to measure the performance for an entire guess instead of per label. For
this purpose the metric accuracy will be used. Accuracy is given by Equation 4 where G
is the total number of guesses and c is the number of guesses that has the correct value for
every label. If a single label in the guess has the wrong value the guess is counted as wrong.
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Figure 4: Venn diagram for visualization of possible outcomes.

3.2 Machine Learning Algorithms

The algorithms tested in this thesis are Multinomial Naive Bayes (NB)[9], Perceptron[10][11],
Linear Support Vector Classifier (SVC)[12] and Decision Tree[13]. The implementations
of these algorithms used for this work can be found in the python library scikit-learn[14].
The Perceptron and Decision Tree is shortly described below to explain why they are being
included in the comparison.

The Perceptron algorithm is, similar to SVC, a linear classifier which maps the input to a
high-dimensional space and tries to find a hyperplane which divides the input into the two
groups defined by the binary classification attached to the input. The performance of the
Perceptron algorithm is of interest because it is similar to the SVC but simpler.

The Decision Tree algorithm builds up a decision tree during its fitting where its leafs con-
tains the labels. When training a Decision Tree it recursively splits the data set by perform-
ing an exhaustive search for the best split. The classification is then done by traversing the
tree until a leaf is reached which contains a label. This algorithms performance is of interest
because of the nature of traversing trees.

It is only the Decision Tree algorithm’s implementation which support multi-label classi-
fication. For that reason the other three are tested by applying them to the classification
problem with the One vs Rest approach (see Section 3.4).

3.3 Data Format

When using the scikit library to make multi-label classifications, i.e. classify something
with multiple labels, the format of the labels must be binary arrays. The labels for each
annotated utterance must therefore be converted into an array of binary values, the arrays
length is that of the total number of labels. Each position in the array therefore represents
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a label and a boolean value denotes if the label is set or not. In the DAMSL scheme there
exists mutually exclusive labels, e.g. Accept and Accept Part could not apply to the same ut-
terance since they contradict each other. But since the labels are represented by independent
binary values a classifier could set both labels for the same utterance.

3.4 One vs Rest

The One vs Rest approach is used to enable classifiers to make multi-label classification,
although they originally do not support this. This is done by fitting one classifier for each
label, each of the classifiers uses the same algorithm. The fitting process is illustrated in
Figure 5. Here the array containing the labels is split up and distributed to each of the
classifiers to use for the fitting. The process of classifying is depicted in Figure 6 where
the input data is fed to the classifiers which each makes an independent guess for its own
label weather it applies or not. The result from the individual classifiers is then merged to a
complete guess.

Figure 5: The training of a algorithm using the OvR approach.

Figure 6: Classification using a algortihm within the OvR approach.

For the rest of this thesis the OvR ”wrapper” depicted in the figures will be considered one
classifier since it can be viewed as such.
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3.5 The Tests

The corpora used is the Monroe corpus, specifically the parts which where annotated2.
The corpora was annotated using the software dat3. The process of creating this corpus is
described by Amanda J Stent[15]. Annotations done in the dat software are saved in SGML
format. The annotated dialogues had to be parsed and converted into a format usable by
the scikit library. As discussed in Section 3.2 the binary format of the labels could cause
the classifiers to make a contradictory classification. This problem was presumed minor
because in the training data that cannot occur.

Because the data set is generated from dialogues where the participants try to solve tasks,
this means that the number of occurrences are unevenly distributed among the speech acts.
Another result of the way the corpora is made is that some words, e.g. words related to
the task, are much more frequent than in other dialogues. To minimize the risk of this
causing problems the frequency count will be passed through a tf-idf transformer. A tf-idf
transformer transforms the frequency count for each word gained by the N-gram model into
values which are weighted against the total number of occurrences of that word in the used
corpora. This means that a word which ha a high frequency for the whole corpora is given
less weight for the current sentence, on the other hand it is considered more significant if
the total frequency is low[9].

When training and testing the classifiers the data is passed though a pipeline, illustrated in
Figure 7, consisting of three parts where the classifier is the last part. The first part is a
vectorizer which turns the sentences into vectors using bag of words, see section 2.3. The
middle part of the pipeline is a tf-idf transformer. With the pre-processing done by the first
two parts of the pipeline the data is then put into the classifier.

Figure 7: Parts of classification pipeline

Because of the way dat saves the annotations the SGML files contains unnecessary labels.
If a label is left unspecified in dat that label will not be present in the file when saved. But
for some speech acts dat offers the option to set it as either ”Yes” or ”No” even though
the same information is carried by the absence of the ”Yes” label as the presence of the
”No” label. E.g. the absence of ”Info-Request=Yes” gives the same information as the
presence of ”Info-Request=No”. In an effort to see if the presence of these extra labels
impacts performance of the classifiers the tests are run twice. Once with the full set of
labels generated by dat and once with the labels filtered to remove the redundant labels.

The training set consists of two thirds of the available utterances while the remaining third
is used as the test set. To minimize the effect of how the utterances are distributed between
the two sets the test is performed 1000 times. For each run of the test the utterances are
randomly distributed into the two sets.

2Can be found here: http://www.cs.rochester.edu/research/cisd/resources/monroe/annote.
html

3Dat can be downloaded here: ftp://ftp.cs.rochester.edu/pub/packages/dialog-annotation/
dat.tar.gz
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3.6 Expected Results

Because of the differences between the algorithms they should differ in performance, they
should also differ in the time needed to fit them and for them to make their classifications.

When comparing the Perceptron to the Linear SVC the expected difference is that the Per-
ceptron algorithm should have lower scores in the metrics since it is a simpler algorithm.
Because of this the Perceptron should also be faster to fit and to make its classifications.

Because of the exhaustive search performed by the Decision Tree algorithm during its fit-
ting it should be expected to be more time consuming during fitting than the other three.
However, the Decision Tree should consume less time when classifying compared to the
others because of the low time complexity of traversing trees.

4 Results

The results from the tests are presented in tables 1 and 2. The highest value for each metric
is highlighted for easier overview. As can be seen in Tables 1 and 2 the Linear SVC has the
highest score in all metrics. It can also be noted that all scores are higher with the filtered
labels. The scores of precision, recall and F1 are 5±1% higher with the filtered labels for
all algorithms.

When including the time for fitting (training) the classifiers and the classification into the
consideration we can see that the Linear SVC takes a little more than two times the time to
train compared to the fastest (Multinomial NB). Most of the classifiers takes about the same
time to make its classifications, it is only the NB and random forest which are considerably
slower. The fastest to make its classifications is the Decision Tree.

Table 1 Average from 1000 runs with unfiltered labels. The highlighted values are the best
for that metric.

Algorithm Acc. Prec. Recall F1 Fit time Class. time
MultinomialNB 0.219 0.530 0.492 0.510 0.0724 0.0148
Perceptron 0.131 0.557 0.557 0.557 0.0788 0.0086
LinearSVC 0.279 0.647 0.570 0.606 0.1703 0.0084
DecisionTree 0.254 0.568 0.568 0.568 0.4083 0.0067

Table 2 Average from 1000 runs with filtered labels. TThe highlighted values are the best
for that metric.

Algorithm Acc. Prec. Recall F1 Fit time Class. time
MultinomialNB 0.231 0.555 0.516 0.534 0.0533 0.0119
Perceptron 0.150 0.580 0.581 0.581 0.0583 0.0075
LinearSVC 0.296 0.677 0.597 0.634 0.1275 0.0074
DecisionTree 0.276 0.594 0.593 0.593 0.2794 0.0063
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5 Discussion

The result presented in the previous section clearly indicates that if the primary concern is
the performance of the classifier, the Linear SVC is the best choice under the conditions of
the test. The time consumed to perform the fitting of the SVC was more twice that of the
Perceptron and NB algorithms, that should however not be of great concern. The process
of fitting a classifier can usually be assumed to be performed before the classifier is put into
use, therefore the time it takes to fit a classifier should not have a big impact on the decision
of which algorithm to choose. The SVC was not the fastest to make its classifications, but
since there is only a 17.5% difference the fact that it has the highest score on all metrics is
of greater importance unless the application of the classifier is very time critical.

When compared to the SVC the Perceptron was expected to be less time consuming but
also have a lower performance. All the performance scores were lower than that of SVC
as expected, it also was less time consuming to fit by slightly more than a factor of two
compared to the SVC. The tests indicates that the classification time of the Perceptron and
SVC is almost exactly the same, the Perceptron took 1.4% longer time. Assuming that the
time it takes to fit a classifier is of little importance there is no benefit of the Perceptron
compared to the SVC. The Perceptron did perform better than the NB in precision and
recall, and had a significantly lower training time, but the accuracy was only about two
thirds that of the NB. Depending on the circumstances the Perceptron could be a preferable
choice to the Multinomial NB.

As expected the Decision Tree was the fastest algorithm for classification but also the slow-
est to fit. The Decision Tree has the second highest scores in all the metrics which makes it
a possible candidate for situations where the classification is time critical.

Considering that even the slowest classifier completes its classification of about a thousand
utterances in 15 milliseconds, it can be argued that the differences between the classifiers
should not cause any problem. Because if these classifiers should be used in a setting where
it should make live classifications the time is not very noticeable to a human.

The removal of the redundant labels gave an increase in the performance score for all clas-
sifiers. This is not surprising since the scores are averages of all labels and most of the
removed labels were inconsistently used, which should give those labels low scores which
lowers the averages. The filtering of the labels also reduced the time consumed for both
fitting and classification by all classifiers. It is a reasonable conclusion that when storing
annotation you should avoid redundancy in the format to maximize the efficiency of learning
algorithms.

None of the algorithms got over 30% accuracy, although this is considerably higher than if
the guess was a complete random guess (which would give a accuracy of 1

235 ) it does not
make them suited for producing reliable annotations under the tested circumstances. You
would not want to produce a corpus which were only 30% correctly annotated. A better
choice of feature extraction might produce a better result without providing the system with
any more information.

If comparing the F1-score of these algorithms to those from [4] you can see that these algo-
rithms got about the same or higher scores. This might imply that in order to produce clas-
sifiers with scores approaching those of human annotaters they should probably be provided
with at least some of the extra information given to human annotaters. Such information
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includes but might not be limited to: audio of the actual utterance and knowledge of what
has been said earlier in the dialogue.

5.1 Ethical Implications

With the research advancing in this field the social machines in our society gets better and
better at communicating with humans. Eventually we could reach a point where such a
social machine would be hard to distinguish from a human during a conversation. Long
before this point is reached the question if a human has the legal and/or ethical right to know
what one is talking to should be discussed and settled. As with other similar questions it
would be preferable to have the world reach a agreed upon set of rules for situations such
as these.

6 Future work

The author’s suggestions for future work within the area will be presented in this section.

In this work the differences of the three groups of labels, Forward and Backward Commu-
nicative Functions and Utterance Features, were not investigated. This might be interest-
ing in order to see how well the classifiers manage the different categories. If done with
utterances with context the scores of the Backwards Communicative Functions could be
expected to rise more than those of the Forward Communicative Functions since they are
more dependent on previous statements.

Some research to test the classifiers with input which has a context should probably be per-
formed, i.e. the current information state which has been established so far in the dialogue
should be known to the classifier. This information state is changed throughout a dialogue
and so will be different for each utterance. The results of such tests should be compared to
classifiers which does not take the information state into account.

There should also be further research into how the pitch and cadence of the utterances
affects the meaning of them. This is potentially a very hard problem since such things could
partially change between areas, cultures and languages. There are also differences between
individuals that can affect these variables. To fit a classifier to one person would probably
be a good starting point for such research.
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