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Preface

The Umeå Student Conference in Computing Science (USCCS) is organized
annually as part of a course given by the Computing Science department at
Umeå University. The objective of the course is to give the students a practical
introduction to independent research, scientific writing, and oral presentation.
A student who participates in the course first selects a topic and a research
question that he or she is interested in. If the topic is accepted, the student
outlines a paper and composes an annotated bibliography to give a survey of the
research topic. The main work consists of conducting the actual research that
answers the question asked, and convincingly and clearly reporting the results
in a scientific paper. Another major part of the course is multiple internal peer
review meetings in which groups of students read each others’ papers and give
feedback to the author. This process gives valuable training in both giving and
receiving criticism in a constructive manner. Altogether, the students learn to
formulate and develop their own ideas in a scientific manner, in a process involving internal peer reviewing of each other’s work, and incremental development
and refinement of a scientific paper.
Each scientific paper is submitted to USCCS through an on-line submission
system, and receives reviews written by members of the Computing Science
department. Based on the review, the editors of the conference proceedings (the
teachers of the course) issue a decision of preliminary acceptance of the paper
to each author. If, after final revision, a paper is accepted, the student is given
the opportunity to present the work at the conference. The review process and
the conference format aims at mimicking realistic settings for publishing and
participation at scientific conferences.
USCCS is the highlight of the course, and this year the conference received
eleven submissions (out of a possible eighteen), which were carefully reviewed
by the reviewers listed on the following page.
We are very grateful to the reviewers who did an excellent job despite the
very tight time frame and busy schedule. As a result of the reviewing process,
eight submissions were accepted for presentation at the conference. We would
like to thank and congratulate all authors for their hard work and excellent final
results that are presented during the conference.
We wish all participants of USCCS interesting exchange of ideas and stimulating discussions during the conference.
Umeå, 7 January 2018

Suna Bensch
Thomas Hellström
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Comparison of Search Heuristics for Pylos
Adam Kavanagh Coyne
Department of Computing Science
Umeå University, Sweden
mrc16ake@cs.umu.se

Abstract. Just as board games have great cultural importance for humanity, so does the creation of board game-playing artificial agents, notably chess, for the field of artificial intelligence. This paper aims towards
the creation of an agent for the board game Pylos using a MiniMax adversarial search - in particular by comparing heuristic rule sets to be
applied in such a search. Having access to engineered and tested rule
sets would allow for a competent Pylos-playing agent with minimal innovation and zero algorithm training. It is shown that the most effective
of the tested rule sets is applying score equal to the difference of player
pieces to opponent pieces, and that applying score equal to the average height of player pieces minus that of the opponent is not a valid
heuristic. A simple combination of both of these rule sets is additionally
shown to be invalid compared to the former rule set alone, however a
weighted combination of rule sets with more calibrated weights could
potentially yield an agent which is more capable than all three of the
tested heuristics.

1

Introduction

Board games have been a part of human culture for more than 5 millennia, in
nearly every society [4, 12, 13]. Chess, possibly the most well-known board game
through history, is an example of an adversarial turn-taking board game between
two players. In the earlier days of artificial intelligence, creating a competent
chess-playing agent was recognized as a milestone for humanity in the field [6,
11, 15]. In this paper, the board game Pylos and its potential heuristics will be
studied and evaluated (heuristics being rules to be applied by an agent at a given
point in the game to calculate the best move).
The game Pylos is played on a square 4 x 4 grid of spaces, and with 30
colored spheres, 15 black and 15 white (figure 1). The aim is to stack the spheres
into a pyramid, and the player that places the final sphere on top is the winner.
This is equivalent to saying that the first player that uses up all their spheres
loses. Players take turns either placing a sphere in the grid, or promoting (figure
2) one of their spheres that are in play to a higher level. A sphere can only
be placed on top of others once there are 4 spheres supporting it beneath. If a
player places the final sphere to complete a 4-sphere square of their own color,
or a row covering the entire playable length on the first or second level (rows of
S. Bensch, T. Hellström (Eds.): Umeå’s 22nd Student Conference in Computing Science USCCS 2018,
pp. 1–10, January 2018.
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Fig. 1. Photo of Pylos mid-game1 .

four or three respectively), they can retake one or two of their spheres that are
already in play, to play later (as long as they can be taken without disturbing
other spheres). This shall be referred to as reclaiming (figure 3).
Turn-by-turn board games such as this one go through a series of game states
before the game is over. A state is a snapshot of the game board just before
someone begins their turn. Some games cannot return to a previously visited
state (such as Reversi or Connect 4), however Pylos (like chess) can, because of
the possible retaking of spheres described above.
A crucial part of game-playing agents is the heuristic rule set, allowing them
to determine if a given game state is "good" or "bad" for the agent - this takes
the form of a score. For example, if in a state of a game of chess the black
player has twelve remaining pieces and the white player only two, then the game
state will have a low score for the white player, and high score for the black. A
strong heuristic is pivotal to the choice of what move to make; if the heuristic is
weak and gives a poor game state a high score, an agent using the heuristic will
attempt to reach this state, thus jeopardizing its game.
Contrast heuristic with search algorithm: an adversarial search algorithm
will search game outcomes in an attempt to ensure a win. An exhaustive search
can guarantee a win, however it is not always computationally viable, resulting
in long computation times. A solution to this issue is to search only a certain
amount of moves ahead, and then to evaluate the situation of the game - to
judge how beneficial a sequence of moves will be. This evaluation is performed
by the heuristic.
This brings us to the goal of this paper, which is to answer the following
research question:
1

Matej Batha, Pylos, 2007 (Own work) [CC BY-SA 2.5 (https://creativecommons.
org/licenses/by-sa/2.5)],viaWikimediaCommonsaccessedOctober222017,
commons.wikimedia.org/wiki/File:Pylos\textunderscore2.jpg
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Fig. 2. Example of promoting a sphere: here black promotes a sphere to a higher level
instead of playing a new one. Note that a sphere can only be promoted if it is not
supporting other spheres.

Fig. 3. Example of reclaiming spheres: here white places a sphere to complete a full
row on the 1st level, and can therefore remove two white spheres of choice.
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Out of three chosen heuristic rule sets, what is the strongest for a Pylosplaying agent using a MiniMax algorithm?

1.1

Previous work

MiniMax algorithms are common in game theory [2, 3, 9], and are the topic of
focus of many "folk theorems"2 in the field [9] (outside the scope of this paper).
MiniMax search trees are standard in adversarial AI [5, 10, 14]. They considers
that, for one of two players, player loss will be maximized by the opponent, and
therefore that the player should on their turn minimize loss.
Previous work specifically on solving Pylos is limited; Aichholzer et al. [1]
used a 30gb database of all possible moves to calculate the strongest following
action; which can be seen as a brute force approach. Fort et al. [7] succeeded
in solving Pylos using machine learning - by creating a support vector machine.
To do so, they established several simple heuristics using MiniMax searches, and
trained their agent against them.

1.2

Preliminary analysis

Solving turn-by-turn games will involve creating a search tree of game states [3,
14], where each node is a state, and each branch is the result of a game move.
Because of the aforementioned possibility of returning to a previous game state,
if we perform a tree search of possible game outcomes, a node in the tree can
be identical to a previous node, resulting in an infinite tree size. It may be advantageous for an agent to return to a previously visited state in an attempt to
divert the course of the game, however (as in chess) two successive identical loops
of actions result in a draw. To avoid this, the algorithm will never return to a
previously visited state: a list of previously visited game states will be recorded
as the game progresses. It should be noted that a state may be visited with an
identical configuration of spheres to a previous game state, as long as the next
player to play is the opposite as in the previous state.
A basic way to find initial heuristic rule sets is to base them off human
strategies. In [7] a single, simple rule set is adapted - for a given game state, it
evaluates player score as:
#opponentspheres − #playerspheres
More heuristics can be elaborated upon such as strategic placement of spheres
or sphere level[4].
From a single state in a game of Pylos, a player can place a new sphere,
promote and/or reclaim spheres, or perform combinations of these actions if
2

Folk theorems in game theory and broader mathematics refer to theorems that were
commonly known amongst specialists in the field, but that remained unpublished
during this time [8].
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permitted by the rules. Because of this, as mentioned in [7] there can be many
possible moves from one game state. This is referred to as the branching factor
for the search tree, Pylos will be shown to have an average branching factor of
51.7 3 (compare chess with a branching factor of 35 on average [7]). Therefore
the depth of the search executed will be limited by computing power, and can
only look a few moves ahead in the game without long delays for processing.
1.3

Chosen approach

Two factors are taken into account in the elaboration of heuristics: sphere count
as mentioned in 1.2 and sphere level, the average height of player spheres minus the average height of opponent spheres. As well as these two component
heuristics, a third hybrid heuristic can be created from them. Along with a random agent as a control agent, these three rulesets will be played against one
another using a MiniMax search algorithm with Alpha-Beta pruning, then classified based on final score. The inclusion of a random agent will act as a baseline
for the heuristics’ scores, and will show if an heuristic is ineffective if it loses
against the random agent.

2

Preliminary work

Different rule sets will be established based on recommendations from [7], then
played against one another to evaluate score for each. For this we will need to
implement a MiniMax search algorithm suited for the task.
2.1

Alpha-Beta MiniMax search review

A MiniMax search with Alpha-Beta pruning can be used, attempting to compute
all possible game states. The pseudocode of this algorithm is as follows [14]:
f u n c t i o n a l p h a ( node , depth , alpha , beta , m a x i m i z i n g P l a y e r )
i f depth = 0 o r node i s a t e r m i n a l node
r e t u r n t h e h e u r i s t i c v a l u e o f node
i f maximizingPlayer
v := −INFINITY
f o r each c h i l d o f node
v := max( v , a l p h a b e t a ( c h i l d ,
depth − 1 ,
alpha , beta ,
FALSE) )
a l p h a := max( alpha , v )
3

This value was recorded in this paper - refer to part 3.2 for details
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i f b e t a <= a l p h a
break ( ∗ b e t a cut−o f f ∗ )
return v
else

v := +INFINITY
f o r each c h i l d o f node
v := min ( v , minimax ( c h i l d ,
depth − 1 ,
alpha , beta ,
TRUE) )
b e t a := min ( beta , v )
i f b e t a <= a l p h a
break ( ∗ a l p h a cut−o f f ∗ )
return bestValue

Previously visited states in the search must be recorded, so as to avoid entry into
infinite loops. A deeper search results in longer computation time, so depending
on the time delays between turns, search depth can be adjusted.
2.2

Heuristic rule sets

Two initial rule sets are established:
– Sphere count: this rule set is one of the simplest to implement and consists
of:
#opponent spheres − #player spheres
It is arguably the most important heuristic as winning requires the player
to have fewer spheres in play than the opponent.
– Sphere level: the level at which each sphere is placed determines this rule
set; for the spheres of a given player, the player’s score is:
P
sphere level

spheres

#spheres

This heuristic is established from the winning condition for the game, being
when the final sphere is placed on the very top. The average level is naturally
higher when more spheres are in play, so it can be assumed this heuristic
will overall encourage the placement of spheres rather than the conservation
of them, making for an "aggressive" play style.

– Hybrid: this rule set is a simple combination of the previous two. Unlike
Sphere level, Sphere count indicates when the player is winning (having less
spheres in play); when the player is losing cautious play is preferable, so
Sphere count should be the only criterion. However, when a win is more
likely for the player, added influence from Sphere level may encourage risktaking: the acquisition of stronger positions on higher levels.
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(
(Sphere count) + (Sphere level), (Sphere count) ≥ 0
(Sphere count),
(Sphere count) < 0
It should be noted that when establishing combined heuristics such as this,
weights for each component must be chosen arbitrarily. Here, each component is given equal weight; considering that (Sphere count) ∈ (−15, +15)
and (Sphere level) ∈ [1, 3), the latter will have a smaller impact on the final
result. This could be adjusted with different weights.

3

Methodology

The game is implemented in Java with a command line interface, taking advantage of the object-oriented nature of the language to easily program the recursive
search.
The three heuristics above will be implemented with MiniMax, along with a
random agent, to produce four Pylos-playing agents. Each agent will be played
against each other including itself. Considering that each agent can play as either
black or white (determining which player moves first) this will result in sixteen
permutations.
The random agent will be played against each agent 100 times. For the four
permutations of the other three agents, all games are deterministic, therefore
successive games produce the same results and only need to play a single game.
The stochastic element is only introduced by random agent choices.
The final chosen search depth is 4, which allows for a maximum of approximately 3 seconds of processing time between turns; experiments with a depth of
5 made for approximately 30 seconds between turns.

3.1

Evaluation

To classify results, different heuristics need evaluation parameters. A strong candidate would express not only if an heuristic wins against another, but also by
how much the opponent was beat. It is found that the win ratio is a simple but
meaningful attribute for each competing pair of heuristics, despite only fulfilling
the former condition.

4

Results

Results of competitions (table 1) are organized as “black” and “white”, “white”
being the heuristic agent that plays first. Values shown are frequency of the
white player winning over all simulated games.
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White
Random Sphere Count Sphere Level Hybrid
Black
Random
44%
99%
49%
93%
Sphere Count
0%
0%
0%
0%
Sphere Level
29%
100%
100%
100%
Hybrid
1%
0%
0%
0%
Table 1. Win ratios of white after 100 successive games between heuristic pairs

5

Discussion

5.1

Rule sets

The Sphere count heuristic is superior to Sphere level in terms of win ratio;
it wins in 98.3% of games whereas the second heuristic wins in only 29.5%.
Compare the random agent’s overall win rate of 22.25% and Sphere level seems
strongly subpar compared to Sphere count.
This difference may stem from the fact that, although Sphere level is created
based on Pylos strategy, it is less inclusive of the winning condition of the game
than Sphere count.
The Hybrid heuristic performed overall less well than Sphere count, although
by a smaller margin than the performance of Sphere level. It rarely loses to the
random agent and is therefore a valid heuristic, however it is not as efficient as
Sphere count. It does not win when playing against Sphere count as white (the
starting player), however it does win when playing as black. This may indicate
that Hybrid has some merit as an heuristic, but it is more likely because of the
apparent innate advantage to playing as black4 .
5.2

Branching factor

Branching factor was recorded at each turn for every game played. The overall average branching factor was found to be 51.7, meaning that (according to
this data set) a given game state in Pylos would have on average 51.7 possible
subsequent moves.
5.3

Advantage to playing as black

The results show an advantage to playing as black, thereby allowing the opponent
to make the first move. The Sphere count agent shows mixed results playing as
white, losing to itself and to Hybrid, however it beats every other agent when
playing as black. The same goes for Hybrid. This is in stark contrast to the initial
move in chess, in which the first move is considered advantageous [15].
4

See part 5.3
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Problems encountered: Evaluation attribute

An attempt was made to classify results based on sphere count score at the
end of the game. If a game ends because of one player running out of spheres,
the sphere count at the end of the game was thought to be a good potential
evaluation parameter - a positive number for the current player’s remaining
spheres and negative for the opponent’s. It would, in theory, express by how
much one agent beat another. However it became clear after reviewing data
that, with a game such as Pylos that can be finished in less than 40 moves, the
remaining sphere count can vary drastically, and with occasional losses shifting
this average towards negative values the attribute was not meaningful in practice.
Therefore the parameter chosen for evaluation was a simple but meaningful win
ratio.

6

Conclusion

This paper documented the process of creating, implementing and testing heuristics for Pylos against each other. That Sphere count is the most effective heuristic
of the studied three could be because this rule set stems from the winning condition of the game; to have more spheres left while one’s opponent has none.
This is in line with the loosely explained decision of Fort et al. [7] for their
Pylos playing algorithms. Where this research paper chose to focus on heuristics,
they chose to use an heuristic empirically and allow the machine-learning aspect
of their algorithms to produce a satisfactory Pylos-playing agent.
The next step in improving on this work would be to optimize the search algorithm to reduce computation time and allow for deeper searches. Along similar
lines, different heuristic rule sets could have different impacts and efficiencies on
the game based on what depth they search, which could be explored. Another
potential research topic would be to improve the tuning of the hybrid rule set to
produce a more valid heuristic, aiming to outperform the other two. Conversely,
one could introduce new rules entirely based on advanced knowledge of Pylos
strategy, as other individual or hybrid heuristics.
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Fingerprint scanner to unlock smartphones,
improvement or hassle?
Katarina Hägglund
Department of Computing Science
Umeå University, Sweden
oi13khd@cs.umu.se

Abstract. This paper investigates how good the interaction is between
people and the fingerprint scanners on their smartphones, in what kind
of contexts problems occur and the reasons behind the problems. To
examine if the scanner is an improvement or a hassle, a user study was
conducted that spanned over 5 weekdays and had 11 participants. After
the study an interview was held with each of the participants. The results
showed that 8/11 participants experienced interaction problems during
the study. The most common contexts were after washing, movements
outside and eating and the most common reasons were wet or moist
fingers and no match for the partial fingerprint. 3/11 participants think
that the interaction with the scanner is a hassle, while the rest accepts
the problems or do not have any problems at all. Based on the results,
we propose that fingerprint scanners on smartphones should not accept
more than three tries and there should be a limit of how incomplete the
fingerprint can be before one more chance to press is accepted.

1

Introduction

In 1893, the Home Ministry Office (UK) accepted that peoples’ fingerprints were
unique, and soon after this discovery the law enforcement started to use it to
solve crimes [4]. This knowledge of uniqueness was in 2007 introduced for the
first time on phones, with the fingerprint scanner on the Toshiba G900 [6], but
the technology did not have its breakthrough until a few years ago when the
biggest smartphone manufacturers launched the fingerprint scanner as a feature
on their flag ship models. After that the fingerprint scanners on smartphones
has exploded. In 2016 38% of the Swedish population owned a smartphone with
fingerprint scanner and the majority also used it [5].
The smartphone itself has become something that we carry around all the
time and it is being used in many different situations, environments and contexts.
Our fingerprint can be affected by many different factors including dirt, humidity,
orientation, pattern location and more [1]. This means that the smartphone
should be able to adapt to those situations and contexts. Some smartphone
S. Bensch, T. Hellström (Eds.): Umeå’s 22nd Student Conference in Computing Science USCCS 2018,
pp. 11–22, January 2018.
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manufacturers have started to use adaptable intelligence12 (i.e. that the phone
adapts to some information from its user) to help with this.
The fingerprint scanners have different shapes and sizes depending on the
model, which affect performance [3]. The small sizes of the fingerprint scanners
also affect the security, because of the use of multiple partial fingerprints [2].
The security could possibly be improved by using multiple unlocking methods
at the same time, however this might make unlocking the phone more impractical
depending on the methods combined.
Even when the fingerprint scanner is active it is not the only way to unlock
the phone. When it fails or the user chooses to skip it, one of the earlier methods;
password, numeric password (PIN) or graphical patterns can be used to unlock
the phone.
It is predicted that all smartphones will use some kind of biometrics by the
year 20203 . If the fingerprint scanner is to be the prevailing technology it has
to work well in moments of interaction. The fingerprint scanner technology has
now been around for some time and has been improved since the first models
launched, but how good is the interaction? Is the fingerprint scanner on smartphones an improvement or is it a hassle (i.e. something considered problematic
and annoying)? If it is a hassle, in what kind of context do the problems occur and how can the experience be improved? To answer these questions a user
study was conducted which spanned over 5 weekdays. The participants of the
study reported every time they experienced an interaction problem with the fingerprint scanner during these days, in their everyday life. Guidelines to improve
the interaction and the user experience are proposed at the end of this paper.

2

Methodology

To examine if the fingerprint scanner is a hassle or a good substitute/complement
to the numeric or graphical lock screen password, a user study was conducted.
After the study a small interview was held to examine the study itself, to get
qualitative data and to see if the results showed something else in the participants’ behavior.
2.1

Participants

The participants for the user study were found through an advertisement on
Facebook, where they could voluntarily sign up for the study. The only requirement for participation was that they had to have a smartphone where they could
1

2
3

https://www.sonymobile.com/global-en/products/phones/xperia-xz-premium/
intelligence/,SonyXperiaXZPremiumwithadaptableintelligence,
accessed
2017-10-09
http://www.samsung.com/se/smartphones/galaxy-s8/intelligence/, Samsung
Galaxy S8 intelligence, adapts to how the phone is used, accessed 2017-10-09
https://www.statista.com/chart/11122/the-future-of-mobile-biometrics/,
Statistics of the future of biometrics in smartphones from Statista.com, accessed
2017-09-20
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use the fingerprint scanner to unlock their smartphone. 11 participants volunteered and gave a heterogeneous group with various usage per day, smartphone
models, placements and sizes of the scanner4 . Table 1 illustrates the information
about the participants in this study.
Age

19 - 58 (mean = 32,27)

Gender

7 women
4 men

Phones
(fingerprint scanner
dimensions & area)

1
2
3
5

Operating System (OS)

6 Android
5 iOS

Scanner placement

8 front bottom, in the middle
3 on the side, in the middle

Hour per day usage
(Monday-Friday)

3 participants use their phone 1-2h per day
6 participants use their phone 3-4h per day
2 participants use their phone 5-6h per day

Huawei (17x5mm = 85mm2 )
Samsung (16x6mm = 96mm2 )
Sony (14x4mm = 56mm2 )
iPhone (ø10.9mm = 93.3mm2 )

Table 1. Information about the participants in the study

2.2

User study

The participants voluntarily entered a user study that spanned over 5 weekdays,
Monday to Friday. Every time they felt that the fingerprint scanner did not work
as expected in their everyday life, they either reported it directly through the
chat application Facebook Messenger, or they could take notes and report once
a day. It was up to the participant how they wanted to report.
Before the study started all the participants got access to a document that
contained all the information needed before and during the study.
The reports they were to give were short and contained: when the problem
occurred, the issue or how many times they tried to unlock the phone before it
worked (or they gave up), the context they were in, and if they had an idea of
why it did not work.
The data from the reports were compiled in a pivot table, to make it easy to
extract different types of tables and diagrams with a lot of different parameters.
4

https://developer.apple.com/accessories/Accessory-Design-Guidelines.
pdf, iPhone home button measurements, page 95-100, accessed 2017-09-29. The
other models’ fingerprint scanners were measured by the author of this paper
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Interviews

To be able to get more information about the participants’ views of the interactions with the fingerprint scanner, a small interview was held with each of the
participants after the study.
The interview contained the following questions: how they felt about the
study, if they consider the fingerprint scanner to work better than the numeric
or graphical pattern password, if they normally experience problems with the
fingerprint scanner, if they did something consciously to avoid problems, if any
reports were missed, if anything changed in their behavior during the study and
which finger they used.
The data collected from the interviews were compiled to get qualitative data
and to see if there were any other reasons for the results of the study.

3

Results

The results from the user study and the interviews are presented in tables and
diagrams.
3.1

User study

The reports from the participants in the study were compiled in a pivot table,
from where multiple tables were made and are presented by different diagrams.
The participants were coded with numbers 1-11. The numbers 6, 7 and 10 do
not occur in any diagrams because they did not experience any problems during
the user study, thus the following text excludes participants 6, 7 and 10.
Figure 1 show the total number of situations when the participant experienced interaction problems with the fingerprint scanner and which phone they
used, and is categorized by daily usage. Two participants, 4 and 8, used their
phone 1-2h per day. 4 had a total of three problems and 8 had twelve problems.
Participants 1, 5, 9 and 11 used their phone 3-4h per day. Participant 1 had the
most problems of all with thirty-three problems, participant 5 had nine problems, 9 had five problems and 11 had seventeen problems. Participants 2 and 3
used their phone 5-6h per day. 2 had only one problem during the study while
3 had six problems. Participants 4, 1 and 11 used a Sony smartphone, participants 8, 5 and 3 used an iPhone, participant 9 used a Samsung smartphone and
participant 2 used a Huawei smartphone.
Problems per phone and OS is shown in Figure 2. In the study, there were
five iPhone and six Android phones. The participants that did not have any
problems at all during the study had one Samsung phone and two iPhones,
so the results come from three iPhones and five Android phones. With all the
phones included Android had a total of 59 problems, 9.83 problems per phone,
and iOS a total of 27 problems, 5.4 problems per phone. Sony had the most issues
among manufacturers with 53 problems, 17.7 problems per phone. Huawei had
1 problem on one phone and Samsung had 5 problems, 2.5 problems per phone.
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Fig. 1. Problems per participant categorized by hours of usage per day, and phone
brand.

Fig. 2. Problems per phone and operating system.
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The diagram in Figure 3 show the number of times a problem has occurred
for the participants during each day of the study. Participant 1, 5 and 11 had
problems every day of the study, while participant 8 had problems four days, participant 3 and 9 had problems three days, participant 4 two days and participant
2 had only one problem on one day.

Fig. 3. Number of problems per day per participant. The legend shows participant.

The number of tries that the participant had to press the fingerprint scanner
before it opened is illustrated in Figure 4. If the scanner opened involuntarily
an X was used. The involuntarily opening happened one time for participant 3
and two times for participant 5. The two participants 1 and 11 had the most
variations in number of tries. Participant 1 had one problem with two tries,
twelve problems with three tries, four problems with four tries, three problems
with five tries and thirteen interaction problems with six tries. Participant 11
had five problems with two tries, three problems with three tries, two problems
with four and five tries, one problem with six tries and four problems with
eight tries. Participants 3, 4, 5, 8 and 9 had between two to four tries before
the phone unlocked or they skipped the scanner for every time an interaction
problem occurred. Participant 2’s only problem took two tries.
The time of day for when the problems occurred is shown in Figure 5. For participants 1, 5 and 11 the problems occurred during every part of the day, where
11 had the most problems mid-day. Participants 8 and 9 did not have problems
in the evening, but during the rest of the day. Participant 3 had problems in
the morning, afternoon and the most problems in the evening. Participant 4 had
problems in the morning and mid-day. Participant 2 only had problems in the
evening.
The different contexts, environments and situations were categorized by twelve
different contexts, and the reasons why the participants thought the problem occurred were categorized by eight different reasons. Figure 6 illustrates in which
different contexts the problems occurred and the different reasons why. The four
most common contexts when the problem occurred was After washing, Move-
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Fig. 4. Number of tries per participant. The legend shows times pressed before the
scanner worked or was skipped. X means that the phone opened involuntarily.

Fig. 5. Number of problems per time of day and participant.
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ment outside, At computer and Eating. The three most common reasons why
the problems occurred was a reason the participants did not know (No reason)
with 42 problems, Wet with 14 problems and Moist with 9 problems.

Fig. 6. Number of problems per type of context and the different reasons.

3.2

Interviews

An interview was held after the study with each of the participants. The results
were compiled into a table, from which the most interesting findings are seen in
Table 2 and below is a summary of the qualitative information from that table.
Question 1 How the study felt was mostly positive among the participants
with comments as interesting, relevant and well thought through. The only
negative was that 2/11 participants thought that the study was a little tough.
Question 2 8/11 think that the fingerprint scanner works better than the numeric or graphical pattern password because it is faster and easier, but two
participants added I have more problems with a normal password and As
long as it works. 2/11 think that it is not better and one participant was
ambivalent because he/she thinks that the scanner can be annoying when it
does not work.
Question 3 3/11 experience problems normally with the fingerprint scanner,
while 2/11 experience problems sometimes. 6/11 does not feel that they
experience problems with the scanner, but some participants added that
they have experienced problems with an earlier phone, thought that it was
a problem before the study or they understand why is does not work when
a problem occur.
Question 4 5/11 said that they do not consciously do anything to avoid problems with the fingerprint scanner. One participant that did not have any
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Answers (shortened & summarized)
Question
1. How did the study Okay; Thought more about the touch; Well thought through,
feel?
well executed, a little tough; Good; Less problems than I
thought; Interesting to do a study that meant a lot of personal
responsibility; Relevant and not a burden; It was not that difficult and not to tough; Interesting and fun; A little tough to
have to think every time.
2. Do you think that Certainly not! (Participant 1); No, a normal password always
the fingerprint scan- works. (Participant 8); Sometimes, but when I have to press 5-6
ner works better than times to be able to unlock, it is unbelievably annoying. (Partica normal password, ipant 11); Eight participants think that the fingerprint scanner
like a numeric or works better with the following reasons: It is fast, easy and you
graphical password? don’t have to think. They both work every time but the scanner
is faster. I have more problems with a normal password. It works
really well. It is fast and flexible as long as it works.
3. Do you normally Three participants said that they normally experience problems.
experience problems Two participants said that they experience problems sometimes.
with the fingerprint Six participants said that they do not experience problems normally but scanner added the following comments: I had a lot
of problems with the phone before this one. I did think that it
was a problem. Sometimes it happens that it doesn’t work on
the first try, but then it’s because I have like 80% of my thumb
outside the scanner. When I get problems I understand why.
4. Do you do some- I always think about where I should put my finger; No I don’t
thing consciously to think so! It could be unconscious that I put my thumb properly
avoid problems with on the scanner; Yes, I dry of my hands when they have been wet
the fingerprint scan- because I use to have problems when I’m wet; I have learned
ner?
to press a button on the side to be able to see what time it
is, instead of pressing the unlock button to make the screen
light up and see the clock; I think about where I put my finger
and I know that if I put it in a certain way it always works
(participant without problems during study); I try to dry off my
fingers almost every time because I can be a little sweaty or wet;
Five participants do not think that they did anything consciously.
5. Do you think that Participant 1 know that reports were missed. The other particreports were missed? ipants do not think that they missed any reports
6. Did anything in I became more focused during the use; I thought more about
your behavior change how I pressed than what I normally do; I used the fingerprint
during the study?
scanner more often; Yes, I didn’t use the fingerprint scanner
as often before as I did during the study; I started using the
scanner a lot more!; Yes, I became a little scared of pressing the
button because I always expected it to fail; Five participants do
not think that their behavior changed.
7. Which finger did All the participants use their right thumb.
you use to unlock
your phone?
Table 2. Selected qualitative information from the interviews.
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problems during the study said that he/she thinks about where the finger
is put on the scanner to always make it work. The other participants consciously press the wrong button to see what time it is, dry off their fingers
before using the scanner and/or also think about where they place their
finger.
Question 5 10/11 do not think that any of the reports were missed. Participant
1 said that reports were missed because he/she had so many problems.
Question 6 5/11 participants did not think that their behavior changed during
the study. The others said that they became more focused during the use,
thought more about how they pressed their finger on the scanner, used the
scanner more often, and/or became a little scared of pressing the button
because he/she always expected it to fail.
Question 7 All the participants used their right thumb to open their phones.

4

Discussion

The daily usage of the phone did not show anything clear when it comes to a
link between the daily usage and number of problems. Participant 1, 11 and 8
had the most problems during the study. Participant 1 and 11 had a usage per
day of 3-4h and 8 had a usage of 1-2h, but participants 2 and 3 have a usage of
5-6h per day and they did not have the same amount of problems.
Participant 1 and 11 use a Sony phone and participant 8 use an iPhone.
To be able to draw conclusions from problems per phone manufacturer, more
phones would have been needed, but in the study, we can see that the area of
the different scanner sizes matter to some extent. Sony has the smallest scanner
and had the most problems in this study. The sizes of the other manufacturers
are not that different, but among 85mm2 to 96mm2 iPhone performed second
worst in this study.
Participant 11 had 6 interaction problems where he/she had to try and press
the scanner 6 or 8 times before it opened or the scanner was skipped, which is
a lot of times. Should the phone really accept that the user press the scanner
this many times? And where should the line be drawn for how many times
that are acceptable? The three participants 1, 8 and 11 had the most problems
during the study and they are also the people that are not that happy about
how the fingerprint scanner works. There is only a difference of three problems
between participant 5 and 8, but participant 8 has three problems with four
tries. Participants that think that it works well despite having problems have
less than ten problems in five days and three tries per problem.
The participants that have problems regularly every or almost every day also
have problems during every part of the day. There is no participant that has a lot
of problems that only have it during one part of the day, so no conclusions can
be drawn from this part of the study. But if the adaptable intelligence evolves for
smartphones and starts to learn the users’ behavior then it should be able to see
if the user has problems regularly during certain hours and use a different method
to unlock the phone. Participant 4 has for example only problems during the first

Fingerprint scanner to unlock smartphones, improvement or hassle?

21

part of the day, and participant 3 has the majority of problems in the evening.
A different biometric or the use of an older method could be an alternative.
One of the most common contexts where problems occurred was Movement
outside. The smartphones today have a lot of different sensors, and the phone
can sense if there is a lot of movements, which means that the smartphone, in
those situations, could choose a different method for unlocking the phone. This
could also be an option for the context Eating, and to solve problems during
this time the phone could choose another method during eating hours, if there
is a lot of problems during these times for the user. This also includes that the
smartphones get more intelligence and becomes able to learn how to adapt to
their user.
When it comes to the most common context, After washing, there is no data
of how wet the fingers were when the participants used the scanner, but it needs
to be able to sense the different patterns on the finger. If it does not, the scanner
should be able to sense how incomplete the pattern is, which means that if
the scanner sense that the pattern is way off it should be able to switch to a
different unlocking method immediately. Instead of letting the user try multiple
times with incomplete partial fingerprints or no fingerprints at all.
There are a lot of interaction problems where the participants do not know
the reason for why it occurred, which is a problem for the fingerprint scanner. A
probable reason could be that there is no match for the partial fingerprint. An
option to solve this problem is that the method for how the finger is scanned
could be changed to get a more complete picture of the patterns of the finger.
The data collected from the study is of course not complete, but it is more
likely that reports were missed than that reports were added. Participant 1 had
the most problems and admitted that reports were missed, which means that
he/she had even more interaction problems.
The interviews showed that 5/11 participants do nothing consciously to avoid
problems, but there is no information about how much experience the participants have with the fingerprint scanner or how many phones with it they have
had, which is a limitation. If they have a lot of experience they may have a way
to avoid problems even though they do not consciously think about it.
To get quantitative data on the fingerprint scanners’ performance during the
study, an app that counts the number of times the participants opened their
phones could have been used. To get a perspective on how many problems the
participants had versus the number of times they used the scanner. That was
an option in the beginning, but not after talking to a few of the participant.
They did not want to download a random app just for this occasion, and to only
use it on a few users was not an option because the study would not have been
complete if not everyone did the same study. So, there is no data on how many
times the participants unlocked their phone in total during this study which is
a limitation, but the important part is not how many times they opened their
phones but how many times they experienced interaction problems each day.
The problems reported are problems when the participants reacted and thought
of it as annoying or perceived the interaction as a problem. The performance of

22

Katarina Hägglund

the different scanners was not the purpose of this paper and that would have
needed a lot more participants and more phones of all kinds.

5

Conclusion

In this study, the fingerprint scanner is considered a hassle for 3/11 participants,
but no problem at all for 3/11 other participants. There are 5/11 that accept
the problems that occur with the scanner and do not consider the scanner as a
hassle. But 3/11 is still a lot of people that consider it to be a hassle, and there
are still room for improvements.
The contexts where the different problems occur are mostly after washing,
movements outside and eating and the reasons why the problems occurred was
mostly because of wet or moist fingers or no hit on the partial fingerprint.
There are two guidelines that can be concluded from this study and that
should be followed to make the interaction better. The first is that the lock
screen should not accept more that three tries before the phone should use
another method to unlock the phone. The second is that there should be a
clearer limit of how incomplete the fingerprint can be before one more chance to
press is accepted.
Suggestions on how the interaction with the scanner can be improved is to
adapt to different seasons, the use of and combinations of different sensors and
biometrics, and explore different methods for how to scan the finger. This means
that the phones should include more intelligence and become better adapted
to their user. Since the different scanners are not yet perfect, and some really
cannot handle wet and moist fingers, a suggestion for the users is to try not to
use the scanner when hands and fingers are clearly wet.
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Abstract. This study was conducted to test if visual objects presented
on a 2-Dimensional plane paired with sound that is modulated based on
the object’s position can improve the performance in locating the object. The reason for testing is to help build a more intuitive and helpful
environment in application design, which could enhance performance of
people with disabilities or enhance interaction performance in general.
The test was conducted using a web-based application wherein participants had to press a button whilst a generated sound played. The pitch
was based on the vertical position of the button whilst the horizontal
position of the button changed a time based amplitude modulation. The
findings suggest that there is not a big performance increase in applying
this kind of auditory-based positional stimuli in a 2-Dimensional environment.

1

Introduction

The objective of this paper is to evaluate whether different audio modulations
dependent on visual objectives in a 2-Dimensional environment can improve the
speed and sense of intuition regarding the interaction with objects. In this paper,
audio modulations or frequency modulations is the processes of producing a sine
wave with a frequency in the audible spectrum (20 to 20,000 Hz), as well as
changing the amplitude of the generated waveform based on time.
Previous work in the field of auditory enhancement of interactability has had
a large focus on linking auditory and visual items with a specific subset of audio patterns; patterns that can be seen as intuitively linked to visual patterns.
More specifically linking patterns that can be generated through the differences
in frequency and amplitude with differences in colour and light where the linear time-based dimension of frequency is transposed into a spatial dimension
via a visual representation. For example, audio frequencies [2] connected to a
visual representation of that frequency as a 2-dimensional image can guide a
user towards linking these two representations of frequencies. This leads to the
conclusion that the mind can separate connected sensory feedback and find a
significant link between two separate sensory inputs that are connected through
the time/spatial-based feedback. Furthermore, positional tracking paired with visual feedback is a common field of research in the audio/visual feedback field [5]
S. Bensch, T. Hellström (Eds.): Umeå’s 22nd Student Conference in Computing Science USCCS 2018,
pp. 23–30, January 2018.
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and is commonly used in consumer products such as surround sound video and
auditory positional tracking in games. Evolving from the same basic idea, an
intuitive way of linking stimuli with spatial positioning is positional tracking in
the form of 3D audio where objects can be located dependent on the time-based
difference of the audio feed between the participants ears used commonly in 3D
headphones.
Researchers [9] have found that there is a link between auditory cues that
are known to us and that we experience in everyday life with the way we intuitively control a robotic system. The brain might also adapt a linkage between
basic auditory and visual concepts leading modulated audio to help differentiate
similar objects from one another in a spatial scenario [7]. Audio cues can also be
linked to enhancing spatial recognition of objects [1] by enhancing the memory
of a position using repeated audio stimulation. The same intuitive improvement
can be used visually via the use of 3D images in an interactive context in order
to improve spatial performance, which has been proven to improve information
deciphering [8]. Audio connected to visual stimuli in order to create a stronger
intuitive sense of material and directional connection to a physical object without the same properties have also been shown [6] to produce a small increase
in material intuition with auditory input, building a sense of physical presence
and materialising a concept more intuitively. Users of interaction based systems
are more inclined to use a visual and auditory feedback system rather than only
using a visual system [4], adding comfort and utility.
The aim of this paper is to evaluate if there can be a significant difference
between interacting with an object located in 2D space with and without audio
cues. This is done by constructing a test environment where audio is modulated
in the form of frequency modulation and amplitude modulation based on the
position of a random object. Doing this could help improve the performance
for end users where the interaction has a limited time frame, or could possibly
help with the interaction for the visually impaired. The test was composed of an
application shown in Figure 1 wherein clickable objects in the form of buttons
were randomly placed in a 2-Dimensional plane whilst audio was played based
on the position of these objects. Variables such as total time until interaction,
speed and preciseness of movement were recorded. Different factors such as sex,
age and country of origin were recorded as well which could be used in tests for
a significant difference between these variables as well as to provide a greater
range of data.

2

Methodology

To successfully obtain information about the minute details connected to the
positional and time-based connections an application was created. It was constructed using Node.js as its framework and hosted on the platform heroku 1 . The
application collects and evaluates the time and precision of test subjects pressing
1

https://dashboard.heroku.com/, Herokuapp, accessed 2017-10-14
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Fig. 1. Screenshot of the 2-Dimensional test application. The objective (button) is
shown in the middle.

a button with and without constant auditory input. The web-based application
was shared through social networks and a small set of field tests on randomised
people were conducted during the testing phase.
2.1

Application details

The application is based on Node.js with express as the main server and routing
framework, using mongoDB as the database wherein the tests are stored. All
other dependencies and a more detailed explanation of the application can be
found in the source code2 .
The application features a 2D plane of 512x512 pixels (shown in Figure 1)
where buttons appears inside during the test. All mouse movement inside of this
plane is recorded beginning with the start of the test. The participants were
asked to press the buttons as they appeared, and the initial vector for the mouse
movement was recorded. The time it took for the participants to press the button, as well as the distance was also recorded. For one group of participants
(the control group), buttons appeared without sound and the participants were
prompted to press the button. A generated tone was subsequently played dependent on the buttons position where a higher positional value on the Y-axis
corresponds to a higher frequency note being played, and a higher value on the
X-axis corresponds to a higher frequency of sinusoidal amplitude modulation
explained in Equation 1 and visualised in Figure 2.1.
sin(dt +

x×s
xmax )

+1

(1)

2
2

https://github.com/isidornygren/synestesic-test,
2017-09-27

Source

Code,

accessed
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Fig. 2. Visual explanation of the application space and the corresponding audio modulation. The sinus waves on the right represents the audio modulation of the position
on the left where; the x-axis of the sinus waves is time, the y-axis represents sinusoidal
amplitude, and the colour of the wave represents the output amplitude of the sinuswave. Red represents a higher amplitude and black represents an amplitude of zero.
The representation of output amplitude is in this figure condensed in order to be easily
visualised, and is in reality stretched over a longer time period.

where dt is time since the last tick of time in 10th of a second, s is a constant
speed multiplier, and xmax is the width of the testing area in pixels.
The test was divided into 15 individual instances, and in each instance the
subject pressed a button, all buttons in the test either being part of the activated
sound group or the muted control group. After the set of 15 instances of tests
had been completed by the test subject, they were presented with a score screen
based on their performance and a button that would restart the game if they so
chose.
Starting from when the button appears the start time is recorded as well
as the start position. The start time being saved as a UNIX time stamp, and
the start position saved as two float coordinates. The distance between the first
starting position and the goal position is calculated and outputs a pixel value
of the distance, the goal position being the buttons coordinates in the system.
The movement of the mouse is recorded and analysed, and after the mouse has
travelled 10% of the distance between the starting position and the goal position,
a distance vector is calculated. The trajectory vector being the edge between the
start position and the position at 10% of the distance calculated before. The
force vector being the 10% distance travelled divided by the time it took in
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p
(x2 − x1 )2 + (y2 − y1 )2
dt
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(2)

where x2 and y2 are the position of the mouse after 10% of the total distance
between the starting position and the goal position. x1 and y1 are the starting
position and dt is the time it took the reach 10% of the distance.
When the button is pressed the time stamp for pressing it is recorded, as
well as the total distance travelled measured in pixels. These variables are then
saved in conjunction with the users information (country of origin, sex and age)
in the database. The participant is then provided with the ability to restart the
test again and participate again, being randomly put into either the test group
or the control group.
2.2

Data analysis

After a total of 52 tests, results stored in the database were extracted by downloading and converting the data to a single file excel format. The data was then
tested for a significant difference in the test group compared to the control group.
The application was built to allow for generating paired data by allowing the
participant being tested to perform multiple tests of the application, but because
this is not enforced due to the random process of generating the tests, the tests
should viewed as unpaired data.
The test collects the input device of the applicant (e.g. mouse, track-pad,
touchscreen or other) as well as if the participant is in the control group without
the paired sound or the test group with the paired sound. Furthermore the tests
collects the following data by recording the time and position of the mouse and
the button, performing very basic operations on that data. The collected data
is:
Initial Distance The time in milliseconds it took to travel the first 10% (10%
as a rough estimate of an initial distance) of the total distance between the
starting position of the mouse and the position of the button.
Reaction Time The time it took from the point in time that the button appeared until the mouse started moving.
Total Travel Time The total travel time is the total culminate time during
which the pointer is in motion, measured between the time the button appeared and when the button was pressed.
Initial angular difference The angular difference between the vector from the
starting position, to the position after moving 10% of the total distance
towards the button, and the vector between the starting position and the
buttons position.
Total Time The total time from the point the button appeared until the button
was pressed.
Force The initial force of the cursor in relation to the object.
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These variables were used to test if there were any significant difference between
the control group and the test group using the Mann-Whitney test. The MannWhitney test was chosen as the range of the test participants was expected to
be low, and, as a result of sharing the application on the web, the results can
be seen as randomised but not paired, resulting in an unknown distribution [3].
The following hypotheses were tested:
Hypothesis 1 (H1): The total time from the starting point of the test until
the time the test subject pressed on the button should be longer for the test group
than the control group.
Hypothesis 2 (H2): Reaction time (Time until initial movement of the mouse)
should be lower for the test group than the control group.
Hypothesis 3 (H3): The total travelling time for the mouse should be lower
for the test group than the control group.
Hypothesis 4 (H4): The initial angular difference should be lower for the test
group than the control group.
Hypothesis 5 (H5): Initial distance should be lower for the test group than
the control group.
The null-hypothesis for each test being that there is no significant difference
between the test group and the control group.

3

Result

Due to the fact that the test cannot be seen as paired (as previously discussed)
and the inherit randomness of the applications results in conjunction with the
relatively low amount of data collected, the test cannot be seen as normal distributed data during testing. A non-parametric test had to be applied to discover
the statistical significance of the hypotheses. The probability plot in Figure 3
gives a hint that the total time (Hypothesis 1) does not change between the control group and the test group, also hinting that travel/time based testing might
yield little results. Testing if the test groups results were faster than the control
groups using the Mann-Whitney test for non-parametric data gives a point estimate of -131,8 using a confidence level of 95%. A confidence interval between
(-667,9. 346,6) and W = 607, 5 resulting in P = 0, 2374. Thus the test does not
show a significant result for α = 0.05 for the total time of the test; resulting in
that the null hypothesis in H1 has no reason to be rejected. Though the nature of
the Mann-Whitney test is more intangible than other similar statistical analysis
due to its broad scope this does not mean that the null hypothesis can clearly be
rejected. The Mann-Whitney test was then used with the rest of the variables
resulting in the results shown in Table 1. In all tests other than H4, testing with
Mann-Whitney gives a P -value larger then 0.05, resulting in no test that can
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Fig. 3. Normal Probability plot of total time for the test group (red) and the control
group (blue). The test shows visually that it cannot be assumed to be normalised data
as the data-set forms a skewed line.
Table 1. Results from running Mann-Whitney test on data
W
P
Hypothesis η1 − η2 95% Confidence interval
H1
-131,8
(-667,9.346,6)
607,5 0,2374
H2
-62,5
(-287,7.100,8)
603,0 0,2133
-92,8
(-512,2.336,5)
625,0 0,3438
H3
H4
0,2400
(-0,1300.0,7501)
725,0 ——–
H5
-17,6
(-83,2.37,6)
604,5 0,2211

reject the null hypothesis. Regarding the H4 however, testing for a value for ID
where IDcontrolgroup < IDtestgroup e.g. testing for the control group having a
faster response than the control group, produces a P -value of 0.0858, and does
not give a reason for rejecting the null hypothesis but could indicate that the
difference might be weighted towards applicants having more precise angular
control when not being supplied with an auditory distraction.

4

Discussion & Further Work

As the scope of the test results were a bit too broad based on the context of
the test and the way it was collected, it might have resulted in an imprecise test
and an inconclusive result. Nothing can really be conclusively stated about the
synchronisation of auditory frequencies and 2-Dimensional positioning. The test
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might show a slight weight towards linking the results with improved interaction
but the difference is small enough that it may be ignored. This could be linked
with the structure of the test, using a small set of participants, and the way the
test was presented. There could be frequencies that are more intuitively linked to
positioning as the rate of change of the frequency based on the positioning was
presented static and did not change between tests. A lot of work could further
be implemented in the test groups, providing a broader range of participants
under supervision thus providing a paired set. This could improve the focus of
the results into a more cohesive result by using normal distribution tests. Further
tests on different frequencies and different types of paired visual objects could
be conducted, as this test provides one set of each there could be a significant
difference between using different shapes with different modulations of audio. As
some audio frequencies can be interpreted as more unpleasant this might also
lead to a negative effect that could be tested. By also testing different ranges of
frequencies, samples or modulations paired with a broad range of stimuli there
could be made a more conclusive statement about the pairing.
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Comparison between CNN and GLCM for tree
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Abstract. This paper investigates methods for tree species classification using images of spruce and pine bark, two methods are compared:
classification using a convolutional neural net (AlexNet) and classification using gray-level co-occurrence matrix (GLCM) feature extraction
followed by support vector machine (SVM) classification. The majority of the paper is focusing on getting the best possible result from the
GLCM approach. In order to do this multiple features and offsets are analyzed. An image dataset of 140 pine trees and 110 spruce trees has been
gathered. 70 images of pine and 65 images of spruce were gathered just
outside the Umeå University area (Sweden). The rest of the images were
gathered at Umeå (Gammlia). Bark images of size 227x227 are extracted
from every tree image. The accuracy of the classifier was evaluated for
the gathered data set for both AlexNet and the SVM. The GLCM,SVM
approach gave a validation accuracy of: 95.03% for pine and 89.98% for
spruce. The AlexNet gave a validation accuracy of 94.14% for pine and
93.25% for spruce.

1

Introduction

Tree species classification is often being done manually, in order to get an autonomous classification process a reliable feature extracting method might be
necessary. Classification of trees can either be done from the sky(with a drone
for example), or it can be done from the ground. In this paper ground level feature extracting methods are evaluated. The methods will be applied for images
of tree bark.
The purpose of this paper is to evaluate the accuracy of traditional classification methods compared against convolutional neural networks (CNN) in the area
of tree species classification. In order to do this two methods are compared:
1. gray-level co-occurrence matrix (GLCM) feature extraction followed by support vector machine (SVM) classification
2. Using transfer learning applied to a pre-trained CNN (AlexNet [1])
The analysis is performed on two tree species: pine and spruce. The reason for
choosing pine and spruce for analysis is twofold. Pine and spruce are the two
most common tree species in Sweden in terms of volume [8]. Pine and spruce
S. Bensch, T. Hellström (Eds.): Umeå’s 22nd Student Conference in Computing Science USCCS 2018,
pp. 31–42, January 2018.
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Fig. 1. The left image shows a pine tree and the right image shows a spruce tree.

have similarly looking bark.
The images shown in 1 are taken from the gathered data set, though the resolution is reduced and the background is blurred. Both the pine and spruce image
are of high quality. Other images might be blurry or dark and some trees can be
covered with moss.

2

Earlier work

Gray Level Co-occurrence Matrix (GLCM) is a feature extracting method used
in texture analysis, the GLCM features was first described in [5] (year 1974),
though it was not refered to as GLCM then. A GLC matrix is extracted from
an image and contains how neighbouring pixel values occur together, [4] gives
a tutorial on GLCM and how it is applied. For a more detailed explanation see
section 3.1
Convolutional Neural Networks (CNNs) described in [10] (year 1998) has
risen in popularity the last years. Increasing GPU performances and the increasing availability of labeled data is assumed to be the reason for this. With
increasing GPU performances and labeled data deep CNNs can be trained with
high accuracy. See section 3.4 for a more detailed explanation of CNNs.
AlexNet [1] is a 25 layered CNN with five convolutional layers and three fully
connected layers. AlexNet won the Large Scale Visual Recognition Challenge in
2012 (ILSVRC-2012) [9].
Tree species classification using tree-bark textures have been studied before in
[2],[11]. Both studies compared feature extracting methods among other things.
The ability to differentiate pine from spruce was critical in both studies.
In [2] GLCM was compared to Scale-Invariant feature Transform (SIFT),
Wavelet co-occurrence histogram method (WNCH) and (GLCM + HaarWavelet).
It was concluded that the most accurate method was GLCM together with spatial data(distance to the texture measured with a laser scanner).
In [11] GLCM was compared to Otsu thresholding, Maximally Stable Extremal Regions (MSER) and Histogram of Oriented Gradients. It was concluded
that GLCM gave the best results for the validation phase, while MSER worked
better for the field tests. It was argued that the reason for the worse GLCM
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results in the field tests might be due to change in camera between validation
and field testing.

3

Theory

The classification process can be split up in two stages: texture analysis (extracting statistical features) and classification (training and using a classifier).
Texture analysis is performed on an image, this yields a set of statistical features.
The classifier uses the features as input and returns the most probable answer.
For CNN the classification process is split up into layers were each layers uses
the nodes of previous layer as input and gives a value to the nodes in the next
layer as output (see section 3.4).
3.1

Gray-Level Co-Occurence Matrix (GLCM)

GLCM is a matrix that is extracted from a grayimage. Each index in a GLCM
contains how often two grayvalues are occurring together for a given offset.
An offset is comprised of a ∆x and a ∆y. The matrix is created by going
through all pixels(x,y) in an image, for each pixel the grey level is checked
against the grey level of pixel(x+∆x,y+∆y). The size of the matrix is n · n,
where n is the number of different greyvalue colors [4]. In figure 2 the offset

Fig. 2. Example of GLCM generated from the image to the left, 4 gray levels are used
and the offset is (1,0).

is (1,0), this simply means that the co-occurence is measured between each
pixel and its neighbour to the right. In total there are five different gray-level
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co-occurences (1·black-black, 1·black-darkgrey, 2·lightgrey-darkgrey,1·darkgreydarkgrey,1·lightgrey-lightgrey), this is seen in the GLCM.
Features can be extracted from the generated GLCM, some of the most
common ones are:
– Contrast - sum of squares variance
N
−1
X

i,j=0

Pi,j (i − j)2

– Dissimilarity - a simple sum
N
−1
X

i,j=0

Pi,j (i − j)

– Homogenity - values further from the diagonal gets less weight
N
−1
X

Pi,j
1
+
(i − j)2
i,j=0
– Angular Second Moment (ASM) and Energy
ASM =

N
−1
X

Pi,j 2

Energy =

√

ASM

i,j=0

– Entropy
N
−1
X

Pi,j (−ln Pi,j )

i,j=0

– Correlation
N
−1
X

i,j=0

Pi,j

(i − µi )(i − µj )
q
σi2 · σj2

σi2 =

N
−1
X

i,j=0

Pi,j (i − µi )2

µi =

N
−1
X

i,j=0

i · Pi,j

The mentioned feature definitions are taken from [4].
When using GLCM a couple of parameters needs to be considered:
– Offset - what offset should be used when generating the GLCM.
– Greyspace size - a greyspace of 256 or more greyvalues can cause the matrix
to be very sparse, it can often be a good idea to compress it down to fewer
colors for better results [4].
– Sunlight - different illumination causes changes in the GLCM.
– Both the resolution and scale of the image affects the results. One implication
of this is that the camera distance, focus and pixel count all affect the results,
what works for one focus might be useless if the focus is changed etc.
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In [2] it was shown that the using the distance to the images from the camera
gave a more accurate prediction, this is due to the GLCM being sensitive to the
distance. Since GLCM is also sensitive to image blur, perhapse it is a good idea
to estimate the blurriness of an image and use that as a feature. According to
[6] the blur of an image
can beestimated by applying a

0 −1 0
laplacian f ilter = −1 4 −1 to an image, the blur feature is then estimated
0 −1 0
by taking the standard deviation of the filtered image.
3.2

Classification

Classification can be said to be the process of using machine learning of previous
results (training) in order to predict future results. A classifier is trained by giving
it an input vector X (features) and an output Y. If Y only has two possible
outcomes, then the classifier is said to be binary. There are plenty of classifiers
to choose from, the most common one is possibly the Support Vector Machine
[3] (SVM).
Support Vector Machine SVM is a binary classifier that creates a separating hyperplane between the two outcomes, the gap between the two outcomes
is maximized. SVM will seperate as many points as possible if the hyperplane
cannot separate all the points
It often happens that the feature space is poorly separated with a linear plane,
a kernel function can be added to the SVM in order to get a non linear classifier.
A kernel is a function that maps the feature space into a higher dimensional
space, this results in the features being easier to seperate,one of the most common
kernels is called the Radial basis function kernel (RBF).
One downside with the SVM is that it is binary, however there exists extensions to SVM that are non binary. A SVM assumes that all features are in the
same order of magnitude, so a normalization might be necessary in order to get
a good result.
3.3

Feature normalization

Different normalization schemes can be applied to features, two of the most
common ones are:
1. Standard score normalization, that is the feature mean is translated to zero,
and the standard deviation is scaled to 1
X − µx
σx
2. Feature scaling also known as min-max normalization, scales the feature so
that all values lies between 0 and 1.
X − Xmin
Xmax − Xmin
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Convolutional neural networks (CNN)

A CNN is a layered-based system where the layers are built up by nodes (neurons). Every node has connections to other nodes in the previous and next layer.
The node has a value which is dependent on the values of the connected
nodes in previous layers and the weight of each connection. Furthermore each
node has a bias associated with it (a value that is subtracted from the weight
sum). The final value V for each node is then given as:
Vnode = −bias +

N
−1
X
i=0

W (i) · Vconnected_node (i)

Where N is the number of connections (to the previous layer), W (i) is the weight
for each connection and Vconnected_node is value of the node for each connection.
In a convolutional neural network there are two types of main layers: fully
connected layers and convolutional layers. In a fully connected layer every node
in a layer is connected to all the nodes in the previous layers. The convolutional
layers are easiest to understand if thinking of the nodes of a layer being arranged
in a 2D grid/matrix. If working with images, then the values of the first layer
is simply the pixel intensities (only considering gray-images). The weights and
connections to the next layer are determined by a kernel of chosen size. The
kernel is applied to the pixels in the first layer and this gives the values for the
connected nodes in next layer.
For example if a 3x3 kernel K is the following weight-matrix:

 

w11 w12 w13
1 0 −1
K = w21 w22 w23  = 2 0 −2
w31 w32 w33
1 0 −1

If K is applied to all pixels in an image I, then the resulting image J is a horizontal
edge map of I (see figure 3). This process describes the flow from one layer to
a convolutional layer in a CNN . Furthermore each layer usually have multiple
kernels, and instead of applying the kernel to every pixel the kernel is applied
to every nth pixel, this is called the stride. For example if the kernel is applied
to every 4th pixel it is said to have a stride of 4.

Fig. 3. Shown to the left is an image of pine bark, to the right is an image were the
vertical edge kernel K has been applied to all pixels in the left image.
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When creating a CNN the weights and biases are unknown, a training phase
must be run in order to determine which values for the weights and biases that
can classify the final output as accurately as possible.
As mentioned, the convolutional and fully connected layers can be seen as
the main layers, there are other layers as well. The purpose of the other layers
is to normalize,map,down sample or reduce overfitting of data.
3.5

Transfer learning

A trained CNN can be retrained for other purposes, this is sometimes referred
to as transfer learning, according to MathWorks page for alexnet [7], transfer
learning can be applied to AlexNet by retraining all the fully connected layers.

4

Methodology

An image dataset of 140 pine trees and 110 spruce trees has been gathered. 70
images of pine and 65 images of spruce were gathered just outside the Umeå University area (Sweden). The rest of the images were gathered at Umeå (Gammlia).
The pictures were taken from distance around 4 meters with a constant focus set
at 4 meters,the camera rotation was orthogonal to the trees for all the pictures.
The camera used was Sony alpha 5100 which has 24.3 megapixels.

Fig. 4. Shown to the left is an image of a spruce tree, from the image a rectangle region
is extracted manually, bark images are extracted from the rectangle.

As seen in figure 4 a rectangle containing only the tree was extracted manually for each image. Bark images were generated with size 227 x 227 from each
rectangle. The reasoning behind the size (227 x 227) is that the neural net available in matlab (alexnet) supports images of precisely that dimension. The bark
images were extracted by using a sliding window (size 227x227) over the entire
rectangle,the images were taken with an overlap of 227/2 pixels. Trees with a
width lesser than 212 pixels were ignored and excluded from the data set. Trees
with a width between 212 and 227 pixels were rescaled to 227 pixels (width
scaling only). Otherwise no rescaling was performed on the trees.
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Texture analysis

Feature extraction using GLCM is performed for all images in the dataset. The
GLCM contains six features: entropy, contrast, correlation, energy, homogenity
and blur estimate. The blur estimate used is the inverse of the blur estimate
mentioned in section 3.1. The GLCM is symmetric and of size 8. Standard score
normalization is applied to all features, see section 3.3 for normalization definition.
4.2

Validation

The accuracy between different GLCM methods and AlexNet is compared for
spruce and pine. Accuracy refers to the term: given a bark image (spruce for
example), what is the probability that the image is correctly classified.
In order to measure the accuracy for the GLCM method the images are
randomly split up into five partitions. For all five partitions: one partitions is
selected at a time and the other four are used for generating a SVM-classifier.
The generated classifier predicts the labels (spruce/pine) for all the images in
the selected partition. The mean value for the five partitions are taken for pine
respectively spruce. Futhermore the partitioning process described is repeated
10 times. The accuracy for pine and spruce refers to the minimum of the 10
repetitions.
4.3

CNN training

The three fully connected layers for Alexnet is retrained using the image folders
for pine and spruce, this is referred to as transfer learning. The image data is split
into 20% validation images and 80% training images, the training is repeated
maximum 4 times (epochs). If the accuracy of the validation decreases for an
epoch then the training is stopped. The mentioned method is all explained and
given as an example in mathworks page for AlexNet [7].

5

Results

The accuracy for spruce and pine is estimated with the validation schemed described in section 4.2. This is done for the different GLCM approaches.
In 5.1 different sets of GLCM offsets are evaluated, see section 3.1 for offset definition. In 5.2 different sets of GLCM features are evaluated. In 5.3 a RBF kernel
is compared against the linear kernel for the SVM classifier. In 5.4 min-max normalization is compared against standard score normalization. The GLCM-offsets
(∆x,∆y) used in 5.2-5.4 are: (1,0) (2,0) (4,0) (0,1) (0,2) (0,4) (0,8) (0,16). In 5.5
the AlexNet CNN is evaluated.
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Table 1. A table showing different set of offsets and the spruce/pine validation accuracy for each set.
label
offsets included
accuracy
1,0 2,0 4,0 8,0 16,0 0,1 0,2 0,4 0,8 0,16 0,32 spruce pine
set1 yes yes yes no no yes yes yes yes yes no 86.84% 93.14%
set2 yes yes yes no no yes yes yes yes yes yes 87.27% 92.81%
set3 yes yes yes no no yes yes yes yes no no 84.31% 91.63%
set4 yes yes yes no yes yes yes yes yes yes no 86.88% 93.22%
set5 yes yes yes yes yes yes yes yes yes yes no 87.06% 93.18%
set6 yes yes no no no yes yes yes yes yes no 85.88% 92.68%

5.1

GLCM offsets

In table 1 it is seen that set1 gave an accuracy of 86.84% for spruce and 93.14%
for pine, in set3 and set6 an additional offset was excluded (compared to set1),
this resulted in a worse prediction for both spruce and pine. In set2,set4 and set5
additional offsets were included (compared to set1), this resulted in a minimal
change in accuracy. Diagonal offsets were also evaluated and appended to set1,
diagonal offsets tested was (1,1),(2,2) and (4,4). None of the diagonal offsets
increased the predictive result with more than 0.2% for both spruce and pine.
5.2

GLCM features

Table 2. A table showing the inclusion/exclusion of features and the corresponding
spruce/pine validation accuracy
Features included
Accuracy
contrast energy correlation homogenity entropy blur estimate spruce pine
yes
yes
yes
yes
yes
yes
86.84% 93.14%
no
yes
yes
yes
yes
yes
86.44% 92.74%
yes
no
yes
yes
yes
yes
86.79% 92.73%
no
no
yes
yes
yes
yes
85.72% 92.43%
yes
yes
no
yes
yes
yes
85.65% 92.41%
yes
yes
yes
no
yes
yes
84.31% 91.43%
yes
yes
yes
yes
no
yes
86.89% 93.02%
yes
yes
yes
yes
yes
no
85.24% 91.90%
yes
yes
yes
yes
no
no
82.79% 89.29%

The GLCM features mentioned in 4.1 are evaluated, the result is shown in
table 2. If all features are included, then the validation accuracy is 86.84% for
spruce and 93.14% for pine (this is the same value seen in table 1 set1). Both
contrast and energy appears to be almost insignificant features. Removing either
the blur estimate or entropy causes a slight drop in accuracy. If both blur estimate and entropy are removed then the accuracy dropped with ≈4% for both
spruce and pine. This implies that entropy and blur estimate are important features but highly correlated.
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SVM kernel function

In the previous evaluations a linear kernel function was used, here the RBF
kernel mentioned in 3.2 is evaluated, the result is seen in table 3. It is apparent
Table 3. A table displaying the validation accuracy for spruce/pine when a RBF kernel
is used. the accuracy
Features included
Accuracy
contrast energy correlation homogenity entropy blur estimate spruce pine
yes
yes
yes
yes
yes
yes
84.50% 96.25%
no
no
yes
yes
yes
yes
89.98% 95.03%

that removing the features contrast and energy causes the spruce accuracy to
increase with ≈5% and pine accuracy to decrease with ≈ 1.2%. Furthermore
this also results in a shorter feature vector (from 34 features to 18 features). 16
features are removed since contrast and energy is applied once for every offset
and there are eight offsets. In summary: using the RBF kernel gave an accuracy of
89.98% for spruce and 95.03% for pine, that is a more accurate result compared
to if no kernel is used (86.84% for spruce and 93.14% for pine) see table 1 set1.
5.4

Feature normalization

Min-max normalization is compared against standard score normalization, see
section 3.3 for normalization definition. The SVM-kernel function used is of type
RBF, the features contrast and energy are not included.
As seen in table 3 Standard score normalization gives an accuracy of 89.98%
for spruce and 95.03% for pine. If Min-max normalization is used instead the
accuracy is 84.44% for spruce and 93.15% for pine. Therefore it is concluded that
Standard score normalization gives a more accurate prediction for both spruce
and pine.
5.5

CNN

The AlexNet is retrained with the images being split into 80% training and 20%
validation. The process is repeated five times, the result is seen in table 4.

6

Conclusion

The purpose of this paper was to evaluate the accuracy of traditional classification methods compared against CNN in the area of tree species classification.
The classification was performed on images of tree bark. The traditional method
used was GLCM together with SVM and the CNN used was AlexNet. The best
GLCM,SVM approach gave a validation accuracy of: 95.03% for pine and 89.98%
for spruce and the AlexNet gave a validation accuracy of 94.14% for pine and
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Table 4. A table containing the validation accuracy for a retrained AlexNet,the accuracy is shown for spruce and pine. The mean value is taken for the five repetitions for
spruce and pine separately.
Accuracy table pine spruce
Repetition 1
97.43% 92.56%
Repetition 2
98.55% 86.33%
Repetition 3
96.98% 93.08%
Repetition 4
81.01% 99.31%
Repetition 5
96.76% 94.98%
mean value
94.14% 93.25%

93.25% for spruce. The difference between the accuracy of AlexNet and the
GLCM,SVM approach is not that significant. AlexNet appears to be slightly
better, but for a different data set things could be reversed. Both the mentioned
methods only evaluated tree bark classification, which approach that classifies
individual trees better is an unknown.
AlexNet resulted in relatively good accuracy, trying other neural nets and
other transfer learning approaches is probably a good idea.
[2] it was shown that spatial data improved the results for the GLCM approach, in this paper the distance was constant and the trees were always at
the center of the image. Therefor it is assumed that the spatial data will be of
minimal significance for this data set.

7

Limitations and data bias

The pictures were taken from distance around 4 meters were the tree was at the
center of the camera, the focus was constant and the camera had an orthogonal
rotation against the tree. In reality the trees can be at any distance, the focus can
vary and trees can be slightly rotated. Furthermore different weather conditions
can affect the result. For example rain gives wet trees which results in darker
pixels, if the sun is shining the pixels are brighter compared to a cloudy weather.
There might be some bias in the images, for example it cannot be assumed
that the locations for spruce and pine are randomly distributed. It appeared
that spruce grew in some areas while pine grew in others. This can cause biased
data, because if one area is more illuminated then the trees growing in that area
might get associated with increased illumination.
Another type of bias can be that the tree classes (spruce and pine) growing in
the areas where the images were taken are not representative for spruce and pine
in general. For example it might be that the pine images taken contains a lot of
moss while pines in general are not likely to be covered with moss. Even worse
would be if the images taken contains a lot of moss for only one of the classes,
while in general both classes are equally likely to contain moss. This would result
in that the classification associating one tree class with moss, which in reality
should not be the case.
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There might also be bias because some trees are larger than others. Larger
trees gives more bark images and in terms of tree classification the classifiers
(AlexNet and SVM) will valuate the larger trees more.
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Abstract. In this paper we point out and build on a simple connection
between plain operads and bottom-up tree automata, in effect laying
the foundations for an algebraic automata theory for trees based on operads, akin to the monoid- and semigroup-based theory for strings. In
particular, we replicate the constructions of the transition and syntactic
monoids to yield corresponding operads. We give a simple example of
how one can apply basic knowledge about operads to associate to each
tree automaton a cartesian monad and a strongly regular equational theory, and discuss potential future steps to take in developing the theory,
including some speculation on what both bodies of knowledge may have
to offer one another.

1

Introduction

The theory of automata, formal languages and grammars is quite well-studied
when said notions are based on strings. One of many reasons why is the successful
application of algebraic structures to describe automata and various notions
related to string recognition. In particular the realization that monoids and
semigroups can describe the concatenation of both strings and the transitions
of a string automaton has yielded an entire theory wherein algebra is used to
understand automata better, known commonly as algebraic automata theory
or Krohn-Rhodes theory. Until now, this has mostly been done for string-based
languages, although many other types of languages exists.
Tree languages are such a class of languages to which little of the monoidbased theory for string languages directly applies. Therefore effort has been put
into constructing various algebras to describe tree and even forest languages [9],
also covering the case of unranked tree languages [8]. The main idea has been to
view a monoid as an algebra with unary operations, and to thus consider other
algebras to model tree composition. A paper by Bojanczyk [6] has expressed
recognizability of various general structures over grammars in terms of monads,
including tree languages as a special case.
We seek in this article a way to replicate traditional algebraic automata
theory analogous to the monoid and semigroup case, but for tree automata,
thereby introducing an alternative foundation for algebraically studying tree
automata. To do this we use a generalized notion of monoids from higher category
theory called operads, in which composition is multi-input-single-output, rather
S. Bensch, T. Hellström (Eds.): Umeå’s 22nd Student Conference in Computing Science USCCS 2018,
pp. 43–55, January 2018.
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than single-input-single-output as in the case of monoids. This allows one to
express the composition of trees from subtrees in a natural way, meaning that
operad theory should be directly applicable to tree automata. The connection
between tree grammars and operads has been pointed out before [12], but to
our knowledge the connection to tree automata has not, and the connections
have either way not been extensively studied in the same way as the connection
between monoids and string automata. Thus this paper can be viewed as a step
towards introducing operads as well as higher category theory in general to the
theories of automata and formal languages.
If a successful connection between tree automata and operad theory would
be established, this could be in benefit for both bodies of knowledge, as results
about tree automata could potentially back-propagate to operad theory and yield
new results there, much like how automata theory for strings has yielded new
knowledge about semigroup theory. Operads are today widely used in subjects
such as topology, algebra, geometry, combinatorics and theoretical physics, so
there are many further possibilities for interactions between theories.

2

Background

Algebraic automata theory revolves around the main idea of using some sort of
algebraic structure to describe the state transitions of automata, allowing for
powerful and rigorous mathematics to be applied and yield new insights about
automata and formal language theory in general. The subject essentially started
from the insight of Schützenberger [21] that one could describe deterministic
state machines with semigroups and monoids, and that the notions were in a
sense the same, but viewed from different perspectives. This insight spurred
developments in both algebra and automata theory, on the one hand since automata and state machines provided genuine motivation to study monoids and
on the other to prove structural results about automata using algebra.
This eventually led to many interesting results on both ends, including the
Schützenberger theorem that characterizes star-free languages in terms of their
associated monoids, and most notably the Krohn-Rhodes theorem, which simultaneously describes how any finite-state automaton decomposes into a series
of smaller, very primitive automata, and how analogously any semigroup decomposes into a product of smaller semigroups. The Krohn-Rhodes theorem in
particular is very interesting since it, motivated by a question about automata,
showed how a simple notion such as a semigroup can have a very fine-grained
decompositional structure. There are many other results inbetween those mentioned here, and we refer to [13, 19] for the interested reader.
Tree automata can be seen as an extension of the string-based automata one
typically encounters in automata theory textbooks like [15], and decide tree languages rather than string languages. They encompass string automata since a
string can be viewed as a non-branching tree, but can also be used to recognize
e.g. XML or HTML documents to name a couple of applications. These automata have been algebraically studied using the notion of an algebra, but that
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has mostly led to algebra being used as a modelling tool rather than a mutual
companion to the automata studied.
Operads are in a sense a generalized form of monoid, in the sense that rather
than composing elements by concatenating their symbols, one construct trees
from elements by pasting together (the technical term is “grafting”) subtrees to
a common root to form a new tree. Ever since they were defined as tools in
algebraic topology [17] they have spread to many areas of mathematics, physics
and computer science and are studied and applied for various purposes.
In the following subsections we describe the various ingredients necessary
to understand the contributions of this paper. In short, we are trying to apply
operad theory to develop an algebraic automata theory for tree-based languages
and automata, meaning that we need prerequisite knowledge from three areas
of mathematics and computer science.
2.1

Tree Automata

Here we recall the basic definitions and main ideas of automata theory for trees.
We restrict ourselves to discussing regular tree languages and the related automata. Consider e.g. [11] for more information about these and other variants.
Basically, tree automata are generalizations of automata that parse trees rather
than strings. There are different variants of tree automata, but the one we want is
represented in Definition 3. As a preliminary, we need to define ranked alphabets
and the terms that we can form over such alphabets.
Definition 1. A ranked alphabet is a tuple (F, arity) where F is a set of symbols
and arity is a function mapping F to N, the natural numbers. The arity of f ∈ F
is given by arity(f ) and the elements of F of arity n is denoted Fn .
Intuitively, a ranked alphabet is just a collection of nodes that we can construct trees from. The trees in this case will have nodes labeled with symbols,
and the arity of each symbol specifies how many children its node will have. We
will often omit the function arity and just denote a ranked alphabet with F .
Definition 2. Let F be a ranked alphabet, and X a set of variables. The set
T (F, X) of terms over F and X is the smallest set defined by:
– F0 , X ⊆ T (F, X),
– if p ≥ 1 and f ∈ Fp and t1 , . . . , tp ∈ T (F, X), then f (t1 , . . . , tp ) ∈ T (F, X).

If X = ∅ we suppress it in the notation and write T (F, ∅) = T (F ). Terms in
T (F ) are called ground terms, and a term in T (F, X) is called linear if each
variable in the term only occurs once.
The terms over a tuple (F, X) are essentially trees labelled with constant
symbols from F and variables from X. Let us look at an example for clarity.
Example 1. Consider the ranked alphabet F = {f (, ), a(), b}, and X = {x}.
Then arity(f ) = 2, arity(a) = 1 and arity(b) = 0. The tree f (b, b) is a ground
term in T (F ). The tree f (a(x), b) is a linear term in T (F, X), but f (x, x) is not
since the variable x occurs twice.
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If X contains n variables then a linear term C ∈ T (F, X) is also called a
context, and C[t1 , . . . tn ] for t1 , . . . , tn ∈ T (F ) is the term in T (F ) obtained by
replacing each variable xi by ti .
Definition 3. A bottom-up regular tree automaton is a tuple A = (Q, F, Qf , ∆),
where Q is a set of states, Qf ⊆ Q is the set of final or accepting states, F is a
ranked alphabet and ∆ is a set of transition rules of the form
f (q1 (x1 ), . . . , qn (xn )) → q(f (x1 , . . . , xn )),
where n ≥ 0, f ∈ Fn , q, q1 , . . . , qn ∈ Q and x1 , . . . xn are variables.

A bottom-up tree automaton parses a tree by starting at the leaves of the tree
and moving upwards toward the root. Given an automaton A, we can formulate
its state transitions via a move relation by saying that t −
→ t0 holds if and only
A

if the following conditions hold:
–
–
–
–

∃C ∈ C(F ∪ Q), ∃u1 , . . . un ∈ T (F ),
∃f (q1 (x1 ), . . . , qn (xn )) → q(f (x1 , . . . , xn )) ∈ ∆,
t = C[f (q1 (u1 ), . . . , qn (un ))],
t0 = C[q(f (u1 , . . . , un ))].
∗

The reflexive and transitive closure of −
→ is denoted −
→, allowing us to take
A

A

several steps at once. We say that an automaton A accepts a tree t if t −
→ q(t)
A

holds for some q ∈ Qf , and rejects otherwise.

Example 2. Let A = (Q, F, Qf , ∆), F = {f (, ), a(), b}, Q = {q1 , q2 }, Qf = {q2 }
and ∆ = {b → q1 (b), a(q1 (x)) → q2 (a(x)), f (q1 (b), q2 (a(x))) → q2 (f (b, a(x)))}.
Then the tree f (b, a(b)) is parsed viz.
f (b, a(b)) −
→ f (q1 (b), a(q1 (b))) −
→ f (q1 (b), q2 (a(b))) −
→ q2 (f (b, a(b))).
A

A

A

Since we end up in q2 which lies in Qf , the automaton A accepts the tree.
The definition of tree automata so far given is for the nondeterministic case.
The deterministic version of the definition simply requires that the set ∆ contains
no two rules with the same left-hand side.
2.2

Algebraic Automata Theory

The realization that one can describe a state machine with an algebraic structure
is one that has led to a lot of two-way traffic between algebra and theoretical
computer science. The intuition is that the structures known as monoids and
semigroups can model the behavior of a machine reading input strings. We recall
a few of the most basic definitions, mainly following [13].
Definition 4. A semigroup is a tuple (M, ∗) consisting of a set M and an
associative binary operation ∗. A monoid is a semigroup that also contains an
identity element, i.e. some element e ∈ M such that e ∗ a = a ∗ e = a, ∀a ∈ M .
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The fundamental connection between monoids and string automata is that
they are essentially the same thing, and in essence we could choose freely between
using semigroups and monoids below, depending on whether or not we want to
account for the empty string. To avoid any confusion, we stick with monoids but
mention in passing that any results obtained below could just as well have been
derived using semigroups instead. Now, given a DFA A = (Q, F, Qf , i, ∆), where
we imitate the notation for a tree automaton to let Q, Qf be sets of states, F
a non-ranked alphabet, ∆ the transition function and i denotes an initial state,
we have the following sequence of definitions.
Definition 5. Given an alphabet F , let F ∗ denote the set of all (empty or
nonempty) strings formed by concatenating the elements of F . Together with the
concatenation operator, this forms the free monoid over F .
Now, note that each element a ∈ F could be viewed as a map Fa : Q → Q by
letting Fa (q) = ∆(q, a). Extending the idea to words, we have Fu Fv = Fuv for
words u, v, where we adopt the convention that functions are applied from left to
right. We can thus consider the monoid generated by composing the mappings
Fa for all a ∈ F . This is one way of defining the important notion of a transition
monoid.
Definition 6. The transition monoid MA of a DFA A is the set of maps generated by composing the maps Fa for each letter a in the alphabet of A, equipped
with the composition operator.
Definition 7. A congruence on a monoid M is an equivalence relation on it
such that x ≡ y iff for all s ∈ M we have xs ≡ ys and sx ≡ sy.
Definition 8. Given a DFA A = (Q, F, Qf , i, ∆), define an equivalence relation
∼ on F ∗ by stating that x ∼ y iff Fx = Fy as mappings.
Theorem 1. The relation ∼ is a congruence on F ∗ .
Proof. Basically, if x ∼ y then Fx = Fy and for s ∈ F ∗ , Fsx = Fs Fx = Fs Fy =
Fsy which means sx ∼ sy. Similarly one shows that xs ∼ ys. 
This congruence lets us make an alternative definition of the transition monoid.
Definition 9. Given a DFA A = (Q, F, Qf , i, ∆), we define its corresponding
transition monoid MA as the quotient F ∗ / ∼.
Theorem 2. Definitions 6 and 9 are equivalent in that they give isomorphic
monoids.
Proof. The maps Fw , w ∈ F ∗ , map surjectively onto F ∗ / ∼ by mapping Fw to
the equivalence class of w, and since maps Fw1 = Fw2 are already equal and
taken as the same element in Definition 6 the mapping is injective too. Thus we
have an isomorphism. 
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Finally, there is a very important notion of a syntactic monoid associated
to a language L, which is heavily used throughout the theory, which we will
replicate for trees using operads as well.
Definition 10. Given an alphabet F and a language L over F , we denote by
∼L the equivalence relation such that x ∼L y, x, y ∈ F ∗ iff for all a, b ∈ F ∗
either both or neither of axb and ayb belong to L.
Definition 11. The syntactic monoid of a string language L over an alphabet
F is the monoid F ∗ / ∼L .
2.3

Operads and Multicategories

We give here a brief and lightweight introduction to the notion of operads. To
understand what an operad is and how it relates to a monoid, it is preferable
to be acquainted with basic notions of category theory, see e.g. [5, 1], but not
entirely necessary as the presentation is akin to an ordinary signature. We recall
the minimal number of notions necessary to understand the current paper.
Definition 12. A category consists of
– a class O of objects,
– for each o1 , o2 ∈ O, a class A(o1 , o2 ) of arrows a : o1 → o2 ,
– a binary operation ◦ that composes arrows sharing a start/end object,
such that
– the composition is associative, i.e. for arrows a : o1 → o2 , b : o2 → o3 and
c : o3 → o4 we have c ◦ (b ◦ a) = (c ◦ b) ◦ a.
– for each object o ∈ O, there is an identity arrow io : o → o ∈ A(o, o).
We need know the connection between categories and monoids, as well as
how categories can help generalize the notion of monoids to operads:
Definition 13. A monoid is a category with a single object.
Theorem 3. The notions of monoids given in Definitions 4 and 13 are equivalent.
Proof. Given a category with one object, the arrows form a monoid under the
composition operation in the sense of Definition 4, and given a monoid (M, ∗)
the category ({•}, AM , ◦) can be formed by replacing each element m ∈ M with
an arrow am : • → • ∈ AM and letting am ◦ an = am∗n for m, n ∈ M .
We will also make very quick use of monads and pullbacks, which begs for a
couple more definitions to recall them.
Definition 14. A functor is a mapping F : C1 → C2 between categories, mapping objects of C1 to objects of C2 and preserving arrows, i.e. any arrow c1 → c2
in C1 is sent to an arrow F (c1 ) → F (c2 ) in C2 .
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Definition 15. A natural transformation between functors F : C1 → C2 and
G : C1 → C2 is a family of arrows ηc1 : F (c1 ) → G(c1 ) between objects in C2 ,
the index c1 being an object in C1 , such that for any arrow f : c1 → c2 in C1 we
have ηc2 ◦ F (f ) = G(f ) ◦ ηc1 .

Definition 16. Given a category C, a monad is a triple (T, µ, η), where T is a
functor T : C → C, and µ : T 2 → T and η : 1C → T are natural transformations
and 1C the identity functor on C, making the following diagrams commute:
T3

Tµ

T2
µ

µT

T

2

µ

T

ηT

T

T2
µ

Tη

T

2

µ

T

Definition 17. A pullback (P, p1 , p2 ) of two arrows f : X → Z, g : Y → Z in
a category is an object P and two arrows p1 : P → X, p2 : P → Y such that
g ◦ p2 = f ◦ p1 . Moreover the triple should be universal in the sense that for any
other triple (Q, q1 , q2 ) satisfying the property there is a unique arrow u : Q → P
such that p2 ◦ u = q2 and p1 ◦ u = q1 .

Now we move on to a more general notion of categories, namely multicategories, see e.g. [14] for a more indepth account:
Definition 18. A multicategory consists of
– a class O of objects,
– for each n ∈ N and a1 , . . . , an , a ∈ O, a class A(a1 , . . . , an ; a) whose elements
are arrows with multiple sources and one head, going from a1 , . . . , an to a,
– for each n, k1 , . . . , kn ∈ N and a, ai , aji ∈ O, a composition function
A(a1 , . . . , an ; a) × A(a11 , . . . , ak11 ; a) × . . . × A(a1n , . . . , aknn ; a)
usually written

→ A(a11 , . . . , ak11 , . . . , a1n , . . . , aknn ; a)
(θ, θ1 , . . . , θn ) 7→ θ ◦ (θ1 , . . . , θn ).

The composition should obey associativity, i.e.


θ ◦ θ1 ◦ (θ11 , . . . , θ1k1 ), . . . , θn ◦ (θn1 , . . . , θnkn )

= (θ ◦ (θ1 , . . . , θn )) ◦ (θ11 , . . . , θ1k1 , . . . , θn1 , . . . , θnkn )

– for each o ∈ O, an identity element io ∈ A(o; o) satisfying
θ ◦ (ia1 , . . . , ian ) = θ = 1a ◦ θ
whenever θ : a1 , . . . an → a is an arrow.

Now, we could imagine having a multicategory with only one object, as this
would yield a monoid-like structure for multiple-input-single-output compositions. This is exactly what an operad is.
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Definition 19. An operad is a multicategory with a single object.
Another, more concrete way of defining operads which we will prefer, is in
terms of operations and compositions of such, similar to how a monoid is a set
of elements that can be composed together.
Definition 20. An operad is a sequence (P (n))n∈N of sets, the elements of
which are operations of arity n, with an identity element i ∈ P (1), and for all
natural numbers n, k1 , . . . , kn a composition operation
◦ : P (n) × P (k1 ) × . . . × P (kn ) → P (k1 + . . . + kn )
(θ, θ1 , . . . , θn ) 7→ θ ◦ (θ1 , . . . , θn ),

satisfying the identity axiom

θ ◦ (i, . . . , i) = θ = i ◦ θ
and the same associativity condition as in Definition 18.
Note that in the literature there are several types of operads: one which
we have just presented and is often denoted plain operads or non-Σ operads,
one which is prevalent in the algebro-topological literature and requires that
the symmetric group on n letters acts on the set of n-ary operations, typically
referred to as symmetric operads, and there exist further variants beyond that
as well. In this paper we only consider plain operads.
The reader should note that the word “operad” happens to rhyme with
“monad”. This is no coincidence, as May, who coined the term operad in [17]
noticed the following connection between the two concepts:
Theorem 4. Any operad gives rise to a monad, and any such monad is necessarily cartesian (that is, it preserves pullbacks).
A proof of this theorem, as well as the following fact, can be found in [14].
Theorem 5. Any operad gives rise to an equational algebraic theory, i.e. a logical theory consisting of algebraic equations, and any such theory is necessarily
strongly regular, which means that no equation may have repeated arguments and
that all arguments on both sides of an equation must appear in the same order.

3

Towards an Operadic Automata Theory for Trees

This section will describe our main ideas and contributions, using the background knowledge from section 2. We need first and foremost a connection that
allows us to identify tree automata with operads, akin to the transition monoid.
To this end, recall how the transition monoid essentially was defined as a set of
functions with the composition operator, each function having its domain and
codomain in the set of states of the automaton, and each function corresponding
to reading in a string and changing state accordingly. We can comfortably repeat this construction with operads for trees, by mimicking the arguments from
before.
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Definition 21. Given a ranked alphabet F , let F ∗ denote the set of all (empty
or nonempty) trees formed by the elements of F . Together with the composition
operator, this forms the free operad over F .
Now, note that given a tree automaton (Q, F, Qf , ∆), the transition rule ∆
can be seen as a collection of mappings ft : Qt × Ft → Q, where Ft is the subset
of F with arity t, t = 0, 1, . . .. Indeed, the whole point of a rule is to decide
the state assigned at a certain level of an input tree based on the states at the
children. This lets us define a transformation operad (Q, O), where Q is the set
of states and O is an operad acting on the states by mapping finite sequences of
states to other states, analogous to the notion of a transformation monoid. But
we could also view each tree t ∈ F ∗ as inducing a mapping ∆t : Qarity(t) → Q,
where we extend the arity function to count the sum of the arities of the leaves
of a tree. We can now attempt at defining a notion of congruence as in the case
of string automata.
Definition 22. A congruence on an operad O is an equivalence relation on it
such that x ≡ y iff they have the same arity and for all x1 , . . . , xn , z ∈ O we
have x(x1 , . . . , xn ) ≡ y(x1 , . . . , xn ) and z ◦i x ≡ z ◦i y. Here ◦i denotes insertion
of the argument on the right into the i’th slot of the argument on the left.
Definition 23. Given a tree automaton A = (Q, F, Qf , ∆), define an equivalence relation ∼ on F ∗ by stating that t1 ∼ t2 iff ∆t1 = ∆t2 as mappings.
Theorem 6. The relation ∼ is a congruence on F ∗ .
Proof. The proof is essentially the same as in the monoid case, we note that if
t1 ∼ t2 then ∆t1 = ∆t2 . Hence if τ1 , . . . , τn ∈ F ∗ and qi is a vector of arity(τi )
states,
∆t1 (τ1 ,...,τn ) (q1 , . . . , qn ) = ∆t1 (∆τ1 (q1 ), . . . , ∆τn (qn )) =
∆t2 (∆τ1 (q1 ), . . . , ∆τn (qn )) = ∆t2 (τ1 ,...,τn ) (q1 , . . . , qn ).
Further, if τ ∈ F ∗ has arity n ≥ 1, then for all i = 1, . . . , n, if qi is a vector with
as many states as the arity of t1 ,
∆τ ◦i t1 (q1 , . . . , qi , . . . , qn ) = ∆τ (q1 , . . . , ∆t1 (qi ), . . . , qn ) =
∆τ (q1 , . . . , ∆t2 (qi ), . . . , qn ) = ∆τ ◦i t2 (q1 , . . . , qi , . . . , qn )

Thus we have a congruence. 

With the congruence in hand, we can successfully recover an analog of the
transition monoid, a transition operad, of a tree automaton.
Definition 24. Given a tree automaton A = (Q, F, Qf , ∆), we define its corresponding transition operad OA as the quotient F ∗ / ∼.
An alternative way to go, just as in the string case, is to consider the transition mappings ∆t as a generating set.
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Definition 25. Given a tree automaton A = (Q, F, Qf , ∆), we can alternatively define its corresponding transition operad OA as the sequence of collections (P( n))n∈N under the function composition operator, where each P (n) is the
set of all mappings of arity n generated by composing mappings ∆t for t ∈ F ∗ .
Theorem 7. The transition operads defined in Definitions 24 and 25 are isomorphic.
Proof. The maps ∆t , t ∈ F ∗ , map surjectively onto F ∗ / ∼ by mapping ∆t to
the equivalence class of t, and since maps ∆t1 = ∆t2 are already equal and taken
as the same element in Definition 25 the mapping is injective too. Thus we have
an isomorphism. 
Note how straightforward the connection between operads and tree automata
is: the tree automata were operads all along. This has two immediate consequences, both relevant either for the already existing universal-algebraic approach to tree languages, or for the monad-based framework of Bojanczyk et
al. as applied to trees [6]. Both consequences follow from a standard fact about
operads, and is a small example of the powerful statements one can anticipate
when using this framework.
Theorem 8. Any (deterministic, bottom-up) tree automaton gives rise to a corresponding monad which is necessarily cartesian, and an equational algebraic
theory which is necessarily strongly regular.
Proof. This follows immediately from the fact that a tree automaton has an
associated transition operad, and thus Theorems 4 and 5. 
Finally, we will construct an analogue of the syntactic monoid of a string
language, that is a syntactic operad, to go with the transition ditto as well,
as this leaves us with the basic tools necessary to replicate algebraic automata
theory to apply to trees in future papers.
Definition 26. Given a ranked alphabet F and a tree language L, we denote by ∼L the equivalence relation such that t1 ∼L t2 , t1 , t2 ∈ F ∗ iff for all
τ, τ1 , . . . , τn ∈ F ∗ either both or neither of τ ◦i t1 (τ1 , . . . , τn ) and τ ◦i t2 (τ1 , . . . , τn )
belong to L, for all i = 1 . . . arity(τ ).
Definition 27. The syntactic operad of a tree language L over a ranked alphabet
F is the operad F ∗ / ∼L .

4

Discussion and Future Research

We have in this paper identified bottom-up tree automata and operads, expressing the formet in terms of the latter. This is analogous to how monoids and
state machines for strings once were identified. This opens up for an alternative
extension of algebraic automata theory focusing on tree automata using operads
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as the underlying framework, possibly enriching both bodies of knowledge and
paving the way for the use of higher categorical structures in automata theory.
Although the steps taken in the current paper are small, there are several
possibilities for future research. The closest idea at hand would be to continue
further down the path laid out, and fully explore what the current state of operad
theory has to offer tree automata, and vice versa. There is a big body of literature
on operads out there covering many different perspectives, including for example
[14, 16, 22, 18, 10], and there is likewise a noteworthy body of knowledge about
tree automata and the algebraic approaches thus far considered for them [9, 11,
20], making for a lot of ground to cover in pursuing this endeavor.
Another interesting possibility would be connecting other higher categorical
structures (such as PROs, PROPs et cetera) to other types of automata (such
as DAG or graph automata). On this note, there is a notion of generalized
operads, called T-operads, where the input of an operation can be of other types
than lists of arguments, such as trees or multi-dimensional arrays. Viewing these
constructions from an automata-theoretical perspective could prove interesting,
but we leave that for future research.
It might be relevant to mention that one flaw of tree automata theory, namely
the nonhandling of types, can be mitigated by using multicategories instead
of operads to model tree automata that recognize typed trees. Each object is
then a typeclass and each morphism a rule where each argument has a type
corresponding to its source object and the derived result has a type corresponding
to the destination object. This allows for a simpler presentation than the current
solution of using tree set automata that involve recognizing sets of sets of terms
in order to incorporate a notion of types [11].
The reader should be aware that the operadic framework we propose, though
promising due to its close analogy to the string-based case with monoids, is not
the only algebraic framework available for studying recognition of tree languages.
Most notably, the use of operads for studying tree languages could be seen as a
categorical extension to the currently used framework of universal algebra, as an
operad is in a sense almost the same thing as an algebraic signature, viewed from
a different perspective. In particular, the tree and forest algebras of Bojanczyk
et al. [9] have already been used to prove several theorems analogous to what has
been found in the string-based case, even coming somewhat close to a KrohnRhodes type theorem [7]. We are confident in that many of these results could
with some effort be recast into operad-theoretical terms, so whether or not one
uses operads or tailor-made algebras when studying tree automata turns into a
question of what framework feels best suited for the task.
On another note, Bojanczyk et al. [6] use monads to capture not only trees,
but also many other types of languages, offering a more general perspective
on the notion of recognition that seems hard to measure up to using operads,
especially considering the fact that a monad associated with an operad has to be
cartesian. Furthermore, the ordinary framework of category theory has also been
applied to tree and other kinds of automata in e.g. [2, 4, 3], and any connections
between our idea and theirs have to be researched as well.
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Abstract. Graphical password systems use images as a mean to authenticate users. We examined users choice of graphical passwords when
images containing 2-dimensional geometric shapes were used. Users selected passwords by clicking on points in images. The closest shape to
a password point was determined by measuring distances between the
point and the coordinates of shapes’ border pixels. Significantly many
password points were placed close to a 3-point star shape, a 5-point star
shape and a 8-point star shape while few password points were placed
close to a pentagon shape. Consequently, users do prefer certain geometric shapes when selecting graphical passwords.

1

Introduction

Secure authentication is a great concern when digital resources are stored on
shared devices or on public servers. Passwords are one approach to authenticate
individuals. Text passwords, i.e. passwords consisting of alphanumeric characters
and/or special keyboard characters, is the most common choice for authentication [1]. Even though they are common, text passwords are difficult for humans
to remember. Strong text passwords are especially difficult to remember and as
a consequence humans tend to choose weak text passwords. Graphical passwords
use images instead of text, in an effort to produce strong passwords that are easy
to remember.
This paper examines if users prefer certain shapes when creating graphical
passwords. 45 participants entered graphical passwords in images containing
basic 2-dimensional shapes (e.g. polygons and circles). Each participant selected
a graphical password by clicking on an image three times. Frequency tables
containing the shapes and the amount of password points placed closest to each
shape were produced. Binomial tests then determined if the participants had
any preference.
The results showed that the participants did prefer certain shapes. Many
password points were placed close to star shaped polygons while few points were
placed close to a pentagon shaped polygon. The result can be used by attackers
to guess passwords with higher probability of success, and by developers to select
suitable images for graphical password systems effectively making users select
stronger passwords.
S. Bensch, T. Hellström (Eds.): Umeå’s 22nd Student Conference in Computing Science USCCS 2018,
pp. 57–66, January 2018.
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A lot of research on graphical passwords has been conducted. Some of the
research is described in Section 2. Information about the participants and descriptions of the web application used and the procedure is given in Section 3.
Section 4 presents the results and the results are discussed in Section 5.

2

Earlier Work

Research related to graphical passwords has been conducted ever since Blonder’s
patent [2] on the invention. A substantial part of the research has investigated
different graphical password schemes. The following categorization of the systems
was formulated by [8].
1. Recognition based systems.
2. Pure recall based systems.
3. Cued recall based systems.
In recognition based systems a user is required to select a number of images
as a password. In order to become authenticated the user needs to recognize and
select the password images among decoy images. The same procedure can be
repeated several times for increased security. One example of a recognition based
system is Passfaces1 , a system that lets a user select password images portraying
human faces. Another example is Story [4], a scheme that lets a user select
password images to make a story. Figure 1 illustrates what the authentication
process could look like in a recognition based system.

Fig. 1. An example of a recognition based system. A user only becomes authenticated
if the password images are selected. E.g. selecting the bottom left image would authenticate a user with the same image as a password image.

Pure recall based systems is another category of graphical password systems.
As the name indicates, systems based on pure recall give no hints or cues to the
1

Passfaces Corporation. The Science Behind Passfaces. http://www.realuser.com/
published/The%20Science%20Behind%20Passfaces.pdf. Accessed 2017-11-24.
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user. Jeremyn et al. [6] proposed and implemented a pure recall based scheme
Draw-a-Secret (DAS). In DAS, a user create a password by drawing a secret
design on a grid. Approved authentication requires the user to draw a similar
shape on a empty grid.

The last category is systems based on cued recall. Many cued recall based
systems require users to click on points within an image. PassPoints [8] is one
example. In the PassPoints system a user’s points is selected by the user during
password creation. The image can however be selected by either the user or the
system. During authentication the image is displayed, and the user is required
to click on (or near) each password point in the correct order. Chiasson et al. [3]
proposed another cued recall based scheme Cued Click Points (CCP). A sequence
of images is presented to a user in CCP. The user has to click on one point in
each of the images. Correctly clicked points in the correct images authenticates
the user. An image with four exposed password points can be seen in Figure 2.

Fig. 2. An example of a cued recall based system with a exposed password. The password consist of password points (red). Clicking on the password points or near the
password points (green) in a specific order authenticates a user.

Users passwords in graphical password systems have been examined. Davis
et al. [4] showed in their study of two recognition based schemes that users
passwords could be guessed by demographic knowledge of the users. Information about users are thus important to secure. The most likely regions for user
password points in the PassPoints system can be determined by a model developed by Dirik et al [5]. Luminosity contrast, color contrast and foreground were
the low-level factors used in the model. Various actions could however produce
stronger passwords. Educating users on password selection or limiting the users
choices when selecting passwords are two alternatives.
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Methodology

A web application was developed and used by the participants in the study. The
collected data was analyzed and used in binomial tests to determine if password
points were more likely to be placed close to certain shapes. The following sections contain information about the participants and descriptions of the web
application and the procedure.
3.1

Participants

Data was collected from 45 participants. 33 participants were male and 12 were
female. Most participants were between 21 and 30 years old. Four different nationalities were identified; Afghan (one participant), Finnish (one participant),
Irish (one participant) and Swedish (42 participants). The participants classified
their knowledge of password security on a scale from 1 to 10. A 1 corresponded
to no knowledge about password security and a 10 corresponded to extreme
knowledge. The accumulated answers are shown in Figure 3.

Fig. 3. The participants knowledge of password security. The x-axis is a scale from
1 (no knowledge about password security) to 10 (extreme knowledge about password
security). Number of participants is displayed on the y-axis.

3.2

The Web Application

The web application comprised a questionnaire and a web page used by the
participants to enter a graphical password. The questionnaire consisted of four
questions regarding a participants age, gender, nationality and knowledge of
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password security. The graphical password was entered by clicking on an image
three times (similar to many cued recall based systems). Green ornaments gave
direct feedback on the locations of the password points. Participants were able to
remove existing points if they desired. New points could then be selected. A user’s
choice of password points can be affected by the way an image is presented [7].
No effects were therefore added when displaying the images.
In each image 16 2-dimensional shapes were randomly placed at fixed locations. Every image contained the same quantity of distinct shapes in order to
remove any potential bias. The shapes used in the images are listed below. Differently colored shapes could also influence a participant’s choice of password
points. All shapes were therefore colored black. A total of five images were created, each with dimensions 600 x 600 pixels. One of the images is shown in
Figure 4.
–
–
–
–
–
–
–
–
–
–
–
–
–
–
–
–
3.3

A line (basically a rectangle with a small height).
A square.
A parallelogram.
A trapezoid.
A kite.
A pentagon.
A hexagon.
A nonagon.
An equilateral triangle.
An isosceles triangle.
A right triangle.
A circle.
An ellipse.
A 3-point star.
A 5-point star.
A 8-point star.
Procedure

Data was collected during a period of seven days. The participants could access the web application at that time from a device of their choosing. Time
of day and location of access was not controlled. No time limit was enforced.
The few restrictions consequently allowed the participants to input very realistic
passwords.
The closest shape to each password point was determined after collecting
the data. A password point was represented as an ordered pair of x- and ycoordinates. Distances were calculated between a password point’s x- and ycoordinates and the coordinates of every pixel on a shape’s border. The shortest
distance to the shape was acquired by comparing the distances. 16 distances
were similarly calculated, each distance corresponding to the shortest distance
between the password point and a shape. Comparing the 16 distances finally
determined the closest shape to the password point.
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Fig. 4. One of the images displayed to the participants during password selection. A
pentagon, a kite, a 8-point star, a parallelogram, a square, a 5-point star, a nonagon, a
circle, a right triangle, an equilateral triangle, a trapezoid, a hexagon, a line, an ellipse,
an isosceles triangle and a 3-point star (from top-left to botton-right) were the shapes
used in the images.

Frequency tables with each shape and the amount of password points placed
closest to the shape were constructed. One frequency table was constructed using
data from all the points and three frequency tables were constructed using data
from the participants first, second and third points.
The null hypothesis was formulated as a password point being equally likely
to be placed close to every shape. The frequency tables under the null hypothesis would therefore have a uniform distribution. A one-sample binomial test
was used to decide if the amount of password points closest to a shape was statistically significant or not. The same test was applied to all the shapes in the
four frequency tables. The participants were less likely to place their password
points close to a shape if the shape was statistically significant and the shape
had less than the expected number of points placed close to it. Conversely, the
participants were more likely to place their password points close to a shape if
the shape was statistically significant and the shape had more than the expected
number of points placed close to it. The null hypothesis could be rejected if any
shapes’ amount of password points deviated significantly in the frequency table
constructed using all points.

4

Results

Three points from each participant yielded a total of 135 points. Figure 5 is a
visual representation of the frequency table constructed using all points. The
expected amount of points for each shape was 8.4375. The pentagon, the 3-point
star, the 5-point star and the 8-point star were statistically significant (with
significance level 0.05). The shapes significance combined with the amount of
password points placed close to the shapes gave noticeable results. The partici-
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pants were less likely to place their password points close to the pentagon, and
more likely to place their password points close to the 3-point star, the 5-point
star and the 8-point star. The null hypothesis was rejected. Consequently, the
participants did have a preference regarding where to put their password points.

Fig. 5. A graph showing where the participants placed all their password points (i.e.
each participant’s first, second and third password point is included). The x-axis display
the shapes used in the images. The y-axis is the number of password points placed
closest to the associated shape. Five password points were for example placed closest
to the trapezoid. The expected number of password points is indicated by the orange
line.

One interesting result was revealed when analyzing the participants first password points. The only shape with statistical significance, using a significance
level of 0.05, was the 5-point star. The 5-point star was statistically significant
even with significance level 0.01. The participants were thus more likely to place
their first password point close to the 5-point star. A visual representation of the
frequency table constructed using the participants first points and the expected
amount of points for each shape (2.8125) is shown in Figure 6.
The participants second points were also analyzed. The 5-point star was the
only statistically significant shape (with significance level 0.05). Similarly to the
participants first password points, the second points were more likely to be placed
close to the 5-point star. A graph for the second points is shown in Figure 7.
The expected amount of points for each shape was 2.8125.
Analysis of the participants third points revealed that the 3-point star was
statistically significant (with significance level 0.05). No other shape was statistically significant. I.e. the third points were more likely to be placed close to the
3-point star. Figure 8 show the graph for the third points. The expected amount
of points for each shape was 2.8125.
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Fig. 6. A graph showing where the participants placed their first password points. The
x-axis display the shapes used in the images. The y-axis is the number of password
points placed closest to the associated shape. The expected number of password points
is indicated by the orange line.

Fig. 7. A graph showing where the participants placed their second password points.
The x-axis display the shapes used in the images. The y-axis is the number of password
points placed closest to the associated shape. The expected number of password points
is indicated by the orange line.
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Fig. 8. A graph showing where the participants placed their third password points. The
x-axis display the shapes used in the images. The y-axis is the number of password
points placed closest to the associated shape. The expected number of password points
is indicated by the orange line.

5

Discussion

The participants choice of password points were probably influenced by many
factors. The quantity of shapes in each image, the color of the shapes and the
used presentation method were consistent to eliminate some factors. However,
other factors could have influenced the participants. One aspect that could have
influenced the participants was the location of each shape. The shapes were
aligned in 4-by-4 grids in the images and password points placed close to corners
of the grids were possibly easier to remember and therefore selected. Consider
the image in Figure 4. Remembering a password point placed close to the parallelogram was possibly easier than remembering a point placed close to the
trapezoid, since the parallelogram was in the corner of the 4-by-4 grid of shapes.
Participants might also have mapped shapes to numbers. The pentagon could
be mapped to 1, the kite to 2, the 8-point star to 3 and so on. Disregarding
the shapes would clearly affect the results. The shapes were combined in five
different ways (presented in each image respectively) to reduce such effects on
the result. Though it is not certain that the result holds for other combinations
of the shapes. A result obtained using additional combinations would be more
reliable. Changes in the participants’ environments during password selection
could also have influenced the participants. A participant that listened to a song
containing the word “star” possibly placed a point close to a star shaped polygon, for example. Stimuli that affected the participants could not be determined,
since the environments were not controlled.
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The result suggest that users prefer selecting password points close to star
shaped objects. Zajonc [9] showed that an individual’s attitude towards a stimulus object can be positively affected by mere exposure to the object. The users
preference could therefore be explained by the users prior exposure to the shapes.
Recommendations for developers of cued recall based graphical password systems
are to select images without regions containing star shaped objects for the systems, since preference can be used by attackers to guess passwords with higher
probability of success.
Users passwords could be guessed by demographic knowledge of the users [4]
in recognition based schemes. Further studies are needed to conclude if demographic knowledge can be used to guess users passwords in cued recall based
schemes as well. The result can however give an indication of the passwords
Swedish people select considering most participants were Swedish.
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Abstract. Brutal design is an emerging user interface design principle.
Its effectiveness is explored in this study. The effect of the design principle is quantified by using a test application which can measure the
test participants time to action for three tasks inside a mock up e-mail
client. The brutalist application is designed after a literature research
and has also taken inspiration from readily available brutalist websites.
The participants were asked to "Start composing a new e-mail", "Open
an e-mail" and to "Press the search button". The time to action was
measured from that the application had rendered and until the participant performed the correct task. This was performed as an A/B test.
One part of the participants executed the tasks inside a flat designed application and the other inside a brutalist designed application. The test
showed a shorter total time to action for the flat designed application,
saying that a flat designed application is more time efficient to use than
a brutal designed one. Guidelines for designing a brutalist application
was set up in this paper.

1

Introduction

Brutal design is a design principle originating from industrial architecture [3].
The term describes buildings that have an honest and true relationship with
its materials. It is honest in the way that it is common for brutalist buildings
to expose the raw materials instead of hiding them. Concrete that has not been
painted over, exposed bricks, steel and glass [7]. Brutal architecture is also known
for its functionality and its low production cost [7]. One of the first times the
term started to appear in a digital design context was when Pascal Deville created the website brutalistwebsites.com1 . On the website Pascal defines brutalism
design as the following:
"In its ruggedness and lack of concern to look comfortable or easy, Brutalism
can be seen as a reaction by a younger generation to the lightness, optimism,
and frivolity of today’s web design." - Pascal Deville
1

Brutalist Websites

S. Bensch, T. Hellström (Eds.): Umeå’s 22nd Student Conference in Computing Science USCCS 2018,
pp. 67–78, January 2018.
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As an emerging design trend the purpose of this study is to investigate if
brutal design affects the time to action for specific tasks in a smartphone e-mail
client. The new design trend will be compared to todays more widely used design
principles such as flat design. Inside a mock up e-mail client the test persons were
asked to perform three tasks. These tasks were to start composing a new e-mail,
open an e-mail and to searching for an e-mail. The time to action for the test
person to complete the task were defined from the point that the e-mail client had
rendered and it ended when the test person performed the correct task. The test
was carried out as an A/B test. One part of the test group tested a traditionally
designed application and the other part a brutalist designed application.
1.1

Paper Outline

– Background
Presents information from a literature research about skeumorphism, flat
design and brutal design.
– Methodology
Explains how the test was developed and how it was carried out.
– Results
Results from the user test.
– Conclusion
Concludes the result.
– Discussion
Discussion about anomalies in the results.
– Future Work
Suggestions on future work.

2

Background

Designing for mobile user interfaces can be broken down into two common design
principles. These are skeumorphism and flat design [8]. Brutalist design can be
seen as an emerging design trend that has started to gain traction from 2016 and
forward. During 2016 various news medias wrote articles about the new trend,
these medias include The Verge2 , Design Shack3 , The Washington Post4 and
Vox5 . A skeumorph is a part of the design that serves little to no purpose for the
actual use of the artifact [1]. The term is widely used in industrial architecture
and digital design. Some of the earliest examples can be seen in Greek architecture where the ancient Greeks used features of old wooden buildings when they
began masonry construction [1].
2
3
4
5

This is what a brutalist world would look like on your phone - The Verge
Brutalism: A New Trend in Web Design - Design Shack
The hottest trend in Web design is making intentionally ugly, difficult sites - Washington Post
Brutalist architecture turns "ugly" into a design statement. Here’s what that looks
like on the internet - Vox
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Fig. 1: iPhone notepad application
As seen in Figure 1 Apple has tried to copy the look and feel of a yellow legal
pad for their digital application. Digital skeumorphs tend to copy real world
objects like the one seen in Figure 1. The concept of imitation has always been
a discussed subject in creative fields. In On the Art of Poetry Aristotle said [4]:
"the natural human inclination to imitate is described as inherent in a man
from his earliest days, he differs from other animals in that he is the most imitative of all creatures and he learns his earliest lessons through imitations" Aristotle
Hence when User Experience (UX) designers started designing digital objects,
imitation or skeumorphs were their first idea. Skeumorphs is not as widely used
anymore in todays digital artifacts. We have instead started to see more and
more applications moving towards a flatter design [8].
Flat design is based on removing visual cues and skeumorphs that usually
only exists in a three dimensional world. Flat design is therefore built solely
on the principle that the user will interact with the user interface on a two
dimensional pane [8].
One of the earliest examples of flat design can be seen in Microsoft’s Metro
UI in Windows 8 [8].
As seen in Figure 2 no elements of skeumorphism are present neither are any
shadows. The combination of the lack of these two elements creates an almost
completely flat design [8].
A new addition to UX design principles is brutalism. One of the major news
outlets that picked up on the trend in the middle of 2016 was Washington Post6 .
The article also mentions brutalistwebsites.com which was created in 2014 and
went viral in 2015. In order to define what brutalism design really is, we have
to look at where it originates from. One of its first appearances came from the
6

The hottest trend in Web design is making intentionally ugly, difficult sites - Washington Post
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Fig. 2: Windows 8 Metro UI
Swedish architect Hans Asplund. Who upon viewing a new housing project in
Sweden Uppsala referred to it as "nybrutalism" [7] (new brutalism). From here
on the term stuck. Brutalism has been found to embrace the rawness from the
materials, often exposing concrete, bricks and steel instead of hiding it [7]. This
made the parallel to the french word "bÃ c ton brut" stronger, apart from the
similarities in the two words. BÃ c ton brut have been used to describe brutalism
in several papers and books [2][3][7]. The word roughly translates to raw concrete.
BÃ c ton brut trivialized the definition of brutalism to the use of raw concrete. But brutalism’s origin were not about the use of one single material. It
is rather about exposing the materials, exhibiting its value and exhibiting the
buildings core functionality [7]. However when translating this to digital design,
exposing materials is a tough challenge. But similar to brutalist architecture
there is a structure to brutalist UX design. Brutalist architecture described by
Mould [7] is candid and trustworthy, it exposes the building for what it is and
nothing more. If we apply the same principles to UX design that would mean a
brutalist designed product or service will have to live up to the same trustworthy
standard as the buildings described by Mould [7].
In the Washington Post7 article they interviewed Pascal Deville who created
brutalistwebsites.com where he said the following
"Look at Craigslist. This is totally a brutalist website and commercially, very
successful." - Pascal Deville
What Pascal is saying here is that there is a place for brutalism on the
modern web and that they have a chance to be business viable. A screenshot
from Craigslist can be seen in Figure 3.
7

The hottest trend in Web design is making intentionally ugly, difficult sites - Washington Post
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Fig. 3: Craigslist.org

3

Designing a brutalist application

Brutalist buildings are famous for their straight and clutter free exterior [3],
an honest design as well as a visually challenging aesthetic. The application
developed for this study followed these principles as closely as possible. A pair
of guidelines was set when designing the application which can viewed below:
– Delimitation lines
The delimitation lines should be thick enough that they are easy to distinguish from the background.
– The use of icons
Icons should rarely see any use, they should instead be replaced with text
which conveys a more honest intent.
– Rounded corners
Rounded corners should be avoided, straight and clean lines are prioritized
instead.
– Text gradient
The text that is used should only use one gradient of black or white, preferably all black (#FFFFFF) or all white (#000000).
– Text size
The text should be in bold weight if it is used as a descriptive text such as
a headline for that particular page. Thin weighted text should be avoided.
The test application that was developed for the test can be viewed in Figure 5
alongside its corresponding flat design in Figure 4.
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Methodology

A smartphone application was developed to perform the testing. The application was based on the Gmail8 application for iPhone. The application has also
been designed according to the human interaction guidelines from Google9 and
Apple10 . Two different types of user interfaces (UI’s) were developed. The first
one was a traditionally designed UI that took inspiration from the original mail
client which is flat designed. The second one used the same layout as the first
one but with the difference that it was brutalist designed. The brutalist designed
application followed the guidelines stated in this paper. The two different designs
can be seen in Figure 4 and Figure 5.

Fig. 4: Flat e-mail mock up

Fig. 5: Brutalist e-mail mock up

An A/B test was carried out where one part of the test subjects tested the flat
designed application and the other part the brutalist designed application. The
recruiting of test participants was done by walking the halls of Umeå University
and asking students that sat there if they wanted to participate. This meant
that 19 out of 20 test participants were of the age 21-30 and one participant
was between 31-40. We can assume that the participants had varied knowledge
in different technological fields, because the tests were predominately executed
in the technological buildings of the university. Five of the participants were
female, one non-binary and 14 male. The test participants were addressed to
8
9
10

App Store Gmail - Email By Google
https://material.io/guidelines/ Material Design Guidelines
https://developer.apple.com/ios/human-interface-guidelines/overview/themes/ Apple Human Interaction Guidelines
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perform three tasks which were to compose a new e-mail, open a received e-mail
and press the search button. Both the A and B group performed the three tasks
in that order. Before the test was finalized five pilot tests were executed to sort
out kinks and errors. The data for the pilot tests were not recorded.
The time to action was measured from that the test screen was rendered until
the participant clicked the button they were addressed. This was done using a
built in timer inside the application. The participants time to action lets us
quantify how efficient the test participants were at performing the tasks inside
the two different applications. When analyzing the data this will tell us if a
brutalist designed application is faster or slower to use. After every finished test
were the test participants asked to answer four questions. Age, gender identity,
what type of smartphone they used and if they had used any sites that used
brutal design. Including the four questions this generated nine parameters for
every test subject. The nine parameters with the possible results can be seen in
Table 1.
Parameter
Age
Gender Identity
Have you used any of these sites
Smartphone OS
Flat Design
Time to start composing a new e-mail
Time to open an e-mail
Time to start searching for an e-mail
Total time to perform the three tasks

Possible result
-20, 21-30, 31-40, 41-50, 51+
Female, Male, Non binary, Other
Craigslist, Hypemachine, CNN Lite, NPR
Lite, Bloomberg
iOS, Android, Other, I dont have a smartphone
1 or 0
time in ms
time in ms
time in ms
time in ms

Table 1: Parameters and possible results

Before the test began the test persons were addressed to read the Consent
Form and the Instructions. Both of which can be seen below:
"This is a test created for a course at Umeå University. All data collected
through the test will be anonymous. The results of the study will be publicly available. You can end the test any time you want and you don’t have to answer any
questions that you don’t like."
"You are going to perform three tasks inside a mock-up e-mail client. You
will be asked to perform each task as fast as possible while you are inside the
e-mail client. You will receive the first task now and the other two will be presented later in the test. By pressing "Start" you are agreeing to the terms of the
test and the test will begin. Task 1: Compose a new e-mail."
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Results

The collection process was designed to retrieve the data from the test participants in individual observations. In order to determine if the process has been
in statistical control we use an individual (I) moving range (MR) chart [5]. Since
the test was executed as an A/B test and we have 20 observations we will split
the observations to their corresponding groups. Meaning that group A had 10
observations and group B 10 observations. The I-MR chart consists of three
limits. The limits are the following:

X ± 3σ
Where X is the average of the individual values and the standard deviation
σ is estimated from the moving range [6]. This constructs a chart that has one
upper (UCL) and one lower (LCL) control limit from X. If one data point is
outside the UCL or the LCL we cannot assume that the point is within statistical
control. The data point must then be eliminated or the data collection process
must change. The control chart is constructed by using the total time that the
test took to complete. The I-MR charts for group A and B can be seen in Figure
6.

(a) I-MR Chart for the total time flat design group

(b) I-MR Chart for the total time brutal design group

Fig. 6: I-MR Control charts for the collected data
The data points for chart (a) and (b) are both within the UCL and LCL.
We can not see any visible trends in any of the charts either. Therefore we can
assume that the process is within statistical control.
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The number of observations in each group makes it incompatible with a
normality test and we will therefore assume that the test data is normalized.
The standard deviation (StDev), the mean for each specific task and the total
time can be seen in Table 2.
Task
Start composing a new e-mail
Open an e-mail
Press the search button
Total time
Task
Start composing a new e-mail
Open an e-mail
Press the search button
Total time

Brutal design StDev
4942
2489
312
6146
Flat design StDev
2441
875
2062
2803

Brutal design mean
6089
2672
1336
10097
Flat design mean
3492
1595
1758
6846

Table 2: Standard deviation and mean for the three tasks and the total time.
The numbers are in milliseconds.

As we can see in Table 2 the StDev for the tasks "Start composing a new
e-mail" and "Open an e-mail" for the brutalist designed e-mail client are greater
than for the flat designed e-mail client. Same goes for the total time for all of
the three tasks. For "Press the search button" the brutalist designed StDev is
lower. The mean time for "Press the search button" is lower for the brutalist
designed application whilst the three other variables are greater.
A 2 sample t-test is performed in order to determine if there is a significant
difference in the three tasks and the total time to action. The hypotheses stated
for the test is as follows:
h0 : m1 − m2 = δ0
h1 : m1 − m2 < δ0
Where m is the mean time for the time to action for the three tasks and the
total time. The confidence interval is set to 90% for all of the 2-Sample t-tests
and δ is the hypothesized difference. The results from the 2 sample t-test can be
seen below:
Difference = mu (total-time-flat) - mu (total-time-brutal)
Estimate for difference:
-3251
90% upper bound for difference:
-354
T-Test of difference = 0 (vs <): T-Value = -1,52 P-Value = 0,077 DF = 12

Table 3: 2-sample t-test for the total time to action
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Difference = mu (create-time-flat) - mu (create-time-brutal)
Estimate for difference:
-2597
90% upper bound for difference:
-244
T-Test of difference = 0 (vs <): T-Value = -1,49 P-Value = 0,080 DF = 13

Table 4: 2-sample t-test for compose an email time to action

Difference = mu (email-time-flat) - mu (email-time-brutal)
Estimate for difference:
-1077
90% upper bound for difference:
61
T-Test of difference = 0 (vs <): T-Value = -1,29 P-Value = 0,112 DF = 11

Table 5: 2-sample t-test for open an e-mail time to action

Difference = mu (search-time-flat) - mu (search-time-brutal)
Estimate for difference:
423
90% upper bound for difference:
1335
T-Test of difference = 0 (vs <): T-Value = 0,64 P-Value = 0,731 DF = 9

Table 6: 2-sample t-test for press the search button time to action

We can see from Table 3 and Table 4 that there is a difference in the time to
action for the total time to perform the test as well as the task "compose a new
e-mail". Although this is not the case for Table 5 and Table 6 where the task
"open an e-mail" has a P-value of 0,112 and the task "search for an e-mail" has
the P-value of 0,731. Therefore we can not say with a high enough confidence
that there is a difference in those two particular tasks.
The raw data that was collected in the tests can be seen in Figure 7.

6

Conclusion

We can conclude from the results that a flat designed e-mail client was more time
efficient for the test participants to use than the brutal designed. This is true for
the total time even though two of the tasks did not show a significant difference
in time efficiency. The time to compose an e-mail showed that it was more time
efficient for the flat designed application for the given confidence interval and
the time to open an e-mail was relatively close to show a faster time. In the case
of searching for an e-mail the difference was not as great.
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Fig. 7: Raw data
A brutalist designed application shows a lack of icons and replaces them with
text strings instead. The text is often times bolded, so are the delimitation lines
and the colors are often plain in the regard that there is no gradients or similar
effects. The text that is displayed are only visible in one color in a brutalist
designed application, often times completely black.

7

Discussion

All of the test participants said that they owned a smartphone which may suggest
that they have all been exposed to flat design in some way or another. In other
words were all of the test participants trained to use a flat designed interface.
While that might not be true for a brutalist designed interface. This might have
had an influence for the time to action in the different interfaces. When looking at
specific tasks the task to compose a new e-mail showed the greatest difference. If
we look at the difference in the design that button was marked with an icon in the
flat designed application and a text string in the brutalist designed application.
Here the trained participants most likely already knew what the icon would
accomplish. Although it is interesting that the difference did not show for the
task "Press the search button" where a similar design philosophy was applied.
Considering that, that task was the last one in the test it could be the case that
the participants had seen that text at the start of the test and knew beforehand
where to press.
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Future Work

In this study all of the participants owned a smart phone. A study could be carried out to examine if the same difference would show if the test was carried out
on participants that was not as experienced with touch screen based interfaces as
well as flat design. Another study could compare two different styles of buttons,
where one style would use icons and the other a printed text string and then
compare the time it took for the test participants to process what that button
would accomplish. This could perhaps describe the behavior that was discovered
during this study. The cognitive load could also be measured between the two
different design principles.
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Abstract. Ornithologists have been studying and tracking birds using
bird ringing since the 19th century. Bird ringing involves a lot of manual labour and is still performed to this day. In recent years machine
learning techniques have made substantial improvements which has increased their viability for automated classification tasks. In this paper
we evaluate different machine learning techniques for bird song classification using neural networks. Engineered feature extraction is performed
on 1800 audio files across six different species of birds commonly found in
Sweden. The audio files are obtained from the http://xeno-canto.org
website which contains crowd sourced recordings from across the world.
The machine learning framework TensorFlow is used to implement an
artificial neural network that takes the engineered features as input for
the training process. The results show that the performance of a standard
neural network used with engineered features is on par with spectrogram
image classification using a Convolutional Neural Network when applied
to non noise reduced inputs.

1

Introduction

Bird ringing has been a popular method for gathering information and tracking
birds for over a hundred years. Desired information can be the species life spans,
migration paths and the size of the species population1 . A system capable of automated classification can be useful in the field of ornithology where the manual
labour could be partially replaced by a more efficient automated method.
In this paper we evaluate the differences in classification performed on features extracted by two different methods (see Section 3.3), which are automated
and engineered feature extraction. The features are used when classifying bird
song using two versions of neural networks. A Convolutional Neural Network
(CNN) was used to obtain the results for the automated feature extraction and
a Neural Network (ANN) was used on the engineered features.
As described in [5] the design of a neural network is based on connecting
several simple computational units, which is in many ways analogous to the
1

http://birdlife.se/ottenbyfagelstation/ringmarkning-observationer/
ringmarkning-hur-och-varfor/

S. Bensch, T. Hellström (Eds.): Umeå’s 22nd Student Conference in Computing Science USCCS 2018,
pp. 79–86, January 2018.
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human nervous system. Neural networks have been applied to speech recognition
problems for a long time, with the goal of achieving human like performance.
A feature within the field of machine learning is equal to an input variable
or attribute, which features are selected from the data is highly domain specific.
In this paper features are properties that are selected from audio files containing
bird song.
A Neural Network will be applied to an engineered feature vector extracted
from bird song audio files in order to answer the following research question:
"How does a classification system based on engineered feature extraction perform compared to a system with automated feature extraction when classifying
bird song?"

2

Related Work

In [7] a deep CNN was used to determine the effect of noise reduction when
performing classification of bird song. The results obtained in that report will
be used to make a comparison with engineered feature extraction methods with
the goal of determining which approach is best suited for bird song classification.
The details of the experiment are covered in Section 4.
In [6] both engineered and automatic feature extraction was applied to bird
song classification. The best results were achieved by using an ANN (PyBrain 2
library) together with openSMILE 3 feature extracting tool, this method achieved
a 91.2% accuracy over 36 species. The data set used in [6] was obtain from a
selection of Animal Sound Archive 4 .
In this paper the idea of using engineered feature extraction with OpenSmile
software as done in [6] will be combined with the data set and machine learning
frame works used in [7].

3

Theory

This section covers the core topics in this paper, which are ANN, CNN and
Feature Extraction.
3.1

Neural Networks

Neural Networks as explained in [8] can be used to map arbitrary input vectors
into an output vector. This is useful for recognition tasks where it is hard to
state an explicit definition of what the relationship between input and output
should be. Due to the nature of the problems where neural networks is applied
it is usually expected a classification accuracy of less than 100%, however neural
networks can perform as good as or better than humans performing the same
2
3
4

http://www.pybrain.org/
http://audeering.com/technology/opensmile/
http://www.animalsoundarchive.org/RefSys/Statistics.php
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task. One example of this is the MNIST digit recognition task where Neural
Networks are approaching human performance [4].
Neural networks are built by connecting several small computational units,
often referred to as neurons. The neurons are arranged into rows which constitutes a layer in the network. For a typical ANN the neurons takes it’s input from
the previous layer and passes it strictly forward into the next layer as shown in
Figure 1.
The first layer, the input layer, is where the data (training or classification)
is fed into the network. The last layer where the output of the classification can
be collected is the output layer. All interconnected layers in between are hidden
layers. The number of layers in a network is it’s depth. Increasing the depth of
a neural network will sometimes result in an increase in performance due to the
ability to learn more complex patterns. There are many factors which effect the
overall performance of a network, where the depth is one of them, other factors
are for example the data set size and learning rates.

Fig. 1. Layered architecture of an ANN [7]. Input is fed into the first layer and the
result of the classification can be read from the output layer.

Neural networks have to be trained before they can be used to classify the inputs with reasonable accuracy. The back propagation algorithm [8] is a algorithm
which is commonly used to train networks. The training utilizes an annotated
data set which displays instances of input data along with the annotation of the
correct output. This allows the network to learn patterns in the inputs in order
to correctly classify inputs outside of the training set. This form of training that
uses a annotated data set is called supervised training.
3.2

Convolutional Neural Networks

Convolutional Neural Networks (CNN) as explained in [7] are specialized networks used primarily for image classification, however they are also applied to
other tasks such as sentence modelling [2]. CNNs are applied where the information have spatial properties such as pixels in an image or words in a sentence.
A CNN uses this information to extract spacial features from the input, these
features can then be used to find common features between a set of inputs.
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CNNs get their name from the use of the mathematical concept of convolution, which can be (simplified) explained as the task of finding common features
independent of position in two inputs. Two inputs which contain a high number
of common features are likely to belong to the same classification class. This
helps the network to become less reliant on positioning of the common features.
3.3

Feature Extraction

Feature extraction [1] within the field of machine learning is to start with the
initial data and derive values, features, from it. The feature extraction process
often reduces the input space by removing unnecessary or duplicate information.
Automated feature extraction is where the neural network itself is responsible for creating the features. This is useful when it is not clear which of the
information in the input that is the most relevant.
Engineered feature extraction takes advantage of domain specific knowledge,
i.e it is possible for experts to determine which of the information is the most
relevant for the classification task. An example would be to filter out any sound
outside of known frequency ranges for bird song, as all such audio are coming from other sources. Some examples of engineered audio feature extraction
programs are Yaafe 5 , openSMILE 6 and Essentia 7 .
3.4

Mel-Frequency Cepstrum Coefficients

Within speech recognition problems the Mel-frequency cepstral coefficients [10]
(MFCC) are a popular set of features. The OpenSmile feature extraction software
used in this paper revolves heavily around MFCC extraction. MFCCs are a
representation of an acoustic signal, the process of extracting MFCCs from an
audio file can be summed up in following steps; Apply fourier transform [9] on
the signal, map the powers of the spectrum obtained in the previous step onto
the mel scale (logarithmic scale of percieved pitch). Take the log of the powers
of the mel frequencies and apply discrete cosine transform to it. The amplitudes
of the resulting spectrum are the calculated MFCCs.

4

Method

The idea of using engineered feature extraction with an ANN, as used in [6], will
be applied to a different data set selected from http://www.xeno-canto.org/
and a different machine learning framework (TensorFlow 8 ) in order to make a
performance comparison to the results obtained in [7].
The data set was created by downloading audio files from the open source audio bank at http://www.xeno-canto.org/. The species chosen for this experiment
are six commonly found birds in Sweden;
5
6
7
8

http://yaafe.sourceforge.net/
http://audeering.com/technology/opensmile/
http://essentia.upf.edu/documentation/
https://www.tensorflow.org/
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Anthus Trivialis (Tree pipit)
Erithacus Rubecula (European robin)
Fringilla Coelebs (Chaffinch)
Parus Major (Great tit)
Phylloscopus Trochilus (Willow warbler)
Regulus Regulus (Goldcrest)

These were chosen to match the data set obtained in [7] in order to create a
fair comparison (the two data sets are identical). It is assumed that in each audio
file there is only one species who can be clearly identified as the most dominant
source of audio. For each species roughly 300 audio files were selected, which was
the number of files available for the species with the fewest files, this was done
to create a balanced data set. 70% of the data set was used for training, 20%
used for for validation during the training and the remaining 10% was used for
the final test of the classifier.
The data sets will be used both as is, and together with a background noise
removal process. For the noise reduced data set each file will go through the
noise removal process before the feature extraction is done. The noise reduction
is also performed by the SoX software as done in [7]. SoX creates a noise profile
by analyzing a file containing background noise, in this paper the start of each
file is used to create the noise profile. The noise profile is then used as a filter
and is applied over the entire file to produce a filtered version which contains
less background noise. The bird song in the file is however also effected by this
process which slightly changes the sound of the song.
Which features are extracted from the OpenSmile software is dependent on
which configuration file is used. In this paper the configuration file
(IS09_emotions.conf) was used for the feature extraction. The configuration
file is part of the 2.3 release version (Oct. 28th 2016) of OpenSmile, it is also
available at9 . The features extracted from the audio file is a size 384 float vector,
containing statistical features over the entire audio file such as MFCCs.
The TensorFlow machine learning framework will be used for the implementation of the neural network. A standard linear classification neural network will
be applied to the features as well as a few deeper (more than one layer) architectures, the designs used in [6] will also be tested. The training is performed
over a number of epochs, in each epoch 100 files are randomly selected for training using the Adam optimizer [3] which is an extension of stochastic gradient
descent.
In order to evaluate the impact of the feature extraction process the percentage of correct classification on entire audio files will be measured and compared
to the results obtained in [7].
9

https://github.com/naxingyu/opensmile/blob/master/config/IS09_emotion.
conf
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Result

A number of deeper networks were tested, such as with depth three and widths;
{256,128,64}, and depth five with widths; {384,192,96,48,24} along different
combinations of the depth (from 1 to 5) as well as the width of each layer (from
1024 nodes to 16 nodes). None of the deeper architectures showed any results
above the 30% mark. The networks of depth three and deeper that are presented
in Table 1 have the same architecture as the ones that showed the best results
in [6].
A classifier that randomly selects labels would achieve a 16,6% (1/6) accuracy
which can be kept as a base line comparison for the results showed in Table 1.
The table shows the results of the different architectures used for the neural
network, as well as what learning rate (how much the weights in the network
change during training) and the number of training epochs that were used during
training. The label Noise Reduction shows if the training and testing sets were
noise reduced. The The deeper networks showed no improvement in performance
after around 200 epochs, the training process was canceled at that point to save
time.
Table 2 shows the results obtained in [7] using the same machine learning
framework and data set together with a CNN and automated feature extraction.
Table 1. Test set classification accuracies measured after training.
Noise Reduction Width of layers Epochs Learning Rate Accuracy
No
384, 6
800
0.000005
69.9%
Yes
384, 6
800
0.000005
68.0%
No
384, 192, 6
200
0.00001
28.6%
Yes
384, 192, 6
200
0.00001
26.5%
No
384, 192, 80, 6 200
0.00001
28.6%
Yes
384, 192, 80, 6 200
0.00001
23.1%

Table 2. Results from [7] using CNN automated feature exraction
Noise Reduction Accuracy
No
68.1%
Yes
86.1%
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Conclusions and Discussion

The classification accuracy of 70% is slightly more than four times higher than
the results of a random classifier (16.7%). The network which trained on the
noise reduced training set performed slightly worse than the one without noise
reduction. This is slightly surprising since the results obtained in [7] (see Table 2) show a clear increase in performance when using noise reduction, 86.1%
classification accuracy compared to 69.4% without. The classification in [7] is
done with spectrogram image classification which might explain why the noise
reduction has different effect on the results. It is possible that the OpenSmile
extraction tool is not that sensitive to noise as it is designed for audio feature
extraction. Whereas the CNN used in [7] is an image classifier which does not
have any domain specific knowledge about audio feature extraction.
It is also possible that the noise reduction performed on the training set is
too severe, which causes more harm then benefit. MFCC extraction is sensitive
to noise and in [2] they show an improvement for classification tasks when using
noise reduction together with MFCC extraction.
Another point to notice is that the performance between the two classification
methods (feature extraction vs spectrogram) are very close when both methods
use training sets containing background noise (69.4% vs 69.9%).
The major reduction in performance for deeper network architectures can
be explained by the combination the hidden layers, input feature vector and
the optimizer. The TensorFlow DNNClassifier10 was used when setting up the
deeper networks. The results obtained in [6] show a 91.2% classification accuracy
when using a three layer deep network. This suggests that improvements can be
made to the architecture used in this paper to achieve a higher performance. In
[7] two convolutional and one fully connected layer were used to obtain a 86%
accuracy.

7

Further Work

A lower level of noise reduction might increase the performance rather than
decreasing it. This has to be tried by constructing another data set and starting
the training process over from the beginning.
It should also be possible to increase the performance of the classification
by exploring deeper architectures. A more thorough look into the TensorFlow
framework should most likely reveal how the model can be optimized for better
performance using a deeper architecture.
Performing cross validation over the training, validation and test sets would
increase the reliability of the results, i.e. reduce the influence of chance when
selecting the testing set.
10

https://www.tensorflow.org/api_docs/python/tf/contrib/learn/
DNNClassifier
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