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Abstract
The Volvo Trucks cab plant in Umea is one of the northern Sweden’s largest
engineering industries. The plant manufactures only cabs for trucks and is one
of the most modern production plants in the world. Despite a highly automated
and computerized system among many processes, the paint quality inspection
process is still mainly performed manually. A real-time automated and intelli-
gent quality inspection for painted cabs is highly desired to decrease the costs
and at the same time to increase both the production e�ciency and the prod-
uct quality. This project is one step forward to the automation of paint quality
control. Two di�erent issues were treated during this project, namely defect
detection and defect classification. These problems were solved by feeding four
statistical approaches such as support vector machine, random forests, k-nearest
neighbors and neural networks with extracted histogram of oriented gradients
features from the captured images. The results revealed that support vector ma-
chine and random forests outperformed their contenders in terms of accuracy
to both detect and to classify the defects.
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Sammanfattning
Volvokoncernens hyttfabrik i Umeå är en av Norrlands största verkstadsindus-
trier. Hyttfabriken tillverkar bara hytter för lastbilar och tillhör en av världens
modernaste produktionsanläggningar. Trots ett hög automatiserat och datoris-
erat system bland många processer så är kvalitetsinspektionen av målade hytter
fortfarande utförd manuellt. En smart och automatiserad kvalitetskontroll kan
leda till lägre kostnader, högre kvalitet samt högre produktions e�ektivitet. Den
här studien är ett steg framåt mot en automatiserad kvalitetskontroll. Två slags
problem undersöktes närmare i den här studien nämligen defekt inspektion och
defekt klassificering. Dessa problem åtgärdades genom att förse fyra statistiska
metoder, support vector machine, random forests, k-nearest neighbors och neu-
ral networks, med extraherade HOG egenskaper från tagna bilder. Resultaten
visade att support vector machine och random forests presterade bättre än dess
konkurrenter i förhållande till förmågan att både inspektera och klassificera de-
fekter.
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1 Introduction

1.1 Background

Competition in the automotive industries has reached the highest level recently.
Due to the competition, automated and intelligent manufacturing process is
highly desired for the increase of the production e�ciency, the product quality
as well as the decrease of the labor costs. Nowadays automatic inspection plays
a significant role in industrial quality management and defect detection is an
important factor on quality control process. The location, nature and formation
of the defective regions on the painted surface can be revealed through automatic
inspection. Hence automatic inspection is of crucial importance to maintain the
quality of the painted surface.

Despite a highly automated computerized system among many processes,
the paint quality inspection process is still mainly performed manually in most
worldwide automotive manufacturers. Human vision and touch are still impor-
tant for the inspection of blemishes and bumps on the final painted surface but
they are susceptible to inconsistency due to:

• unavoidable human error,

• the limited time for the inspection of each cab,

• some defects are tough to observe due to their micrometer size ( 1µm =
10≠6m ) or less-accessible location on the product,

• some defects are only visible in some particular viewing angles,

• light conditions.

Manual quality inspections and root cause analysis are intensive, time-consuming,
expensive and do not necessarily minimize the consequences of the defects. An
automated paint quality control can lead to higher quality products and at the
same time can reduce the costs and time waste caused by defects.

The Volvo Group is one of the world’s leading manufacturers of trucks, buses,
construction equipment as well as marine and industrial engines. The Volvo
Group also provides complete solutions for financing [1].Volvo Trucks is a global
truck manufacturer based in Gothenburg, Sweden. Last year, it was the world’s
second largest manufacturer of heavy-duty trucks [1].

The Volvo Trucks cab plant in Umeå is one of the northern Sweden’s largest
engineering industries with about 1,500 employees. The cab plant in Umeå
manufactures only cabs for trucks and is one of the most modern production
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plants in the world. It functions as an introductory plant for new technologies
and materials in stamping1, body in white2 and surface treatment3. Hundreds
of robots especially programmed to perform diverse tasks such as welding, seal-
ing and gluing, spraying, etc, are used in the cab plant. The cab plant in
Umeå generates real time large amounts of data. On each industry robot, a
large number of variables are being observed through sensors and cameras. The
Volvo group plans to develop methods and tools to enable real-time information
to be extracted and to make decisions based on such information.

Despite the plant in Umeå being one of the most modern plants in the
world, paint quality control is still executed manually. A need for a real-time
automated quality inspection and repair system for painted vehicle bodies gave
birth to FIQA (Finish Inspection and Quality Analysis) research project with
this work being a part of this project.

1.2 Paint shop

At the paint shop in the cab plant in Umeå, fully automated robots and a group
of color technicians work together to make sure each cab exits with the best
smooth, high quality finish and perfect color available on the market. Before
the cabs are shipped to the main assembly lines, the paint shop in Umeå takes
care of their paintings. Every cab from the body shop goes through multiple
stages in the paint shop, and a computerized tracking system monitors every
cab through each stage. The result is a classic finish that is consistent, durable,
and tough. The essential stages in the paint shop are displayed in figure 1.

1Stamping (also known as pressing) is the process of placing flat sheet metal in either blank
or coil form into a stamping press, where a tool and die surface form the metal into a net
shape.

2Body in white or BIW refers to the stage in automobile manufacturing in which a car
body’s sheet metal components have been welded together. BIW is termed before painting
& before moving parts (doors, hoods, and deck lids as well as fenders), engine, chassis sub-
assemblies, or trim (glass, seats, upholstery, electronics, etc.) have been assembled in the
frame structure .

3A surface treatment is a process applied to the surface of a material to make it better in
some way, for example by making it more resistant to corrosion or wear.
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Figure 1: A sketch of the essential stages in the paint shop.

The color bank of the plant o�ers a wide range of colors to the customers.
There are more than 800 di�erent colors to choose from. A mixed customized
color can be provided as well if necessary. Hundreds of cabs are painted at the
paint shop a day [32]. Paint pumps up automatically from a selected bucket and
only the exact amount of paint needed is used. There is an advanced system
especially created to ensure this process is flawless. The paint shop has been
carefully structured and designed to take all environmental aspects into account
and one of its top priorities is a reduction of the amount of solvent used.

Around 9 kg of paint in total is used on each cab [32]. The first two layers
are corrosion protectants, followed by a primer to ensure better adhesion and
durability for the paint system, as well as ensuring the correct underlying color.
The next layer is either a base coat followed by a clear coat, or a pigmented
topcoat directly on top of the primer [32]. These later coats provide the final
color.

The final steps in the paint shop are human visual inspection and touch
to ensure there are no missed spots, irregularities, bumps, scratches or uneven
surfaces.
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1.3 Aim

The aim of this project is to compare four di�erent statistical approaches namely
support vector machine, random forests, k-nearest neighbors and neural net-
works in terms of their accuracy to detect and classify the defects from painted
specular surfaces.

1.4 Outline

The organization of this thesis is as follows. A literature review of previous stud-
ies on image texture features and defect detection is presented in the upcoming
section. This is then followed by the theory behind the statistical approaches
used in this project presented in section 3. In section 4, the process for the col-
lection of the images and the Histogram of Oriented Gradients (HOG) feature
extraction are described. The methodology used in this project and the optimal
parameters selected for the classifiers are described in section 5. The results of
this project appear in section 6. Finally, Section 7 presents the discussion of the
results and some recommendations about future work.
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2 Literature review

For the last two decades many computer vision based approaches for image
texture features have been proposed and can be characterized into four cat-
egories: statistical, structural, filter based and model based [34]. The most
popular methods are statistical and filter based approaches. This project will
focus mainly on the statistical approaches.

Statistical approaches are based on the spatial distribution of gray pixel
values [34]. This can be classified into first order (one pixel), second order (two
pixels) and higher order (three or more pixels) statistics based on a number of
pixels defining the local features [29]. There is a bunch of image texture features
using statistical approaches. One of the most used approach is the Histogram
approach which include such features as the range, mean, standard deviation,
variance and median. Broadhurst et al. [6] have shown that the accuracy of
the methods based on histograms can be enhanced using statistics from local
image regions. Other well known and widely used texture features are the co-
occurrence matrices. Several works applied these features to detect defects [5, 7].
Local binary pattern (LBP) is another approach that uses the gray level of the
center pixel of a sliding window as a threshold for surrounding neighborhood
pixel [27]. This approach was introduced by Ojala et al. [23] as a shift invariant
complementary measure for local image contrast.

Computer vision has done an outstanding job in developing all the methods
mentioned above for image texture features. At the same time classification
methods play an important role in defect detection. Machine learning has pro-
vided us with many di�erent classifiers both in supervised and unsupervised
learning. Neural Networks (NN), Support Vector Machine (SVM), Principal
component Analysis (PCA), Clustering, K-Nearest Neighbors (KNN), Decisions
Trees, are to name some e�ective classifiers. Weimer et al. [33] suggested a neu-
ral network structure which uses random generated image patches and statistical
feature representations for defect detection on textured surfaces. A fast fabric
defect detection scheme based on an histogram of oriented gradients (HOG) and
SVM was proposed in [30]. In the same paper a powerful feature selection algo-
rithm AdaBoost is performed to select a small set of HOG features. Lokhande
and Sasidharan [20] localized defects using LBP and the detected defects were
classified into di�erent defect types by means of KNN classifier. A feed-forward
neural network was presented in [17] for the segmentation of local textile de-
fects, where the dimension of feature vectors was reduced by PCA. Akbar et al.
[2] presented an inspection scheme to detect defects in plain fabric, which was
based on statistical filter and geometrical features. A classifier based on decision
tree framework was implemented afterwards.

Sometimes it is necessary to know the location, formation as well as the na-
ture of the defective regions. In order to understand the formation and nature
of the defects, it is important to have an ability to accurately localize the de-
fective regions rather than classify the surface as a whole. This can provide us
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with possibilities for classifying the defects and for further studies of the defects
characteristics. For example, in [19], Kunttu and Lepistö used Fourier shape
descriptor to perform defect retrieval.

Automatic inspection of specular painted surface is still a challenge, as the
surface is highly reflective and its features are hardly visible. Mi showed in
[21] that a monocular phase measuring deflectometry based on gradient fields
and curvature maps turned out to be an e�cient and accurate method when it
comes to detect and classify two types of defects. A dark field illumination based
on machine vision system for defect detection on specular painted surface was
proposed in [4], where classification was performed by a single layer Artificial
Neural Network.

Unfortunately, with these large numbers of available approaches, the perfect
approach does not exist yet as every approach has some advantages and disad-
vantages. The comparative study is important since we can learn more about
the di�erences between the various approaches [29]. Moreover the combination
of the approaches can give better results than when applied individually [27].
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3 Theory

In this section, the supervised learning methods for classification used in this
project are presented. We start with Support Vector Machine (SVM) in section
3.1 which is based on the concept of decision planes that define decision bound-
aries. SVM is followed in section 3.2 by the popular Neural Networks (NN)
inspired by the way biological neural networks in the human brain work. In
section 3.3, Random Forests (RF) which operate by averaging multiple decorre-
lated trees are described. Finally, a non-parametric classification method known
as K-Nearest Neighbors (KNN) is presented in section 3.4.

3.1 Support Vector Machine (SVM)

3.1.1 Maximal Margin Classifier (MMC)

One way of solving a two class classification problem is to find a hyperplane
that separates the classes in a feature space. A hyperplane in p dimensions is a
flat a�ne subspace of dimension p≠1. The equation for a hyperplane is defined
as the following [12]. )

x:f(x) = xT
i — + —0 = 0

*
, (1)

where — is a unit vector : Î — Î=
qp

j=1 —2
j = 1.

A hyperplane is a line in p = 2 dimensions and it is a plane in p = 3
dimensions. In p > 3, the hyperplane is a (p ≠ 1) dimensional flat subspace that
can be hard to visualize.

For any point x = (x1, x2, ..., xp)T in p dimensional space for which equation
(1) holds, this point lies on the hyperplane. Otherwise, i.e. when f(x) > 0 or
f(x) < 0, this point lies then on one of the 2 sides of the hyperplane [15].

A classification rule induced by f(x) is

G(x) = sign [f(x)] .
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Figure 2: The blue and purple dots represent the two di�erent classes perfectly
separated by the maximal margin shown as a black solid line. The distance
from the solid line to either of the dashed line indicates the margin [15].

In general, if the data can be perfectly separated with a hyperplane, then
there will in fact exist an infinite number of such hyperplanes. Finding the opti-
mal separating hyperplane also known as the maximal margin hyperplane is the
problem to be solved. Suppose we have n trainings observations4 x1, x2, ..., xn œ
RP associated with labels y1, y2, ..., yn œ {≠1, 1}. We are looking for the optimal
hyperplane among all that makes the biggest gap or margin between the two
classes, 1 and -1 [15]. An example of a maximal margin can be seen in figure 2.
The optimal hyperplane is the solution to the following optimization problem

max
—0,—

M

Subject≠to Î — Î = 1 (2)
yi(xT

i — + —0) Ø M, ’i = 1, 2, ..., n

M represents the width of the hyperplane margin and the optimization prob-
lem chooses —0 and — to maximize the margin M . The constraints in the
optimazation problem (2) ensure that each observation is on the correct side of
the hyperplane and at least a distance M from the hyperplane. This can be

4In a dataset, a training set is implemented to fit a model, while a test (or validation) set
is to validate the fitted model. Observations in the training set are excluded from the test set.
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rephrased as a convex optimization problem (quadratic with linear inequality
constraints) [12]. We will come back to this in the next section.

3.1.2 Support Vector Classifier (SVC)

The SVC is an extension of the MMC. Suppose that we are dealing with two
classes that overlap in feature space as seen in figure 3. In this case, the opti-
mization problem in (2) has no solution with M > 0, i.e. no maximal margin
hyperplane exists in this case. One way to deal with the overlap problem is to
allow for some points to be on both, the wrong side of the margin and the wrong
side of the hyperplane. Observations on the wrong side of the hyperplane are
misclassified by the SVC in order to have a better overall classification. This
optimization problem can be written as follow [12]

max
—0,—,›

M

Subject≠to Î — Î = 1
yi(xT

i — + —0) Ø M(1 ≠ ›i), ’i = 1, 2, ..., n (3)

›i > 0,
nÿ

i=1
›i Æ C ,

where [15]:

• M = 1
Î—Î is the width of the margin.

• › = {›1, ›2, ..., ›n} are the slack variables that allow individual observations
to be on the wrong side of the margin or the hyperplane. This variables
tell us where the ith observation is located relative to the hyperplane and
relative to the margin. If ›i = 0 , the ith observation is on the correct
side of the margin. If ›i > 0 , the ith observation is on the wrong side
of the margin. If ›i > 1 , the ith observation is on the wrong side of the
hyperplane.

• C is a nonnegative cost tuning parameter that bounds the sum of the
slack variables. It determines the number and severity of the violations
to the margin and the hyperplane that we will tolerate. If C = 0 then
›1 = ›2 = ... = ›n = 0 , the optimization problem becomes exactly the
same as the maximal margin optimization in (2). If C > 0, no more than
C observations are on the wrong side of the hyperplane. In practice, C
is chosen via cross-validation and controls the bias-variance trade-o�. A
small C leads to narrow margins that are rarely violated and this amounts
to a classifier that is highly fit to the data which may have low bias but
high variance and vice-versa.
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Figure 3: Example with two classes that overlap in feature space. The hy-
perplane is shown as a solid line and the margins are as dashed lines. Blue

observations: 5 observations are on the correct side of the margin, 2 observa-
tions are on the margin, 2 observations are on the wrong side of the margin
and 1 observation is on the wrong side of the hyperplane. Red observations:

5 observations are on the correct side of the margin, 1 observation is on the
margin, 1 observation is on the wrong side of the margin and 3 observations are
on the wrong side of the hyperplane. The diamond-shaped blue and red points
are the support vectors.

The observations that lie strictly on the correct side of the margin do not
a�ect the SVC, this is an attractive property for the SVC. The SVC is only
influenced by the support vectors which are the observations on the wrong side
of their margins. The diamond-shaped blue and red observations in figure 3 are
the support vectors in that case. A large value of the cost tuning parameter C
will lead to many support vectors as the result of the wide margins.

The constraints of the optimization problem in (3) can be rephrased as a
convex optimization problem (quadratic with linear inequality constraints). A
quadratic programming solution using Lagrange multipliers can be used to solve
this optimization problem. The Lagrange primal function is

15



LP = 1
2 Î — Î2 +C

Nÿ

i=1
›i ≠

Nÿ

i=1
–i

#
yi

!
xT

i — + —0
"

≠ (1 ≠ ›i)
$

≠
Nÿ

i=1
µi›i . (4)

After minimizing the Lagrange primal function in (4) w.r.t. the parameters
—, —0 and ›i and setting the respective derivatives to zero, we arrive at a La-
grange dual problem as given below in (5) by substituting the parameters into
the Lagrange primal function [12].

LD =
Nÿ

i=1
–i ≠ 1

2

Nÿ

i=1

Nÿ

j=1
–i–jyiyjxT

i xj . (5)

The solution of (5) is expressed in terms of fitted Lagrange multipliers –̂i

—̂ =
Nÿ

i=1
–̂iyixi ,

with –̂i > 0 only for those observations i for which the second constraints in
(3) are fulfilled (support vectors). Suppose that S is the collection of indices of
these support vectors, we have then

f̂(x) = xT —̂ + —̂0 =
ÿ

iœS

–̂iyix
T xi + —̂0 .

3.1.3 Support Vector Machine (SVM)

The SVM is an extension of the SVC that results from enlarging the feature
space in a specific way using basis expansions such as polynomials, splines or
kernels. The idea is to enlarge the feature space in order to adapt a non-linear
boundary between the classes.

The procedure that solves this problem is almost identical to the previous
one, the only di�erence is that here we need to select the basis functions hm(x),
m = 1, 2, ..., M . Briefly, we will fit the SVC using input features h(xi) =
(h1(xi), h2(xi), ..., hM (xi)), i = 1, 2, ..., N , and produce the nonlinear function
[12]

f̂(x) = h(x)T —̂ + —̂0. (6)
The classifier is G(x) = sign(f(x)) as before. The optimization problem and

its solution are presented in a special way that only involves the input features
via inner products. The Lagrange dual in (5) has then the form [12]

LD =
Nÿ

i=1
–i ≠ 1

2

Nÿ

i=1

Nÿ

j=1
–i–jyiyj < h(xi), h(xj) > (7)
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and the solution function can be written as

f(x) = h(x)T — + —0 =
Nÿ

i=1
–iyi < h(xi), h(xj) > +—0 . (8)

The inner product of 2 observations xi, xj is given by

< xi, xj >=
pÿ

k=1
xikxjk.

The expressions (7) and (8) involve h(x) only through inner products. This
implies that the computation of the inner products in the transformed space
requires only knowledge of the kernel function

K
!
x, x�"

=< h(x), h(x�) > (9)

Replacing the kernel function (9) in (8) gives

f(x) =
Nÿ

i=1
–iyiK

!
x, x�"

+ —0.

The three popular choices of the kernel function are :

• dth≠Degree polynomial: K
!
x, x�"

= (1+ < x, x� >)d

• Radial basis: K
!
x, x�"

= exp
!
≠“ Î x ≠ x� Î2"

• Neural network: K
!
x, x�"

= tanh(Ÿ1 < x, x� > +Ÿ2)
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Figure 4: Example of a 2 -class classification problem using a radial basis kernel
on simulated data. The radial basis kernel with C = 5 and “ = 0.5 is shown
as a black solid line and the Bayes decision boundary as a blue solid line. The
radial basis kernel is close to the Bayes decision boundary in this case.

An example of the radial basis kernel is shown in figure 4 as a black solid line.
The blue line is the Bayes decision boundary. The SVC will certainly perform
worse than the radial basis kernel on these data because of the presence of the
non-linear decision boundary.

For the SVM with more than two classes, the most popular approaches are
so called “one-versus-one” and “one-versus-all”.

3.2 Neural Networks (NN)

The NN have been hyped throughout the years in the scientific community.
They were presented as magical and mysterious by computer scientists. How-
ever, Friedman et al. [12] showed that they are just nonlinear statistical models
much similar to the projection pursuit regression.
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The central idea of the NN is to extract linear combinations of the inputs as
derived features, and then model the target (response variable) as a nonlinear
function of these features which results in a powerful learning method. NN can
be applied both to regression and classification problems.

An example of a NN diagram with one hidden layer is presented in the figure
5 below.

Figure 5: Example of a NN model plot with one hidden layer on the famous
Iris dataset (Fisher [11]; Anderson [3]). The nodes or units to the left indicates
the input layer with the predictors (sepal length and width, petal length and
width). The nodes in the middle of the network represent the hidden layer
and the nodes to the right represent the output layer with 3 classes (setosa,
versicolor and virginica).

For the K≠class classification problem, there will be K nodes in the output
layer, with each node modeling the probability of class K. Consider a NN with
one hidden layer, derived features Zm are created from linear combinations of
the predictors and the target Yk is modeled as a function of linear combinations
of the Zm [12]

Zm = ‡(–0m + –T
mX), m = 1, 2, ..., M , (10)
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Tk = —0k + —T
k Z, k = 1, 2, ..., K , (11)

fk(X) = gk(T ) = eTk

qK
l=1 eTl

, k = 1, 2, ..., K , (12)

where Z = (Z1, Z2, ..., ZM ), T = (T1, T2, ..., TK) and X = (X1, X2,..., XP ). M
is the number of nodes in the hidden layer, K is the number classes in the
output layer and P is the number of predictors. The function gk(T ) in (12) is
called the softmax function which is the transformation used in the multilogit
model. The function ‡(v) in the model (10) is a non-linear activation function
called the sigmoid. The purpose of the activation function is to introduce non-
linearity into the output of a node. Other most encountered activation functions
in practice are:

• Sigmoid : ‡(v) = 1
1+e≠v transforms the output in the range [0, 1].

• Hyperbolic Tangent : tanh(v) = 2
1+e≠2v = 2‡(2v) ≠ 1 gives output in

the range [≠1, 1].

• Rectifier: A(v) = max(0, v) replaces all the negative values with zero.

The NN can be thought of as a nonlinear generalization of the linear model if
the ‡ is the identity function. The blue nodes with a constant 1 inside in figure
5 at the top of the hidden layer and output layer symbolize the bias. This bias
can be thought of as an additional feature and captures the intercepts –0m and
—0k respectively in the models (10) and (11). The NN were inspired by the way
biological neural networks in the human brain works. Each node represents a
neuron and the connections between the nodes represent the synapses.

Let us denote the complete set of weights by ◊ = {–, —}. These weights are
unknown parameters that need to be estimated by the NN. For the NN with one
hidden layer, the total number of weights

)
–mo, –m1, ..., –mP , m = 1, 2, ..., M

*

in the input layer is equal to
M(P + 1) , (13)

and the total number of weights {—ko, —k1, ..., —kM , k = 1, 2, ..., K} in the hidden
layer is

K(M + 1) . (14)

In figure 5, we have M = 3, K = 3 and P = 4. Using expression (13) we have 15
weights in the input layer and by applying (14) we get 12 weights in the hidden
layer.

The aim is to estimate the weights ◊ from the training data which is done by
minimizing the following cross-entropy (deviance) for the classification problem

R(◊) = ≠
Nÿ

i=1

Kÿ

k=1
yik log fk(xi) (15)

20



The corresponding classifier is G(x) = arg maxk fk(x). The NN is exactly a lin-
ear logistic regression model in the hidden nodes with the softmax function gk(t)
and the cross-entropy error function R(◊). All the parameters are estimated by
maximum likelihood [12].

The usual approach to minimizing R(◊) is by a gradient descent method also
known as the back-propagation algorithm. Due to the hierarchical form of the
model, derivatives can be formed using the chain rule and then computed via a
forward and backward sweep over the network. The back-propagation algorithm
is simple and its updates only depend on local information in the sense that
each hidden node communicates only with the nodes that it is connected to
(this helps particularly in parallel architectures). Its downsides are it can be
very slow and the learning rate needs to be chosen. One of the few alternative
variations of the back-propagation is the resilient back-propagation algorithm
which uses conjugate gradients instead and converges faster.

It is non-trivial to train neural networks since the model is generally over-
parametrized, and the optimization problem is nonconvex and unstable, unless
certain guidelines are followed. Some important issues are as follows [12].

• Initial values: The sigmoid function ‡(v) is approximately linear if the
weights are near zero. Initial values for the weights are generally randomly
chosen near 0, this implies that the model is linear from the start and
becomes non-linear as the weights increase. Zero weights will lead to
zero derivatives and perfect symmetry which keep the back-propagation
algorithm from changing solutions, i.e. it never moves. Large weights tend
to overfitting.

• Overfitting: The NN will overfit at the global minimum of the cross-
entropy error function R(◊). Therefore di�erent approaches to regulariza-
tion have been adopted such as:

– Early stopping: Stop the algorithm before converging to a minimum
of R(◊). A validation set is useful to determine when to stop.

– Weight decay: Add a penalty to the error function R(◊) + ⁄J(◊),
where

J(◊) =
ÿ

k,m

—2
km +

ÿ

m,l

–2
ml,

and ⁄ Ø 0 is a tuning parameter. Larger values of ⁄ tend to shrink
weights towards zero. This is similar to ridge regression.

– Weight elimination: This encourages more shrinking of small weights
than the weight decay

J(◊) =
ÿ

k,m

—2
km

1 + —2
km

+
ÿ

m,l

–2
ml

1 + –2
ml

.

• Scaling of the inputs: Make sure the predictors are standardized before
training. Scaling of the inputs can have a large a�ect on the quality of the
final solution.
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• Number of hidden nodes and layers: It is generally better to have too
many hidden nodes than too few. Few hidden nodes lead to less flexibility
in the model. With too many hidden nodes, extra weights can be shrunk
towards zero if appropriate regularization is used. The number of hidden
nodes increases with the number of inputs and the number of training
observations. Each hidden layer extracts features of the inputs, multiple
hidden layers allow the construction of hierarchical features at di�erent
levels of resolution. The choice of the number of hidden layers is guided
by background knowledge and experimentation.

• Multiple minima: The error function R(◊) is nonconvex with many
local minima. The final solution is quite dependent on initial weights due
to the nonconvexity of the error function. Three options are available:

1. Train di�erent networks for di�erent random initial weights and choose
the network with the lowest error.

2. Train di�erent networks for di�erent random initial weights and use
the average predictions over the trained networks as the final predic-
tion.

3. (Bagging) Train di�erent networks from random subsets of the train-
ing cases and average the predictions.

Neural networks are especially e�ective in settings where prediction without
interpretation is the goal.

3.3 Random Forests (RF)

Tree based methods can be applied to both regression and classification prob-
lems. We will focus only on classification problems in this project.

The idea behind the classification trees is to step by step find binary splits,
with regards to the input variables, that minimize the classification error rate
in every terminal node5. The approach used by these trees is called top-down
because it begins at the top of the tree with the root node6 which gives the
best information about the classes. The tree continues by finding new internal
nodes7 and the whole process is repeated until each terminal node has fewer
than some minimum number of observations. A good strategy is to grow a very
large tree, and then prune it back in order to obtain a smaller sub-tree using
cross validation [15].

5A terminal node is a node without a binary split.
6A root node is a the top of the tree and represents the variable that gives the best split.
7A internal node is a node between a root node and a terminal node.
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Before we explain the RF approach, we will start with the theory behind the
bagging aggregation method and the variance reduction technique.

The variance of an estimate can be reduced by averaging together many
estimates. Consider a set of n independent observations Z1, Z2, ..., Zn each with
variance ‡2, the variance of the mean Z̄ is equal to

V ar(Z̄) = ‡2

n
.

Bagging or bootstrap aggregation is a variance reduction technique of a
statistical learning method. In other words, the concept in bagging is to average
many noisy but approximately unbiased models and hence reduce the variance.
In the context of decision trees, bagging is done by fitting B di�erent noisy
trees on di�erent subsets of the data (bootstrapped data) chosen randomly
with replacement [28]. The average of the predictions from all the fitted trees
gives

f̂bag(x) = 1
B

Bÿ

b=1
f̂úb(x) , (16)

where f̂úb(x) is the tree fitted on the bth bootstrapped set. Expression (16) is
then called bagging. Each bootstrapped set contains about two-thirds of the
training data, the remaining one-third is called Out of Bag (OOB) observations.
The bias of the bagged trees is the same as that of the individual trees because
all the trees are identically distributed. Consequently, the trees obtained from
bagging are highly correlated due to their similarities. Unfortunately, averaging
a large collection of highly correlated trees does not reduce the variance as much
as averaging a large collection of uncorrelated trees [15]. If the input variables
are identically distributed but not necessarily independent with positive pairwise
correlation fl, the variance of the average is [12]

‡2
average = fl‡2 + 1 ≠ fl

B
‡2 (17)

as the number of trees B increases, the second term in (17) disappears. The
correlation fl of pairs of bagged trees restricts the advantages of averaging.

The idea behind RF in Algorithm 1 shown below [12] is to improve bagging
by reducing the correlation between the trees, without increasing the variance
too much. Each time a split in a tree is considered, RF considers only a random
subset m from the full set of p input variables. The default value for m is Ô

p
for classification problems, but in practice m should be considered as a tuning
parameter. The majority vote in equation (18) of Algorithm 1 indicates that
the overall predicted class is the most commonly occurring class among the B
predictions.
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Algorithm 1 Random Forest for Classification [12].

1. For b = 1 to B

(a) Draw a bootstrap sample Zúb of size N from the training data.
(b) Fit a random forest tree Tb to the bootstrapped data, by recursively

repeating the following steps for each terminal node of the tree, until
the minimum node size nmin = 1 is reached.

i. Select m variables at random from the p input variables, the
default value is m = Ô

p.
ii. Pick the best variable/split point among the m.
iii. Split the node into two daughter nodes.

2. Output the ensemble of trees {Tb}B
1 .

To make a prediction at a new point x:
Let Ĉb(x) be the class prediction of the bth random forest tree. Then

ĈB
rf (x) = majority≠vote

Ó
Ĉb(x)

ÔB

1
(18)

The use of the OOB samples is an attractive feature for RF. An OOB error
estimate is almost identical to the error computed by K-fold-cross-validation
when the number of grown trees B is large enough [12]. This means that cross-
validation is performed simultaneously while the model is being fitted.

A RF model improves prediction accuracy at the expense of interpretability
when compared to a single tree. Variable importance plots can be constructed
for RF to give an overall summary of the importance of each predictor using the
Gini index (measure of node purity) in the expression below for classification
problems.

Gm =
Kÿ

k=1
p̂mk(1 ≠ p̂mk) (19)

where p̂mk represents the proportion of training observations in the mth terminal
node that are from the kth class. The total amount that the Gini index in (19)
has decreased by splits over a given variable is averaged over all B trees, a large
value indicates an important variable [15].

RF can overfit with small m if the number of important variables is small
relative to a large number of noise variables. At each split, the likelihood that an
important variable is among the m selected becomes smaller. When the fraction
of important variables increases, RF appears to be robust to an increase in the
number of noise variables [12]. RF performance is not a�ected by the increasing
number of trees B.

RF are simple to train and tune which explains their popularity.
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3.4 K-Nearest Neighbors (KNN)

KNN is a non-parametric method used for both classification and regression.
KNN is memory-based8 and require no model to be fit [12]. The concept behind
the KNN classifier is to find the K nearest neighbors from the training set to
a new test point x0. If the K nearest neighbors are represented by N0, KNN
estimates the conditional probability

Pr(Y = j|X = x0) = 1
K

ÿ

iœN0

I(yi = j) (20)

for class j as the fraction of points in N0 whose response values equal j [15].
The test point x0 is then classified according to Bayes rule which states that
x0 is classified to the class with the largest probability. I(e) in (20) is the
indicator defined as I(e) = 1 if e is true and I(e) = 0 otherwise. The most
common distance metric used is the Euclidean distance, although other metrics
such as the Minkowski Distance, Mahalanobis Distance, etc can be used [28].
The standardization of the input features is crucial when using KNN since the
features can have di�erent units.

KNN classifier is extremely a�ected by the choice of K. The KNN classifier
gets less flexible (low variance but high bias) and produces a decision boundary
close to linear as K grows [15].

Cover and Hart [8] have shown that the error rate of the 1-nearest-neighbor
classifier is never more than twice the Bayes rate asymptotically if the number
of observations is su�ciently large. Nevertheless KNN has shown poor perfor-
mance in high dimensional settings due to the curse of dimensionality [28].

The KNN classifier is a very simple method that works surprisingly well on
many problems. It is always good to have KNN in your toolbox when you do
classification.

8In machine learning, instance-based learning (sometimes called memory-based learning)
is a family of learning algorithms that, instead of performing explicit generalization, compares
new problem instances with instances seen in training, which have been stored in memory [9].
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4 Data acquisition and feature extraction

The process for the collection of the images and the Histogram of Oriented
Gradients (HOG) feature extraction are described in this section.

4.1 Target

Three di�erent surfaces were targeted in this project:

1. A small part of the luggage lid for the Front High (F.H) cabs as represented
in figure 6. The size of this target is 30cm x 26cm.

2. A small part of the luggage lid plus another small part of the area above
the luggage lid for the Flat Medium (F.M) cabs. The size of this target is
also 30cm x 26cm.

3. Slabs or sheet metals with the size of 10cm x 20cm.

Figure 6: The luggage lid for the F.H cabs and the target for that surface.
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4.2 Camera and screen calibration

Figure 7: 24-inch Dell monitor with 52cm of width, 32cm of height and 61cm
of diagonal. The resolution of this monitor is 1920 x 1200.

The monitor and camera used in this project are shown respectively in figure
7 and figure 8. The Fujinon HF16SA1 camera in figure 8 is a high resolution
C-mount lens that supports digital cameras up to 5 megapixel and uses supe-
rior optics to achieve corner-to-corner performance with low distortion. The
camera is designed to enhance image illumination in low light conditions. The
dimensions of the images taken from this camera are 2456 x 2052.

Figure 8: The Fujinon HF16SA1 is a high resolution C-mount lens. The di-
mensions of the images are 2456 x 2052 with the sizes of around 5 megabits
(Mb).

Figure 9 displays a set up used for this project. The components of the setup
as shown in figure 9 are: a monitor, a camera, a slab holder, a laptop and a
luggage lid for the F.M cab along with the area above it. The most important
geometrical measurements for the setup of this project are as follows.
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• The angle of the screen was 33 degrees.

• The angle of the camera was 25 degrees.

• The distance from the center of the screen to the F.H cab was 22.5 cm.

• The distance from the center of the screen to the F.M cab was 25.5 cm.

• The distance from the center of the screen to the slab was 18 cm.

• The vertical distance from the screen to the camera was 37 cm.

• The diagonal distance from the screen to the camera was 42 cm.

• The diagonal distance from the camera to the F.H cab was 56 cm.

Figure 9: The setup for this project.

The camera and the screen work in opposite direction. The closer the screen
is positioned, the bigger the reflection becomes and the further the camera is
located the bigger the image taken.

4.3 Sinusoidal pattern

The idea is to project sinusoidal patterns onto a monitor and observe the reflec-
tion of those patterns through the specular surface under the test. The reflection
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of this patterns on the surface is captured by the camera displayed in figure 8.
Any variations of the surface lead to distortions of the patterns as shown in fig-
ure 10. The sinusoidal pattern is generated in a mathematical software Matlab,
version R2017b. The function of this pattern is shown in the equation below.

I = B + A sin(2fif(x) + ◊) ,

where A is the amptitude, B is the bias or o�set, f is the frequency and ◊ is the
phase [21]. The frequency f controls the thickness of the strips while the phase
◊ shifts the pattern in x or y direction, by fi

2 at each step. I can be directed in
the two-orthogonal directions x or y of the screen.

Figure 10: An example of how a variation on the surface can be displayed on
the camera image. At the bottom left, the distortions of the sinusoidal patterns
show that there is a defect on the surface [13].

4.4 Defect type

There are many di�erent types of defects than can occur on painted surfaces.
The most common defect types are dirt and crater, thereby this project will
focus only those two defects.

Dirt can be described as a small bump deposited in, on, or under the painted
surface, whereas crater looks like a circular low spot or bowl-shaped cavity on
the painted surface.

Examples of images with crater and dirt captured on the horizontal sinu-
soidal pattern are shown respectively in figure 11a and figure 11b. It should
be noted that dirt is more common than crater both on the cabs and on the
slabs. It is almost impossible to distinguish dirt from crater just by observing
the captured images, therefore, human eyes and touch are still vital for this
task.
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(a) An example of “crater” captured on the horizontal sinusoidal pattern with
frequency=32, phase = fi and brightness = 175

(b) An example of “dirt” captured on the horizontal sinusoidal pattern with
frequency=32, phase = 0 and brightness = 175

Figure 11: Examples of slab images with crater and dirt.
30



4.5 Image acquisition

An image acquisation Grafical User Interface (GUI) was written in Matlab to
facilitate the shooting. The image of this GUI is shown in figure 19 in appendix
A.1. The two parameters that have to be chosen before the shooting are listed
below.

1. Sinusoidal parameters :

(a) Pattern: both available patterns, horizontal and vertical, were used.
(b) Frequency: four di�erent frequencies (8, 16, 32 and 64) are available.

All of them were used.
(c) Phase: the pattern (horizontal or vertical) can be shifted four times

by fi
2 at each step (0, fi

2 , fi, 3fi
2 ). All the phases were used as well.

2. Camera parameters:

(a) Brightness: three measures (125, 150, 175) are available to choose
from. The measure 125 is set for the lighter colors, 175 for the darker
colors and 150 for the colors in between. Two measures, 125 and 175,
were selected for this project.

(b) Exposure: the best measure for the exposure was found to be -8.
(c) Gain: zero showed up to be the best measure for the gain.

Each pattern (vertical or horizontal) has four di�erent frequencies (8, 16, 32 and
64) with each frequency having four di�erent phases (0, fi

2 , fi and 3fi
2 ). Moreover

there are two di�erent measures of brightness (125 and 175) for each image. In
total there are 64 images taken for each target where half of them (32 images)
have vertical pattern and the rest have horizontal pattern. Before saving the
images, it was necessary to enter the target identification (a seven digits unique
ID) and select the directory in the computer where the images would be stored.

4.6 Image annotation

To help along with the image annotations, another GUI (see figure 20 of ap-
pendix A.1) was written in Matlab. The following steps should be performed
before annotation.

• To enter the target ID in the GUI.

• To have access to the raw database directory, where all the images are
saved.
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• To inspect manually the targets surface with care under good lighting
conditions.

If there was a presence of any defect type on the surface, it was annotated
by clicking on the spot on the image where the defect was situated. It was
important to click exactly on the defect. A window would then appear giving
three options (dirt, crater and no-defect9) to choose from. By selecting one of
the three defect types, the GUI saved the coordinates of the defect type selected
in a text-file. The same procedure was repeated if there were more than one
defect on the given surface. All the text-files were saved in the annotated text-
file database directory. The text-files and the images were linked by the target
ID. If for example the defect type was dirt with coordinates (x, y) = (100, 700),
it was denoted D≠100≠700 in the text-file.

The “<�<�< Previous” and “Next>�>�>” buttons in the GUI in figure 20
of appendix A.1 are to browse between all the 64 di�erent images within the
same target. Certain defects were sometimes only visible for some particular
frequencies or phases depending on its size, type or location. A marked defect
type on one image was automatically marked on all the 63 remaining images
with exactly the same coordinates of the given target.

4.7 Annotated image patches

The next step after image annotation was the extraction of image patches around
the specific defects on the annotated images. A function was written in Matlab
to perform this extraction which was achieved by the following steps.

• Go into the text-files to read the defect type and its coordinates.

• Crop the images using their defect types coordinates as the center of the
extracted image patches.

• The image patches were saved in di�erent folders according to their defect
types (dirt, crater or non defect), i.e. 3 di�erent folders were created.

In this project, four di�erent sizes were chosen for the image patches: 31 x 31,
51 x 51, 71 x 71 and 91 x 91. Examples of image patches for dirts, craters and
non defects in di�erent sizes are shown in figure 12. An image patch contained
exactly one defect. There were 859 targets in total from which 500 were images
from the slabs and 359 were images from the cabs. For each target, the function
extracts in total 64 images multiplied by 4 di�erent sizes multiplied by the
number of defects on the target. If, for example, a target has 3 defects (2 dirts
and 1 crater), there would be in total 64 x 4 x 3 =768 image patches.

9No-defect is when the painted surface is defect free. For all the defect free targets, 2 cases
of no-defect were saved.
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(a) Examples of dirt image patches in di�erent sizes. The sizes from
left to right are 91x91, 71x71, 51x51 and 31x31.

(b) Examples of crater image patches in di�erent sizes. The sizes
from left to right are 91x91, 71x71, 51x51 and 31x31.

(c) Examples of non defect image patches in di�erent sizes. The sizes
from left to right are 91x91, 71x71, 51x51 and 31x31.

Figure 12: Examples of image patches for dirts, craters and non defects in
di�erent sizes. 31x31 image patches were used in this project.

4.8 Dataset

The dataset was built from the datasets of the 3 folders created using the pro-
cedures described in the previous section. A function was written to import the
image patches into R. Briefly, this function finds those folders, gets the image
patches as matrices and then coerces these matrices to vectors. In addition, cor-
responding labels (dirt, crater or non defect) are added to the obtained vectors
by the function.
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The dimensions of the resulted data-frame are 1907x962. Each row repre-
sents a 31x31 image patch with horizontal pattern, frequency = 32, phase = 0

degree and brightness = 125. The corresponding label for each image patch was
added as well. In total, there were 1907 image patches with 961 pixels each
among which 818 image patches were dirts, 217 were craters and 872 were non
defects.

4.9 Response variables (Labels)

Two di�erent problems were solved during this project

1. Defect detection (2-class classification problem): Two classes were
considered. Crater and dirt were grouped into one class representing de-
fects and labeled by ones “1s”. The non defects were put into the second
class and labeled as zeros “0s”. There were two response variables (ones

and zeros), 1035 defect cases and 872 non defect cases for this problem.

2. Defect classification (3-class classification problem): Three di�er-
ent classes “Crater”, “Dirt” and “No_Defect” were considered for this
problem which led to three response variables. 818 cases were dirts, 217
were craters and 872 were non defects.

4.10 Histogram of Oriented Gradients (HOG)

The HOG is a type of feature descriptor used in computer vision and image
processing for the purpose of object detection. A feature descriptor is a repre-
sentation of an image that simplifies the image by extracting useful information
such as shape, color, etc, and throwing away extraneous information. The fea-
ture vector arisen from the HOG is then fed to a classifier with hope for a good
performance.

The usage of HOG became widely used first in 2005 when Dalal and Triggs
[10] introduced their work. The idea behind the HOG descriptor is that local
object appearance and shape within an image can be explained by the distribu-
tion (histograms) of intensity gradients [31]. Gradients of an image are useful
because the magnitude of gradients is large around edges and corners. There
are 5 steps in computing the HOG descriptors which are briefly discussed in the
following subsections.
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4.10.1 Preprocessing

The input variables are the dataset from section 4.8. The dataset contains 1907
image patches with 961 pixels each. Each image patch was divided into cells of
10x10 pixels. There was then 31

10 ƒ 3 positions both in the x and y directions
for each image patch. Hence, each image included 3x3=9 cells in total.

4.10.2 Computation of the image’s gradients

An image’s gradients is a measure of the change in pixel values along the x
and y directions around each pixel. The horizontal and vertical gradients were
calculated by filtering the image with the following kernels or discrete derivative
masks

• horizontal:
#
≠1 0 1

$
,

• vertical:

S
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≠1
0
1

T
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At every pixel, the gradient has a magnitude and an orientation. The gradient
orientation gives you the normal to the edge (perpendicular to the edge), and
the gradient magnitude gives you the strength of the edge. Suppose the gradient
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• Orientation: ◊ = arctan
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x and f�

y are the derivatives with respect to the x and y directions.

4.10.3 Histograms of the gradients for each cell

The next step after the calculation of the gradients was to create a histogram of
gradients over each cell. Each histogram contained six bins with the orientations
ranging between 0 and fi. Hence each bin had a width of fi

6 degrees. These types
of histogram with the range between 0 to fi are called unsigned gradients because
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a gradient and its negative are represented by the same numbers. Each pixel
within the cell gives a weighted vote for one of the six bins based on the values
found in the gradients computation. Nine histograms were created at the end.
Dalal and Triggs [10] have shown that the 9 bins histogram give better results
than the 18 bins histograms (also called signed gradients with angles between
0 ≠ 2fi) for human detection.

4.10.4 Block normalization

Block normalization was the final step. A block contained only one cell. Conse-
quently, each image patch contained a total of nine overlapping 1x1 blocks with
the size of 10x10 pixels each.

Every block, with one histogram divided into 6 bins in each block, was
concatenated to form a 54x1 feature vector. The normalization of this feature
vector was performed by dividing the feature vector with its magnitude. This
is the L2-norm shown in the expression below

f = V
Î V Î2

2 +‘2
,

where V is the feature vector and ‘ some small constant. The normalization
performed at block level reduces the e�ect of illumination and shadowing more
than performed at the cell level.

4.10.5 HOG feature vector

There were

• 3 positions for each block in the y direction,

• 3 positions for each block in the x direction,

• Each block was represented by a 54◊1 vector.

The length of the entire feature vector for each image patch was then 3x3x6=54.
The dimensions of the final dataset that was fed to the classifiers were 1907x55
with the labels included.

The HOG features were extracted with the function HOG from the package
OpenImageR in R.

In the upcoming section, the methodology used in this project and the opti-
mal parameters for the classifiers are presented.
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5 Methodology

The dataset used by all the classifiers, besides NN without HOG, was the HOG
feature vectors obtained in section 4.10.5. The NN without HOG used the
original dataset from section 4.8 without HOG feature extraction. Ten di�erent
seeds were used to randomly split the data into ten di�erent training sets and
test sets. 90% of the dataset were included in the training sets and 10% in the
test sets for every split. The optimal parameters for each classifier were selected
in the following way.

• RF: The randomForest function in the package randomForest was used
to fit RF in R, version 1.1.383. Two important parameters must be se-
lected. The first one is the optimal number of variables randomly sampled
as candidates at each split, mtry. This parameter were chosen to be the
default value for classification problems which is the square-root of the
total number of the input variables, i.e.

Ô
54 ƒ 7 candidates at each split.

The second one is the total number of trees to grow. Eight di�erent sizes
of trees, 10, 100, 500, 1000, 5000, 10000, 50000 and 100000 were used.
From the top left panels of both figure 13a and 13b, the optimal number
of trees seem to vary between 100 and 50000 trees depending on the actual
seed both for the defect detection and defect classification.

• SVM: The function svm in the R package e1071 was used to fit SVM.
The radial basis kernel was used in training and predicting. A generic
function using a grid search over supplied parameter ranges helped us to
select the best cost and gamma parameters which were chosen by 10-cross
validation. Seven cost parameters (0.001, 0.01, 0.1, 1, 10,100 and 1000)
and seven gamma parameters (0.001, 0.1, 0.5, 1, 2, 3 and 4) were given to
the function. From the top right panels and bottom left panels of figure
13a and 13b, it is clear that the optimal cost parameter equal to 1 and
optimal “ = 0.1 worked well overall. For the defect classification problem,
the “one-versus-one” approach was used.

• KNN: The function knn from the R package class was used to fit the
KNN classifier. Ten di�erent number of neighbors, 1, 5, 10, 20, 30, 40, 50,
70, 80 and 100 were considered. The best K-values for KNN appeared to
be random in the range of 1 to 100. This can be seen in the bottom right
panels of figure 13a and 13b.

• NN: There are many packages available for fitting NN. The function
neuralnet from the package neuralnet in R was used to train NN. For
the defect detection problem, the NN used 5 hidden layers with respec-
tively 20, 10, 10, 5 and 2 nodes in each layer while the NN without HOG
used also 5 hidden layers but with 200, 100, 50, 10 and 2 nodes in each
layer. For the defect classification problem, NN gave the best results with
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8 layers split into 40, 30, 24, 12, 10, 6, 3 and 3 nodes while NN without
HOG needed only 4 layers divided in 40, 24, 12 and 3 nodes. The logistic
activation function was selected to introduce non-linearity in the nodes
while the softmax function was used in the output.
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(a) The best parameters for 10 di�erent seeds for RF, SVM and KNN in defect detection. The top
left panel indicates the optimal number of trees for RF. The top right and bottom left panels show
respectively the optimal cost and optimal gamma parameters for SVM. The best K-value for KNN is
represented in the bottom right panel.

(b) The best parameters for 10 di�erent seeds for RF, SVM and KNN in defect classification. The top left
panel indicates the optimal number of trees for RF. The top right and bottom left panels show respectively
the optimal cost and optimal gamma parameters for SVM. The best K-value for KNN is represented in the
bottom right panel.

Figure 13: The best parameters for 10 di�erent runs in both defect detection
and defect classification problems for RF, SVM and KNN.
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6 Results

The results presented in this section are those obtained after applying the opti-
mal parameters in the previous section in their respective algorithms.

6.1 Defect detection (2-class classification problem)

The results of the performance from all the classifiers (SVM, NN, RF and KNN)
presented in the theory section are shown in figure 14. The comparison mea-
sure used was the misclassification error rate, which is the number of incorrect
predictions made divided by the total number of predictions made.

Figure 14: The missclassification error rate for all the classifiers (SVM, NN, RF
and NN) when applied to 10 di�erent test sets arisen from 10 di�erent seeds.
SVM, NN, RF and KNN were applied to the HOG feature vectors from section
4.10.5 while the Neural Netowrks wihout HOG (NN without HOG), represented
by the black broken lines, were applied to the original dataset from section 4.8
without HOG feature extraction.
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For all the 10 runs as shown in figure 14, SVM and RF outperformed the
rest of the classifiers. It is also visible that the NN without HOG performed
better than NN. The error rates means and standard deviations (Sd) for all the
10 runs are presented in table 1.

Table 1: The error rates means and standard deviations (Sd) for the 10 runs.

Classifiers Mean Sd

RF 0.2678 0.024
SVM 0.2705 0.034
KNN 0.3215 0.02

NN without HOG 0.326 0.029
NN 0.423 0.0269

RF outscored SVM in 6 of the 10 runs and SVM outscored RF in the re-
maining runs (see figure 14). Their performances looked somehow similar. The
boxplot of figure 15 shows also that SVM and RF performances are close to
each other. Their error rate means di�erence for the ten runs was just 0.0027.

Figure 15: The boxplot for the error rates for the ten di�erent runs in the defect
detection problem.

The first run, corresponding to the “seed = 123” in figure 14, was deeply
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analyzed to get a better understanding of the classifiers behaviors. There were
87 non defect cases and 102 defect cases in the test set. The true negative rate
(TN), false positive rate (FP) also known as one minus the specificity (or type
1 error), false negative rate (FN) and true positive rate (TP) also known as
sensitivity (or one minus type 2 error) were recorded. All these type of rates
are presented in table 2. SVM outperformed the other classifiers in this case.
SVM had the highest TN and TP which leads automatically to lowest FP and
FN. This run is also illustrated in figure 16a where the overall performance for
all the classifiers are summarized over all possible cuto�s. The ideal Receiver
Operating Characteristic (ROC) curve hugs the top left corner. The larger the
area under the curve (AUC), the better the classifier, i.e. SVM was the best
classifier in this case. The actual thresholds are shown in figure 16b where
they are plotted against the error rates. A threshold around 0.5 seems to be
reasonable.

Table 2: The true negative rate (TN), false positive rate (FP), false negative
rate (FN) and true positive rate (TP) for the first run corresponding to the
“seed = 123” in figure 14.

TN FP FN TP
RF 0.67 0.33 0.25 0.75

SVM 0.77 0.23 0.19 0.81
KNN 0.58 0.42 0.25 0.75
NN 0.71 0.29 0.54 0.46

NN without HOG 0.70 0.30 0.30 0.70
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(a) The ROC curve for all the classifiers. The ideal ROC curve hugs the top left corner. The larger
the area under the curve (AUC), the better the classifier. The gray line corresponds to the “no
information” classifier.

(b) All possible cuto�s or thresholds plotted against the error rates for all the classifiers. The optimal
thresholds that yield the best error rates are shown in the legend.

Figure 16: The ROC curve and the plot of the cuto�s vs the error rates for the
run corresponding to the “seed = 123” in figure 14.

43



6.2 Defect classification (3-class classification problem)

This problem was solved similarly to the previous problem. Ten di�erent seeds
were also considered. The original dataset was fed to the NN without HOG
and the HOG feature vectors were fed to the other classifiers. The outcome is
displayed in figure 17. RF and SVM outscored again the remaining classifiers
but with much worse error rate. Moreover, the NN without HOG outscored the
NN as previously. The error rates means and standard deviations for the 10
di�erent seeds are displayed in table 3.

From figure 17, it is visible that RF outscored SVM in 6 of the 10 runs, SVM
outscored RF in 3 runs and their performances was exactly the same in the third
run. As in the previous case, their performances looked somehow similar. The
boxplot of figure 18 shows once again that SVM and RF performances are close
to each other. Their error rate means di�erence for the ten runs was just 0.0096.

Figure 17: The error rate for ten di�erent seeds in the 3-class classification
problem. The original dataset was fed to the NN without HOG (shown as black
broken lines) and the HOG feature vectors were fed to the other classifiers.
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Table 3: The error rates means and standard deviations for the 10 runs.

Classifiers Mean Sd
RF 0.3486 0.032

SVM 0.3582 0.033
KNN 0.421 0.031

NN without HOG 0.4756 0.039
NN 0.524 0.027

As in the previous problem, the first run corresponding to the “seed = 123”

in figure 17 was analyzed. The confusion matrices for all the classifiers were
computed and can be seen in table 4. The test set was split into 21 cases of
crater, 81 cases of dirt and 87 cases of non defect. It is evident that all the
classifiers had a hard-time in recognizing craters. All the 21 cases of crater in
the test set were misclassified by RF, SVM, KNN and NN. Only NN without
HOG in table 4e identified 3 out-of the 21 cases.

Table 4: The confusion matrices for all the classifiers in the 3-class problem for
the first run corresponding to the “seed = 123” in figure 17.

(a) The confusion matrix for RF.

Crater Dirt No-Defect
Crater 0 13 8
Dirt 0 51 30

No-Defect 0 21 66

(b) The confusion matrix for SVM.

Crater Dirt No-Defect
Crater 0 14 7
Dirt 0 54 27

No-Defect 0 26 61

(c) The confusion matrix for KNN.

Crater Dirt No-Defect
Crater 0 10 11
Dirt 0 41 40

No-Defect 0 25 62

(d) The confusion matrix for NN.

Crater Dirt No-Defect
Crater 0 12 9
Dirt 0 35 46

No-Defect 0 28 59

(e) The confusion matrix for NN without HOG.

Crater Dirt No-Defect
Crater 3 13 5
Dirt 9 48 24

No-Defect 8 22 57

The next Section presents the discussion of the results and some recommen-
dations about future work.
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Figure 18: The boxplot for the error rates for all the ten runs in the defect
classification problem.
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7 Discussion and future work

Some of the results obtained in the previous section were not expected. The
NN performed much worse than expected. The expectations of NN performance
were high since they have been hyped throughout the years in the scientific com-
munity [24]. It is non-trivial in training neural networks, the model is generally
overparametrized, and the optimization problem is nonconvex and unstable,
unless certain guidelines are followed. The most challenging part in fitting the
neural networks was the choice of both the number of layers and the number
of nodes in each layer [26]. Neural networks do not have a smooth way of se-
lecting these parameters, it is still a research area. However, you have to try
di�erent values of the parameters and select those which lead to the optimal
solution. The only known tip is that the number of nodes in each layer should
be between the number of input variables and the number of labels. The initial
values for the weights are also a big headache, the algorithm will never moves
if the weights are zero whereas large weights tend to overfitting. Another draw-
back of the neural networks is that they are time-consuming. NN without HOG
outscored NN in both problems (see figures 14 and 17). The neural networks
preferred the original dataset to the HOG feature vectors. The reasons behind
this are unclear.

Conversely, RF performed better than expected. It was time-consuming to
run 8 di�erent sizes of trees but it was worth it in the end. The optimal number
of trees seemed to be depending on the actual seed, i.e. di�erent seeds led to
di�erent datasets which resulted in di�erent optimal number of trees. In the
future, try instead a fixed total number of trees to grow e.g. 50000 trees and
consider the number of variables randomly sampled as candidates at each split
as a tuning parameter. It may lead to di�erent error rates.

SVM performance was somehow expected. They have been widely applied to
machine vision fields such as character, handwriting digit and text recognition
(Niu and Suen [22]; Joachims [16]), and more recently to satellite image classifi-
cation (Huang et al. [14]; Pal [25]). They have gained prominence because they
are robust, accurate and are e�ective even when using a small training sample.
In this project, 49 di�erent SVM models were tuned in both defect detection
and defect classification. The best model was selected via 10 cross-validation.
SVM models were faster to compute compared to RF models. SVM and RF are
considerably easy to tune compared to NN.

KNN were the simplest and fastest among all the classifiers. KNN classifier
is extremely a�ected by the choice of the number of neighbors K. This is the
main reason why 10 di�erent values of K were selected in both defect detection
and defect classification. It is always good to have KNN in your toolbox espe-
cially when you do classification because it gives you a quick insight about your
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dataset.

SVM, RF and KNN showed similar results with or without HOG. These three
classifiers did not seem to be a�ected by the usage of the HOG. That is the rea-
son why SVM without HOG, RF without HOG and KNN without HOG were
excluded from the results. The only advantage while using the HOG was the
fast convergence of the algorithms.

A threshold around 0.5 was selected for both problems for all the classifiers
in this project. From figure 16b, it is obvious that the di�erence between the
error rates for the optimal thresholds and the error rates when the threshold
= 0.5 is negligible for all the classifiers in the defect detection problem. The
results from the confusion matrices in table 4 came to me as a surprise. I can
only speculate on why all the classifiers had a hard-time in recognizing craters in
the defect classification problem. One of the reasons I can conceive is the small
number of craters present in the dataset (around 11%). Another reason can be
that the HOG may have problems in distinguishing craters from dirts since the
majority of craters were misclassified as dirts by most of the classifiers. This is
the most reasonable argument since it can also be hard to di�erentiate craters
from dirts in reality by just using eyes, sometimes touching is crucial to tell if
it is a bump or a hole. The high misclassification of craters led to worse error
rates for defect classification when compared to error rates obtained in defect
detection. The best classifiers (RF and SVM) misclassified all the craters for
the analyzed seed, whereas NN without HOG was able to identify only three
among the twenty-one craters.

To improve the error rates, other parameters for the HOG features can be
considered for upcoming studies. Some of the parameters that can be tested are
listed below.

• The size of cell: 4x4, 8x8, etc.

• The size of a block: 2.

• Overlap of a block: 2.

• The number of bins for each histogram: 4, 8, 9,16, etc.

Other types of feature extractors presented in section 2 can be tested as well.
Another idea is to use other image patches with di�erent sinusoidal parame-
ters (pattern, frequency and phase), di�erent camera parameters (brightness,
exposure and gain) and di�erent sizes (91x91, 71x71, 51x51 and 31x31) to feed
the classifiers. There are 256 di�erent datasets of image patches that can be
extracted in total. Certain image patches will probably worsen the error rate
while others will likely improve it. This is due to the fact that the defects are
sometimes only visible in some particular frequencies or phases on the images.

It was time-consuming to collect the images and many challenges appeared
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during this process. Some defects, especially the small ones, were visible on the
targets but not on the images. Some kind of reference is needed in the future to
be able to localize the hidden defects on the images. The images with hidden
defects were deleted subsequently from the database since they did not have
any labels. While moving up and down the slab-holder in figure 9, the rig po-
sition was a bit a�ected because it was unsteady. This may have a small e�ect
on the quality of the images. A steady rig can be prepared for future use to
avoid unnecessary problems. The distance between the center of the screen to
di�erent targets was not exactly the same, there was some small di�erences in
cm between the distances (see section 4.2). For future studies, FIQA is planing
on increasing the size of the targets through a bigger screen. Multiple cameras
might be needed to cover up a larger surface.
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A Appendix

A.1 More figures

Figure 19: A screenshot of the image acquisition GUI used in this project.
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Figure 20: A screenshot of the image annotation GUI used in this project.
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