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Förbättrade skattningar av ATT från longitudinellt
data

Sammanfattning

Vårt mål är att förbättra skattningen av den genomsnittliga behandlingseffekten
för de behandlade (ATT), från longitudinellt data. För att skatta ATT vid en tid-
punkt (eller separat vid varje tidpunkt) kan man bl.a. använda regressionsesti-
matorer (OR), viktning (IPW) eller dubbelt robusta estimatorer. Dessa metoder
innebär en skattning av sambandet som kovariaterna har med utfallet och/eller
propensity score, i olika regressionsmodeller. Under antagandet att dessa samband
inte ändras drastiskt mellan närliggande tidpunkter så kan skattningen potentiellt
förbättras genom att också använda information från angränsade punkter.

Vi använder local regression för att glätta de skattade koefficienterna från utfalls-
och propensity score-modellen över tid. Vår simuleringsstudie visar att prestan-
dan hos alla estimatorer förbättras av glättningen då de sanna koefficienterna är
konstanta över tid. Speciellt i termer av precision så är förbättringen större ju
mer de skattade koefficienterna glättas. OR-estimatorn utvärderas också för mera
komplexa scenarion, där de sanna koefficienterna ändras linjärt och icke-linjärt
över tid. Här har högre grader av glättning en negativ påverkan på skattningarnas
väntevärdesriktighet, men förbättrar fortfarande precisionen. Detta är speciellt
påtagligt i det icke-linjära scenariot.

Popular science summary

The goal of our study is to find a way to better estimate causal effects. This could
for example be the effect that moving to a different location has on people’s in-
comes. We have data on Swedish people’s yearly incomes over a long period of
time, as well as their sex, education level and geographic location. If a person
moves to a different region at some point in their working life, this likely affects
their income and we want to estimate the size of that effect. An individual’s de-
cision to move is assumed to be influenced by the same factors as their income,
such as sex and education level.

In a situation where we only have data for one year, there are different established
ways of estimating the effect of moving. We can also use these methods to esti-
mate the effect separately for each year, over a longer time, but we want to find
out if we can improve the methods by using information from nearby time points.
One part of these methods is to estimate the relationship between individuals’



attributes and either the tendency to move or income itself.

For example, while the average relationship between education level and income
is probably not exactly the same each year, we can assume that it is relatively
similar for nearby years. Imagine for instance, that during one year, people who
went to university on average have a much higher income than those who did not.
The next year, this difference in income will likely be a little larger or smaller, but
it is not likely that people with higher education will earn a lot less than others
that year. In that case we can use the information from nearby years to ”smooth”
the estimations, that is to say, make them take more similar values and follow a
smoother pattern over time.

We use simulations to compare how much we can improve the estimation of the
effect of moving on income, for different methods and different degrees of smooth-
ing. This means that we produce ”fake” data, which are designed to be similar to
what we would see in real data, but where we have the right answer, meaning the
true effect of relocation. We can therefore compare the values from the different
estimators to the true values and see how well they do. These comparisons are
then repeated a large number of times and we also calculate how much the results
from the estimators vary between repetitions.

The results show that we can improve all estimators by smoothing as much as
possible when the true relationships are constant over time. The smoothing es-
pecially reduces how much the results vary between repetitions in the simulation.
We also evaluate one of the estimators in situations when the true relationships
are not constant over time. Here we find that the smoothed estimators are further
away from the true values, but still vary less between repetitions.

2



Abstract

Our goal is to improve the estimation of the average treatment effect
among treated (ATT) from longitudinal data. When the ATT is estimated at
one time point (or separately at each), outcome-regression (OR), inverse
probability weighting and doubly robust estimators can be used. These
methods involve estimating the relationships that the covariates have with
the outcome and/or propensity score, in different regression models. As-
suming these relationships do not vary drastically between close-by time-
points, we can improve estimation by also using information from neighbor-
ing points.

We use local regression to smooth the coefficient estimates in the outcome-
and propensity score-model over time. Our simulation study shows that
when the true coefficients are constant over time, the performance of all es-
timators is improved by smoothing. Especially in terms of precision, the
improvement is greater the more the coefficient estimates are smoothed. We
also evaluate the OR-estimator in more complex scenarios where the true re-
gression coefficients vary linearly and non-linearly over time. Here we find
that larger degrees of smoothing have a negative effect on the estimators’ ac-
curacy, but continue to improve their precision. This is especially prominent
in the non-linear scenario.
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1 Introduction

In this thesis, we propose a novel way to improve estimation of the average treat-
ment effect among treated (ATT) from large scale longitudinal data. We focus on
three established approaches for estimating the ATT: outcome regression (OR), in-
verse propensity weighting (IPW) and doubly robust estimators (DR) (Kang and
Schafer, 2007). Estimating the ATT with OR requires us to specify a paramet-
ric model for the relationship between the covariates and the outcome. Similarly,
estimation with IPW involves the specification of a parametric model for the rela-
tionship between the covariates and the propensity score (PS), i.e. the probability
that an individual receives treatment. The DR estimator requires specification of
both an outcome- and a PS-model. We hope to improve estimation of the ATT by
smoothing the coefficient estimates from these two models over time.

Throughout the text, we illustrate our approach with an example based on Swedish
socioeconomic and demographic data available in the Umeå SIMSAM Lab infras-
tructure (Lindgren et al., 2016). Among other things, this data contains informa-
tion on annual incomes and covariates that potentially influence income levels,
such as sex, education level and geographic location. Data is available for the
whole population and over a time-span of up to 50 years.

We can here imagine a scenario in which, for a specific geographic region and
birth cohort, some proportion of individuals moves to a different region at some
point in their working life. I.e., a certain number of people relocate each year.
In that situation, we want to estimate how this relocation affects the individuals’
incomes. For example, people might relocate from Västerbotten county to Stock-
holm in the hope of increasing their income, and we would like to know if this
relocation actually has the desired effect. As a simplification, we assume through-
out the whole paper that the potential effect of relocation is instantaneous and
as such can be estimated immediately, i.e. does not take several years to set in.
However, the average effect is not necessarily assumed to be constant between
individuals who relocate in different years.

In estimating the ATT from this data, we would thus specify models for the re-
lationships that covariates such as sex and education level have with income on
one hand, and with an individual’s tendency to relocate on the other. For both the
outcome- and the PS-model, this involves the estimation of regression coefficients
for those relationships. In our longitudinal scenario, this can be done separately
for each year. In other words, we could estimate the coefficients in the outcome-
and PS-model, which are then used to estimate the ATT, separately at each time
point.

However, since the data in question is observed repeatedly at relatively dense time
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points, the information from neighboring years can potentially be used to improve
the estimators. For example, we could assume that the relationships that the co-
variates have with either income or the propensity score, are relatively similar for
nearby years, even if they are not constant over time. We therefore attempt to im-
prove the estimation of the ATT by smoothing the coefficient estimates from the
outcome- and PS-models over time, using local regression (LOESS) (Cleveland
and Devlin, 1988). The smoothed coefficients are then used in updated OR-, IPW-
and DR-estimators.

The aim of this thesis is thus to study the (finite sample) performance of such
updated estimators. This is done in a simulation study. We compare the effects
of different degrees of smoothing at different sample sizes, with respect to the
estimators’ precision and accuracy. In addition, we evaluate the performance of
the OR-based estimators in more complex scenarios.

The thesis is structured as follows: Section 2 describes the theoretical background
for estimation of the ATT, as well as local regression. From this, we derive the
updated estimators. In Section 3, we present the design of the simulation study
and its results, which are discussed in Section 4.
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2 Background

2.1 Average treatment effect among treated

In this section, we first describe the conditions for estimating the ATT separately
at each time point with established methods. After that, we describe how we
attempt to improve on these established estimators by smoothing.

Let Zi j be the indicator of treatment exposure for individual i, i = 1, . . . , n, at time
point j, j = 1, . . . ,m. We have Zi j = 1 for the treated and Zi j = 0 for the controls.
In the example from the introduction, treatment would mean that a person has
relocated since the previous year. Each individual also has a vector Xi of baseline
covariates, which are assumed to be constant over time.

At each time point, every individual is associated with two potential outcomes:
the outcome under treatment Y1i j, and the outcome under control Y0i j. Here, Y0i j

would be the income for individual i in year j, if they stay in their original region,
and Y1i j would be the income for that same person if they move to a different
region. For each individual, we only observe one of these potential outcomes at
any given time point, depending on whether they received treatment that year. At
each time point, the average treatment effect (ATE), i.e. the average change in
the response that is caused by the treatment, can be calculated from the potential
outcomes as

AT E j = E(Y1i j) − E(Y0i j).

The focus of our study is estimating the effect of relocation only for those who
actually move, that is to say, the ATT:

ATT j = E(Y1i j | Zi j = 1) − E(Y0i j | Zi j = 1). (1)

If treatment assignment were completely at random, we could assume that the
potential outcomes were independent of treatment assignment: (Y1i j,Y0i j) y Zi j.
That is not the case in our example, since an individual’s decision to relocate
could also be influenced by the covariates. However, if we assume that the mea-
sured covariate vector Xi contains all the attributes that affect both the response
and treatment assignment, the potential outcomes are independent of treatment
assignment conditional on these so called confounders (Rosenbaum and Rubin,
1983):

(Y1i j,Y0i j) y Zi j | Xi. (2)

This is called the unconfoundedness assumption.
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In addition we assume that an individual’s treatment assignment is not influenced
by the treatment assignment for other individuals, which is referred to as the stable
unit treatment value assumption (ibid).

Further, we define the propensity score πi j as the probability of receiving treat-
ment, given the covariates:

πi j = π j(Xi) = P(Zi j = 1|Xi), πi j < 1 ∀i, j. (3)

For individuals with the same propensity score, the distribution of the covariates
is the same in both treatment and control group (ibid):

Xi y Zi j | πi j.

If the above assumptions are fulfilled, we can estimate ATT j from the data. Be-
cause we observe Y1i j (the outcome under treatment) for those who are treated,
E(Y1i j | Zi j = 1) in (1) can be estimated without further assumptions. What re-
mains is to estimate

τ j = E(Y0i j | Zi j = 1).

In this thesis, we will thus evaluate different estimators of this quantity τ j, rather
than estimators of ATT j. This is because we can potentially improve estimations
only with respect to τ j.

Estimating τ j can be done by specifying a parametric model for the outcome
and/or the propensity score:

Yi j = XT
i β j + εi j, (4)

πi j =
exp(XT

i α j)

1 + exp(XT
i α j)

, (5)

where β j and α j are coefficient vectors. These models are used in the estimation
in three different ways, which are described below.

2.1.1 Estimation of ATT with outcome regression

We can estimate τ j directly from the covariates using outcome regression. Let
µ0 j(Xi) = E(Y0 j | Xi) be the expected outcome given the covariates. Using (4) this
is modeled as

µ0 j(Xi) = XT
i β j.
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We have

τ j = E(Y0i j | Zi j = 1) = E
[
E(Y0i j | Zi j = 1, Xi) | Zi j = 1

]
,

where (2) and (3) imply that

E(Y0 j | Zi j = 1,Xi) = µ0 j(Xi) = E(Y0 j | Zi j = 0,Xi).

We can estimate this as µ̂0 j(Xi) = XT
i β̂ j, where β̂ j is a vector containing the coef-

ficient estimates from the ordinary least squares regression (OLS) of y0i j on xi, for
the controls.

Then τ j can be estimated as

τ̂ j,OR =
1
n

∑
i:zi=1

µ̂0 j(Xi) =

∑
i zi j xT

i β̂ j∑
i zi j

,

where i : zi = 1 stands for all the indexes such that zi = 1.

In other words, we estimate the regression coefficients β̂i j by regressing the out-
come, which is observed for the controls, on the covariates. We then estimate the
mean outcome under control for the treated, which is not observed, using the es-
timated regression coefficients and the covariates values of the treated (Kang and
Schafer, 2007).

2.1.2 Estimation of ATT with weighting

The second method involves estimating π̂i j for each individual and at each time
point. Because the potential outcomes are independent of treatment assignment
given the covariates, the propensity can be used to weight the observed outcome
for the controls, in order to make the population of controls resemble the popula-
tion of treated. In doing so, we can estimate the expected outcome under control
for the treated, τ j. This is referred to as inverse propensity weighting (ibid). The
IPW-estimator is derived as follows:

We have
τ j = E(Y0i j | Zi j = 1) = E[E(Y0i j | Xi) | Zi j = 1]

=

∫
µ0 j(Xi) dF(Xi | Zi j = 1)

(i)
=

∫
µ0 j(Xi) d

P(Zi j = 1 | Xi) F(Xi)
P(Zi j = 1)
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(ii)
=

∫
µ0 j(Xi) d

π(Xi) F(Xi)
P(Zi j = 1)

(iii)
=

∫
µ0 j(Xi) d

π(Xi) F(Xi)∫
π(Xi) dF(Xi)

=

∫
µ0 j(Xi) π(Xi) dF(Xi)∫

π(Xi) dF(Xi)
.

Here, (i) is given by Bayes’ theorem, (ii) by the definition of the propensity score
and (iii) by the Total Probability Law. F(Xi) denotes the cumulative distribution
function of X.

This is estimated as

τ̂ j =

∑
i(1 − zi j) yi j π̂i j (1 − π̂i j)−1∑

i π̂i j
,

where
∑

i π̂i j is often replaced with
∑

i(1 − zi j) π̂i j (1 − π̂i j)−1 (Lunceford and Da-
vidian, 2004; Kang and Schafer, 2007).

This gives us the IPW-estimator

τ̂ j,IPW = E(Y0i j | Zi j = 1) =

∑
i(1 − zi j) yi j π̂i j (1 − π̂i j)−1∑

i(1 − zi j) π̂i j (1 − π̂i j)−1

The propensity score is estimated from the observed data as

π̂i j = expit(xT
i α̂ j) =

exp(xT
i α̂ j)

1 + exp(xT
i α̂ j)

,

where α̂ j is a vector containing the coefficients from the logistic regression of zi j

on xi at each time point j (ibid).

2.1.3 Doubly robust estimation of the ATT

In addition, we also evaluate the performance of a doubly robust estimator, which
combines the outcome- and PS-model described above. This approach guards
against potential misspecification of one of the models, i.e. the estimator will still
be asymptotically unbiased if either one of the models is misspecified, as long as
the other one is correct (Lunceford and Davidian, 2004; Kang and Schafer, 2007).
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The DR-estimator is here based on the OR-estimator, but in addition the residuals
εi j from the OR-model are weighted with the estimated propensity score:

τ̂ j,DR = τ̂ j,OR +

∑
i ε̂i j π̂i j (1 − zi j) (1 − π̂i j)−1∑

i π̂i j (1 − zi j) (1 − π̂i j)−1 .

2.2 Local regression

The procedures described above are established methods for estimating the ATT
and we can apply them to our longitudinal data separately at each time point.
However, in doing so we do not take advantage of the additional information
contained in the longitudinal character of the data. When the models are correctly
specified, the OR-. IPW- and DR-estimators will be asymptotically unbiased. In
finite samples however, we could potentially improve the estimators’ accuracy
and precision by utilizing information from other time points, provided that the
relationships which the covariates have with treatment assignment or with the
outcome do not change drastically between nearby time points.

Assume, for instance, that the true relationships between the covariates and the
outcome are constant or follow a simple pattern over time, with some random
error. This means that the coefficient estimates (from the OR- or PS-model) will
differ somewhat from the true value at each time point, but that their average over
several consecutive years will likely be closer to the true value at these points than
the individual estimates. In that case we may improve the estimation of τ̂ j,OR by
smoothing the coefficient estimates β̂ j from the OR-model over time. Similarly,
we may improve the IPW-estimator by smoothing the coefficient estimates α̂ j over
time. We use local regression (LOESS) to smooth the coefficient estimates. This
is done as follows for each of the coefficients from the OR-model. The process
for smoothing the coefficient estimates from the PS-model is the same.

Let β̂ j, j = 1, . . . ,m, be the estimated regression coefficient (for one covariate)
from the outcome-model at time point t j. We assume that the estimated coeffi-
cients can be modeled as a smooth function of time as

β̂ j = β(t j) + ε j,

where β(t j) is a smooth function and ε j are i.i.d normal random variables with
mean 0 and variance σ2 (Cleveland and Devlin, 1988). In estimating β(t j), we try
to recover the true relationship between that covariate and the outcome, without
the random error.

At each point t j, β(t j) is estimated with local linear regression. Here, β(t j) is
modeled locally as a j + b jt. This regression is weighted, so that points which
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are close to t j contribute more to the model than points which are further away.
Instead of minimizing the residual sum of squares (as is the case for OLS), the
weighted least squares regression (WLS) minimizes the weighted sum of squares

WS S (t j) =

m∑
k=1

wk(t j) ∗
(
β̂k − (a j + b jtk)

)2
(6)

at each time point t j. For each β̂k , k = 1, . . . ,m, the corresponding weight wk(t j)
is determined by the distance from t j to tk. The fitted values from each WLS are
then used to estimate β(t j) as

β̃(t j) = â j + b̂ jt j,

where â j, b̂ j minimize WS S (t j) in (6).

The weights are calculated as follows. Let q, 0 < q ≤ m, be the number of time-
points that are used in the WLS. We define d(t j) as the distance of t j to the qth

nearest tk. Then the weights w j(t) at point t are calculated as

wk(t j) = W
(
|tk − t j|

d(t j)

)
.

We use a tricube function for W(·):

W(u) =

{
(1 − u3)3 , if 0 ≤ u ≤ 1,

0 , otherwise.

Consequently, a point tk that is far away from t j is given a weight wk(t j) close to 0
in (6) and vice versa a point that is close to t j is given a weight close to 1. This pro-
cedure produces a smooth function of the estimated regression coefficients over
time. The smoothness is determined by q or conversely the span λ =

q
m , i.e. the

proportion of time points used in the LOESS. For small values of this smoothing
parameter λ, the WLS is only based on time points in a small neighborhood of t j.
This means that the estimated function β̃(t j) is less smooth and comes closer to
interpolating the coefficient estimates β̂ j. For λ = 1, all time points are used, but
still weighted according to their distance (Cleveland and Devlin, 1988).

The resulting function β̃(t j) is evaluated at each time point t j to give new estimates
of the regression coefficients, β̃ j,S , which will be referred to as the smoothed co-
efficients. We thus have new smoothed coefficients for each of the covariates, for
both the OR- and the PS-model; β̃ j,S and α̃ j,S , respectively. For each covariate, we
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also use the mean of the coefficient estimates over all time points as a benchmark,
since it corresponds to a maximum degree of smoothing:

β =
1
m

m∑
j=1

β̂ j

and

α =
1
m

m∑
j=1

α̂ j.

In the OR-model, the smoothed coefficients β̃ j,S are then used to predict the out-

come at each time point. For example, let β̃
(0.75)
j,S be the smoothed coefficients

from the OR-model, for which a span of λ = 0.75 is used in the LOESS. Then the
corresponding OR-estimator is

τ̂(0.75)
j,S OR =

∑
i zi j xT

i β̃
(0.75)
j,S∑

i zi j
.

Similarly, the smoothed coefficients from the PS-model are used to predict the
propensity scores at each time point, which are then used in the IPW-estimator.
Let α̃(0.75)

j,S be the smoothed coefficients from the PS-model with λ = 0.75. The
propensity score is then estimated as

π̂(0.75)
i j,S =

exp(xT
i α̃

(0.75)
j,S )

1 + exp(xT
i α̃

(0.75)
j,S )

,

and the corresponding IPW-estimator:

τ̂(0.75)
j,S IPW =

∑
i yi j π̂

(0.75)
i j,S (1 − zi j) (1 − π̂(0.75)

i j,S )−1∑
i π̂

(0.75)
i j,S (1 − zi j) (1 − π̂(0.75)

i j,S )−1
.

The corresponding DR-estimator uses the smoothed coefficients in both the outcome-
and the PS-model:

τ̂(0.75)
j,S DR = τ̂(0.75)

j,S OR +

∑
i ε̂i j π̂

(0.75)
i j,S (1 − zi j) (1 − π̂(0.75)

i j,S )−1∑
i π̂

(0.75)
i j,S (1 − zi j) (1 − π̂(0.75)

i j,S )−1
.

The estimators using the smoothed coefficients, τ̂ j,S OR, τ̂ j,S IPW and τ̂ j,S DR will be
referred to as the smoothed or updated estimators.
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3 Simulation study

3.1 Design

The aim of our simulation study is to examine the finite sample performance of the
estimators introduced above. Even though these estimators could potentially be
applied in different contexts, the data we generate is inspired by the real data de-
scribed in the introduction, with some necessary simplifications e.g. in the number
of variables and the shape of their relationships. Specifically, the generated data
is loosely based on the relationships observed in income data for the birth cohort
of 1954 in Västerbotten county, which amounts to ca. 3500 individuals. In total,
40% of those people relocate to a different region in Sweden at some point in their
working life (previous analysis, not published). The simulated data is generated
as follows.

The confounders are x1i, sex, coded 0 for men and 1 for women; and x2i, the
highest achieved education level, coded 0 for primary, 1 for secondary and 2 for
tertiary education. We generate x1i as binomial random variables with probability
0.5, and x2i as multinomial random variables with probabilities 0.15, 0.5 and 0.35
for primary, secondary and tertiary education, respectively. The confounders are
set at baseline and constant over time.

Let yi j be the yearly income of individual i for year j. We generate income for
2000, 4000 and 8000 individuals over 39 years. In each case, an individual’s in-
come is affected by their sex and education level, where men and those with higher
education on average have higher incomes. In the first part of the simulation, we
let the relationships between the covariates and the outcome, as well as the rela-
tionships between the covariates and the propensity score, be constant over time.
Later, we also examine scenarios where the relationships between the covariates
and the outcome change over time. This is described further below.

In the main scenario, the income is generated as

y0i j = β∗0 + β∗1x1i + β∗2x2i + β∗3ε
∗
i j,

where ε∗i j are i.i.d. log-normal random variables with mean e0.5 and variance e2 −

e1. The log-normal error is chosen to ensure that the income is always positive and
nevertheless has large random variation. We set β∗0 = 6000, β∗1 = −6000, β∗2 =

5000 and β∗3 = 6000.

This can be rewritten as:

y0i j = β0 + β1x1i + β2x2i + εi j,
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where β0 = β∗0 + β∗3e0.5, β1 = β∗1, β2 = β∗2 and E(εi j) = 0. So here, β(t j) = β is
constant.

Further, let zi j be an indicator of treatment assignment for individual i for time j.
If zi j = 1, individual i has moved away at time point j, if zi j = 0 individual i has
not moved at that time. Here, we assume that individuals only move away once
and do not move back, so after an individual is assigned treatment one year they
can not be assigned treatment again and are no longer used in the estimation in
subsequent years.

The propensity score, πi j = P(zi j = 1 | x1i, x2i), is generated as

πi j =
exp(α0 + α1x1i + α2x2i)

(1 + exp(α0 + α1x1i + α2x2i))

and zi j is in turn generated as binomial random variables with treatment probabil-
ity πi j. Here again, α(t j) = α is constant.

We set α0 = −4, α1 = 1.9, α2 = −1.4, so that women and those with lower edu-
cation are more inclined to move. These groups also tend to have lower incomes,
which means that their counter-factual income τ j will on average be lower than
the income of those who do not relocate. The propensity score is constant over
time and takes values between 0.001 and 0.109.

Figures 1 and 2 show the annual incomes for the first 500 individuals of one it-
eration with n=4000, colored by sex and education level, respectively. Overall,
the lowest income generated in this iteration is 55445 and the highest 3852543.
In Figure 1, men’s incomes are shown in black and women’s in red. We can see
that most of these individuals tend to have annual incomes below 1000000, with
a few outliers achieving much higher values. As intended by the data generation,
men tend to receive higher incomes than women, but there is considerable overlap
between the two groups.
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Figure 1: Annual income for 500 individuals, by sex: men (black), women (red)

In Figure 2, the incomes for individuals with primary, secondary and tertiary ed-
ucation are shown in black, red and green, respectively. Here too, there is a lot of
overlap, but we can see that those with higher education levels tend to have higher
incomes.
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Figure 2: Annual income for 500 individuals, by education level: primary (black),
secondary (red), tertiary (green)

Non-constant coefficients

As mentioned above, we also examine two cases in which the true regression
coefficients β j are not constant over time. The propensity score, however, is still
constant over time in both cases. In these scenarios, we only evaluate the results
from the OR-based estimators, which showed the best performance in the initial
analysis (presented in Section 3.3.1 through 3.3.3). This is done to limit the scope
of the thesis. For the same reason, we here only study their performance at a
sample size of 4000.

In the first case, the coefficients for sex and education level in the OR-model
change linearly over time. The coefficient for the covariate sex, βi j, decreases from
-4000 to -5000 over the timespan, whereas the coefficient for education level, βi j,
increases from 3000 to 4000. We thus have that:

yi j = β0 + β1 jx1i + β2 jx2i + εi j,
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where

β1 j = −4000 + 25.64 ∗ t j,

β2 j = 3000 + 25.64 ∗ t j,

t j = 1, 2, · · · , n.

In the second case, the OR-coefficients change non-linearly, as sine- and cosine-
functions of time:

yi j = β0 + β1 jx1i + β2 jx2i + εi j,

where

β1 j = 5000 ∗ sin(0.256 ∗ t j),
β2 j = 5000 ∗ cos(0.256 ∗ t j),

t j = 1, 2, · · · , n.

Here, both coefficients thus vary between -5000 and 5000.

3.2 Evaluation

The aim of the estimators described in Section 2 is to estimate the average out-
come under treatment, for the controls, at each time point: τ j = E(Y0 j | Z j = 1).
This is done using OR, IPW or DR and the corresponding updated estimators
which use smoothed coefficients. In order to assess the performance of the es-
timators, and to examine whether smoothing the coefficient estimates constitutes
an improvement, we need to compare the different versions of τ̂ j to a true value.
Instead of comparing the estimates directly to τ j, we introduce three different in-
termediary, or ”oracle” estimators: τ j,OR, τ j,IPW and τ j,DR.

We compare the different OR-estimates (smoothed and non-smoothed) to the pre-
dicted values from the outcome regression in which the true regression coefficients
β j are used:

τ j,OR =

∑
i zi j xT

i β j∑
i zi j

.

For the IPW-based estimators, we use the outcome for the controls, weighted with
their true propensity scores as the oracle estimator:

τ j,IPW =

∑
i(1 − zi j) yi j πi j (1 − πi j)−1∑

i(1 − zi j) πi j (1 − πi j)−1

14



The DR-estimates are compared to the prediction from the DR-oracle estimator,
which uses the true regression coefficients as well as the true propensity scores:

τ j,DR = τ j,OR +

∑
i εi j πi j (1 − zi j) (1 − πi j)−1∑

i πi j (1 − zi j) (1 − πi j)−1 .

The OR-, IPW- and DR-estimators converge in probability to their different oracle
estimators, which in turn converge in probability to the true value τ j:

τ̂ j,OR → τ j,OR → τ j

τ̂ j,IPW → τ j,IPW → τ j

τ̂ j,DR → τ j,DR → τ j

as n→ ∞.

The same is true for the smoothed estimators (given that the smoothing parameter
λ converges to zero at a given rate):

τ̂ j,S OR → τ j,OR → τ j

τ̂ j,S IPW → τ j,IPW → τ j

τ̂ j,S DR → τ j,DR → τ j

as n→ ∞.

The oracle estimators are asymptotically unbiased estimators of τ j, but they will
still exhibit variation about this true value in finite samples, even when the true
OR-coefficients and propensity scores are used (Kang and Schafer, 2007; Tsiatis,
2006). What we potentially can reduce is instead the loss of accuracy and pre-
cision that results from estimating the regression coefficients and the propensity
score. The aim of smoothing the estimators is thus to reduce the variation of τ̂ j,OR

about τ j,OR, and, correspondingly, of τ̂ j,IPW about τ j,IPW and τ̂ j,DR about τ j,DR.

Figure 3 shows the means of the three different oracle estimates over 1000 iter-
ations at a sample size of 4000. The number 1 (black) represents τ j,OR, 2 (red)
shows τ j,IPW and τ j,DR is represented by the number 3 (green). We can see that
there is very little difference between the means of the different oracle estimates
at each time point. All three means increase slightly over time, but this increase is
very small compared to the range of the income variable (see Figures 1 and 2).
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Figure 3: Means for oracle estimates: OR(black 1), IPW(red 2), DR(green 3)

However, the oracle estimates vary about τ j to very different extents. Figure 4
shows the variances of the three oracle estimates over 1000 iterations at n=4000.
We can see that τ j,IPW and τ j,DR both have a very high variance compared to τ j,OR,
which justifies the use of the oracle estimators. If we were to compare τ̂ j,IPW di-
rectly to τ j, any potential improvement from smoothing the IPW-estimators would
be obscured by the high variability of τ j,IPW about τ j. The same problem would
arise for the DR-estimators. In evaluating the smoothed estimators (e.g. τ̂ j,S IPW

in relation the oracle estimators (e.g. τ j,IPW) instead, we are able to see whether
smoothing actually constitutes an improvement.
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Figure 4: Variance of oracle estimates: OR(black), IPW(red), DR(green)

For each of the three models (OR, IPW, DR) and sample sizes (2000, 4000, 8000)
we evaluate five different versions of the estimators, corresponding to different
degrees of smoothing. The first uses the original coefficient estimates, without
smoothing. For the second through fourth versions, we smooth the coefficient
estimates using LOESS with a span of λ = 0.25, λ = 0.75 and λ = 1, respectively.
This means that 25%, 75% or 100% of the time points are used in the weighted
regression of the coefficients on time. Thus, the latter corresponds to the highest
degree of smoothing using LOESS. In addition, we also use a fifth version which
at each time point uses the mean of the coefficient estimates over time. For this
version, which functions as a benchmark, the coefficient estimates have thus been
smoothed to a constant mean function.

We evaluate the performance of the different versions of estimators firstly in terms
of relative bias, i.e. their difference from the corresponding oracle estimate, di-
vided by the oracle estimate at that time point. For example, for the un-smoothed
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OR-estimator:
Bias j,OR =

τ̂ j,OR − τ j,OR

τ j,OR
,

and analogously for the IPW- and DR-estimators and the different smoothed ver-
sions. This produces a vector with 39 observations of the relative bias for each
version. We repeat this procedure 1000 times and then calculate the mean bias,
as well as the variance of the bias between the 1000 iterations, at each time point,
which is the second measure used in the evaluation. When presenting and dis-
cussing the results from the simulation study, we will refer to these measures
as bias and variance, respectively. However, it is important to clarify that the
measure of variability that we are using is not the variance of the estimates them-
selves, since doing so would obscure the potential improvement from smoothing
the IPW- and DR-estimator, as mentioned above. The MSE is then calculated as
MS E j = Bias

2
j + Variance j.

All simulations were performed in R Studio, Version 1.0.44 (R Core Team, 2016).

3.3 Results

We first show some of the estimated coefficients from the OR- and PS-models for
one iteration at a sample size of n = 4000.

Figure 5 shows the coefficient estimates (for the covariate sex) in the OR-model
as black circles. Here, the true coefficients are constant over time. The black, red
and green lines represent the estimated functions β̃(t) for a λ of 0.25, 0.75 and 1,
respectively. The blue line shows the overall mean of the estimated coefficients,
which is used in the benchmark estimator. The true value β1 = −6000 used in the
data generating process is shown as a pink line.

We can see that the estimated coefficients (black circles) have a large amount of
random variation around the true value (solid pink line), and that these estimates
differ from β1 by as much as 10000. This variation is reduced greatly when the
coefficient estimates are smoothed. For λ = 0.25 (solid black line), the smoothed
estimates still show a distinct pattern of variation around the true value, which is
due to the more local fit of the LOESS here. For a larger degree of smoothing
(dashed red and dotted green lines), the variation is reduced even more, and the
benchmark estimates (dashed blue line) come very close to the true value of β1.
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Figure 5: OR-model, smoothed coefficient estimates for sex: true value (solid
pink), benchmark (dashed blue) and λ = 0.25 (solid black); 0.75 (dashed red); 1
(dotted green)

The corresponding graphs for the PS-model (Figure 6) show very similar pat-
terns. Here too, all of the smoothed coefficients are closer to the true value (pink
line) than the original estimates (black circles). As before, the function for the
smoothed coefficients with λ = 0.25 (black) is more variant and follows the pat-
terns in the non-smoothed coefficients to a greater extent than the other versions,
since it is based on a more local fit to the data. Compared to the OR-model, the
mean coefficient for the benchmark model, and to some degree the smoothed co-
efficient for λ = 1 (green), are here further away from the true coefficient value of
1.9.
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Figure 6: PS-model, smoothed coefficient estimates for sex: true value (pink),
benchmark (blue) and λ = 0.25 (black); 0.75 (red); 1 (green)

Figure 7 shows the coefficient estimates (for the covariate sex) from the OR-
model when the true coefficient decreases linearly over time(pink line). Here too,
the original coefficient estimates (black circles) show a large variation, but this
time around a decreasing trend which is captured well by the smoothed estimates
(black, red and green line). As before, the coefficient estimates that are smoothed
with λ = 0.25 (black line) follow the variation in the original estimates to a larger
extent. The benchmark estimate (blue line) is unable to capture the linear trend in
the true coefficients, as it by definition is constant over time.

20



Figure 7: Linear non-constant OR-coefficients, smoothed coefficient estimates for
sex: true value (pink), benchmark (blue) and λ = 0.25 (black); 0.75 (red); 1 (green)

The corresponding graphs for the last case, in which the true coefficients change
lon-linearly over time, are shown in Figure 8. Here, the sinusoidal trend (pink line)
is captured quite well by the smoothed estimates for λ = 0.25 (black line). The
coefficient estimates that are smoothed with a λ = 0.75 (red line) follow the trend
to some extent for the earlier time points, but not later years. As we could expect,
the benchmark estimates (blue) and the estimates smoothed with the largest span
(green) do not capture the non-linear trend in the coefficients.
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Figure 8: Non-linear non-constant OR-coefficients, smoothed coefficient esti-
mates for sex: true value (pink), benchmark (blue) and λ = 0.25 (black); 0.75
(red); 1 (green)

The corresponding estimates of the other coefficients, education level and the in-
tercept, exhibit very similar patterns and are shown in Appendix A.

We now present the bias and variance for the different versions of the estimators
over time. Except for the last two scenarios, the MSE of the estimators did not
differ from the variance and is therefore only presented in Appendix B. Because
there are many different time points, it is easier to inspect the results visually
and the results are therefore presented in the form of graphs. We first present
the results for the simulations with 4000 individuals. The results for smaller and
larger sample sizes are discussed in the end of this section, to the extent that they
differ from these results.
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3.3.1 OR-estimators

Figure 9 shows the mean bias over 1000 iterations for the OR-estimators with dif-
ferent degrees of smoothing. The maximum bias is approximately 0.0015, mean-
ing that the difference between τ̂ j,OR and τ j,OR here amounts to at most ca. 0.2%
of the oracle estimate. Smoothing constitutes a considerable reduction in bias at
most time points. In addition, the bias for the non-smoothed estimator (black 1)
varies between relatively large positive and negative values, whereas the bias for
the smoothed estimators varies considerably less over time. We here see similar
patterns as for the coefficient estimates (see Figure 5), namely that the estimates
which are smoothed with λ = 0.25 are more variable over time than those cor-
responding to a higher degree of smoothing. Overall, the benchmark estimator
(light blue 5) achieves the lowest bias, which is very close to zero.

Figure 9: Bias for the OR-estimators: unsmoothed (black 1), benchmark (light
blue 5) and λ = 0.25 (red 2); 0.75 (green 3); 1 (blue 4)
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For the variance, smoothing leads to an even more distinct improvement over the
non-smoothed OR-estimator (black 1), see Figure 10. For the latter, the variance
lies around 0.0005, and increases slightly over time. The smoothed estimators all
produce variances below 0.0001. The smoothed estimator using a λ-value of 0.25
(red 2) has a slight increase in variance to ca. 0.0002 - 0.0003 the first and last
two years. For the smoothed estimators with λ = 0.75 and λ = 1 we can see
a slight increase of the variance in the beginning and end of the time period as
well, but both of these estimates show very low variances overall. The benchmark
estimator (light blue 5) performs best and has a nearly constant variance which is
close to 0.

Figure 10: Variance for the OR-estimators: unsmoothed (black), benchmark (light
blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)
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3.3.2 IPW-estimators

For the IPW-estimators, the bias shows a somewhat different pattern (see Figure
11). Even here, the bias for the non-smoothed estimator varies between larger
positive and negative values. However, the overall maximum values are smaller
than for the OR-estimator; 0.0008 compared to 0.0015. Unlike before, smoothing
does not necessarily improve the bias of the estimates. The smoothed estima-
tors, especially the ones with larger spans and the benchmark, show more regular
patterns in their bias, but they systematically underestimate the true values and
thus have a relatively high, negative bias. In Figure 6 we saw that the coefficient
estimates for the benchmark and λ = 1 were further away from the true value, rel-
atively speaking, than for the OR-model. This is the case for the other coefficient
estimates from the PS-model as well (see Appendix A), which could explain the
predominantly negative bias here.
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Figure 11: Bias for the IPW-estimators: unsmoothed (black), benchmark (light
blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)

For the variance however, smoothing leads to significant improvements (see Fig-
ure 12). The variance for the non-smoothed IPW-estimator (black 1) increases
over time, from ca. 0.00002 to 0.0001. The smoothed estimates show almost
constant variances very close to zero, apart from the estimate using λ = 0.25 (red
2) whose variance increases somewhat during the last two years. Overall how-
ever, the smoothed estimators produce much lower variances and as before, the
benchmark estimator (light blue 5) performs best.
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Figure 12: Variance for the IPW-estimators: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)

3.3.3 DR-estimators

Figure 13 shows the bias for the DR-estimators. Overall, the bias lies between
ca. -0.0004 and 0.0004, but the differences between the estimators are not as
prominent as before. We can see an indication that the highest values of the bias
occur for the non-smoothed estimator (black 1) and the one using a λ of 0.25 (red
2). Unlike for the OR-estimators however, the benchmark estimator (light blue
5) does not necessarily produce the lowest bias. Furthermore, it seems that the
bias tends to take larger (positive and negative) values at later time-points for all
estimators.
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Figure 13: Bias for the DR-estimators: unsmoothed (black), benchmark (light
blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)

As was the case for the IPW-estimator, the variance of the non-smoothed DR-
estimate (black 1) increases over time, from ca. 0.00002 to 0.00009 (see Figure
14). Here too, smoothing leads to an improvement in variance. The variances of
the smoothed estimates also increase over time, but less so for higher degrees of
smoothing. The estimators using a λ of 0.75 and 1, as well as the benchmark,
produce the lowest variances until year 30, after which the former two see an
increase in variance and the benchmark outperforms the other estimators.
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Figure 14: Variance for the DR-estimators: unsmoothed (black), benchmark (light
blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)

3.3.4 Different sample sizes

There are no drastic changes in bias at different sample sizes for any of the esti-
mators. Overall, all types of estimators produce slightly higher bias at n = 2000,
which is the case for both the smoothed and non-smoothed versions. Similarly,
they show slightly smaller bias at the larger sample size. However, the general
patterns described above are the same.

The same is largely true for the variances. At the smaller sample size, all of the
estimators produce slightly larger variances than before, and vice versa for the
larger sample size, but the overall patterns remain the same. During the later
years some of the smoothed IPW-estimates have a higher variance than the non-
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smoothed version, at n = 2000 (see Figure 15). This is also the case for the
DR-estimators. In general however, the smoothed estimators still perform better,
especially the benchmark.

Figure 15: Variance for the IPW-estimators, n=2000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)

Overall, the differences in bias and variance between estimators with different
degrees of smoothing, are smaller at n = 2000. Similarly, we see a greater im-
provement from smoothing the coefficient estimates at a larger sample size. All
graphs for sample sizes 2000 and 8000 can be found in Appendix B.
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3.3.5 Non-constant coefficients

Lastly, we examine the performance of the smoothed OR-estimators when the true
coefficients in the OR-model vary over time. In the first case, the coefficients for
sex and education level increase/decrease linearly over time.

Figure 16: Bias for the OR-estimators when coefficients change linearly: un-
smoothed (black), benchmark (light blue) and λ = 0.25 (red); 0.75 (green); 1
(blue)

Figure 16 shows the bias for these estimators at a sample size of 4000. Here it
is very clear that the benchmark estimator (light blue 5) performs much worse, in
terms of bias, when the relationships between the covariates and the outcomes
are not constant. This corresponds to the pattern for the coefficient estimates
shown in Figure 7, in which the benchmark estimator also, predictably, did not
capture the linear trend in the coefficients. In comparison to the benchmark, all
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other estimators produce little bias, but we can still see some improvement from
smoothing using LOESS. The smoothed estimate with λ = 0.75 (green 3) has the
lowest bias overall, and especially for the first and last time points, for which the
others perform worse.

However, as seen in Figure 17, the benchmark estimator (light blue 5) still outper-
forms the others in terms of variance. The pattern shown here is very similar to
that in the case of constant coefficients, see Figure 10. As before, higher degrees
of smoothing correspond to lower variance, and all smoothed estimators produce
much lower variances than the non-smoothed estimator.

Figure 17: Variance for the OR-estimators when coefficients change linearly: un-
smoothed (black), benchmark (light blue) and λ = 0.25 (red); 0.75 (green); 1
(blue)

This trade-off is also visible in the estimators’ MSE’s, shown in figure 18. Here,
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the smoothed estimator with λ = 0.25 (red 2) has a higher MSE than the ones
using a larger value of λ. Due to its large increase in bias, the benchmark esti-
mator (light blue 5) performs worse than the other smoothed estimators for later
time points. Overall, however, smoothing still greatly improves the MSE, and the
estimators using a λ of 0.75 and 1 (green 3 and blue 4) perform best.

Figure 18: MSE for the OR-estimators when coefficients change linearly: un-
smoothed (black), benchmark (light blue) and λ = 0.25 (red); 0.75 (green); 1
(blue)

In the second scenario, the coefficients in the OR-model instead followed sinu-
soidal patterns over time. Figure 19 shows the bias for the OR-estimators for that
scenario. Here we can see a very clear pattern that the benchmark (light blue 5)
and the smoothed estimators with λ = 0.75 and λ = 1 (green 3 and blue 4) al-
ternate between under- and overestimating τ j,OR. This error tends to be somewhat
lower for the estimator with λ = 0.75. Even the bias for the smoothed estimator
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using a λ of 0.25 shows a somewhat wavy pattern, and the non-smoothed estimator
performs best in terms of bias in this scenario.

Figure 19: Bias for the OR-estimators when coefficients change non-linearly: un-
smoothed (black), benchmark (light blue) and λ = 0.25 (red); 0.75 (green); 1
(blue)

The variances, shown in Figure 20, exhibit the same patterns as in the previous
scenario. Even though all of the smoothed estimates here had a larger bias than
the original estimate, smoothing still greatly reduces their variance.
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Figure 20: Variance for the OR-estimators when coefficients change non-linearly:
unsmoothed (black), benchmark (light blue) and λ = 0.25 (red); 0.75 (green); 1
(blue)

Figure 21 shows the MSE’s for the estimators in the last scenario. Here, the
bias-variance trade-off that we saw for the benchmark in the previous scenario is
more apparent for several of the estimators. The estimator with λ = 0.25 (red
2) performs best overall. Its MSE remains constant at around 0.0001, with a
slight increase for the first and last time-points. The MSE non-smoothed estima-
tor (black 1) lies around 0.0005 and increases only slightly over time. The MSE’s
for the benchmark (light blue 5) and the other smoothed estimators exhibit similar
patterns as the bias (see figure 19). For the benchmark, the MSE varies approxi-
mately between 0 and 0.0017. The updated estimators using λ-values of 0.75 and
1 (green 3 and blue 4) follow the same sinusoidal pattern, but with somewhat less
extreme values.
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Figure 21: MSE for the OR-estimators when coefficients change non-linearly:
unsmoothed (black), benchmark (light blue) and λ = 0.25 (red); 0.75 (green); 1
(blue)
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4 Discussion

In this paper, we have proposed a novel way of improving estimation of the ATE
from longitudinal data, by using LOESS to smooth the coefficient estimates in
the parametric models of different estimators over time. Our simulation study
evaluated the effects that varying degrees of smoothing have on the accuracy and
precision of OR-, IPW- and DR-estimators.

In the main scenario, in which the true coefficients in both the OR- and PS-models
are constant over time, smoothing lead to an improvement in variance for all esti-
mators. Overall, the improvement was here larger the more the coefficients were
smoothed. The benchmark estimators, which use the mean of the coefficient esti-
mates over time, performed best. For the OR-estimator, smoothing also decreased
the bias of the estimates, more so for higher degrees of smoothing.

This is hardly surprising, as the benchmark estimators explicitly aim to estimate a
time-invariant relationship and on average will come close to the true coefficients.
In a scenario with real data however, it would probably not be realistic to assume
that the coefficients are constant over time apart from random variation.

We therefore also examined two scenarios in which the coefficients in the OR-
model changed linearly and non-linearly over time. In both cases, the coefficients
in the PS-model were kept constant, primarily due to time-constraints. The simu-
lation of the propensity score is more sensitive to changes in the coefficients and
even smaller changes would have had large effects on not just the propensity score
itself but also the proportion of treated individuals over time. Consequently, this
would have affected the conditions for the other estimators as well.

When the OR-coefficients changed linearly, we saw that the benchmark estima-
tor showed a high bias, but still had the lowest variance and therefore did not
perform much worse than the other smoothed estimators in terms of MSE. Over-
all, higher degrees of smoothing constituted a notable improvement, especially in
regard to variance and MSE, in this scenario. In the last scenario, the true coeffi-
cients changed non-linearly over time. Here, we saw a more distinct bias-variance
trade-off for most of the smoothed estimators. That is to say, smoothing still con-
stituted a large improvement in precision for all of the estimators. Larger degrees
of smoothing were however also associated with a larger increase in bias, and only
the estimator that used a λ of 0.25 always outperformed the original estimator in
terms of MSE.

In addition to using different patterns of change over time than the two scenarios
tested here, future simulations could also study how the ”signal to noise ratio” in
the data would affect the extent to which different degrees of smoothing improve
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estimation. For example, it could be that updated OR-estimators with larger λ-
values would have performed better in our non-linear scenario, if the amount of
random variation in the data had been larger, relative to the size of the change in
the true coefficients over time, and vice versa. However, in an analysis of real
data we would naturally not know beforehand what portion of the variation is
random, and what portion constitutes meaningful patterns that could be missed by
over-smoothing.

Another possible extension of the analysis presented here concerns the definition
of the causal effect itself. Throughout this paper we have assumed an instanta-
neous effect of relocation on income. In reality, we would naturally assume that
an potential increase in an individuals income from relocation could be delayed by
several years. That is to say, relocation would more likely have a long-term effect
on future income development and cumulative income profiles. These much more
complex analyses are left to future research as well.
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Appendix A: Smoothed Coefficient estimates

Constant regression parameters

Figure 1: OR-model, smoothed coefficient estimates for intercept: benchmark
(blue) and λ = 0.25 (black); 0.75 (red); 1 (green)



Figure 2: OR-model, smoothed coefficient estimates for education level: true
value (pink), benchmark (blue) and λ = 0.25 (black); 0.75 (red); 1 (green)



Figure 3: PS-model, smoothed coefficient estimates for intercept: true value
(pink), benchmark (blue) and s= 0.25 (black); 0.75 (red); 1 (green)



Figure 4: PS-model, smoothed coefficient estimates for education level: true value
(pink), benchmark (blue) and λ = 0.25 (black); 0.75 (red); 1 (green)



Non-constant regression parameters

Figure 5: OR-model (linear change), smoothed coefficient estimates for intercept:
true value (pink), benchmark (blue) and λ = 0.25 (black); 0.75 (red); 1 (green)



Figure 6: OR-model (linear change), smoothed coefficient estimates for education
level: true value (pink), benchmark (blue) and λ = 0.25 (black); 0.75 (red); 1
(green)



Figure 7: OR-model (non-linear change), smoothed coefficient estimates for in-
tercept: true value (pink), benchmark (blue) and λ = 0.25 (black); 0.75 (red); 1
(green)



Figure 8: OR-model (non-linear change), smoothed coefficient estimates for edu-
cation level: true value (pink), benchmark (blue) and s= 0.25 (black); 0.75 (red);
1 (green)



Appendix B: Results for different sample sizes

n=2000

Figure 9: Bias for the OR-estimators, n=2000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 10: Variance for the OR-estimators, n=2000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 11: MSE for the OR-estimators, n=2000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 12: Bias for the IPW-estimators, n=2000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 13: MSE for the IPW-estimators, n=2000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 14: Bias for the DR-estimators, n=2000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 15: Variance for the DR-estimators, n=2000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 16: MSE for the DR-estimators, n=2000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



n=4000

Figure 17: MSE for the OR-estimators, n=4000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 18: MSE for the IPW-estimators, n=4000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 19: MSE for the DR-estimators, n=4000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



n=8000

Figure 20: Bias for the OR-estimators, n=8000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 21: Variance for the OR-estimators, n=8000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 22: MSE for the OR-estimators, n=8000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 23: Bias for the IPW-estimators, n=8000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 24: Variance for the IPW-estimators, n=8000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 25: MSE for the IPW-estimators, n=8000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 26: Bias for the DR-estimators, n=8000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 27: Variance for the DR-estimators, n=8000: unsmoothed (black), bench-
mark (light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)



Figure 28: MSE for the DR-estimators, n=8000: unsmoothed (black), benchmark
(light blue) and λ = 0.25 (red); 0.75 (green); 1 (blue)


