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Abstract

Health care is becoming more and more digitalized and examinations of
patients from a distance are closer to reality than fiction. One of these
examinations would be to automatically classify a patient-recorded au-
dio segment of its heartbeats as healthy or pathological. This thesis
examines how it can be achieved by examining different kinds of neu-
ral networks; convolutional neural networks (CNN) and long short-term
memory networks (LSTM). The theory of artificial neural networks is
explained. With this foundation, the feed forward CNN and the recur-
rent LSTM-network have their methods described. Before these meth-
ods can be used, the required pre-processing has to be completed, which
is different for the two types of networks. Using this theory, the pro-
cess of how to implement the networks in Matlab is explained. Differ-
ent CNN:s are compared to each other, then the best performing CNN
is compared to the LSTM-network. When comparing the two differ-
ent networks to each other, cross validation is used to achieve the most
correct result possible. The networks are compared by accuracy, least
amount of training time and least amount of training data. A final result
is presented, to show which type of network has the best performance,
together with a discussion to explain the results. The CNN performed
better than the LSTM-network in all aspects. A reflection on what could
have been done differently to achieve a better result is posted.





Dictionary

PCG Phonocardiogram; a plot of recorded heart sounds.

ECG Electrocardiograph; the plot of the hearts activities.

Pathological Another way to express something to be not healthy, sick.

ANN Artificial Neural Network; Machine learning technique to extract features
from data.

RNN Recurrent Neural Network; A type of ANN, which uses internal memories.

CNN Convolutional Neural Network; A network which extracts features by itself.

LSTM Long Short-Term Memory; A type of RNN, with specific internal memories
and gates.

ReLU Rectified Linear Unit; An activation function for a neural network.

CWT Continuous Wavelet Transform; A method to display audio as an image.
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1 Introduction

Healthcare is becoming more and more digitalized and examinations of patients can be done
from a distance. Today, there is a system in use which can transfer audio of heartbeats from
a patient to a doctor at another location far away. To make this process more automated,
a system which classifies heartbeats and determines if they are normal or pathological can
be implemented. The doctors do not have to study all the heartbeats, only the pathological
sounds, which reduces the workload and result in better healthcare for the patients. The
method to implement this system is to research the viability of deep learning on audio se-
quences, the pre-processing of data required and what deep learning networks to use.

Biomedical engineering, research and development is a department at the Västerbotten
county council, which wanted to research further into deep neural networks and heartbeat
recognition. Therefore, they provided this project.

1.1 Problem formulation

The task is to determine what type of network is the most suitable to classify the data
available. The available data is 3240 audio readings of the heart and the different types of
networks to be tested are

• Feed-forward neural networks; more exactly various convolutional neural networks.

• Recurrent neural networks; more exactly the long short-term memory neural network.

In this work, a few convolutional neural networks (CNN) are compared to each other and
the one performing the best is compared to the long short-term memory (LSTM) network,
resulting in these research questions.

• Among the CNN:s, which network has the best performance by examining these eval-
uation methods:

– Network accuracy.

– Lowest amount of training data to reach the highest accuracy.

– Lowest amount of training time to reach the highest accuracy.

• When a CNN has been chosen, which of the CNN and LSTM has the best perfor-
mance, by examining the same aspects.
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1.2 Related work

In 2016, there was a challenge arranged by PhysioNet [1], where the assignment was to
classify readings of heartbeats with any tools. Many of the submitted works used hidden
markov models (HMM) to classify the heartbeats, as opposed to this thesis where different
neural networks are used. HMM:s are however used in this project to segment the audio.

PhysioNets challenge winner, Potes et al. [2], was one of the submissions which used
CNN:s, but also combined it with using a machine learning technique called AdaBoosting.
Features are extracted and used in the AdaBoosting. The audio is divided into four different
frequency bands and used in the CNN.

1.3 Training data

PhysioNet provides the data used in this project, which has 3240 heartbeat readings. These
readings varies from five seconds to 120 seconds and have been sampled at 2000Hz. The
audio is acquired from different parts of the world, from both clinical and nonclinical en-
vironments. About 21% of the readings are pathological readings. From these heartbeat
readings, PhysioNet has also provided a validation set of audio, to use for more real life
scenario tests.

1.4 Neural networks

Chapter 1.1, problem formulation, explains that two different types of neural networks are
investigated and compared to each other. These types are the CNN and LSTM [3]. There
are different types and versions of the CNN, the following are tested in this project

• AlexNet [4]

• VGG 16 [5]

• GoogleNet [6]

• Inception V3 [7]

The LSTM-network is a type of network of its own, it is the only recurrent network to be
tested.

1.5 Outline

This thesis starts by explaining the theory behind neural networks and focus on the networks
listed in Chapter 1.4. Chapter 2 explains the theory behind the required pre-processing of
the data and the theory of the networks. Later, the method of how this theory is used to
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create the tests and how the evaluations methods are to be used is described in Chapter 3.
Results from the networks are available in Chapter 4 and a discussion on its performance is
available in Chapter 5.
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2 Theory

Before discussing the specific networks used in this thesis, a background on artificial neural
networks is required to understand the elements of CNN:s and LSTM-networks.

2.1 Artificial neural networks

Artificial neural networks are a sort of machine learning. Machine learning is when a pro-
gram can complete a task it was not specifically designed to complete. An example of this,
which is used in this project, is to automatically extract features from an image.

A neural networks smallest component is the neuron, a mathematical function. The function
takes the sum of all the inputs, ai, times the weight, wi, j on that specific connection. After
this sum is calculated, an activation function, g, is used to create the output, a j, shown in
Equation 2.1 [8].

a j = g

(
n

∑
i

wi, jai

)
(2.1)

Where j is the current node and i is the previous node. This is visualized in Figure 1. When
the network is trained, the output from every neuron tunes the weights of the previous neu-
ron. This means that the weights between ai and a j are being tuned after a j has calculated
its output. Making the weights more accurate and therefore, when the next input is training
the network, the neuron a j has tuned the weights so its output also is more accurate. With
enough training, the network has tuned the weights enough so the network can classify an
input correctly.

Figure 1: An illustration of how the mathematical model of a neuron functions. It takes the
input, ai, alter it depending on the value of the weight, wi, j. Then uses Equation
2.1 to calculate the output and sends it to the next neurons, or the output of the
network. [8]



6(44)

Weights determines both the sign and the strength which the input should affect the current
node, j. There exist different kinds of activation functions, but the rectified linear unit
(ReLU) is used for all of the CNN:s in this project.

2.1.1 Feed-forward neural networks

To create a feed-forward neural network, a number of neurons has to be put together. It
requires input and output nodes and often hidden layers of more neurons. The feed-forward
network does exactly as its name suggests, it goes from left to right and feeds the informa-
tion from the input towards the output, as shown in Figure 2.

Figure 2: Six neurons, where the two first are the input nodes. Every neuron in each step
is connected to all the neurons in the previous and next step. Every connection
has its own unique weight and can not be altered by any other neuron.[8]

Every neuron in step i is connected to every neuron in step i+ 1, and so on, they are fully
connected. However, every step does not need to have the same amount of neurons, it can
increase or decrease each step.

2.1.2 Recurrent neural networks

A recurrent neural network (RNN) does not only feed information forward, it also has an
internal memory to work with. Because of this, RNN:s are favorable when a sequence of
data is to be classified, as in speech recognition. There exist variants of RNN:s and the
LSTM-network is to be used in this project.

2.2 Convolutional neural networks

A convolutional neural network is a deep feed-forward network with one input layer, one
output layer and one or more hidden layers. The hidden layers often consist of convolutional
layers, pooling layers and fully connected layers.

Convolutional Directly after the input layer, there is often a convolutional layer which
has the purpose of extracting features from the given data, often an image.
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For example, if an image is 5×5 pixels large, the convolutional layer can
use a filter of size 3×3. This filter strides over the input image, pixel by
pixel. Where these two matrices overlap, the element wise multiplication
is computed of these values. To get an integer as the final output of one
iteration, the sum of the new matrix is calculated. A new 3× 3 matrix
is created, called feature map, where the integer is saved, illustrated in
Figure 3. A feature map is smaller than the actual image, but since every
pixel in the feature map correspond to more pixels in the original, which
overlap, the spatial relationship is preserved. This is also the output of the
convolutional layer.

Figure 3: In a real image, the entries are between 0 and 255, but here they are 0 and 1, for
simplicity. This image shows the first step of the convolution process. The filter
has started in the top left corner and strides from left to right and then go to the
text row, and so on. Until the filter has reached the bottom right.

One can control the size of the feature map by altering the depth, stride,
zero-padding or all of these. A single sort of feature might not be enough
to classify some images, therefore a few different filters may be used.
When using more filters, more feature maps are created, this is called the
depth of the feature map. The stride can be set to iterate pixel by pixel,
as said before, or it can jump two or more pixels at once. This creates
a smaller feature map [9]. When zero-padding is used the convolution
is called wide convolution, as opposed to narrow convolution. If narrow
convolution is used, the filter only strides over the existing values in the
input image, but doing this excludes information about the corners and
edges. For example, all the corners are only used once by the filter, but
the center pixels are used multiple times, as the example in Figure 3.
When wide convolution is applied, zeros are added around the image, so
the filter can stride over the corners and edges as it would stride over any
other pixel in the matrix. This creates a larger feature map [10].

One last step may be applied to the convolution, which is the ReLU. The
ReLU iterates over every pixel in the feature map and replaces any nega-
tive values with zero.

Pooling After creating the feature map, the size of the input data can be further
reduced by pooling the feature map. Using a 8× 8 feature map for sim-
plicity, the pooling step strides over, much as in the convolutional step, the
entire feature map with another matrix of size 2×2. Using this size of the
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pooling matrix, the stride is set to two so there is no overlapping. There
are different ways to pool a feature map; max, average or sum. Using the
max pooling, for every iteration, the smaller matrix extracts the largest of
the four values currently in its scope and saves this to a new matrix. When
the feature map is fully visited, the pooling layer has created an output of
the size 4×4. With a smaller output than input, which was desired, it still
contains the key features of the feature map, and input data. An example
of how the max pooling works is shown in Figure 4.

Figure 4: Shows how a max pooling operation works. It splits the feature map into matrices
as large as the pooling matrix and extracts the largest value from that matrix. This
value is saved in a new matrix, which is smaller than the feature map.

Fully Connected As a last step, the network classifies the images. The last layer is the
fully connected layer, which is a traditional multi layer perceptron where
every neuron in one layer is connected to every neuron in the next layer,
as explained in Chapter 2.1. As stated, this is a classification layer, and
it uses the high level features of the data, coming from the previous layer
to classify the data. One common way to finish the fully connected layers
is to use the softmax activation function. This results, in the output layer,
in a probability of 0 to 1 for every output. The sum of the probabilities is
always one.

For example, a very small network could have the structure:

InputLayer→
(ConvolutionalLayer→ ReLU)→
MaxPoolingLayer→
FullyConnectedLayer→
So f tmaxLayer→
Classi f icationLayer

The convolutional layer and the ReLU layer are grouped together, because the ReLU often
follows the convolutional layer and is not a layer of its own. However, it is not a trivial part
of a network, so it is important to show it exists. The convolutional layer can be repeated
many times, with different sizes of input and output, to further extract features from the
data. Doing this increases the training time and after a certain point the network does not
improve with more convolutional layers, so a balance has to be found. With too many layers
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the network may overfit and with too few layers the network may not be able to extract the
features enough.

2.2.1 Networks

AlexNet

AlexNet contains eight layers, with five convolutional and three fully connected layers. In
the AlexNet, the pooling is overlapping, as opposed to the simple example given above,
in Chapter 2.2. Not all convolutional layers are pooled, only the first, second and fifth. A
softmax is used in the last fully connected layer, to produce the classification of the data.
Otherwise the ReLU is used to model the outputs of the neurons in the convolutional and
the first two fully connected layers. The exact sizes of the layers are not displayed here, but
can be found in [4].

VGG 16

As the name suggests, the VGG16 network uses 16 layers. Of these, it ends the network
with three fully connected layers, with a softmax at the end of the last fully connected layer.
The rest are convolutional layers, with maxpools appearing after convolutional layer 2, 4,
7, 11 and 14. All hidden layers uses the ReLU activation function [5].

GoogleNet

GoogleNet works differently from the previously explained networks, but it is still a con-
volutional neural network. It uses an inception architecture with 22 layers. It starts as a
network explained above, having seven convolutional layers and makes three poolings. It
also uses the ReLU in all hidden layers and a softmax before the output layer. The inception
layers are split into four different paths, as seen in Figure 5. When using a 1×1 filter before
larger filters, it can reduce the dimension of the input before the more expensive 3×3 and
5×5 computations and reduces the computation time. It then uses a 1×1 filter restore the
feature map back to its original dimension [6].

Figure 5: The inception structure of the GoogleNet [6].
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The GoogleNet has nine inception layers, each of these has the properties of Figure 5, but
with different input and output sizes. Extra pooling is added after inception layer two, seven
and two different poolings are added after the last inception layer.

Inception V3

This network, as the name indicates, also uses the inception method, but the inception ar-
chitecture is different, as shown in Figure 6. With 48 layers, the largest so far, it still uses
the softmax as the final classifier and ReLU as the hidden layer classifier. It starts with a
stem, as GoogleNet does, containing six convolutional layers and one pooling after the third
convolutional layer. After this, the inception shown in Figure 6, top left is used three times,
then the inception in the top right five times and lastly the inception in the bottom is used
twice.[7]

Figure 6: The different inception architectures for the InceptionV3 network, where n is
seven in this case [7].

2.2.2 Audio segmentation

There exist different representation of readings of the heart, phonocardiogram (PCG) and
electrocardiography (ECG). The PCG is used to classify if a heartbeat is healthy or patho-
logical, but the ECG is required to segment the heartbeat audio. A PCG consist of four
different states, which make up a heartbeat, shown in Figure 7.

Springer et al. [11] has developed the audio segmentation algorithm, which localizes the S1
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and S2 in the PCG by using the corresponding ECG recording. When the two S-states are
localized, a first order HSMM, hidden semi Markov model, is used. A hidden sequence is
applied to the four states of the heart; S1, systole, S2 and diastole. The observed sequence
is the PCG signals. The HSMM has information about the expected duration of each step,
which is required for more accurate results, while the HMM does not. This HSMM is applied
to the extended Viterbi algorithm to extract the most likely sequence of states. To even
further divide the states, a LR-derived emission is used, which is a “binary classification
model that maps predictor variables, or features, to a binary response variable using the
logistic function”[11]. Four different features are extracted and used in the training of the
HSMM. The accuracy of this method, over 100 iterations with randomized train and test
sets, is 92.52±1.33% and the F1 score is 95.63±0.85%.

Figure 7: Shows two heartbeats of the PCG and the ECG used in the Springer segmentation
algorithm [11].

2.3 Long short-term memory network

LSTM-networks start with a layer which can take a sequence of data, the sequence input
layer. After this, the actual LSTM-layer takes its output. Output from the LSTM-layer is
sent into a fully connected layer, explained in Chapter 2.1.1. The result from this is sent
into a softmax-layer and this is later classified, a process illustrated in Figure 8.
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Figure 8: A high abstraction of how a fully functional LSTM-network can appear. It starts
with processing the input, so the LSTM-layer gets the data on the form it re-
quires. When the LSTM-layer is finished, the fully connected layer works as a
normal feed-forward network. The softmax layer converts the information to a
percentage of what class is most probable and the classification layer classifies
this.[12]

The sequence input layer takes an input consisting of, most of the time, the data sequence
in the first row of a matrix. Any features are on the next rows of the matrix, as shown in
the lower part of Figure 9, the feature dimension. It can also solely exist of features. The
actual work is done by the LSTM-layer. It consists of a number of hidden LSTM units. Each
LSTM unit takes a cell state, c, a hidden state, h and a time step from the feature dimension
as input. It gives the updated cell state and hidden state as output.

Figure 9: The first LSTM unit takes the initial cell state, c0, and hidden state, h0. It also
takes the output from the first time step of the input sequence layer. Each unit
gives two outputs, the updated hidden state and the updated cell state. [12]

Each unit consist of

• Forget gate, f : This gate controls the level of cell state reset, i.e. how much it forgets.

• Layer input, g: Adds the information to the cell state.

• Input gate, i: Controls how the cell state should be updated.

• Output gate, o: Controls how much of the cell state should be added to the output,
ht .

How these components are structured is visible in Figure 10, where xt is the input from the
data at the current time t.



13(44)

Figure 10: All the mathematical functions of the components are listed in Equation 2.4.
To calculate the new cell state the three components, forget f , layer input g and
input i are used as shown in Equation 2.2. The forget gate is the only component
which is in contact with the previous cell state c and determines how much of
it should be “remembered”. The output is calculated by using Equation 2.3,
where the cell state does not change.[12]

As in feed-forward networks, there exist weights to control how the network is to behave. In
the LSTM-network, there exist three different kinds of weights; input weights W , recurrent
weights R and bias weights b. They are connected to all the components in the node, as
follows

W =


Wf

Wg

Wi

Wo

 ,R =


R f

Rg

Ri

Ro

 ,b =


b f

bg

bi

bo

 .
The new cell state for each unit is calculated by using Equation 2.2. In this equation, the �
is the element-wise multiplication of vectors.

ct = f1� ct−1 + it �gt (2.2)

ht = ot � tanh(ct) (2.3)

Furthermore, the output for the current unit is calculated by using equations 2.2 and 2.3.
The components, f ,g, i and o are calculated as shown in Equation 2.4.

ft = σ(Wf xt +R f ht−1 +b f )

gt = tanh(Wgxt +Rght−1 +bg)

it = σ(Wixt +Riht−1 +bi)

ot = σ(Woxt +Roht−1 +bo)

(2.4)

Where σ is the sigmoid function, σ(x) = (1+ e−x)−1.[12]
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2.4 Removal of noisy audio

Before any of the networks are tested, the data has to be examined and any data that is
considered too noisy has to be removed. This is difficult to achieve manually, since there
are 3240 audio readings and assessing them without a trained ear is suboptimal. Instead,
a mathematical approach which extract features from the audio and uses these features to
determine if a reading is too noisy or not, is to be used.

The method to be used is developed by Grzegorczyk et al. [13]. They have three criteria
which the audio can meet, but it only needs to meet one of them to be classified as not noisy,
they are

1. The root mean square of successive differences has to be lower than 0.026. Further,
the amount of times the signal crosses the horizontal “flat line”, divided by the length
of the signal must be lower than 0.06. The amount of times the signal crosses the
horizontal line is regulated by 0.85 quantile of values.

2. The audio is iterated over with 2.2 second windows and a 25% overlap to collect how
many peaks there exist in each window. If there are between two and four peaks in a
window, the window is considered to be acceptable. When the whole audio file has
been iterated over, if 65% of the windows have been accepted, it has passed.

3. Same as 1, but has 0.58 quantiles of values.

Most of the noisy readings removed are readings which sounds as if the stethoscope has
been moved around a lot while recording the audio, resulting in no clear peaks in the sound
when listening to it.
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3 Method

The first step is to use the theory in Chapter 2.4 to remove the audio that is too noisy for
training, testing and validating the networks. Both networks require this pre-processing,
which is shown in Algorithm 1.

Data: Audio files of heartbeats to be noise detected
Result: Two lists, one with noisy files and one with not noisy files
for each audio file to detect noise do

read current file to memory;
convert to 1000Hz;
get states;
extract features;
detect noisy signal;

end
Algorithm 1: How the noise detection algorithm works. Most of the work in the code is done on
the lines marked with blue, which is the method described in Chapter 2.4, developed by Grzegorczyk
et al. [13]. The text marked with red is code developed by Springer et al. [11], explained in Chapter
2.2.2.

3.1 CNN

There are two parts of getting the result of the networks. Those are to preprocess the data
and to create the actual tests.

3.1.1 Pre-processing

The first step when using the CNN-method is to segment all the audio into single heartbeats,
using the method described in Chapter 2.2.1. When this is completed, all these heartbeats
are converted into images and saved, shown in Algorithm 2.
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Data: The audio to be segmented
Result: The segmented audio, as image spectrograms
for each audio file do

read current file to memory;
convert to 1000Hz;
filter the audio to be between 25-400Hz;
remove spikes;
get states;
for amount of states do

extract each beat from current file, using the states;
pad with zeros;

end
for amount of beats do

extract current beat from current reading;
create spectrogram;
save image to disk;

end
end
Algorithm 2: Short description on how the audio segmentation algorithm works. The text marked
with red is code developed by Springer et al. [11]. Each beat is padded with zeros, so every beat
has the same ratio between pixel and time, which is 2500ms. The spectrograms are saved to disk,
because they are to be used as the new base data.

The conversion to images is a continuous 1-D wavelet transform, CWT. This method is
used so a spectrogram is created, which includes frequency, time and amplitude, as shown
in Figure 11. Each image has the same length, 2500ms, to ensure the same ratio between
pixel and seconds. There are two images in the figure; the left shows a healthy, not noisy
heartbeat, while the right shows a healthy, noisy heartbeat. It is clearly visible where the
two systoles and the diastole are located, as they should be according to Figure 7, for the
left heartbeat. Noise is visible in the right image, where it is smudged even at the lowest
frequencies and no clear distinction of the systoles and diastole exist.

Figure 11: Time is represented on the x-axis and frequency is represented on the y-axis.
Left image shows a healthy heartbeat which is classified as not noisy and the
right image shows a healthy heartbeat classified as noisy.

The CNN:s uses different sizes of the images as its input, therefore each version is saved
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to disk. This is done because the conversion of image size is slow, considering how many
images there are. The different sizes of images are

• GoogleNet, ResNet and VGG16: 224×224 pixels

• AlexNet: 227×227 pixels

• Inception V3: 299×299 pixels

3.1.2 Create tests

The test suites shall test the research questions formulated in Chapter 1.1, accuracy, training
time, and amount of data required. Therefore, the test suites run each network with six
different amount of data and save the accuracy and time for each. The six different amount
of data are

• All data; 3164 readings resulting in 85811 files

• One beat from each reading; 3164 readings resulting in 3164 files

• Two beats from each reading; 3164 readings resulting in 6328 files

• Remove some of the normal data, so there are as many pathological as normal read-
ings; 1282 readings resulting in 36020 files

• Same as above, with one beat from each reading; 1282 readings resulting in 1282
files

• Same as above, with two beats from each reading; 1282 readings resulting in 2564
files

In these experiments where all the networks are tested, the split between test and train data
is done exactly the same for all networks, so that they all get the same circumstances. How
the networks are tested is described briefly in Algorithm 3.

Data: No data input
Result: The accuracy and time of each test iteration
load validation data;
for all types of data to be tested do

load images and labels for current type and network;
split into train and test sets;
train network;
classify test set;
calculate accuracy;
validate;

end
Algorithm 3: The types to be tested are the types listed in Chapter 3.1.2. When choosing which
images and labels to use, the pixel sizes listed in Chapter 3.1.1 are the ones available. Which
networks to chose from are listed in Chapter 1.4. How the network is validated is described in
Algorithm 4.
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Each network and training iteration is also be tested with a validation set. This validation
set is preprocessed in the same manner as explained in Chapter 3.1.1. Using this validation
set gives a test result more likely to be more accurate to the real world. The validation
set does not only test the network heartbeat by heartbeat, it also tests an entire audio heart
reading. It does this by counting how many times a heartbeat has been classified as healthy
or pathological for a whole reading. If there are over 50% healthy readings, the whole audio
segment is considered healthy and vice versa. This split is used so there is a binary answer
with either healthy or pathological and not any unknown readings.

Data: The validation data
Result: The accuracy for both whole readings and beat by beat
for each validation file do

classify all beats in current file;
if amount of healthy classified beats divided by amount of beats ≥ 0.5 then

file is classified as healthy;
else

file is classified as pathological;
end
calculate accuracy for each beat;

end
Algorithm 4: Shows how a whole file is classified at a time, giving the result of healthy or patho-
logical. It also classifies the accuracy for each beat, resulting in a percentage of correctly classified
beats divided by amount of beats.

When all of the networks have been tested, the one performing with the “best” result is used
to be more thoroughly tested, as described in Chapter 3.3.

3.2 LSTM network

The same two parts have to be done for the LSTM-network, but the pre-processing is not as
complex as for the CNN:s.

3.2.1 Pre-processing

LSTM-networks do not need single heartbeats as its input, it only requires a sequence of
data, which an audio reading is. The features are extracted and everything is saved to disk,
for easier access and faster loading time. Features are extracted by using the method pre-
sented by PhysioNet, to examine if there is an improvement in performance in the network
compared to using no features. 20 features are extracted, which are

• Mean value of; interval between heartbeats, S1 intervals, S2 intervals, systole inter-
vals and diastole intervals

• Standard deviation value of; interval between heartbeats, S1 intervals, S2 intervals,
systole intervals and diastole intervals

• Mean and standard deviation value of the interval ratios between systole and interval
between heartbeats, in each heartbeat.
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• Mean and standard deviation value of the interval ratios between diastole and interval
between heartbeats, in each heartbeat.

• Mean and standard deviation value of the interval ratios between systole and diastole,
in each heartbeat.

• Mean and standard deviation value of the mean absolute amplitude ratios between
systole period and S1 period in each heart beat

• Mean and standard deviation value of the mean absolute amplitude ratios between
diastole period and S2 period in each heart beat

3.2.2 Create tests

The experiments test the data without features extracted, and with features extracted. Cross
validation is used directly when testing this network, since it is the only of its kind. A
validation set is also created for the LSTM-network, which the trained network is tested on.
There are 3164 audio files which are used in the LSTM-network, because some noisy files
are removed. Running the LSTM-network is similar to running the CNN:s, as shown in
Algorithm 3. Changing the loaded data to audio files and the network to be loaded to LSTM
is enough to run the LSTM-network.

3.3 Cross validation

Both types of network use cross validation, to test the networks more thoroughly. This
means that all parts of the data is used as both training and test data, split into five iterations.
Figure 12 illustrates this for four iterations, but this project splits the data five times instead.

Figure 12: An illustration of cross validation, where the test and training data is different
for each iteration, so each single data is both train and test data [14].

To generate the information to split the data five times in the way Figure 12 shows, Algo-
rithm 5 is used
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Data: How much data there is, x, and how many times it shall be split, k.
Result: One cell containing the train data for each iteration (one new row for each k) and

one cell containing the respective test data.
create a vector, v, x large;
random sort the vector v;
for how many times to be split, k do

get the test indexes, from v, for the current iteration;
create a temporary vector, equal to v, and remove the test indexes to get the train

indexes;
save the train and test data;

end
Algorithm 5: Gives indexes of how to split the data for cross validation.

3.4 Calculating network options

To know the optimal options for a network is not an easy task. Trial and error is required,
or the use of Bayesian Optimization [15] which exist in MATLAB [16]. This method uses
Gaussian processes to optimize the solution of the problem. The variables chosen to be
optimized are

Maximum Epoch An epoch is when all of the training data has been used in the net-
work. When using more than one epoch, the same training data is
sent into the network again. When resending the data into the net-
work, it can be shuffled, to not train the network in the same exact
manner again. This makes the network less likely to overfit.

Initial Learning Rate How fast the network is learning from the data. Lower learning rate
makes the network train slower, but a too high learning rate might
result in a suboptimal result or divergence. Initial does not mean
that it is only used during the beginning of the network, it is the
learning rate set initially and then used during the whole network.
It can be altered by using other option variables, but that is not used
here.

Momentum A momentum variable tells the network how much of the previous
parameter update step should influence the current iteration. When
the momentum is zero, there is no contribution and when the mo-
mentum is 1 the contribution is maximized, from the previous step.

L2-Regularization The weight decay for the weights. The L2-Regularization helps to
reduce overfitting.

Mini Batch Size The training data is divided into mini batches. Smaller batches use
less memory, but larger batches train the network in a shorter time.
When all of the mini batches have been sent into the network, one
epoch is completed.
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Each CNN and its different amount of data have its options determined by this method,
while the LSTM-network has to use trial and error due to the hardware not being good
enough.

3.5 Evaluation methods

The accuracy evaluation method is the most significant method to take into account. Train-
ing the network, and classifying all the test data might take a long time. However, clas-
sifying one audio reading does not take longer than one minute independent of network
used.

Accuracy

The raw accuracy is calculated, which is the amount of correctly classified data divided by
the amount of data. When using ratios to determine the credibility, the harmonic mean is
most often desired. The F1 score is such a measure, which is used to further assess the accu-
racy. It is calculated for both the healthy classified and pathologically classified heartbeats.
It is important to have an even distribution between the healthy and the pathological F1
scores, to ensure a low amount of false positives and true negatives. Though, a higher score
on the pathological F1 could be wanted, because it is more important to find pathological
patients. False negatives are especially not wanted, because the Västerbotten county council
wants to use this as a screening tool to discover potential heart diseases. The F1 score is not
calculated for the validation tests between the CNNs, due to an error in the code.

Training Time

Each iteration and every variant1 of the networks are timed and compared to each other. The
training time is not as important as the accuracy, since in the real world, it is more important
to get a more accurate result than having to wait 10% shorter.

Training Data

For the CNN, the different amount of training data is connected to how long it takes to train
the network and how distributed the data is between healthy and pathological beats. The
LSTM-network has its difference between using features or not using features.

3.6 Tools

All tests are performed in MATLAB, since it has many tools to work with neural networks,
which are listed below. It has all the CNN:s preloaded and an easy way to configure the
network options. It is a fast language as well and can run the networks on the GPU, which
is a great advantage. These networks are run on a computer with GTX 970 graphics card
with 2GB video RAM and 16GB RAM.

1Different amount of data for the CNN, with or without features for the LSTM
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• Neural Networks Toolbox

• Statistics and Machine Learning Toolbox

• AlexNet

• VGG 16

• GoogleNet

• Inception-v3
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4 Results

As a start, results from the tests of CNN:s are presented. Following, cross validation tests
of the highest performing CNN and the LSTM network are presented. Each network has its
own options, found in Appendix A, for the first CNN tests. When using cross validation,
the CNN has its options altered for a faster run time, which is found in Appendix B along
with the options for the LSTM-network. All CNN:s uses Bayesian optimization to acquire
the training options, but the LSTM-network does not, since the hardware could not run the
algorithms. Appendix C lists every test run of all CNN:s without cross validation, while the
cross validation tests are presented in Appendix D.

4.1 CNN results

Each network has a test with the validation set, which is more accurate to the real life
application. The best performing validation test run from each network is shown in Table 1.

AlexNet VGG GoogleNet InceptionV3
Type All Beats Split All Beats All Beats Split All Beats

Accuracy 68.38% 68.63% 67.97% 64.21%
AccuracyW * 70.76% 70.14% 67.01% 65.28%

Training Time 00H21M11S 08H15M45S 01H30M29S 06H44M43S
Time Per Epoch 00H10M36S 02H03M59S 00H30M10S 01H41M11S

Data Amount 3164 1282 3164 1282
Image Amount 85811 36020 85811 36020

Table 1: The best performing data amounts for each network, showing their accuracy, train-
ing time, training time per epoch and amount of data used. *Whole reading accu-
racy.

All networks are fairly even in their accuracies, but the AlexNet has the highest whole
reading accuracy. Even though it uses double the amount of training data, it has the lowest
training time and lowest training time per epoch. With performing as good as the other
networks, on a lower training time, the AlexNet is chosen to be used in further testing. A
more detailed discussion is available in Chapter 5.1.

4.2 CNN and LSTM results

All validation test result are presented in Table 2, where the “Split All Beats” and “Split All
Beats, 2 Beats/Reading” had the best performances. The table shows the cross validation
results of the AlexNet, showing the mean, highest and lowest scores of each test.
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Amount of Data Test Run Accuracy F1ScoreH F1ScoreP Whole Reading Accuracy

All Data
Mean 65.34% 72.29% 48.35% 66.74%
High 72.30% 75.35% 68.68% 76.04%
Low 53.15% 67.78% 8.22% 51.04%

1 Beat/Reading
Mean 62.56% 65.12% 53.42% 64.10%
High 67.54% 71.95% 72.32% 68.75%
Low 52.58% 52.12% 7.19% 51.39%

2 Beats/Reading
Mean 59.82% 68.87% 38.75% 59.86%
High 65.99% 69.62% 62.92% 67.36%
Low 52.67% 67.66% 8.70% 51.39%

SPLIT 50/50 - - - - -

All Data
Mean 65.86% 68.99% 61.55% 67.08%
High 69.90% 71.51% 68.92% 70.83%
Low 64.10% 62.30% 51.57% 64.93%

1 Beat/Reading
Mean 63.14% 67.63% 57.46% 65.56%
High 65.82% 70.25% 64.14% 67.71%
Low 61.46% 61.90% 48.61% 61.81%

2 Beats/Reading
Mean 65.76% 67.63% 65.03% 67.85%
High 66.97% 73.01% 71.75% 71.88%
Low 63.96% 59.70% 62.20% 63.19%

Table 2: After a cross validation with iteration size of five, this is the result using the val-
idation set for the AlexNet. For each amount of training data used, the lowest,
highest and mean scores are listed.

Of these two data amounts, the “Split All Beats, 2 Beats Per Reading” is deemed to have the
best results due to having about the same accuracies, but also having a higher pathological
F1 score. Extracting the best and worst results from Table 2 and the results for the LSTM-
network gives Table 3.

AlexNet, best AlexNet, worst LSTM
Type Split data, 2 B/R All data, 2 B/R (No) Features

Accuracy 65.76% 59.82% 50.71%
F1ScoreH 67.63% 68.87% 68.81%
F1ScoreP 65.03% 38.75% 0%

AccuracyW 67.85% 59.86% 50.17%
Time 00H01M17S 00H01M29S 02H14M48S

Time/Epoch 00H00M13S 00H00M30S 00H44M56S
Data 1282 3164 3164

Images 2564 6328 -

Table 3: Shows the final mean result of the best performing CNN, the AlexNet, and the
LSTM-network. The LSTM-network has the exact same result for both training
with features and without features and no difference between highest, lowest and
mean score. *Whole Reading Accuracy.

In conclusion, the AlexNet gives the best result in every category; accuracy, least amount of
training data and lowest training time, while the LSTM-network struggles to get any result
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better than random guesses. There is no difference between highest, lowest and mean score
for the LSTM-network. Training with features and without features makes no difference
either. When using the uneven split between healthy and pathological data, it is possible to
see that the network starts to overfit on healthy heartbeats.
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5 Discussion

Discusses the choices made when comparing the different networks based on the evaluation
methods.

5.1 CNN

Starting with a deeper discussion on why the AlexNet is chosen as the best network to use
for cross validation and the thought process behind each evaluation method.

Accuracy

With no access to the F1 scores, it is only possible to examine the raw accuracy and the
whole reading accuracy for the networks. The networks using lower amount of layers, the
AlexNet and the VGG-16, have the best single beat accuracy and whole reading accuracy.
If only examining the accuracies, the VGG-16 network could also have been chosen as the
best performing network.

Training Time

Training time differs a lot between the networks, since they use varying amounts of layers
and training epochs. By displaying the time it takes to train one epoch, it is more manage-
able to directly compare the training time between networks. While all networks in Table 1
have about the same accuracies, the AlexNet has significantly lower training time.

Amount of Training Data

Even though the AlexNet uses all the data and the VGG-16 network does not, it can be
neglected. Because the increased amount of training data does not significantly increase the
training time for the AlexNet. Again, because of no access to the F1 scores, the distribution
between the amount of healthy and pathological heartbeats can not be evaluated.

5.2 CNN and LSTM

A more detailed description on what happened to the LSTM-network and why it did not
perform at any of the three evaluation method, while the AlexNet had more successful
results.
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Accuracy

Table 3 shows that the LSTM-network barely get a better result than random guessing. Not
a single pathological reading has been correctly classified. The network seems to classify
every heartbeat as healthy.

For the AlexNet, it got a worse average result than what it had in Table 1. It is not unex-
pected since the first test run could have been a run where it got above average. The split
between the healthy and pathological F1 score is even, only 2.6 percentage in difference,
which shows that there is no overfitting occurring. However, the worst performing data
amount of the AlexNet, visible in Table 3, shows that it is important to have an even split
between the healthy and pathological data. It is of most importance to locate the patho-
logical readings, since these are the patients that need assistance. This is why the “Split
All Beats, 2 Beats/Reading” is considered to be the better result. Since it has the highest
pathological F1 score and among the highest of the other accuracies.

Training Time

On top of having no precision in accuracy or F1 score, each epoch had a long training time.
However, the training time is only an approximation because there was an error with timing
the network. Since there is no difference in amount of data, this should not differ too much
from the exact time.

The training time and training time per epoch reduced from the result in Table 1, due to
using another training set of data, the “Split All Beats, 2 Beats/Reading”. With 13 seconds
training time per epoch, shown in Table 3, the training time could almost not get any better.

Amount of Training Data

Instead of different amount of training data, the LSTM-network used features and no fea-
tures. Because of the large failure of the LSTM-network, there was no interest in testing the
network with any different data amount.

Comparing the best and the worst results of the AlexNet, from Table 3, the “Split All Beats,
2 Beats/Reading” has a better spread between healthy and pathological F1 score. This is
because it has an even split between the amount of healthy and pathological training data.
This is also considered when choosing the “Split All Beats, 2 Beats/Reading” as the best
performing network, as mentioned earlier.

5.3 Reflection

It is important to reflect on why results did not have the outcome as intended and what
could have been done to reach the desired results. There are two main parts which could
have been improved in this project and those are the removal of noisy data and the feature
extraction method. The third part is about how the accuracies are displayed and how this
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method could be improved to present the data more fairly.

5.3.1 Training data

Figure 11 shows two images of heartbeats, where one is classified to be not noisy and the
other classified to be noisy, which is clearly visible in the images. These two images were
chosen, because they are a perfect demonstration of noisy and not noisy images, but all the
noisy images were not able to be removed with Algorithm 1. A perfect example of this is
Figure 13, where the left image is classified as not noisy and the right beat is classified as
noisy. This is one extreme case, but there exist a few more of these errors, which could have
a huge influence on the training.

Figure 13: Time is represented on the x-axis and frequency is represented on the y-axis.
Left image shows a healthy heartbeat which is classified as not noisy and the
right image shows a healthy heartbeat classified as noisy, even though it seems
like the opposite.

If an expert would look and listen to each segmented beat and determine if they are too
noisy or not, an optimal data set could be created. But these resources were not available
during the project.

5.3.2 Feature extraction

It is surprising how large the performance difference is between the two networks. One of
these reasons could be that the feature extraction for the LSTM-network did not work at all.
Examining the feature extraction method used, it is clear why it did not work as well as
expected. The extracted features for the whole audio reading is a single floating number,
for each feature, so the data going into the network has the format showing in Figure 14.
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Figure 14: How an audio reading looks like with its features extracted and added to it. The
first row is the actual audio reading and the next 20 rows are the features. It is
visible that the features only is a float and the rest is padded with zeros, which
it has to be, otherwise it can not be input to the network. The columns continue
to 35666.

With so many padded zeros, it is clearer why the feature extraction did not function as well
as intended. A feature extraction method which extracts an array of features as large as the
audio file could be used. Another way could be to split the audio into different frequency
bands, but with this method an additional feature extraction method would most likely be
required to be used in combination.

5.3.3 Accuracy calculations

To only display the accuracies and F1 scores may not be enough to get a good enough
understanding of the results. Since it is important that the pathological patients are found,
the recall could have been displayed. If the recall were to be included, it would have shown
more clearly how the results of the pathological heartbeats.
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6 Conclusion

In conclusion, the AlexNet is the better network on all aspects, compared to the other CNN:s
and the LSTM-network. For the AlexNet, it is important to have an even split between the
healthy and pathological training data to reduce the overfitting on either feature. With such
a short amount of training time, all available data could be used to train, but when only
using two beats from each reading, the pathological F1 score increased. This results in an
even split between the healthy and pathological F1 scores and a whole reading accuracy as
good as the other CNN:s.

6.1 Future work

These methods are not ready to be used in the field, but with adjustments they could be im-
proved enough to be used eventually. The LSTM-network could still be a viable option, but
it has to be paired with a feature extraction method which has feature values for every value
of the original recording. If the CNN-method is used for further development, it is impor-
tant to improve the noise removal algorithm, so there are only clean audio readings training
the network. AlexNet is recommended for further use, or versions of the CNN which are
similar, due to having the least chance of overfitting and still giving as high accuracies with
low training time.

If a network can classify healthy and pathological readings good enough for field usage,
the next step would be to detect specific diseases. New data would have to be collected
containing audio recordings of these specific diseases with labels, so they can be classified.
With clean readings and enough data, this is a possibility.
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A Network options, CNN

A.1 AlexNet

Amount of Data Max Epochs Init Learn Momentum L2R Mini Batch
All Data 2 6.5733e-4 0.88127 1.2553e-10 25

1 Beat/Reading 6 9.223e-4 0.81244 1.8384e-07 24
2 Beat/Reading 3 1.4959e-4 0.92264 3.961e-08 25
SPLIT 50/50 - - - - -

All Data 8 1.0354e-4 0.87804 1.3581e-05 1
1 Beat/Reading 6 4.2017e-4 0.8473 1.1509e-4 1
2 Beat/Reading 6 5.3293e-4 0.83912 6.7905e-4 25

A.2 VGG

Amount of Data Max Epochs Init Learn Momentum L2R Mini Batch
All Data 2 0.0058489 0.85195 1.4994e-4 4

1 Beat/Reading 6 6.882e-4 0.93635 1.368e-05 22
2 Beat/Reading 6 0.0027466 0.82038 0.0071168 10
SPLIT 50/50 - - - - -

All Data 4 0.0011548 0.80007 3.6683e-08 8
1 Beat/Reading 5 1.0522e-4 0.81021 9.4485e-4 23
2 Beat/Reading 3 9.9252e-4 0.92608 0.0052043 15

A.3 GoogleNet

Amount of Data Max Epochs Init Learn Momentum L2R Mini Batch
All Data 3 2.0536e-4 0.93814 0.0041687 15

1 Beat/Reading 2 0.0021652 0.9381 8.5696e-05 25
2 Beat/Reading 3 0.0042602 0.87588 5.309e-09 24
SPLIT 50/50 - - - - -

All Data 3 5.5639e-4 0.80079 1.8557e-10 20
1 Beat/Reading 5 0.048029 0.94943 1.6524e-10 32
2 Beat/Reading 3 1.1829e-4 0.90133 2.8881e-10 25
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A.4 InceptionV3

Amount of Data Max Epochs Init Learn Momentum L2R Mini Batch
All Data 4 0.021029 0.81047 0.0015906 9

1 Beat/Reading 2 0.037834 0.82314 6.3329e-10 5
2 Beat/Reading 2 0.0045928 0.85793 4.2037e-09 5
SPLIT 50/50 - - - - -

All Data 4 0.0012273 0.91918 1.5557e-10 17
1 Beat/Reading 6 1.2954e-4 0.8037 1.2782e-4 15
2 Beat/Reading 5 1.3648e-4 0.85464 7.2654e-09 19
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B Network options, cross validation

B.1 AlexNet

Amount of Data Max Epochs Init Learn Momentum L2R Mini Batch
All Data 4 6.5733e-4 0.88127 1.2553e-10 25

1 Beat/Reading 6 9.223e-4 0.81244 1.8384e-07 24
2 Beat/Reading 3 1.4959e-4 0.92264 3.961e-08 25
SPLIT 50/50 - - - - -

All Data 1 1.0354e-4 0.87804 1.3581e-05 25
1 Beat/Reading 6 4.2017e-4 0.8473 1.1509e-4 25
2 Beat/Reading 6 5.3293e-4 0.83912 6.7905e-4 25

B.2 LSTM

Amount of Data Max Epochs Init Learn Momentum L2R Mini Batch
All Data 3 5.0402e-4 0.83347 4.1782e-05 2
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C CNN results

C.1 AlexNet

Amount of Data Accuracy F1ScoreH F1ScoreP Training Time
All Data 88.35% 92.27% 76.33% 00H21M11S

1 Beat/Reading 86.74% 91.90% 63.37% 00H01M16S
2 Beats/Reading 87.20% 92.26% 63.01% 00H01M23S

SPLIT 50/50 - - - -
All Data 84.36% 82.49% 85.87% 02H15M46S

1 Beat/Reading 63.12% 60.99% 65.02% 00H03M41S
2 Beats/Reading 77.14% 75.96% 78.22% 00H01M06S

Table 4: Result for one test run of the AlexNet, using its test set.

Amount of Data Accuracy Whole Reading Accuracy
All Data 68.38% 70.76%

1 Beat/Reading 66.06% 68.44%
2 Beats/Reading 50.36% 50.50%

SPLIT 50/50 - -
All Data 65.38% 66.45%

1 Beat/Reading 58.75% 58.14%
2 Beats/Reading 65.50% 65.12%

Table 5: Result for one test run of the AlexNet, using its validation set. Training time is
the same as in Table 4.

C.2 VGG

Amount of Data Accuracy F1ScoreH F1ScoreP Training Time
All Data 78.91% 88.21% 0% 03H20M51S

1 Beat/Reading 85.47% 90.92% 63.68% 00H54M54S
2 Beats/Reading 87.68% 92.27% 69.61% 00H59M31S

SPLIT 50/50 - - - -
All Data 84.60% 83.42% 85.62% 08H15M54S

1 Beat/Reading 74.03% 73.82% 74.23% 00H25M09S
2 Beats/Reading 75.71% 77.44% 73.70% 00H18M44S

Table 6: Result for one test run of the VGG16, using its test set.
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Amount of Data Accuracy Whole Reading Accuracy
All Data 52.08% 52.08%

1 Beat/Reading 61.56% 61.11%
2 Beats/Reading 62.76% 63.19%

SPLIT 50/50 - -
All Data 68.63% 70.14%

1 Beat/Reading 47.25% 47.22%
2 Beats/Reading 62.49% 63.54%

Table 7: Result for one test run of the VGG16, using its validation set. Training time is the
same as in Table 6.

C.3 GoogleNet

Amount of Data Accuracy F1ScoreH F1ScoreP Training Time
All Data 88.23% 92.09% 76.95% 01H30M29S

1 Beat/Reading 79.26% 88.43% 0% 00H03M01S
2 Beats/Reading 80.36% 88.91% 14.25% 00H05M32S

SPLIT 50/50 - - - -
All Data 78.58% 73.95% 81.81% 00H30M52S

1 Beat/Reading ERR ERR ERR ERR
2 Beats/Reading 72.99% 73.13% 72.85% 00H03M15S

Table 8: Result for one test run of the GoogleNet, using its test set. One of the test iterations
crashed, that is why it has “ERR” as its values.

Amount of Data Accuracy Whole Reading Accuracy
All Data 67.97% 67.01%

1 Beat/Reading 50.69% 50.69%
2 Beats/Reading 54.54% 52.78%

SPLIT 50/50 - -
All Data 55.58% 54.51%

1 Beat/Reading ERR ERR
2 Beats/Reading 50.94% 50.69%

Table 9: Result for one test run of the GoogleNet, using its validation set. Training time is
the same as in Table 8.
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C.4 Inception V3

Amount of Data Accuracy F1ScoreH F1ScoreP Training Time
All Data 78.91% 88.21% 0% 31H24M48S

1 Beat/Reading 79.26% 88.43% 0% 00H19M41S
2 Beats/Reading 81.89% 89.54% 32.55% 00H53M19S

SPLIT 50/50 - - - -
All Data 78.73% 73.83% 82.09% 06H44M43S

1 Beat/Reading 62.60% 53.25% 68.83% 00H29M29S
2 Beats/Reading 69.22% 64.25% 72.98% 00H32M14S

Table 10: Result for one test run of the Inception V3, using its test set.

Amount of Data Accuracy Whole Reading Accuracy
All Data 52.08% 52.08%

1 Beat/Reading 52.08% 52.08%
2 Beats/Reading 56.77% 55.56%

SPLIT 50/50 - -
All Data 64.21% 65.28%

1 Beat/Reading 51.29% 51.04%
2 Beats/Reading 59.27% 61.11%

Table 11: Result for one test run of the Inception V3, using its validation set. Training time
is the same as in Table 10.





43(44)

D Cross validation results

D.1 AlexNet

Amount of Data Test Run Accuracy F1ScoreH F1ScoreP Training Time

All Data
Mean 91.31% 94.53% 78.86% 41M38S
High 91.52% 94.64% 80.49% 44M30S
Low 90.89% 94.32% 77.02% 39M49S

1 Beat/Reading
Mean 87.03% 91.88% 67.22% 02M11S
High 88.13% 92.40% 73.50% 05M30S
Low 85.60% 90.80% 62.39% 01M20S

2 Beats/Reading
Mean 87.65% 92.35% 67.99% 01M29S
High 89.88% 93.69% 74.50% 01M31S
Low 86.40% 91.55% 65.18% 01M27S

SPLIT 50/50 - - - - -

All Data
Mean 81.19% 79.91% 82.31% 09M27S
High 82.36% 80.62% 83.81% 21M24S
Low 80.37% 79.13% 81.47% 06M15S

1 Beat/Reading
Mean 75.78% 75.68% 75.60% 45S
High 79.30% 80.00% 78.60% 46S
Low 73.05% 71.60% 73.04% 44S

2 Beats/Reading
Mean 75.70% 74.00% 77.10% 1M17S
High 77.73% 77.02% 79.13% 1M24S
Low 72.46% 68.03% 75.24% 1M11S

Table 12: After a cross validation with iteration size of five, this is the result using the test
set for the AlexNet. For each amount of training data used, the lowest, highest
and mean scores are listed.

D.2 LSTM

Amount of Data Test Run Accuracy F1ScoreH F1ScoreP Training Time

No Features
Mean 79.48% 88.56% 0% 02H14M48S*
High 80.71% 89.33% 0% 02H14M48S*
Low 77.47% 87.30% 0% 02H14M48S*

Features
Mean 79.48% 88.56% 0% 02H14M48S*
High 80.71% 89.33% 0% 02H14M48S*
Low 77.47% 87.30% 0% 02H14M48S*
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Table 13: The result for the LSTM-network, using the test set for testing. No additional
network performance is achieved by adding extracted features. A small error
occurred when calculating the time it took to train and test the networks, high-
lighted by *, which is an approximation of how long it took based on the start
and end of the whole algorithm.

Amount of Data Test Run Accuracy F1ScoreH F1ScoreP

No Features
Mean 50.17% 68.81% 0%
High 50.17% 68.81% 0%
Low 50.17% 68.81% 0%

Features
Mean 50.17% 68.81% 0%
High 50.17% 68.81% 0%
Low 50.17% 68.81% 0%

Table 14: Validation test for the LSTM-network, where the same problem occurs as when
using the test set, no extra performance is achieved by adding extracted features.
A larger problem also exists, the same result is achieved from every cross vali-
dation iteration.


