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Abstract

DDoS attacks are a major threat to internet services today. These at-
tacks can affect millions of users and result in great financial pain.
HTTP floods are a subset of DDoS attacks with the purpose of hinder-
ing users accessing the attacked resource. It is challenging to combat
HTTP flood attacks as they operate in the application layer and passes
through firewalls like legitimate traffic does. This thesis investigates an
application layer mitigation system using the challenge-response au-
thentication protocol. The purpose of this system is to achieve high
portability that can mitigate HTTP floods for any application in the ap-
plication layer. The results of the experiments show that the system can
successfully mitigate HTTP floods when malicious HTTP requests are
ignored. The system introduces a high overhead cost due to requirement
of additional requests for file retrieval.
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1 Introduction

1.1 Motivation

On February 28, 2018, the website github.com was the target of a major Distributed Denial
of Service(DDoS) attack, rendering the website unavailable for a short amount of time. By
using over a thousand points of attack, the attacker was able to generate traffic peaking at
1.35T bps. [9]

The DNS provider Dyn suffered major DDoS attacks on October 21, 2016, affecting mil-
lions of users resulting in inability to access websites through the DNS service. Mitigation
techniques were successfully applied which reduced the attacks. The main source of the
attack was Mirai botnets. [8]

DDoS attacks are a major threat that have the potential of affecting a large number of users,
resulting in great financial pain. This thesis will investigate whether a system using the
Challenge-response authentication protocol in the application layer can be used to mitigate
HTTP-GET flood attacks.

1.2 Problem formulation

This thesis investigates the following research questions:

1. Can the latencies of HTTP-GET requests from a legitimate client be reduced during
an HTTP-GET flood using an application layer authentication system.

2. Will responding to not authenticated request affect the responsiveness of an applica-
tion layer mitigation system compared to ignoring not authenticated requests.

3. How much overhead in latency will an application layer mitigation system introduce.

1.3 Application layer HTTP flood mitigation system

In order to answer the research questions phrased in Section 1.2, a system has been de-
veloped for this thesis. The name of the system is Application Layer Challenge-response
Mitigation Module(ALCRMM), since the system is present in the application layer and
utilizes a challenge-response authentication in order to mitigate HTTP-GET flood attacks.
Discovery of attacks is left to other systems. The motivation for ALCRMM is a simplis-
tic HTTP flood mitigation system with a high level of portability and low level of client
adaption.
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1.4 Outline

This thesis has the following outline.

• Section 2 provides a background on the HTTP protocol, HTTP floods and related
work.

• Section 3 describes the application layer HTTP flood mitigation system.

• Section 4 presents how the testing of the application layer mitigation system was
performed in order to answer the research questions.

• Section 5 presents the results of the tests.

• Section 6 discusses the results of the tests and the how the results answer the research
questions.

• Section 7 states the answers to the research questions.

• Section 8 discusses the experiments and the application layer HTTP flood mitigation
system.

• Section 9 discusses future work.
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2 Background

2.1 HTTP protocol

Hypertext Transfer Protocol (HTTP) is a protocol defining the transfer of web pages. A web
page can consist of multiple resources that can be referenced individually, e.g HTML files,
scripts, style sheets etc. Web pages are typically located in a web server, that can process
and deliver pages to clients. The communication and transferal of pages between web server
and client are performed using HTTP. HTTP is an application layer protocol in the network
stack and thus utilizes underlying transport protocols; most commonly TCP, however UDP
can be used as well. A web browser is an example of a client that fetches web pages from
a web server. HTTP works as a request-response protocol; for the client to obtain a page
it must request it from the web server which responds with the page. Multiple transactions
of request-response operations are known as an HTTP session. Resources and pages are
referenced and located using Uniform Resource Identifiers(URIs) which is defined using
HTTP URI schemes. [3]

An example of a URI can be seen in Example 2.1, which is an Uniform Resource Loca-
tor(URL). URLs are a subset of URIs and describe the location of the resource on a net-
work [1]. This example describes that the location of the resource is hosted at examplehost
accessible through port 8080 and found in path.

www.examplehost.com : 8080/path/resource (2.1)

Originally, each resource required a distinct connection, however with version HTTP/1.1
a single connection can be reused for different resources which reduces the latency due to
fewer TCP connections required. This version introduced several additional HTTP methods.
[3] HTTP defines methods, which are operations to be performed on objects and services.
The behaviour and responses to the operations can be specific for each web server and
common CRUD(Create, Read, Update, Delete) methods for HTTP/1.1 are shown in Table
1.

Table 1 Common HTTP methods
GET Retrieve information.
POST Send data.
PUT Send and update existing data.
DELETE Delete resource.



4(34)

2.2 HTTP flood attacks

Denial of Service(DoS) attacks is one large security threat to the internet. The purpose of
these attacks is to restrict access for legitimate users to the attacked service. A more sophis-
ticated attack model is Distributed Denial of Service(DDoS) where a network of compro-
mised systems, a botnet, is controlled by the attacker to simultaneously launch an attack in
order to render the victim’s resources unavailable, e.g by overloading its bandwidth. One
type of DDoS attacks is application layer attacks, which targets the application layer in the
network stack. HTTP is one of the most attacked protocol of those in the application layer
and thus the term application layer DDoS attack is often used interchangeably with HTTP
flood attacks. [15]

In contrast to other lower level network layer attacks, application level attacks require non-
spoofed IP addresses and cannot be detected by intrusion detection systems due to the actual
requests and TCP-connections being legitimate. In order to allow legitimate HTTP traffic
to pass, most firewalls leave ports open for this kind of traffic. This results in HTTP floods
being attractive for attackers and challenging to combat, since malicious requests and TCP-
connections are seen as legitimate and intrusion detection systems cannot detect these kinds
of attacks. An HTTP flood works in the following way: participants in the botnet sends
requests to the victim. The requested information must be read from disk and stored in
memory before it can be placed into packets which are sent to the requester. This can lead
to exhaustion in different ways; exhaustion of memory, CPU cycles and I/O resources. In
addition, the victim’s bandwidth can be overwhelmed by the sheer number of requests. [2]

There are two kinds of strategies for HTTP floods; low rate and high rate attacks. The low
rate strategy is based on keeping the request rate rather low, sometimes as low as legiti-
mate users. This attack strategy utilizes the TCP retransmission by using different bursts
of requests to congest the victim and forcing legitimate users to increase their retransmis-
sion policy. There are a number of strategies within the low rate attack strategy varying
the pace of sending the requests. One example is Slowloris, where a malicious bot open
numerous connections and keeps them open by continuously sending fragmentary requests
which congests the victim. The high rate strategy is in contrast to the low rate focused on
an intense volume of requests. By sending as many requests as possible the victim is being
overwhelmed. Different strategies for the high rate attacks are different rates of intensity of
the requests, such as a flash or constant high rate. Another example is a session flood, where
bots overwhelm the victim server by creating multiple HTTP sessions which are abandoned
and keeping the victim occupied. [15]

The detection of HTTP floods is not elementary. Proposed techniques in the application
layer are traffic- and pattern analysis and threshold determination, however these results in
high consumption of resources and are ineffective. Other methods exist in the lower network
layers, such as packet counting and network ingress filtering. [16] Other proposed detection
techniques are analyzing the browsing behaviours of requesters that display non-human like
behaviour [17].
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2.3 Web Services

There is more to the web than web servers hosting pages and user accessing those pages
using a web browser. Internet applications that provide one or many functionalities at a
network endpoint(services) are becoming more and more used[12]. The World Wide Web
Consortium (W3C), defines a Web service as:

“A Web service is a software system designed to support interoperable machine-to-machine
interaction over a network. It has an interface described in a machine-processable format
(specifically WSDL). Other systems interact with the Web service in a manner prescribed
by its description using SOAP-messages, typically conveyed using HTTP with an XML
serialization in conjunction with other Web-related standards.” [5].

W3C identifies two classes of Web services, both using web protocols and URIs to access
resources. These two classes are presented in Section 2.3.1 and 2.3.2, and are classified
as[4]:

• REST-compliant Web services, in which the primary purpose of the service is to
manipulate XML representations of Web resources using a uniform set of ”stateless”
operations.

• Arbitrary Web services, in which the service may expose an arbitrary set of opera-
tions.

Web services enable a software functionality to be reached by another party over a network
where the communication is conducted using a standardized interface and established tech-
nologies such as HTTP and XML. Platform and programming language independence ben-
efits Web services as it allows for different systems to use the same Web Service. Another
benefit of Web services is loose coupling as the services are accessed using interfaces. Web
services are as well as other resources on the internet targeted by DDoS attacks, however
these attacks against Web services and their corresponding architecture are not as researched
as other targets. [10]

2.3.1 REST

Representational State Transfer (REST) is a Web service architectural style closely cou-
pled with the HTTP protocol. This coupling is realized through core principles of REST.
As the HTTP protocol, URIs are used for identifying resources. Resources are whatever
information the requester wishes to access[7]. CRUD methods, described in Table 1, are
used for interaction with a REST Web service. Due to the usage with the HTTP protocol,
HTTP is seen as an application-level protocol in contrast to SOAP where HTTP is used as
a transport-level protocol. Each interaction from client to server is independent, making
REST stateless. [12]

2.3.2 WS-*stack

The WS-*stack consists of standards that are used for realizing Web services. Simple Object
Access Protocol(SOAP) and Web Services Description Language(WSDL) are examples of
these standards. SOAP and WSDL are used closely together in a Web Service, where SOAP
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is the message architecture defined in XML and WSDL the interface described in XML.
[14] As SOAP messages arrive to the endpoint of the network, SOAP engines are used for
processing and routing to implemented service. In contrast to REST, the HTTP protocol
can be seen as a transport-level protocol in the WS-*stack. HTTP is used for transportation
through firewalls. However other protocols are responsible for the transportation of SOAP
messages. As the case with REST, the WS*-stack is also stateless. [12]

2.4 Challenge-response

Challenge-response is a type of authentication protocol. This protocol can be used for ma-
chine A requesting a login on server B. In order for this authentication to take place, both
parties share a secret which is not transmitted. The server transmits a challenge, which ma-
chine A performs an action on together with the secret. It is specified beforehand what this
action is, e.g it could be decryption of the challenge using the secret. Machine A performs
the action and responds with the result to the server B, which can authenticate the response
by performing the same action using the secret and the challenge and comparing the results.
This protocol is based on a shared secret that is never transmitted, hence it offers a protec-
tion against eavesdropping as the eavesdropper is not aware of what action to perform with
an unknown secret. [6]

There are a number of examples of challenge-response usages, such as requiring the user to
enter a password or biometric systems e.g fingerprint or face authentication. The challenge-
response authentication protocol is used in defence techniques regarding HTTP floods. Ex-
ample of such techniques are JavaScript and cookie handling and Completely Automated
Public Turing test to tell Computers and Humans Apart(CAPTCHA) [15]. CAPTHCA is a
form of reversed Turing test that verifies that the requester is human. A common example
is to be required to check a box when filling out forms on web pages.

2.5 Related work

ConnectionScore, a technique for resisting HTTP floods on web servers using statistical
data normal behaviours of users during non-attacks has been proposed. This technique
consists of gathering attributes such as request rate and download rate. Based on attributes,
connections are assigned scores that can drop connections or require a CAPTCHA test. [2].
The authors discuss problems with CAPTCHA tests, that they are not user-friendly and can
be solved using image recognition or cheap human labor. This approach requires an analysis
of the traffic on the server before an attack, which degrades the portability.

Another proposed approach is the HTTP-GET Flood Mitigation System(HGFMS). No pre-
vious traffic analysis is required since this technique uses trap links to discover non-human
users and thresholds for user requests during a time interval. Thresholds are determined
using experimental data, however the web server’s total usage is considered and affects the
thresholds during operation. Requesters that have been identified as attackers by requesting
a trap link or breaking the thresholds are placed in a black list, identifying non-allowed IP
addresses. Suspicious users, candidates that have sent more requests during a time period
than the threshold are shown a waiting page that lets the user wait for a variable time in-
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stead of a CAPTCHA. [11]. While this approach does not suffer from the drawbacks of
CAPTCHA’s, there is no way for a legitimate user to be verified other than waiting out the
duration of the waiting page.

A framework for DDoS prevention for REST Web services has been proposed by [10].
This framework consists of a module that receives incoming HTTP requests before the Web
service. Clients are authenticated using tokens that are generated upon initial contact. After
authentication, client behaviour is evaluated and if the number of requests during a period
of time is greater than a threshold, the IP address of the requester is blocked.

A literature study that summarizes the research field of application layer HTTP-GET flood
attacks has been conducted [15]. The study focuses primarily on the detection of these at-
tacks and the different approaches proposed. There are numerous attributes and algorithms
that are used for detecting HTTP-GET flood attacks. The goal for a large number of ap-
proaches is to distinguish human behaviour and malicious bot behaviour. A direct approach
to this is to use challenges that the human user must complete such as a CAPTCHA.
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3 Application layer mitigation system

This chapter introduces the aplication layer mitigation system and explains the theory be-
hind it.

3.1 Discussion

To combat portability issues that exist in [2], a simplistic application layer mitigation system
has been implemented for this thesis. This system is based entirely on challenge-response
based authentication in the application layer. While other approaches use
CAPTCHA’s as human authentication [11], this system removes the need for a human in-
teraction and lets the authentication take place directly within the system. By having the
entire authentication process in the application layer, i.e by the taking advantage of the
HTTP protocol, the system can be applied to any technology using the HTTP protocol for
communication. This allows the system to be applied on both web servers and Web services.

The name of the system is Application Layer Challenge-response Mitigation Module
(ALCRMM), since the system is present in the application layer and uses challenge-response
authentication in order to mitigate HTTP-GET flood attacks. Discovery of attacks is left to
other systems. The motivation for ALCRMM is a simplistic mitigation system with a high
level of portability and low level of client adaption. Other approaches using traffic analysis
or behavioral analysis require either a period of time to analyze traffic before an attack or
constant analysis of traffic. This limits the portability of the system severely. The traffic
pattern on application A might be entirely different than the traffic pattern on application B,
which means that an approach using traffic analysis cannot be applied to application B and
be effective at mitigate attacks immediately with only data obtained from application A.

Approaches using CAPTCHA’s to distinguish humans and non-humans experiences the is-
sue of only being relevant in applications directly interacted by humans. This approach
can be applied on websites where a human user can without a problem solve a CAPTCHA
directly in the web browser. However, this is not ideal for e.g. a Web Service not intended
for human use. CAPTCHA’s are hard to introduce into a system not designed for human
users. Another problem with CAPTCHA’s is the additional time to wait for the CAPTCHA
to be presented, solved by a human and the result verified. In a time critical application, this
additional time for any request is definitely sub-optimal.
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3.1.1 ALCRMM

The purpose of ALCRMM is to provide simplicity and portability, suited for a general use.
Portability is achieved by not requiring previous traffic analysis before the system is able
to operate. This allows for the system to be inactive for a period of time or redeployed
to other locations in a network without any loss of effectiveness. While the system is not
completely stateless, see Section 3.2, the minimal amount of data stored can be ignored in
redeployment or reactivation.

ALCRMM is not without its disadvantages. The required response calculation to the chal-
lenge on the client side must be implemented and deployed to all clients. The shared secret
must be distributed to all clients, which can be problematic in certain situations. The sys-
tem also introduces overhead, see Section 3.2, which consists of additional requests a client
must send in order to get a response from the original HTTP request. Finally, the system
stores IP addresses of requests that have failed to respond to challenges or provided incor-
rect responses to challenges. The storage of this can be in RAM, however this is not optimal
for a large HTTP flood with a massive amount of clients. In that case a data base can be
used, which increases the overhead of ALCRMM and adds extra latency for requests due to
lookups and insertions into the data base.

3.2 Theory of the ALCRMM system

ALCRMM is located in the application layer. The communication is based on the HTTP
protocol, thus can ALCRMM be applied at any location in an HTTP request pipeline in a
system. By the use of the HTTP protocol, the system can be applied to both web servers and
Web services. This results in a broader general application area for the system. Clients are
authenticated using the Challenge-response authentication protocol. Hence it is necessary
for clients to perform challenges, which implies that a client-side implementation of the
authentication process is required.

3.2.1 Authentication

The Challenge-response protocol is the authentication method used in ALCRMM. The sys-
tem shares a secret S with all clients that have authority to be authenticated. Challenges are
generated for each individual exchange and can only be used once. The transportation of
challenges to clients is performed using the HTTP protocol, placed in the HTTP headers
as strings. While the HTTP protocol does not specify a limit on the size of headers [13],
common web servers introduces limitations on headers. For example, Tomcat 7.0.x has a
default limit on all combined headers in a request to be 8.19kB 1. This puts a practical limit
on the challenges when ALCRMM is deployed in existing systems.

The client performs action A on the challenge and hashes the result using the SHA-2 algo-
rithm, the hash serves as the response to the challenge. Both the challenge and the response
are sent to the ALCRMM system, that verifies that the challenge has been issued and that
the response is correct to the challenge. A correct response to the challenge authenticates
the client and the exchange can proceed.

1http://svn.apache.org/repos/asf/tomcat/trunk/java/org/apache/coyote/http11/AbstractHttp11Protocol.java
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3.2.2 Interaction

A typical interaction between a client and a web server can be seen in the left part of Fig-
ure 1. The client sends an HTTP-GET request which the server processes and provides
a response. This completes the interaction. For a client to achieve this with ALCRMM,
an exchange is required. This exchange consists of four messages between the client and
ALCRMM and two messages between ALCRMM and the back end service, see Figure 1.
The exchange starts with the client sending a regular HTTP-GET request. Since this request
does not contains an issued challenge or a response to said challenge, ALCRMM responds
to the client with a challenge in the HTTP headers in the response. The client performs the
challenge and sends both the challenge and the computed response to the challenge in the
HTTP headers of a new HTTP-GET request to the same URL. If the response is correct,
ALCRMM sends an HTTP-GET request to the web server and forwards its response to the
client. This completes the exchange.

Figure 1: The interaction a client has with a web server and ALCRMM. Typically a client
sends an HTTP-GET request to a web server and the web server responds. This
is shown in the client interaction in the top left part of the figure. The interaction
a client has with ALCRMM is shown in the lower part of the figure.

3.2.3 Architecture

Figure 2 shows the architecture of ALCRMM. It consists of three modules and a storage.
Incoming HTTP requests are received by the HTTP request receiver, shown in the leftmost
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area of the figure. Requests are placed in a queue and processed by the Request handler.
This module determines whether to respond to the request with a challenge or contact the
backend service and respond with a resource. The Challenge generator in the rightmost
area of the figure generates challenges and the correct responses to challenges. In the top of
the figure is the Client HTTP sender, which sends HTTP requests back to clients, and the
Backend communication, which contacts the backend resource that ALCRMM is located in
front of. The Storage is located at the bottom of the figure. This is where issued challenges
are stored, along with number of attempted authentications for each client by IP address.
The storage module can consist of a cache in RAM for fast access and a database for larger
storage options. The details of the storage are left to the implementation requirements.

Figure 2: Architecture of the system.

Figure 3 shows the flowchart of the system. It is the Request handler, seen in Figure 2, that
is responsible for asserting the correct flow in the system. It starts a new thread for each
processed HTTP request in order to enable parallel processing of requests. Each request
follows the flow shown in the figure and the final action for each request is determined
using information in the request HTTP headers and the storage.

Figure 3: Flowchart of the system.
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3.3 Implementation

The implementation of the ALCRMM system for this thesis that was used in the experi-
ments, described in Section 4, was performed in Java and placed into a Docker container.
The storage module was implemented to store data directly in RAM in order to minimize
lookup latency compared to utilizing a database. The challenges generated were simplistic
due to limitations in computing power and consisted generating random bytes. The client
would concatenate the generated random bytes with the shared secret and hash the result
using the SHA-256 2 algorithm. A client was implemented with the functionality to per-
form exchanges against ALCRMM and single HTTP-GET request. In order to perform the
experiments presented in Section 4, latency for individual HTTP requests and exchanges
are measurable in the implemented client.

2Lamberger, Mario and Mendel, Florian, ”Higher-Order Differential Attack on Reduced SHA-256”, 2011,
https://eprint.iacr.org/2011/037.pdf



14(34)



15(34)

4 Method

This section describes the experiments conducted to answer the research questions phrased
in Section 1.2

4.1 Software and hardware

4.1.1 Software

The program Apache JMeter1 is used for simulation of an HTTP-GET flood. It can measure
performance on a range of applications, including simulation of heavy load on a web server.
It activates a number of threads that sends HTTP requests to a desired URL and thus creating
a high load of HTTP requests on the server. The number of threads can increase with time
or to be set to be activated all at once when the measurement starts.

4.1.2 Hardware

The experiments were performed against a Tomcat2 web server version 8.0.2 and the AL-
CRMM system in front of the Tomcat web server. Table 2 shows the specifications of the
hardware used in the experiments. The topology of the hardware is described in Figure 4.
Both the Tomcat web server and the ALCRMM module were deployed as Docker3 con-
tainers. The Docker containers runs in a virtual machine located on a Windows machine,
Machine A in the Figure 4 and Table 2. The client that sends requests and measures latency
is running on a Raspberry pi 4, and is connected using an Ethernet cable to the Windows
machine via a switch. Two machines are used to simulate load on the web server and the
ALCRMM module, Machine B connected by Ethernet cable to the Windows machine via
the switch and the other is the the host Machine A.

1Apache JMeter, https://jmeter.apache.org, (visited on 18/05 -18)
2Tomcat, http://tomcat.apache.org , (visited on 18/05 -18)
3Docker, What is Docker, https://www.docker.com/what-docker, (visited on 18/05 -18)
4Raspberry pi, https://www.raspberrypi.org, (visited on 18/05 -18)

Table 2 Specifications of the hardware used in the experiments.

Item Operating system CPU RAM
Machine A Windows 10 3.20GHz 8.0 GB
Machine B Ubuntu 16.04 1.4 GHz 4.0 GB
VM on Machine A Debian Host’s CPU 4096 MB
Raspberry pi Raspbian 700 MHz 512 MB
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Figure 4: The hardware topology of the experiments. Black lines represents Ethernet ca-
bles. The virtual machine(caption VM in the figure) is located in Machine A and
both ALCRMM and the Web server are deployed in Docker containers in the
VM.

4.2 Experiments

Three experiments have been conducted in order to answer the research questions phrased
in Section 1.2. The experiments are described in Section 4.2.1 to 4.2.3. Latency is defined
in the experiments as the time, measured in milliseconds, it takes to send an HTTP-GET
request to the web server from a client and receive a file from the web server. In the case
of the ALCRMM system, the latency of an entire exchange is defined as the time it takes
for the client to obtain a file from the ALCRMM system, including HTTP-GET requests
required for authentication. As the experiments measures latency from a client to either
a web server or the ALCRMM system and an HTTP-GET flood is simulated in two of the
experiments, an experiment is aborted if the client experiences a timeout on one HTTP-GET
request or the latency of an HTTP-GET request exceeds 80 seconds. The program JMeter
has been used for simulating HTTP-GET floods for the experiments, with the configurations
listed in Table 3.

Table 3 JMeter configurations for simulating an HTTP-GET flood.

Machine Number of Threads Ramp up time in seconds
Machine A 6000 60
Machine B 8000 60
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4.2.1 Experiment 1

The purpose of Experiment 1 is to provide an answer for Research question 3 in Section
1.2, that is formulated as:

1. How much overhead in latency will an application layer mitigation system introduce.

The experiment is carried out with one client requesting a page first from the web server
and then the ALCRMM system while no other traffic is present on the web server or the
ALRCMM system. The experiment is carried out in two steps:

1. Let the client send one request at the time to the web server for 30 seconds while no
other traffic is sent to the web server.

2. Let the client perform one exchange at the time against the ALCRMM system for 30
seconds while no other traffic is sent to the ALCRMM system or the web server.

Repeat step 1 and 2 ten times and present the average number of received files from the two
sources.

4.2.2 Experiment 2

The purpose of Experiment 2 is to provide an answer for Research question 2 in Section
1.2, that is formulated as:

1. Will responding to not authenticated requests affect the responsiveness of an applica-
tion layer mitigation system compared to ignoring not authenticated requests.

The experiment is conducted by simulating an HTTP-GET flood against the ALCRMM
system in two configurations, one were the system provides a response for requests from an
IP address that have failed to authenticate five consecutive attempts and the second config-
uration where the system does not respond to requests from an IP address that have failed
to authenticate five consecutive attempts. In order to simulate the HTTP-GET flood, JMeter
has been configured as shown in Table 3.

4.2.3 Experiment 3

The purpose of Experiment 3 is to provide an answer to Research question 1 in Section 1.2,
formulated as

1. Can the latencies of HTTP-GET requests from a legitimate client be reduced during
an HTTP-GET flood using an application layer authentication system.

The experiment is conducted by subjecting the web server to an HTTP-GET flood as a
client sends HTTP-GET requests and measures the latency of each request. Secondly, the
ALCRMM system is subjected to an HTTP-GET flood as a client performs exchanges with
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the system and the latency of each exchange is measured. The measured latencies for both
the web server and the ALCRMM system are then compared. The simulation of an HTTP-
GET flood has been performed using JMeter with the configuration stated in Table 3. In
order to obtain information regarding the difference in latencies of requests and exchanges
during an HTTP-GET flood and during no load at all, the final step of the experiment is to
measure latencies from a client to the web server and the ALCRMM system while no other
HTTP-GET requests are sent to the web server or the ALCRMM system.
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5 Results

This section presents the results of the experiments

5.1 Experiment 1

Table 4 Results of Experiment 1. The average number of received files during 30 seconds
along with the highest and lowest measurements are presented.

System Average number of received files in 30s Highest Lowest
ALCRMM 272 316 138
Web server 611 747 358
Difference (%) 124.63 136 159

Table 4 shows the results of Experiment 1. The experiment was conducted ten times for both
the web server and the ALCRMM system. The web server provided in average 124% more
files during 30 seconds than the ALCRMM system. Both the highest and lowest measured
values are higher for the web server, with differences at 136 % and 159%.
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5.2 Experiment 2

Figure 5: Graph showing the latency of exchanges and both client requests completing
the exchange to ALCRMM that responds to not authenticated requests during a
HTTP-GET flood. The y-axis is logarithmic and shows the latency of a request
in ms. The x-axis shows the ith exchange. The client experienced timeouts after
the final measured exchange.

Table 5 Table for Figure 5. Values shown in the table are the mean latency for the two
HTTP-GET requests from the client, including the latency of the whole exchange, the stan-
dard deviation(σ) for all the measured values and the variance(σ2) for all measured values.

Measurements Mean latency(ms) σ σ2

First request 762.30 1265.36 1601130.85
Second request 2405.42 9336.27 87165879.48
Exchange 3272.45 9462.01 89529645.91

Figure 5 shows the result of latencies of both individual requests and exchanges when AL-
CRMM responds to requests that have failed to authenticate more than five times. The
experiment was aborted after the client experienced timeouts on the HTTP requests. Num-
bers from this measurement are placed in Table 5.
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Figure 6: Graph showing the latency of exchanges and both client requests completing
the exchange to ALCRMM that does not respond to not authenticated requests
during a HTTP-GET flood. The y-axis is logarithmic and shows the latency of a
request in ms. The x-axis shows ith exchange.

Table 6 Table for Figure 6. Values shown in the table are the mean latency for the two
HTTP-GET requests from the client, including the latency of the whole exchange, the stan-
dard deviation(σ) and the variance(σ2) for all measured values.

Measurements Mean latency(ms) σ σ2

First request 16.05 41.94 1759.49
Second request 34.05 10.69 10545.33
Exchange 144.35 146.81 21554.03

Figure 6 shows the result of latencies of both individual requests and exchanges when the
ALCRMM system ignores responding to requests that have failed to authenticate more than
five times. Numbers from the this measurement are placed in Table 6.



22(34)

5.3 Experiment 3

Figure 7: Graph displaying latencies for HTTP-GET requests to the web server, in blue,
and latencies for exchanges to the ALCRMM system that ignores not authenti-
cated HTTP-GET requests, in red, during an HTTP-GET flood. The y-axis is
logarithmic and the x-axis shows the ith request or exchange. The measurements
to the web server was terminated after a measured latency for an HTTP-GET
request exceeded 80 seconds during the HTTP-GET flood. Exchanges to the
ALCRMM system was successfully performed.

Table 7 Table for Figure 7. Values shown in the table are the mean latency for all HTTP-
GET requests or exchanges, the standard deviation(σ) and the variance(σ2) for all measured
values.

Measurements Mean latency (ms) σ σ2

Web server 2572.93 11660.74 135972966
ALCRMM 144.24 146.81 21554.03
Difference (%) 1 683.78 > 7000 > 7000

Figure 7 shows the result of Experiment 3. The blue line shows the measured latencies
of HTTP-GET requests from the client to the web server. The measurements to the web
server were terminated as the 47th measurement exceeded 80 seconds and the following
measurement surpassed this value. The red line in the figure shows the latencies from
the client to the ALCRMM system during an HTTP-GET flood. Table 7 shows the mean
latency, standard deviation and variance for the measured values presented in Figure 7.
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Figure 8: Graph showing latency for HTTP-GET requests from one client to the web server
during an HTTP-GET flood in red and during no HTTP-GET flood in blue. The
graph displays the trend lines, in red for the HTTP-GET flood and in blue for no
HTTP-GET flood. The y-axis is logarithmic and the x-axis shows the ith request.
The experiment was terminated after the final measurement of over 80 seconds
during the HTTP-GET flood.

Table 8 Table for Figure 8. Values shown in the table are the mean latency for all HTTP-
GET requests, the standard deviation(σ) and the variance(σ2) for all measured values.

Measurements Mean latency (ms) σ σ2

HTTP-GET flood 2572.93 11660.74 135972966
No flood 19.32 5.15 26.52
Difference (%) 13 217.44 2264 > 500000

Figure 8 displays the comparison of latencies from a client to the web server during an
HTTP-GET flood and during no other network traffic. Trend lines are present in the figure
for both during the HTTP-GET flood, in red, and during no HTTP-GET flood, in blue. Table
8 contains the measured values for this figure.
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Figure 9: Graph showing comparison of latency for exchanges to the ALCRMM system
during an HTTP-GET flood in red and no HTTP-GET flood in blue. Requests
that have failed to authenticate are ignored. The y-axis is logarithmic and de-
scribes the latency of each exchange in ms. The x-axis shows the ith exchange.

Table 9 Table for Figure 9. Values shown in the table are the mean latency for all HTTP-
GET requests, the standard deviation(σ) and the variance(σ2) for all measured values.

Measurements Mean latency(ms) σ σ2

HTTP-GET flood 144.24 146.81 21554.03
No flood 127.07 26.44 699.20
Difference(%) 13.5 455 > 2000

Figure 9 shows the comparison of latencies of exchanges from a client to the ALRCMM sys-
tem during HTTP-GET flood conditions and no HTTP-GET flood. The ALRCMM system
ignores requests that have failed to authenticate in both cases. The mean latency, standard
deviation and the variance are displayed in Table 9.
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6 Analysis

This section analyses the Research questions and the results of the experiments

6.1 Research question 3

It is clear from the results of Experiment 1 in Table 8 that the ALRCMM system introduces
a significant overhead in latency. The overhead is substantially ∼ 124%, with a compu-
tationally simplistic challenge, see Section 3.3. This result is expected, since in order to
perform an entire exchange and retrieve a file, a total of six routes of communication are
required. This number is only two for a web server, a single HTTP-GET request and a re-
sponse will retrieve a file. In order to decrease the overhead, ALCRMM could have a cache
of most accessed files on the back end service, removing the necessity of the HTTP-GET
request and response to and from the back end service in many cases.

6.2 Research question 2

The results of Experiment 2 show that responding requests that have failed to authenticate
does not mitigate the HTTP flood from a client’s perspective. Figure 5 shows that the la-
tencies of the first 40 exchanges are in general significantly greater than the measurements
presented in Figure 6. Since JMeter was configured to ramp up time, i.e starting more
threads that sends requests as time progresses, it is plausible that the congestion on the AL-
CRMM system started to occur at the ∼ 45th exchange in Figure 5. The client experienced
timeouts shortly after this point, thus the system was overloaded and was unable to serve
the client’s requests.

Overloading did not occur when the system ignores not authenticated requests, as can be
seen in Figure 6 and Table 6. The mean latency of the exchanges is 144 ms, with no
experienced timeouts. When comparing this to the mean latency of exchanges in Table 5,
which is 3272 ms, it is clear that responding to not authenticated requests results in a ∼ 23
times increase of latency. The standard deviation and variance are extremely large when the
system is not ignoring not authenticated requests, as can be seen in Table 5. This is expected
from the corresponding figure. Observe the recorded latencies between exchange 20 and 30
in Figure 5, and note that one latency can be more than twice as large as the previous one.
This non-uniform nature of the recorded latencies explains the large variance and standard
deviation, as exchange i can be very different from exchange i+1.

Consider the first 40 exchanges in Figure 5, before the point the HTTP flood overloaded
the ALCRMM system, the resulting situation is still significantly worse from a client’s
perspective compared to Figure 6. When ignoring requests that have failed to authenticate,
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the latencies of exchanges are rather similar. The standard deviation is fairly low with only
a few spikes. On the other hand, when the system is not ignoring not authenticated requests
the standard deviation of exchanges is ∼ 64 times larger. In conclusion, it is crucial to ignore
requests that the system has classified as malicious in order to mitigate an HTTP-GET flood.

6.3 Research question 1

Experiment 3 was conducted in order to investigate if the ALCRMM system could miti-
gate an HTTP-GET flood from a client’s perspective. Mitigation at the server side is not
the focus of the ALCRMM system and observed CPU usage during the experiments have
been consistently 100% on the server side. When examining the results of the experiment,
it is clear from Figure 7 that latencies for the web server surpasses the latencies for the
ALCRMM system at the 27th measurement. At that point the latencies for the web server
continues to increase for each measurement and eventually the client experiences a timeout.
The latencies for the ALCRMM system are of a more linear nature compared to the web
server. Data from Table 7 shows the percentage difference, which is large for the mean
latency. While the Web server displays high numbers of standard deviation and variance,
the ALCRMM system provides much lower numbers. As the latencies for the Web server
increases dramatically, it explains the large standard deviation and variance. These numbers
are much lower for the ALCRMM system as the latencies are less volatile in the graph. As
the mean latency differs to such an extent, it is safe to state that latencies from a legiti-
mate client can be reduced during an HTTP flood using an application layer authentication
system such as the ALCRMM system.

The results also contains comparison of latencies during an HTTP-GET flood and no flood
for the web server, Figure 8, and the ALCRMM system, Figure 9. Figure 8 shows that
a web server is affected tremendously by an HTTP-GET flood. As the flood increases,
the latencies increases rapidly. The experiment was terminated when the recorded times
exceeded 80 seconds, however no timeouts were experienced. The figure displays the trend
lines of the two curves and the behaviour of the two is similar to the results of Experiment
2. When the web server is not subjected to an HTTP flood, the latencies are linear for
the web server in Figure 8 with a low standard deviation. When observing Figure 9, the
difference between flood conditions and no HTTP flood is barely noticeable by the naked
eye. The graph is extremely fluctuating however the general trend seems to be that the red
line, during a flood, is a bit higher than the blue one. This is supported by the data in Table 9,
the mean latency, standard deviation and the variance is consistently greater during a flood
than not. However, the difference for the mean latency is 13.5%. Hence the ALCRMM
system is effectively mitigating the HTTP-GET flood from the client’s perspective as the
latencies of exchanges increase by only 13.5%.
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7 Conclusion

It is possible to reduce the latency of requests from legitimate clients during an HTTP flood
by using an application layer system, as exchanges can still be performed with a ∼ 13%
increase in latency. It is crucial that the system is able to ignore requests from senders that
have failed to authenticate, otherwise the system will be overloaded and not responsive.
An application layer mitigation system introduces a significant overhead of ∼ 124% to
receiving files.
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8 Discussion

8.1 Experiments

The HTTP-GET flood attacks performed in the experiments have been high rate attacks with
increasing intensity. The reasoning behind this is to be able to determine how the latencies
of exchanges/requests behave up until the point where the web server and the ALCRMM
system become overwhelmed. Hence, JMeter was set to have a large number of threads that
would have a fairly long ramp up period.

8.2 ALCRMM system

The ALCRMM system introduces a huge overhead, as can be seen by the results of Ex-
periment 1 in Table 4. This was with an implementation that does not communicate with
a data base which would increase the latency of an exchange even more. For time critical
applications, an approach that requires four additional requests might not be the best option.

As the result of Experiment 2 showed in Figure 5, when the system does not ignore requests
from a sender that have failed to authenticate, the system is overwhelmed and fails to miti-
gate the HTTP flood. It is crucial to ignore requests from senders that have been determined
to be malicious, otherwise ALCRMM fails to mitigate the HTTP flood. Mitigation of an
HTTP flood means in this case that the system remains responsive and still can authenticate
and serve requests from legitimate clients.

8.2.1 Application area

As the system is located in the application layer using the HTTP protocol, ALCRMM can
be applied to both web servers and Web services as they both utilize the HTTP protocol.
One requirement of this system is a client that have access to the shared secret and knowl-
edge of the challenge. Consequently, ALCRMM can be applied in a system that can suffer
HTTP floods from legitimate clients. Perhaps paying customers can be issued challenges
that are computationally cheap and non-paying customers are issued challenges that are
computationally hard and thus prioritization of users is achieved.
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9 Future work

The detection of HTTP floods is left to other systems, as the purpose of ALCRMM is to
mitigate HTTP floods. For a more solid future system, it is possible to combine methods of
detecting HTTP floods and other DDoS attacks into ALCRMM.

Future investigation and experimentation of the response module in the ALCRMM system
is of interest. If other stand-alone modules with the functionality of sending HTTP requests
back to clients were to be implemented with great scalability, ALCRMM could suffer less
congestion.

Distribution of the shared secret is a problem that has not been taken into consideration as
it is not the aim of this thesis. For a practical use of the system, the shared secret would be
able to be changed at will of the system administrator.

The location of the system in the network stack is open for research. It is also of interest to
investigate the efficiency of a similar system in the lower layer in the network stack.
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