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Abstract
We implement a truncated Gauss-Newton algorithm and apply it to the bundle
adjustment problem in a photogrammetry application. The normal equations
are solved approximately using the conjugate gradient method preconditioned
with the incomplete Cholesky factor. Our implementation is compared to an
exact Gauss-Newton implementation. Improvements in time performance are
found in some cases. The observed relative errors in estimated parameters are
of order 10−10 or smaller. The preconditioner proves to be very important, as
does the permutation of the Jacobian. Excluding the time to re-permute the
Jacobian, execution times are lowered by up to 24%. The truncated algorithm
is observed to improve performance for larger datasets but not for smaller ones.
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1 Introduction

1.1 Background

3D modelling is used in many applications today. Photogrammetry is the science of ob-
taining information about physical objects, buildings or environment through the processing
of photographs. One central task in photogrammetry is to reconstruct a three-dimensional
object based on a set of two-dimensional images of the object, taken from different view-
points. A set of points on the object is identified on the images and the positions of the
points in 3D space is estimated.

Bundle adjustment is a refinement step that is often done at the end of this reconstruction
process. Bundle adjustment is widely used for 3D modelling and computer vision. Appli-
cations include modelling of various objects and buildings, augmented reality, automatic
counting and tracking of animals (used in biology research), medical imaging as described
by Ayache (1995), surveillance, and counting of people. Bundle adjustment is also used in
Structure from Motion (SfM), which has many applications some of which are discussed
by Wei et al. (2013). Figure 1 illustrates the effect of bundle adjustment to refine the three-
dimensional model of a monument.
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(a) Before bundle adjustment.
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(b) After bundle adjustment.

Figure 1: The effect of bundle adjustment as a final refinement step on a 3D model of the
Arco di Constantino in Rome, Italy. Estimated object point positions and camera
poses are shown. Figures created with the DBAT toolbox for MATLAB.1

The bundle adjustment process estimates all parameters at once: the 3D coordinates of the
points on the structure, internal parameters of the camera(s), and position and orientation of
the camera(s). A solution is chosen by minimizing a specified cost function that is a function
of the parameters. This boils down to a non-linear least squares problem. A thorough survey

1https://github.com/niclasborlin/dbat

https://github.com/niclasborlin/dbat
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of the area of bundle adjustment from the computer vision perspective is given by Triggs
et al. (1999).

There are several algorithms to solve non-linear least squares problems. Two algorithms
widely used for bundle adjustment are Gauss-Newton and Levenberg-Marquardt. Both are
explained and explored by Börlin and Grussenmeyer (2013), who present two variants of
the Levenberg-Marquardt algorithm: an algebraic formulation, and a geometric formulation
with Powell Dogleg.

1.2 Aim

In this work we investigate whether the use of a truncated Gauss-Newton method is use-
ful for improving performance of the bundle adjustment process, compared to using exact
Gauss-Newton. In particular we study the effect of using a preconditioned conjugate gradi-
ent method for the inexact solution of the normal equations, using the incomplete Cholesky
factor as a preconditioner.

In a truncated Gauss-Newton method, instead of solving the normal equations exactly at
each iteration we truncate the solution at some point and thus only solve them approximately
at each iteration.

The questions we aim to answer in this paper are: How does using a truncated Gauss-
Newton method with preconditioned conjugate gradient affect performance and precision
of the bundle adjustment process? What parameters are important for the performance and
precision of this algorithm?

We will perform experiments in a photogrammetry context, although results from this study
may also apply to bundle adjustment in other applications.

1.3 Related work

Since applications of bundle adjustment often include very large problems, performance is
critical. Several attempts have been made to increase the performance of bundle adjustment,
by using a variety of different approaches. Lourakis and Argyros (2005) explored the use of
the Dogleg algorithm for bundle adjustment, and significant performance increase was ob-
tained compared to using the algebraic formulation of Levenberg-Marquardt. Sibley et al.
(2009) increased the performance of bundle adjustment by switching to a completely rela-
tive approach that does not favor any specific coordinate frame. Wu et al. (2011) increased
performance by parallelizing the computations.

The use of truncated Newton-type methods for speeding up the bundle adjustment process
has been previously explored. Both Agarwal et al. (2010) and Byröd and Åström (2010) in-
vestigated truncated versions of Levenberg-Marquardt, in which the Newton step was calcu-
lated using a preconditioned conjugate gradient method. Both studies observed a significant
gain in performance compared to the exact Levenberg-Marquardt method. Experiments by
Byröd and Åström (2010) indicated that the precision of the truncated methods does not
quite compare to that of the exact method, but is still good enough for many purposes.
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Truncated Newton-type methods for solving least squares problems have also been explored
in several studies for other applications than bundle adjustment. Gratton et al. (2007) ex-
amined the use of a truncated Gauss-Newton method for non-linear least squares problems
in the setting of metereological forecasting. Fasano et al. (2006) evaluated a nonmono-
tone truncated Gauss-Newton method and concluded that such a method can be a valuable
alternative for large-scale nonlinear least squares problems.

It has also been shown by Eriksson and Wedin (2004) that using a truncated Gauss-Newton
method can improve numerical stability for ill-conditioned problems. A survey of the theory
behind truncated Newton methods is given by Nash (2001).
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2 Theory

This chapter presents the theory that is relevant to this study, including a number of numer-
ical algorithms.

2.1 Gauss-Newton method

The Gauss-Newton method is an iterative optimization method used to solve non-linear
least squares problems. It is often the method of choice in bundle adjustment applications,
due to its suitability for statistical analysis.

The Gauss-Newton algorithm computes the next approximation by computing first a search
direction and then a step length. The original Gauss-Newton algorithm is presented here.
The algorithm is given an initial guess x0 and then computes successively better estimates
of x.

Let r = r(x) denote the residual, J = J(x) denote the Jacobian of the residual with respect
to x, and xk denote successive estimates of x.

The objective function is defined as

f (x) =
1
2
‖r‖2 . (2.1)

The value of f (x) is the quantity that we try to minimize.

Given an approximation xk, the next one is given by

xk+1 = xk + p (2.2)

where the step p is found by solving the normal equations

JT Jp =−JT r (2.3)

for p. The algorithm iterates until the convergence criteria are met. There are many possible
choices for convergence criteria. In this work we use

‖J · p‖ ≤ ε · ‖r‖ (2.4)

where ε denotes the convergence tolerance, which is specified as a parameter to the function.
The Gauss-Newton method is thoroughly explained by several textbooks, see for example
(Nocedal and Wright, 1999, chapter 10.3).
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2.1.1 Globalization of Gauss-Newton

In the original Gauss-Newton algorithm there is no damping or other control of the step
size. The search direction p is calculated and we take the step x← x+ p. This has its
problems, due to the following: The Gauss-Newton algorithm uses a Taylor approximation
of the objective function to run its optimization. There are cases (actually quite many)
where Gauss-Newton will take a step that lands us outside the region where the Taylor
approximation is a good approximation of the objective function. The algorithm may then
fail to converge.

We need a globalization strategy to ensure that we still have convergence even when we
currently are outside the region where the Taylor approximation works well. Two common
approaches are using a trust region algorithm or using line search. Both approaches boil
down to controlling the length of the step, to ensure that we don’t take a too long step which
might cause divergence.

In a trust region algorithm we start by calculating the size of the trust region, which is a
measure of how trusted the model is at the current point. If the model is well trusted, we
dare to take a longer step. Then a search direction is calculated and we take a step that is
required to be within the trust region.

In a line search algorithm we first calculate the search direction and then decide the length
of the step. Equation (2.2) is modified to:

xk+1 = xk +α · p (2.5)

where α is the step length and p is the same search direction as before, calculated from
Equation (2.3). The step length α can be chosen in several ways. One example is Armijo
line search. Figure 2 shows an algorithm for the Gauss-Newton method with line search.
See Börlin and Grussenmeyer (2013) for an explanation and investigation of the Gauss-
Newton method with Armijo line search (as well as some other Newton-type methods)
within a photgrammetric bundle adjustment context.

2.2 Truncated Gauss-Newton method

Instead of solving the normal equations (2.3) exactly in each iteration we can solve them
approximately, using an inexact method such as conjugate gradient, see Section 2.3. We it-
erate until we are close enough to a solution to Equation (2.3). As our convergence criterion
we use

∥∥JT Jx+ JT r
∥∥≤ φ

∥∥JT r
∥∥ (2.6)

where φ is our convergence tolerance. If φ is a constant φ = c ∈ (0,1), we will have linear
convergence. If φ→ 0 as we iterate, it will result in superlinear convergence.

Truncated Gauss-Newton methods are discussed by Eriksson and Wedin (2004) and Gratton
et al. (2007).
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function GAUSS-NEWTON( f ,x0,tol,maxIter,αmin)
x← x0 . Start at initial guess
for k = 1, . . . ,maxIter do

r← r(x) . Compute residual
J← J(x) . Compute Jacobian of residual
p← JT J\JT (−r) . Solve for search direction
c1← 10−4 . Set Armijo constant for line search
obj(x)← 1

2 ‖r(x)‖
2 . Define objective function

F0← obj(x) . Objective function value in xk
F ′0← JT · r . Value of gradient in xk
α← linesearch(obj,x, p,αmin,F0,F ′0,c1) . Line search computes step length
x← x+α · p . Update estimate
if ‖J · p‖ ≤ tol · ‖r‖ then

break . Convergence
end if

end for
end function

Figure 2: Gauss-Newton algorithm with line search.

2.3 Conjugate Gradient method

The conjugate gradient method is an iterative method for solving equations of the type

Ax = b (2.7)

where A is a symmetric, positive definite matrix and b and x are vectors. It works by finding
a series of conjugate directions and then computing how large a step is needed in each
direction in order to reach the solution. If the conjugate directions are chosen carefully we
may not need all of them to obtain a good approximation of the solution. In this way the
conjugate gradient method can be used as an approximative method.

The conjugate gradient method is thoroughly explained in several papers and textbooks; see
for example Shewchuk (1994), (Nocedal and Wright, 1999, chapter 5) or (Griva et al., 2009,
chapter 13.2).

The conjugate gradient algorithm is given in Figure 3. Note that except for the matrix-
vector multiplication Api, the algorithm only operates on vectors (as opposed to matrices,
which is much more expensive). The multiplication Api constitutes the majority of the time
consumption for one iteration in the algorithm. Note also that no matrices need to be stored
in memory; only vectors.

2.4 Preconditioners

The convergence rate depends highly on the condition number κ of a system. A precondi-
tioner is used to decrease the condition number in order to obtain faster convergence. The
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function CONJUGATE GRADIENT(A,b,ε,maxit)
x0← zero vector
r0← b−Ax0
p−1← 0
β0← 0
for i = 0,1, . . . , maxit do

if ‖ri‖< ε then . Check for convergence
return xi

end if
if i > 0 then

βi←
(
rT

i ri
)
/
(
rT

i−1ri−1
)

end if
pi← ri +βi pi−1 . Next conjugate vector
αi← rT

i ri/pT
i Api . Next step length

xi+1← xi +αi pi . Update point
ri+1← ri−αiApi . Update residual

end for
end function

Figure 3: The conjugate gradient method. ε denotes convergence tolerance and x0 is the
initial estimate of x. A common default choice for the initial guess x0 is the zero
vector but usually the user may also specify an initial guess.

entire system is transformed by the preconditioner (which is a matrix) before solving. If we
augment the original system

Ax = b (2.8)

with the preconditioner M, the transformed system is

M−1Ax = M−1b (2.9)

A good preconditioner M is such that the condition number κ(M−1A) is significantly smaller
than κ(A), and M is cheap to invert. The preconditioner should also not be too expensive to
calculate. The time gained by using the preconditioner should of course be greater than the
time it takes to compute the preconditioner.

The preconditioned conjugate gradient algorithm is given in Figure 4. Just like in the origi-
nal conjugate gradient algorithm, the work is dominated by the matrix-vector multiplication
Api and the rest of the algorithm only works with vectors. Again, no matrices need to be
stored in memory.

Preconditioning is discussed in many textbooks, for example (Nocedal and Wright, 1999,
Chapter 5). There are many preconditioners that are more or less widely used. We present
two examples in the following sections.
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function PRECONDITIONED CONJUGATE GRADIENT(A,b,M,ε,maxit)
x0← zero vector
r0← b−Ax0
p−1← 0
β0← 0
for i = 0,1, . . . , maxit do

if ‖ri‖< ε then . Check for convergence
return xi

end if
zi← solution of Mzi = ri . Solve the preconditioner equation
if i > 0 then

βi←
(
rT

i zi
)
/
(
rT

i−1zi−1
)

end if
pi← zi +βi pi−1 . Next conjugate vector
αi← rT

i zi/pT
i Api . Next step length

xi+1← xi +αi pi . Update point
ri+1← ri−αiApi . Update residual

end for
end function

Figure 4: The preconditioned conjugate gradient method with the preconditioner M. The
convergence tolerance is ε. A common default choice for the initial guess x0 is
the zero vector but usually the user may also specify an initial guess.

2.5 The Jacobi preconditioner

One of the simplest preconditioners is the Jacobi preconditioner. The Jacobi preconditioner
M of A is simply the diagonal of A:

M = diag(A). (2.10)

Using the Jacobi preconditioner is equal to scaling the columns of the matrix so that the
diagonal elements are all of value 1.

2.6 Incomplete Cholesky factorization

The Cholesky factorization is a decomposition for Hermitian positive definite matrices. It
decomposes a matrix A into

A = LL∗ (2.11)

where L is a lower triangular matrix and L∗ denotes the conjugate transpose of L. For
matrices with real elements, as we are considering in this work, Equation (2.11) becomes

A = LLT . (2.12)
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In general, the Cholesky factorization of a sparse matrix is dense. The incomplete Cholesky
factorization of a sparse matrix is a sparse approximation of the Cholesky factorization. The
incomplete Cholesky factorization is computed by computing the exact Cholesky factoriza-
tion, but setting some of the values to zero. Popular strategies are to set entries in L to zero
if the corresponding entry in A is zero, of setting all values below a specified drop tolerance
to zero. In our experiments we will be working with a drop tolerance.

The incomplete Cholesky factorization is given by the lower triangular matrix Li which
is a sparse approximation of the L defined by Equation (2.12). The incomplete Cholesky
preconditioner is then given by LiL∗i . See (Nocedal and Wright, 1999, Chapter 5) for a
review of the incomplete Cholesky preconditioner.

2.6.1 Permutation of the Jacobian

In our application we perform an incomplete Cholesky factorization on the matrix JT J,
where J is the Jacobian of the residual function.

JT J is sparse and we would like the incomplete Cholesky factor to also be sparse. The per-
mutation of J (and thus of JT J) largely affects the fill-in of the incomplete Cholesky factor.
MATLAB offers several functions for permuting matrices. Three of these permutations are
investigated in this work:

• colperm orders the columns by number of nonzero entries, in increasing order.

• symamd, symmetric approximate minimum degree permutation. A matrix permuted
with symamd tends to have a sparser Cholesky factor than the original matrix. Min-
imum degree permutations in MATLAB are discussed by Gilbert et al. (1992) and
Davis et al. (2004).

• symrcm returns the symmetric reverse Cuthill-McKee ordering of a matrix. This or-
dering tends to have the nonzero elements closer to the diagonal. This permutation is
briefly discussed by Gilbert et al. (1992).

2.7 A truncated Gauss-Newton algorithm with preconditioned CG

Figure 5 shows an algorithm for a truncated Gauss-Newton method where preconditioned
conjugate gradient is used to approximately solve the normal equations. We will refer to
this algorithm as TGNPCG.
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function TGNPCG( f ,x0,αmin, tolo,maxito,toli,maxiti,droptol)
x← x0 . Start at initial guess
for k = 1, . . . ,maxito do

r← r(x) . Compute residual
J← J(x) . Compute Jacobian of residual
M← incompleteCholesky(JT J, droptol) . Calculate preconditioner
p← pcg(JT J,−JT r,M,toli,maxiti) . Get search direction
c1← 10−4 . Set Armijo constant for line search
obj(x)← 1

2 ‖r(x)‖
2 . Define objective function

F0← obj(x) . Objective function value in xk
F ′0← JT · r . Value of gradient in xk
α← linesearch(obj,x, p,αmin,F0,F ′0,c1) . Line search computes step length
x← x+α · p . Update estimate
if ‖J · p‖ ≤ tolo · ‖r‖ then

break . Convergence
end if

end for
end function

Figure 5: Truncated Gauss-Newton algorithm with preconditioned conjugate gradient. The
search direction is computed by solving the normal equations approximately.
We use the preconditioned conjugate gradient method (PCG) for this. Since the
normal equations are solved approximately, the search direction may not be as
optimal as the one computed in the exact Gauss-Newton algorithm. This can
lead to a higher number of iterations in the outer loop. The parameters maxito
and tolo signify maximum number of iterations in outer loop and outer tolerance,
respectively, and maxiti and toli are the corresponding quantities for the inner
loop (i.e. PCG).
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3 Experiments & results

This section contains a description of the performed experiments as well as the obtained
results. We start with an overview, followed by a more detailed description of the experi-
mental setup including the hardware and software involved. We describe the test data that
was used. Then each experiment is presented. For each experiment we present the design,
followed by the results and a short summary of what can be learned from that experiment.
A more detailed analysis of the results is given in Section 4.

We compare our TGNPCG algorithm to the exact Gauss-Newton implementation and study
the effect of varying different parameters in TGNPCG. The hypothesis is that solving the
normal equations approximately instead of exactly will lead to more iterations until conver-
gence, but that it will also decrease the time for each iteration.

Four experiments are performed:

1. Truncated vs. exact Gauss-Newton

2. Investigate effect of drop tolerance

3. Investigate effect of permutation of Jacobian

4. Precision of solution, and effect of inner tolerance

3.1 Experimental setup

All implementation has been done in MATLAB. As a baseline for our experiments we use an
implementation of the exact Gauss-Newton algorithm with Armijo line search as described
by Börlin and Grussenmeyer (2013). The implementation is part of DBAT, the Damped
Bundle Adjustment Toolbox for MATLAB. The toolbox is created by the authors of said
article and is freely available on GitHub.1

The DBAT implementation automatically scales the columns of JT J in such a way that all
diagonal elements are of value 1. Hence the Jacobi preconditioner described in Section 2.5
can be said to be built-in. Therefore there is no meaning in explicitly using the Jacobi
preconditioner in our truncated Gauss-Newton implementation.

The part of the DBAT code that solves Equation (2.3) exactly (using MATLAB’s built-in
backslash operator) was replaced by a function that solves the equations approximately.
Some other modifications were made to the toolbox as well, for testing and analysis pur-
poses. All source code is available from the author of this thesis.2

1https://github.com/niclasborlin/dbat (Cloned on 2018-03-29.)
2 E-mail: tm09iwn@cs.umu.se

 https://github.com/niclasborlin/dbat
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For all experiments, the following data is recorded and presented:

1. The total time for the call to the Gauss-Newton-Armijo function that performs the
bundle adjustment. Labeled as Total time GN-A in tables.

2. The time to compute the permutation of JT J in cases where we change the permuta-
tion. Labeled as Time perm calc in tables.

3. The time to apply the permutation to JT J. This does not include the time to calculate
the permutation. Also includes the time to permute the resulting vector back into
original permutation once the bundle adjustment is done. Labeled as Time perm apply
in tables.

4. The total time for Gauss-Newton Armijo function except for the time spent on altering
the permutation (calculating and applying).3 Labeled as Total GN-A except perm in
tables.

5. Time spent on calculating the incomplete Cholesky preconditioner. Labeled as Time
calculate precond in tables.

6. Time spent on constructing the residual and its Jacobian. The dominating part of the
time is constructing the Jacobian. Labeled as Time construct Jacobian in tables.

7. The number of outer iterations. Labeled as Outer iterations in tables.

8. The number of inner iteration in total, summed over all outer iterations. Labeled as
Inner iterations (total) in tables.

9. The standard deviation of unit weight, σ0, which is a measure of the uncertainty of
the solution. This is included in all result tables to keep track of the quality of the
solution.

All measured times are CPU times, since this is much less sensitive to disturbances from
other processes running on the same machine while running experiments. All experiments
are run on each of the datasets presented in Section 3.2. In all experiments we set the
maximum number of iterations to 500 both for the outer and inner loop. This large number
was chosen with the motivation that problems that do not converge within 500 iterations
will probably not converge at all, at least not within reasonable time.

All experiments have been performed on a desktop computer with an Intel Xeon E5-1650
processor (3.50 GHz, 6 cores) and 64 GB memory, running MATLAB version R2017b.

3.2 Data

Five datasets (bundle adjustment problems) were used in the experiments. Two of them
consist of photos taken by a drone while flying over/in front of some building or piece of
land. Two datasets contain close-range data, i.e. the photographs are taken from a much
closer distance; for example by a person holding a camera, as opposed to a drone flying
over an area. These two kinds of data tend to exhibit some differences in the structure of
the Jacobian. For this reason we choose to represent both types of data in our experiments.

3 This quantity is not actually recorded; it is calculated from the measured total time and times for handling
permutation.
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The five datasets are presented in Table 1. The sets vary in number of images, number of
object and control points, as well as structure. Control points are fixed points, the position
of which is known prior to the bundle adjustment process. Object points are the points
which are estimated.

Table 1 Datasets used in experiments. Images is the number of images that the set contains.
OP is the number of object points. CP is the number of control points. The sparsity of the
Jacobian J is defined as the number of non-zero elements divided by the total number of
elements in J. A higher number for the sparsity means that the Jacobian is denser because
on average each points has been observed in a larger number of images.

Dataset Description Images OP CP Sparsity of J
stpierre Drone in front of church 239 17984 6 1.16 ·10−4

roma Close-range of monument 60 26321 0 2.89 ·10−4

arn2 Drone over dirt 26 32290 9 1.65 ·10−4

man Drone over island 37 38273 5 1.39 ·10−4

cave Close-range in cave 346 103382 5 5.12 ·10−5

3.3 Experiment 1: Truncated vs. exact Gauss-Newton

The aim of this experiment is to determine whether using a truncated Gauss-Newton method
is worth pursuing at all. We study whether we can get a performance that is comparable to
that of exact Gauss-Newton.

We investigate both the “raw” truncated Gauss-Newton method which has the original DBAT

permutation of the Jacobian, and truncated Gauss-Newton with the columns of the Jacobian
permuted with MATLAB’s colperm which orders the columns on increasing number of
non-zero elements. The effect of using the incomplete Cholesky factor as a preconditioner
is also studied.

The following algorithms are investigated in this experiment.

EGN Exact Gauss-Newton

TGN-R Raw truncated Gauss-Newton without preconditioner

TGN-RC Raw truncated Gauss-Newton with incomplete Cholesky preconditioner

TGN-P Permuted truncated Gauss-Newton without preconditioner

TGN-PC Permuted truncated Gauss-Newton with incomplete Cholesky preconditioner

Fixed parameters: Inner tolerance parameter φ = 0.5. Drop tolerance 10−8 for all datasets
except for cave, for which the drop tolerance is lowered to 10−9 since that is the highest
drop tolerance for which the incomplete Cholesky function succeeds on this dataset.

Varied parameters: Each test case is run for each of the five algorithms listed above.

Recorded data: All quantities listed in the beginning of this chapter: time measurements
and σ0.
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3.3.1 Results

The results of Experiment 1 are presented in Table 2. We note that for all datasets, σ0 has
the same value for all algorithms. This is an indication that the quality of the solution is
not affected by using a truncated method, a preconditioner or a permutation. The precision
of the solutions obtained from the different algorithms is more thoroughly examined in
Experiment 4, see Section 3.6.

Furthermore we observe that the construction of the residual and its Jacobian takes between
26% and 56% of the total execution time for the exact algorithm.

In all cases, using the truncated method without a preconditioner results in execution times
that are several times longer than those of the exact algorithm. This goes for both of the
examined permutations. MATLAB’s function for computing the incomplete Cholesky factor,
ichol, failed for the raw permutation in all cases.

Table 3 shows the execution times of TGNPCG with colperm given as percentages of the
execution time of the exact algorithm. Data is presented both including and excluding the
time to alter the permutation.

For the largest dataset, cave, the truncated algorithm was significantly faster than the exact
one. If subtracting the permutation times, the truncated implementation was 14% faster.
For all datasets, the colperm and incomplete Cholesky version of the truncated algorithm
yielded the same number of outer iteration as the exact algorithm.

3.3.2 Summary & conclusion

The truncated method without a preconditioner was several times slower than for the ex-
act method. The unpreconditioned version will not be investigated further in this work.
We need a preconditioner and since the preconditioner we are using, incomplete Cholesky,
fails for the original permutation in our implementation we conclude that we also need a
permutation – for example colperm. For cave, which is the largest dataset, the truncated
algorithm showed faster execution time than the exact algorithm.

The aim of this experiment was to determine whether a truncated Gauss-Newton method is
worth investigating at all, and since the truncated version showed a significant improvement
in performance for some cases we concluded that it is definitely worth investigating further.

3.4 Experiment 2: Drop tolerance

The aim of this experiment is to investigate how important the drop tolerance for computing
the incomplete Cholesky preconditioner is. We vary the drop tolerance while keeping all
other parameters fixed, and study the results.

Fixed parameters: Incomplete Cholesky preconditioner, colperm permutation, inner tol-
erance parameters φ = 0.5.

Varied parameters: Drop tolerance 10−1,10−2,10−3, . . . ,10−10.
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Table 2 Results of Experiment 1: Truncated vs. exact Gauss-Newton. All times are CPU
times in seconds. Meaning of column headers: raw = original permutation, ichol = incom-
plete Cholesky preconditioner, no precond = no preconditioner.

exact raw raw colperm colperm
no precond ichol no precond ichol

Roma
Total time GN-A 4.1 64.6 - 61.5 4.9
Time perm calc - - - 0.3 0.1
Time perm apply - - - 1.6 0.4
Total GN-A except perm 4.1 64.6 - 59.6 4.4
Time calculate precond - - - - 0.7
Time construct Jacobian 2.3 11.5 - 10.0 2.3
Outer iterations 4 24 - 21 4
Inner iterations (total) - 1530 - 975 5
σ0 0.61 0.61 - 0.61 0.61
St Pierre
Total time GN-A 11.2 44.7 - 48.2 11.6
Time perm calc - - - 0.6 0.1
Time perm apply - - - 3.5 0.6
Total GN-A except perm 11.2 44.7 - 44.1 10.9
Time calculate precond - - - - 4.4
Time construct Jacobian 3.2 18.3 - 17.7 3.1
Outer iterations 2 16 - 16 2
Inner iterations (total) - 432 - 432 3
σ0 1.30 1.30 - 1.30 1.30
Arn2
Total time GN-A 12.2 90.0 - 148.4 14.6
Time perm calc - - - 0.7 0.3
Time perm apply - - - 2.9 1.2
Total GN-A except perm 12.2 90.0 - 144.7 13.1
Time calculate precond - - - - 2.4
Time construct Jacobian 5.3 9.9 - 13.5 5.3
Outer iterations 8 16 - 22 8
Inner iterations (total) - 1474 - 1701 9
σ0 0.24 0.24 - 0.24 0.24
Man
Total time GN-A 15.4 97.6 - 118.8 18.1
Time perm calc - - - 0.6 0.3
Time perm apply - - - 3.6 1.4
Total GN-A except perm 15.4 97.6 - 114.6 16.5
Time calculate precond - - - - 3.2
Time construct Jacobian 6.7 14.7 - 17.2 6.6
Outer iterations 7 17 - 20 7
Inner iterations (total) - 1381 - 1603 8
σ0 1.45 1.45 - 1.45 1.45
Cave
Total time GN-A 69.3 397.2 - 669.9 64.0
Time perm calc - - - 3.9 0.8
Time perm apply - - - 18.5 3.8
Total GN-A except perm 69.3 397.2 - 647.5 59.5
Time calculate precond - - - - 23.0
Time construct Jacobian 18.3 60.3 - 87.9 18.0
Outer iterations 6 23 - 33 6
Inner iterations (total) - 990 - 1024 7
σ0 4.54 4.54 - 4.54 4.54
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Table 3 Results of Experiment 1: Truncated vs. exact Gauss-Newton. Execution time of ex-
act algorithm given in seconds. Execution time of truncated algorithms given as percentages
of time for the exact algorithm.

time TGNPCG TGNPCG
exact total no perm

Roma 4.1 120% 107%
St Pierre 11.2 104% 97%
Arn2 12.2 120% 107%
Man 15.4 118% 107%
Cave 69.3 92% 86%

Recorded data: All quantities listed in the beginning of this chapter: time measurements
and σ0.

3.4.1 Results

The results of Experiment 2 are presented in Table 4. For all datasets, incomplete Cholesky
fails if the drop tolerance is too high. The highest drop tolerance that succeeds varies be-
tween datasets but is in the range [10−9,10−6]. In some cases a higher drop tolerance im-
plied a larger number of outer iterations.

Table 5 shows a comparison of the execution times of the exact algorithm and TGNPCG
with the optimal drop tolerance for each case.

3.4.2 Summary & conclusion

For all our datasets, incomplete Cholesky fails if the drop tolerance is too high. Which drop
tolerance produced the lowest execution time varies between datasets but for all sets a drop
tolerance of 10−9 produced an execution time close to the smallest one. Therefore we use a
drop tolerance of 10−9 in all following experiments.

Normally a lower drop tolerance implies that the incomplete Cholesky factor takes longer
to compute. This pattern is not apparent in our results.

Our results indicate that while the drop tolerance may have some effect, this effect is small
compared to the effect of applying a suitable permutation or the difference between precon-
ditioning with incomplete Cholesky or not preconditioning at all.

3.5 Experiment 3: Permutation

The aim of this experiment is to determine whether it is worthwhile to use more advanced
permutations than the very simple colperm, which seems to render good speedup.

Fixed parameters: Inner tolerance parameter φ = 0.5, incomplete Cholesky precondi-
tioner, drop tolerance 10−9.

Varied parameters: Permutation: none, colperm, symamd, symrcm.
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Table 4 Results of Experiment 2: Drop tolerance. CPU times in seconds. An asterisk
signifies error in the incomplete Cholesky function.

exact ≥ 10−5 10−6 10−7 10−8 10−9 10−10

Roma
Total time GN-A 4.1 * 7.1 5.0 4.5 4.8 4.9
Time perm calc - 0.1 0.1 0.1 0.1 0.1
Time perm apply - 0.5 0.3 0.4 0.4 0.4
Total GN-A except perm 4.1 6.5 4.6 4.4 4.4 4.5
Time calculate precond - 1.0 0.7 0.7 0.7 0.7
Time construct Jacobian 2.3 3.4 2.5 2.4 2.3 2.3
Outer iterations 4 6 4 4 4 4
Inner iterations (total) - 7 5 5 5 5
σ0 0.61 0.61 0.61 0.61 0.61 0.61
St Pierre
Total time GN-A 11.2 * * 11.5 11.7 11.6 11.6
Time perm calc - 0.1 0.1 0.1 0.1
Time perm apply - 0.6 0.6 0.6 0.6
Total GN-A except perm 11.2 10.8 11.0 10.9 10.9
Time calculate precond 3.2 4.4 4.4 4.4 4.4
Time construct Jacobian - 3.2 3.3 3.2 3.2
Outer iterations 2 2 2 2 2
Inner iterations (total) - 3 3 3 3
σ0 1.30 1.30 1.30 1.30 1.30
Arn2
Total time GN-A 12.2 * * 17.3 14.3 14.1 14.8
Time perm calc - 0.2 0.2 0.2 0.2
Time perm apply - 1.4 1.1 1.1 1.1
Total GN-A except perm 12.2 15.8 13.0 12.9 13.5
Time calculate precond - 2.9 2.4 2.4 2.4
Time construct Jacobian 5.3 6.4 5.4 5.2 5.8
Outer iterations 8 10 8 8 8
Inner iterations (total) - 11 9 9 9
σ0 0.24 0.24 0.24 0.24 0.24
Man
Total time GN-A 15.4 * 24.6 17.8 17.8 17.9 17.8
Time perm calc - 0.3 0.2 0.2 0.2 0.2
Time perm apply - 1.9 1.3 1.4 1.3 1.4
Total GN-A except perm 15.4 22.4 16.3 16.2 16.4 16.2
Time calculate precond - 4.4 3.2 3.2 3.2 3.2
Time construct Jacobian 6.7 8.8 6.4 6.4 6.4 6.3
Outer iterations 7 10 7 7 7 7
Inner iterations (total) - 11 8 8 8 8
σ0 1.45 1.45 1.45 1.45 1.45 1.45
Cave
Total time GN-A 69.3 * * * * 62.9 62.9
Time perm calc - 0.8 0.8
Time perm apply - 3.7 3.8
Total GN-A except perm 69.3 58.4 58.4
Time calculate precond - 22.6 22.9
Time construct Jacobian 18.3 17.4 17.2
Outer iterations 6 6 6
Inner iterations (total) - 7 7
σ0 4.54 4.54 4.54
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Table 5 Results of Experiment 2: Drop tolerance. Execution time of exact algorithm given
in seconds. Execution time of truncated algorithms given as percentages of time for the
exact algorithm. Showing result for the drop tolerance that gave the lowest execution time
in each case.

time TGNPCG TGNPCG
exact total no perm

Roma 4.1 110% 107%
St Pierre 11.2 103% 97%
Arn2 12.2 116% 106%
Man 15.4 116% 105%
Cave 69.3 91% 84%

Recorded data: All quantities listed in the beginning of this chapter: time measurements
and σ0.

3.5.1 Results

The results of Experiment 3 are presented in Table 6. Table 7 shows a comparison of exe-
cution times between the truncated and exact algorithm for two permutations. For symrcm
on the roma dataset, the incomplete Cholesky preconditioner takes more than 900 seconds
to calculate. Note that the corresponding number for other permutations in this experiment
is less than one second. For the other datasets, incomplete Cholesky fails for the symrcm
permutation due to a suspected memory error.4

For all permutations in all test cases, we observed the same number of outer and inner
iterations for all permutations. The number of outer iterations was the same as for exact
Gauss-Newton. Appendix A contains visualizations of the sparsity patterns for the datasets
with different permutations.

The symamd permutation takes longer to calculate than colperm, but also speeds up cal-
culations more. If the permutation time is excluded, for cave the measured execution time
with TGNPCG with the symamd permutation was 24% less than the measured time for the
exact algorithm.

3.5.2 Summary & conclusion

If the permutation time is excluded, TGNPCG with symamd renders a speedup of up to 24%
compared to the exact algorithm.

The symamd permutation speeds up the calculations compared to using colperm, but symamd
takes so much longer to calculate that it is not worth is in any of our cases. The table entries
for cave are especially interesting. We can see that the time for calculating the symamd per-
mutation strongly dominates, but that the time except permutations is significantly less than
what we measured with other permutations.

4 In some cases an “Out of memory” error is returned, in other cases MATLAB’s incomplete Cholesky
function gets stuck and never returns.
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Table 6 Results of Experiment 3: Permutation. CPU times in seconds. The first column
is exact Gauss-Newton (for comparison). The other three columns are preconditioned trun-
cated Gauss-Newton with different permutations. The case with the original DBAT permu-
tation is not included since Experiment 1 showed that incomplete Cholesky fails on our data
for this permutation.

exact colperm symamd symrcm
Roma
Total time GN-A 4.1 4.6 6.3 942.7
Time perm calc - 0.1 1.6 0.2
Time perm apply - 0.4 0.3 0.4
Total GN-A except perm 4.1 4.2 4.3 942.2
Time calculate precond - 0.7 0.7 926.8
Time construct Jacobian 2.3 2.1 2.2 2.2
Outer iterations 4 4 4 4
Inner iterations (total) - 5 5 5
σ0 0.61 0.61 0.61 0.61
St Pierre
Total time GN-A 11.2 11.4 18.8 -
Time perm calc - 0.1 8.3 -
Time perm apply - 0.6 0.6 -
Total GN-A except perm 11.2 10.7 10.0 -
Time calculate precond 3.2 4.3 3.7 -
Time construct Jacobian - 3.0 3.0 -
Outer iterations 2 2 2 -
Inner iterations (total) - 3 3 -
σ0 1.30 1.30 1.30 -
Arn2
Total time GN-A 12.2 15.6 19.8 -
Time perm calc - 0.3 4.4 -
Time perm apply - 1.1 1.8 -
Total GN-A except perm 12.2 14.2 13.7 -
Time calculate precond - 2.4 3.0 -
Time construct Jacobian 5.3 5.7 5.2 -
Outer iterations 8 8 8 -
Inner iterations (total) - 9 9 -
σ0 0.24 0.24 0.24 -
Man
Total time GN-A 15.4 18.1 24.3 -
Time perm calc - 0.3 5.1 -
Time perm apply - 1.4 2.1 -
Total GN-A except perm 15.4 16.4 17.1 -
Time calculate precond - 3.2 3.7 -
Time construct Jacobian 6.7 6.4 6.7 -
Outer iterations 7 7 7 -
Inner iterations (total) - 8 8 -
σ0 1.45 1.45 1.45 -
Cave
Total time GN-A 69.3 65.2 241.3 -
Time perm calc - 0.8 184.7 -
Time perm apply - 3.8 3.7 -
Total GN-A except perm 69.3 60.6 52.9 -
Time calculate precond - 22.6 16.4 -
Time construct Jacobian 18.3 19.3 18.4 -
Outer iterations 6 6 6 -
Inner iterations (total) - 7 7 -
σ0 4.54 4.54 4.54 -
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Table 7 Results of Experiment 3: Permutation. Execution times for TGNPCG with two
different permutations (colperm and symamd) given as percentage of execution time of
exact algorithm.

TGNPCG TGNPCG
total no perm

Roma colperm 112% 102%
Roma symamd 154% 102%
St Pierre colperm 102% 96%
St Pierre symamd 168% 89%
Arn2 colperm 128% 116%
Arn2 symamd 162% 122%
Man colperm 118% 106%
Man symamd 158% 111%
Cave colperm 94% 87%
Cave symamd 348% 76%

3.6 Experiment 4: Inner tolerance & precision

The aim of this experiment is to study the effect of inner tolerance. How does it affect time
performance? How does it affect precision?

Fixed parameters: Inner tolerance parameter φ = 0.5, incomplete Cholesky precondi-
tioner, drop tolerance 10−9, permutation colperm.

Varied parameters: Inner tolerance parameter φ = 0.1, 0.5, 0.9, 0.5 · ‖∇ f‖.

Recorded data: All quantities listed in the beginning of this chapter: time measurements
and σ0. Also the standard deviations σexact and σtrunc are recorded for evaluation of the
precision of the solution. The following three quantities are calculated.

In the following, σxexact signifies one element of the vector σexact and similarly σxtrunc signifies
one element of the vector σtrunc.

• The relative error in the estimated parameter vector x, given by

‖xtrunc− xexact‖
‖xexact‖

. (3.1)

• The error in x weighted by the uncertainty in each element:

RMS
(

xtrunc− xexact

σxexact

)
(3.2)

where RMS denotes the Root Mean Square. In this quantity the error in each element
is divided by the uncertainty for that element, so a large absolute error contributes
less if the uncertainty in that element was large.

• The error in the estimated uncertainty, given by(
∏exp

∣∣∣∣log
σxtrunc

σxexact

∣∣∣∣)1/k

−1 (3.3)

where k is the number of non-zero elements in the vector σxexact .
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Formula (3.3) takes some explaining. In the optimal case, we would like σxtrunc = σxexact for
all elements. σxtrunc may be smaller or larger than σxexact . We want to compute an aggregated
value such that deviations in opposite directions do not cancel out.

We only include elements for which σxexact is nonzero. In other words, control points are
excluded. The quota σxtrunc/σxexact may be smaller or larger than 1 depending on whether we
over- or underestimated σx for that element. Taking the logarithm gives a negative value for
underestimation and a positive value for overestimation. Then we take the absolute value
to make both under- and overestitmation contribute instead of cancelling eachoter out. Ex-
ponentiating cancels out the logarithm. Now we have converted over- and underestimations
to the same “format”. Then the geometric mean is taken of the result. Subtracting one, we
obtain a value representing the average percentage that σxtrunc differs from σxexact (in either
direction).

3.6.1 Results

The results of Experiment 4 are presented in two tables. Table 8 presents the time perfor-
mance and Table 9 shows the precision. In almost all cases the number of iterations, both
outer and inner, are identical between the different φ. The only exception from this is the
case φ = 0.5‖∇ f‖ for the arn2 dataset, in which case this value of φ produces one more
inner iteration than for the other φ values. For exact Gauss-Newton there are of course no in-
ner iterations, but the number of outer iterations agrees with that of the truncated algorithm
in all cases.

We can see in Table 9 that for all cases where the numbers of iterations are equal, the statis-
tical measures are also equal for the different values of φ. This makes sense, because we are
doing exactly the same calculations in each case, for the same number of iterations. This
means that the execution times should also be equal – apart from noise and measurements
errors – for these cases. Looking at Table 8 we see that indeed the observed execution times
are similar for the different φ values but they differ by up to a second.

All relative errors are in the order of 10−10 or smaller. RMS of scaled errors is in the order
of 10−7 or smaller. The error in estimated uncertainty is in the order of 10−9 or smaller for
all datasets. The errors differ by several orders between datasets.

3.6.2 Summary & conclusion

In all cases except one, all values of φ produced exactly the same numbers of iterations,
showing that the computations done are identical. Naturally all statistical measures were
also identical in these cases. Execution times differed by up to a second for calculations
with the same numbers of iterations and no other differences. This indicates a quite large
uncertainty in our time measurements. The precision measures are identical between dif-
ferent numbers of φ. We conclude that for these datasets, the value of φ does not matter as
long as it is in the interval φ ∈ (0.1,0.9).

All measured relative errors, scaled errors and errors in estimated uncertainty are of small
orders (see previous section). Whether they are small enough depends on the application.
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Table 8 Time performance results of Experiment 4: Inner tolerance & precision. CPU times
in seconds.

exact φ = 0.1 φ = 0.5 φ = 0.9 φ = 0.5‖∇ f‖
Roma
Total time GN-A 4.1 5.2 5.0 5.1 5.3
Time perm calc - 0.1 0.1 0.1 0.1
Time perm apply - 0.4 0.4 0.4 0.4
Total GN-A except perm 4.1 4.7 4.5 4.7 4.8
Time calculate precond - 0.8 0.8 0.8 0.8
Time construct Jacobian 2.3 2.3 2.2 2.3 2.4
Outer iterations 4 4 4 4 4
Inner iterations (total) - 5 5 5 5
σ0 0.61 0.61 0.61 0.61 0.61
St Pierre
Total time GN-A 11.2 11.8 11.7 11.7 12.1
Time perm calc - 0.1 0.1 0.1 0.1
Time perm apply - 0.6 0.6 0.6 0.6
Total GN-A except perm 11.2 11.1 11.0 11.0 11.4
Time calculate precond 3.2 4.4 4.4 4.3 4.4
Time construct Jacobian - 3.1 3.2 3.1 3.4
Outer iterations 2 2 2 2 2
Inner iterations (total) - 3 3 3 3
σ0 1.30 1.30 1.30 1.30 1.30
Arn2
Total time GN-A 12.2 14.4 14.3 14.4 15.2
Time perm calc - 0.2 0.2 0.2 0.3
Time perm apply - 1.1 1.1 1.1 1.1
Total GN-A except perm 12.2 13.1 13.1 13.1 13.7
Time calculate precond - 2.3 2.4 2.3 2.4
Time construct Jacobian 5.3 5.1 5.1 5.1 5.4
Outer iterations 8 8 8 8 8
Inner iterations (total) - 9 9 9 10
σ0 0.24 0.24 0.24 0.24 0.24
Man
Total time GN-A 15.4 18.1 18.2 18.1 19.0
Time perm calc - 0.3 0.3 0.3 0.4
Time perm apply - 1.5 1.5 1.5 1.4
Total GN-A except perm 15.4 16.4 16.5 16.4 17.2
Time calculate precond - 3.2 3.1 3.1 3.1
Time construct Jacobian 6.7 6.5 6.6 6.4 6.8
Outer iterations 7 7 7 7 7
Inner iterations (total) - 8 8 8 8
σ0 1.45 1.45 1.45 1.45 1.45
Cave
Total time GN-A 69.3 63.8 63.3 63.2 64.4
Time perm calc - 0.8 0.8 0.8 0.9
Time perm apply - 3.7 3.7 3.7 3.7
Total GN-A except perm 69.3 59.3 58.8 58.7 59.9
Time calculate precond - 22.6 22.6 22.6 22.9
Time construct Jacobian 18.3 18.3 17.8 17.9 18.3
Outer iterations 6 6 6 6 6
Inner iterations (total) - 7 7 7 7
σ0 4.54 4.54 4.54 4.54 4.54
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Table 9 Precision results of Experiment 4: Inner tolerance & precision.

φ = 0.1 φ = 0.5 φ = 0.9 φ = 0.5‖∇ f‖
Roma
Relative error 2.27 ·10−12 2.27 ·10−12 2.27 ·10−12 2.27 ·10−12

RMS of scaled errors 1.88 ·10−8 1.88 ·10−8 1.88 ·10−8 1.88 ·10−8

Error in uncertainty 8.28 ·10−12 8.28 ·10−12 8.28 ·10−12 8.28 ·10−12

Outer iterations 4 4 4 4
Inner iterations (total) 5 5 5 5
St Pierre
Relative error 9.24 ·10−13 9.24 ·10−13 9.24 ·10−13 9.24 ·10−13

RMS of scaled errors 3.68 ·10−8 3.68 ·10−8 3.68 ·10−8 3.68 ·10−8

Error in uncertainty 3.05 ·10−11 3.05 ·10−11 3.05 ·10−11 3.05 ·10−11

Outer iterations 2 2 2 2
Inner iterations (total) 3 3 3 3
Arn2
Relative error 7.70 ·10−12 7.70 ·10−12 7.70 ·10−12 7.69 ·10−12

RMS of scaled errors 1.76 ·10−7 1.76 ·10−7 1.76 ·10−7 1.76 ·10−7

Error in uncertainty 9.79 ·10−10 9.79 ·10−10 9.79 ·10−10 6.42 ·10−10

Outer iterations 8 8 8 8
Inner iterations (total) 9 9 9 10
Man
Relative error 1.87 ·10−15 1.87 ·10−15 1.87 ·10−15 1.87 ·10−15

RMS of scaled errors 1.62 ·10−11 1.62 ·10−11 1.62 ·10−11 1.62 ·10−11

Error in uncertainty 1.24 ·10−12 1.24 ·10−12 1.24 ·10−12 1.24 ·10−12

Outer iterations 7 7 7 7
Inner iterations (total) 8 8 8 8
Cave
Relative error 2.98 ·10−10 2.98 ·10−10 2.98 ·10−10 2.98 ·10−10

RMS of scaled errors 1.94 ·10−8 1.94 ·10−8 1.94 ·10−8 1.94 ·10−8

Error in uncertainty 8.67 ·10−9 8.67 ·10−9 8.67 ·10−9 8.67 ·10−9

Outer iterations 6 6 6 6
Inner iterations (total) 7 7 7 7
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4 Conclusions & discussion

The aim of this thesis was to answer the questions How does using a truncated Gauss-
Newton method with preconditioned conjugate gradient affect performance and precision
of the bundle adjustment process? What parameters are important for the performance and
precision of this algorithm?

The answer that our results suggest for the first question is that using truncated Gauss-
Newton with preconditioned conjugate gradient (TGNPCG) has potential to significantly
speed up the bundle adjustment process.

Improvement in time performance was measured in some cases. The most noticable im-
provement occured for the largest dataset. Excluding the time spent on updating the permu-
tation of the Jacobian, execution time was lowered with up to 24%. The largest improve-
ment from using TGNPCG was found on the largest dataset. Our observations suggest that
the TGNPCG may be especially beneficial for large datasets. More studies are needed to
confirm or refute this.

To answer our second research question, different parameters have been varied and the
effects have been studied. Some findings are dicussed below.

4.1 Preconditioner

Our results suggest that using a preconditioner is critical to performance, and that a trun-
cated Gauss-Newton method with the unpreconditioned conjugate gradient method is not
worth pursuing. We have used the incomplete Cholesky factor for preconditioning and ob-
served that this significantly sped up the computations.

Due to the nature of the implementation we built upon, one can say that the Jacobi pre-
conditioner was already “built into” our software. See Section 3.1. Using only the Jacobi
preconditioner was however not enough to get execution times down to a feasible level.

4.2 Permutation

The permutation of the Jacobian was found to be of high importance since it greatly affects
the time needed to calculate the incomplete Cholesky factor. A bad permutation can even
cause the incomplete Cholesky function to fail due to memory problems.

Time performance was measured to be better for TGNPCG than for exact Gauss-Newton
in some cases both with colperm and with symamd. The symamd permutation took much
longer to compute than colperm but it also significantly sped up the computations. The
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gain did not outweigh the extra computation time in any of our experiments. Possibly it
would for larger sets of data.

For many cases the total execution time of exact Gauss-Newton was less than the total
execution time of TGNPCG but when subtracting the time for calculating and applying
permutations, TGNPCG had the lowest execution time. This suggests that TGNPCG has
the potential to be faster than the exact version if we construct the Jacobian in such a way
that it has a more suitable permutation from the start. This would eliminate the time needed
to repermute the matrix JT J in each iteration. See further Chapter 5.

4.3 Drop tolerance

In our observations, the value of the drop tolerance had some effect on the computation
times but the effect was comparatively small. More studies are needed to establish whether
this is true for photogrammetric bundle adjustment problems in general. For all datasets we
tested on, the computation of the incomplete Cholesky factor failed if the drop tolerance
was too high.

We expected that the incomplete Cholesky factor would take longer to compute for lower
drop tolerances. This effect was however not observed. In fact, for several cases the pre-
conditioner that took the longest to compute was that for the highest drop tolerance. It is
not known whether this is a true result, and if so what the reason is. A possible explanation
for the observed values is large uncertainty in our measurements.

4.4 Inner tolerance

The inner tolerance did not matter much for any of the values we tried; only in one case did
the number of iterations change at all.

It is unlikely that anything would be gained from trying other values for the inner tolerance.
A higher inner tolerance would make the inner loop converge faster, but we are already down
to only one inner iteration in almost each outer iteration; there is no room for appreciable
improvement here. A lower inner tolerance would force the approximate solution of the
normal equations to be more accurate. In general this should lead to a lower number of
outer iterations, which may decrease execution times. But in all our test cases, TGNPCG
already has the same number of outer iterations as exact Gauss-Newton, which solves the
normal equations exactly. It is obviously not possible to solve them better than exactly, so
we cannot hope to get a smaller number of outer iterations than the exact Gauss-Newton
algorithm.

In other words, there is nothing to gain here: neither the number of inner iterations nor the
number of outer iterations can be further reduced.
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4.5 Construction of Jacobian and residual

In Experiment 1 we observed that the construction of the residual and its Jacobian took
between 25% and 56% of the total execution time in the exact Gauss-Newton algorithm.

In other words, if we could find a way to reduce the time spent on constructing these quan-
tities, there is much to be gained. See Chapter 5.

4.6 Summary

Improvement in time performance was measured in some cases. Excluding the time spent
on updating the permutation of the Jacobian, execution time was lowered with up to 24%.
The relative error in the solution compared to using exact Gauss-Newton was in the order
of 10−10 or smaller. The permutation of the Jacobian was found to be of great importance,
as was using a good preconditioner. Other parameters, such as the tolerance of our inner
loop or the drop tolerance for incomplete Cholesky, showed little effect on our results.
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5 Future work

Several interesting topics for further study have been identified and are presented here.

5.1 Larger experiments

Some indications were found that TGNPCG may result in more gain for larger problems.
Experiments need to be done on larger datasets to explore this.

5.2 Reuse of Jacobian

Since the time for constructing the residual and its Jacobian was found to account for a
significant portion of the execution time of the bundle adjustment process – in come cases
even the majority of the execution time – the possibility of reusing the Jacobian for several
iterations is well worth investigating.

The structure of the Jacobian does not change much during the bundle adjustment. There-
fore it might be both possible and beneficial to reuse it for several iterations. Further re-
search is needed in order to determine if this is a feasible idea.

5.3 Reuse of permutation

We have investigated several permutations for the Jacobian and thus for JT J. The symamd
permutation was in some cases observed to significantly speed up the bundle adjustment
process, compared to using the naive colperm permutation. However symamd takes much
longer to compute. Since the structure of the Jacobian does not change much during the
bundle adjustment process, it may be feasible calculate the permutation once and then reuse
it throughout the entire bundle adjustment process. Another possibility would be to reuse
the permutation for several iterations, and recompute it when some criterion is met.

This idea is well worth inverstigating. If this can be done, the symamd permutation could
likely be used for speeding up the computations a significant amount.

5.4 Default permutation

In this work we have modified an existing exact Gauss-Newton implementation. This imple-
mentation constructs the Jacobian with a permutation that proved to be very unsuitable for



32(39)

use with incomplete Cholesky, causing the need to change the permutation in each iteration.
This takes quite some computation time.

In the previous section we discussed the possibility to reuse the calculated permutation
between iterations. Another idea is to construct the Jacobian in another way to begin with.
It is possible that this will yield acceptable performance even without using any functions
to modify the permutation.

5.5 Other preconditioners

The preconditioner has proved to be of great importance in this application. We have only
used the incomplete Cholesky preconditioner. A topic for future study is to investigate more
preconditioners.
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A Sparsity patterns

This appendix contains visualizations of the sparsity pattern of JT J under different permu-
tations. One set of plots is presented for each of the datasets used in this study.
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Figure 6: Permutations of JT J for the roma dataset.
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Figure 7: Permutations of JT J for the stpierre dataset.
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Figure 8: Permutations of JT J for the arn2 dataset.
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Figure 9: Permutations of JT J for the man dataset.
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Figure 10: Permutations of JT J for the cave dataset.
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