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Abstract 
Data caps and poor internet connections create major roadblocks for aspiring video content 

creators. This paper covers initial performance figures for a publishing paradigm that moves 

stream transcoding from server to client, reducing data usage when the source file size is 

larger than that of all streams. 50 test videos of low and high motion were created and 

benchmarked for data usage and encoding time against the video-streaming website YouTube. 

10 of those videos had their data usage reduced, by up to 53 %, but the increase in encoding 

time meant the paradigm typically increased total publishing time. The paradigm shows 

promise when lowered data usage is the singular goal, but more benchmarking is still needed 

to determine appropriate use cases and optimizations.  
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Introduction 
There is an ever-growing need in the world for storing and moving larger and larger amounts 

of data. Connections get faster, storage media become denser, and compression algorithms are 

more advanced than ever before. One area that has seen a particularly rapid growth in data-

usage is video streaming. In 2008, the largest video streaming website [1] did not yet support 

higher than 720p (1280x720) resolution [2], but in 2018 consumers can watch their favorite 

funny cat videos in as high as 8K (7680x4320), a resolution packing 36 times the number of 

pixels as 720p. 

 

THE BANDWIDTH PROBLEM 

As a content creator, providing a sufficiently high video resolution for viewers that can stream 

it can be key to capturing that audience. However, while viewers with slower connections have 

the option of choosing which resolution to watch at, tailoring their experience to what their 

network is capable of, the content creator does not have that luxury. To give viewers the 

alternative of streaming in 1080p, a source video must be uploaded in 1080p, and some creators 

simply cannot transfer that amount of data at once. 

The exact reasons may differ. Perhaps the creator is on a mobile connection with a monthly 

data cap, or maybe the creator lives in an area where internet connections are slow or unstable. 

Either way, such creators can greatly benefit from ways to reduce the amount of bandwidth 

needed to upload their videos. One possibility is to compress the content, a good way to trade 

computational complexity for a lower file size, but at the cost of image quality. This report 

details a different method, with a similar complexity to file size trade-off, involving a major 

shift in the uploading paradigm. 

The concept is to take the final step of the video-publishing process, where the uploaded video 

is re-encoded (transcoded) on a server into several streams in various resolutions and formats, 

and instead perform that entire step prior to uploading, handling it on the client’s side instead. 

In the case of easily-compressible content, this may reduce the amount of data that has to be 

uploaded when the total file size of all streams is less than the file size of the source video. Like 

with compression techniques, the trade-off for the client is that the transcoding may come at a 

significant computational cost. 
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VIDEO ENCODING, DECODING & TRANSCODING 

Video rendering is the process of converting a set of visual elements, such as images, effects, 

animations, and camera footage, into a series of uncompressed image frames that when played 

back in rapid succession appear as video. Such uncompressed images require large amounts of 

data, normally 24 bits per pixel in the case of 8-bit color video, which means that a single frame 

in 1080p is represented by about 6 MB of data (1920 * 1080 * 24 bits). 

 

 

Figure 1. Flowchart of the video rendering and encoding pipeline. 

 

Since such video requires too much data to practically store and transfer, compression 

(encoding) to either a lossless or lossy format is used to reduce the file size (Figure 1). Lossless 

compression can be de-compressed (decoded) to perfectly reproduce the original data, while 

lossy compression permanently discards some data to achieve a lower file size. This discarded 

data may be visible to the human eye as a distortion in the image, referred to as a “compression 

artifact”. 

Algorithms used to compress video can be broadly categorized as either intraframe or 

interframe. Intraframe compression refers to any algorithm that looks at a single frame and 

compresses based only on the contents of that single frame, in practice making such algorithms 

equivalent to image compression. Interframe compression refers to any algorithm that 

compresses a frame by only keeping data about how that image differs from previous or 

upcoming frames. Because interframe compression only encodes data about differences 

between frames, the less changes there are in a video from frame to frame, the less data is 

needed to store that video. 

Different video compression formats use different sets of algorithms of varying complexity and 

efficiency. Generally, the more complex formats can achieve the same video quality at a lower 

file size compared to simpler formats, but at the cost of a higher encoding and decoding 

computational time. H.264, also called AVC, is the most common format in use in 2018, and is 

well supported by all major platforms. Its first version was finalized in 2003 [3] and has since 
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then become adopted as an ISO standard. A newer and more complex format developed by 

Google is VP9, released as a first version in 2013 as an iterative improvement upon VP8 [4]. It 

is more efficient at compressing high-resolution video compared to AVC, capable of achieving 

the same visual quality at half the file size, but at the cost of an up to 10 times higher encoding 

time [5]. 

This complexity to file size tradeoff can also be made within a single format, as most modern 

encoding software (encoders) support different speed options, tuning modes, and algorithms. 

The longer the encoder spends encoding a video, and the more optimized the settings are for 

the video content, the lower file size can be achieved for the same quality. Beyond such tweaks 

there is typically only one way to further increase the quality of a compressed lossy video, 

which is to reduce the amount of compression by using more bits to encode a frame, thereby 

also increasing the file size. The number of bits used to represent a video is typically expressed 

as bit rate, or bits per second (bit/s), indicating the average number of bits used to encode a 

second of video. 

To convert a video from one compression format to another, or to change a property such as 

resolution or frame rate, the old format must first be decoded, and the data subsequently 

encoded into the new format, a process referred to as transcoding. If this is done from a lossy 

format, the compression artifacts from the previous encoding will carry over into the new 

encoding, adding on top of whatever artifacts the new encoding introduces. This means that it 

is undesirable to repeatedly transcode the same video multiple times between lossy formats, as 

the video quality permanently degrades each time. 

 

 

Figure 2. Flowchart of the standard transcoding paradigm. 
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BENEFITS OF CLIENT-SIDE TRANSCODING 

After a video intended for online publishing has been rendered and encoded by the client, it 

may then be uploaded to a video-sharing website for distribution. If that website offers video 

streaming, then it is common to transcode the video into a variety of different streams in a range 

of resolutions and formats (Figure 2). This is to ensure a smooth experience for all viewers, 

regardless of platform and connection. Because the transcoding is based on a single source 

video, it is important for that source video to be of sufficient quality, as its compression artifacts 

will carry over and add to the quality lost from further compressing each individual stream. 

To help users decide on what an acceptable minimum quality can be, websites may provide 

recommended encoding settings. YouTube, the website in focus for this report, recommends its 

users 8 Mbit/s for encoding standard-dynamic-range 1080p video in 30 FPS [6]. This means 

that a 10-minute video will encode into a 600 MB file, excluding any included audio tracks. 

One method that may reduce the amount of data to transfer is to perform the transcoding into 

different streams on the client’s side instead of on the server, and then upload each individual 

stream. Even though this creates multiple files to upload, their combined size may still be 

smaller than that of the single original video, depending on the content and encoding settings. 

 
Table 1. Every stream serviced by YouTube for an animated 720p, 24FPS video.  

The last 5 streams contain both audio and video, with size listed for the video portion. 

Resolution Format Size (MB) 

256x144 VP9 0.60 

426x240 VP9 0.60 

640x360 VP9 0.98 

854x480 VP9 1.54 

1280x720 VP9 2.86 

256x144 AVC 0.28 

426x240 AVC 0.42 

640x360 AVC 0.84 

854x480 AVC 1.37 

1280x720 AVC 2.15 

176x144 H.263 0.49 

320x180 H.263 1.52 

640x360 VP8 1.58 

640x360 AVC 2.01 

1280x720 AVC 2.12 
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As a case example to show the possible benefits of client-side transcoding, an animated 720p, 

24FPS video1 has been chosen that is 1 minutes and 14 seconds long, which implies a source 

file that is 46.25 MB in size (5 Mbit/s), if it was encoded using YouTube’s recommended 

settings. Using the --list-formats option for the stream-fetching software youtube-dl2, it is 

shown that this video was transcoded into 10 video-only streams and 5 streams with both audio 

and video (Table 1). The total size of all the video streams is 19.36 MB, 58 % lower than the 

expected size of the original 46.25 MB file. 

Also, of note is the properties of the three different categories. The first category currently 

consists of streams in the newer VP9 format, but that format may be replaced by the AV1 format 

in the future. AV1 is currently in development [7] and will provide improved compression. In 

either case, while VP9 is the most compression efficient format out of all the categories, it is a 

newer format and is not a worldwide standard, which means that platform support is not 

guaranteed. 

The second category consists of streams in the older AVC format. For many websites, this is 

the only supported type of stream due to its position as one of the best compression formats that 

is also compatible with most platforms. 

The third category consists of various streams intended for devices that are slow or have limited 

format support While other streams consist of video streamed separately from audio, this 

category integrates audio. The third category will be referenced to as the legacy category. 

These categories are important since the benefits of client-side transcoding increase as the 

number of streams become fewer or more highly compressed. For example, a client uploading 

to a website that transcodes its streams with the same settings as YouTube does, except only to 

AVC and no other formats, would benefit more from the paradigm shift. The streams would 

total only 5.03 MB, 11 % of the original 46.25 MB, and would take far less time to encode. For 

this reason, using YouTube as the reference streaming website for this study does not create an 

optimal scenario for the presented method, but rather one that should highlight both its positive 

and negative aspects. 

 

RELATED WORK 

Some work regarding optimization of video transcoding has focused on improving the format 

or the encoder settings [8, 9], optimizing for a cloud environment [10], and transcoding on-the-

fly [11, 12, 13]. In other words, these reports have had an enterprise server setting in focus. 

While such research is interesting and may be of some use, particularly more generally 

applicable studies on encoder optimization, they are ultimately directed towards the standard 

server transcoding paradigm that is not applicable for this study. 

                                                           
1 https://www.youtube.com/watch?v=K_azHzB6vgM – Spider Friend – Cyanide & Happiness Shorts 
2 https://rg3.github.io/youtube-dl/ – youtube-dl by Ricardio Garcia Gonzalez. 

https://www.youtube.com/watch?v=K_azHzB6vgM%20
https://rg3.github.io/youtube-dl/
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One area of research that is of great interest is transcoding prediction. Deneke, Lafond and 

Lilius performed a study in 2015 on a million random YouTube videos, and determined 10 

fundamental video characteristics that was used to train a neural network [14]. The network 

was then capable of predicting the transcoding time of videos with a 95.8 % accuracy. Joset and 

Coulombe propose a video file size estimation model that with a 98 % accuracy predicts H.264 

transcoded file size based on estimated video quality [15]. Because client-side transcoding is 

only situationally better than the standard paradigm, it’s important to know how much better or 

worse it will be in each situation, so the new paradigm can be used only when it makes sense. 

Looking to the future, if client-side transcoding would become widely supported, then another 

area of interest is to optimize transcoding for that use case. Which formats to support becomes 

a very important decision when the goal is to reduce both data usage and encoding time. The 

two primary formats in use by YouTube in 2018 is AVC and VP9, and [16, 17, 18, 19, 20, 21] 

provide performance comparisons for these formats and several more. Data savings is 

important, but also the ratio of encoding time to bits saved. A format that saves a lot of bits for 

a relatively low encoding time cost would be highly suitable for client-side transcoding, as such 

a format would not only reduce data usage, but also possibly total publishing time (encoding 

time + uploading time). 

 

RESEARCH QUESTIONS 

This paper aims to examine the qualities of the client-side transcoding paradigm in relation to 

the standard approach of transcoding on the receiving server. As the performance of this method 

is dependent on the exact properties of the streams being transcoded into, providing conclusions 

for any possible scenario is beyond the scope of the study. Instead testing will be limited to the 

exact streams provided by the video streaming website YouTube as of June 2018, with the 

following restrictions: 

• Only transcoding from the format H.264 will be considered. 

• Only the resolution 1080p at a frame rate of 30 will be considered. 

• Only standard-dynamic-range (SDR) video will be considered. 

Beyond precise performance results for this scenario, general conclusions will be drawn that 

allows the qualities of the method to be estimated for certain other scenarios as well. 

The research questions are as follows: 

• How does client-side transcoding affect data usage and encoding time for different types 

of video content? 

• How does client-side transcoding affect data usage and encoding time for different source 

video bit rates? 

• Are there practical scenarios where client-side transcoding reduces total publishing time 

(encoding time + uploading time)? 
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Testing Methodology 
Tests were performed on an i5-2500K processor without overclocking. Any part of a test 

resulting in unexpected values was repeated up to 3 times, to confirm if the values were 

representative or due to the testing machine being busy, thermally throttled, or in other ways 

giving incorrect results. 

 

Tests were based on a set of videos of the same resolution, format, frame rate, and length, but 

differing in content. The aspect of video content that affects data usage and encoding time is 

the ability for encoders to efficiently compress the content, which because of interframe 

compression is highly dependent on the amount of changes (motion) occurring in the video. For 

this reason, the testing videos was divided into two categories; low motion content and high 

motion content. 

 

TEST 1 – EFFECT ON DATA USAGE 

The goal of the first test was to establish a relationship between the type of video content, and 

how much that content is compressed by transcoding. The testing videos were uploaded to the 

YouTube platform, then using the youtube-dl software, the difference could be measured 

between the size of the source video and the total size of all available streams. This gave both 

clear numbers for how much data would be saved for the testing videos if client-side 

transcoding would be used, and it also showed which types of content compress more 

efficiently. 

 

Any video that is smaller than the total file sizes of its resulting transcoded streams could be 

removed from further testing, as there would be decidedly nothing positive to gain from client-

side transcoding in those cases. 

 

Since video rendering does not involve randomization, the output is identical every time given 

the same input, there was no need to repeat this test. 

 

TEST 2 – EFFECT ON ENCODING TIME 

The goal of the second test was to determine how much time was required to encode the streams 

YouTube normally transcodes into, for a given testing video, as well as the time required to 

encode the testing video using the YouTube recommended encoding settings. By subtracting 

the time to encode the streams from the time to encode the source video, the resulting value is 

the additional encoding time added by using client-side transcoding. 

It was impossible to know the exact settings to use when transcoding, both because YouTube 

keeps its settings a secret, because encoding is different on a home computer compared to on a 
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massively parallel server (with possibly better hardware acceleration), and because the settings 

are adjusted for each video using machine learning [22]. Therefore, the technique used was to 

try to match the bitrates and other publicly visible encoding settings, while also broadly 

optimizing the encoders as well as possible for the testing machine used. The resulting 

measurements were likely not perfectly representative, but they should roughly match what is 

possible to achieve in a home computer scenario, which is how client-side transcoding is meant 

to be used. 

The software used for encoding was FFmpeg3, using the bundled encoders libx264 (H.264), 

libvpx-vp9 (VP9), mpeg4 (3GP) and libvpx (VP8). Specific settings used for each encoder and 

video are listed below. Second-level bullet points indicate settings specific to each stream. For 

AVC/VP9 the streams are 144p, 240p, 360p, 480p, 720p and 1080p. For legacy the streams are 

176x144 (3GP), 180p (3GP) and 360p (VP8)4. 

 

• AVC: Medium preset, main profile, 2-pass VBR, no audio 

o 144p – Level 1.2 

o 240p – Level 2.1 

o 360p – Level 3 

o 480p – Level 3.1 

o 720p – Level 3.1 

o 1080p – Level 4 

• VP9: Row multithreading enabled, 2-pass VBR, no audio, speed 4 in the first pass 

o 144p – Speed 0 in the second pass, 0 tile columns, 4 threads 

o 240p – Speed 1 in the second pass, 0 tile columns, 4 threads 

o 360p – Speed 1 in the second pass, 1 tile columns, 4 threads 

o 480p – Speed 1 in the second pass, 1 tile columns, 4 threads 

o 720p – Speed 2 in the second pass, 2 tile columns, 8 threads 

o 1080p – Speed 2 in the second pass, 2 tile columns, 8 threads 

• Legacy: 2-pass VBR, no audio, 3 threads 

o 176x144 – Simple profile, level 0, 10 FPS 

o 180p – Simple profile, level 1 

o 360p – No additional settings 

 

Each video was transcoded twice, with the best result kept for analysis. 

 

  

                                                           
3 https://www.ffmpeg.org/ – FFmpeg 
4 The two final legacy streams, 360p (AVC) and 720p (AVC) were not encoded as they are near duplicates of the 
respective 360p and 720p streams in the AVC category. In this case copying will be faster than rendering anew.  

https://www.ffmpeg.org/
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ANALYSIS – EFFECT ON PUBLISHING TIME 

By subtracting the total size of all streams for a given video, from the size of the source encoding 

for that video, the result will be the amount of data saved by client-side transcoding. Divide that 

data savings by the additional encoding time required to achieve the savings, and the result 

becomes the bandwidth at which the additional encoding time is equal to the time required to 

upload the saved data. In other words, the result is the bandwidth at which there is no effect on 

publishing time. It can be expressed in the following manner. 

 

𝑎 − 𝑏

𝑐
= 𝑑 

 

a) Source video file size (Mbit) 

b) Total size of all streams (Mbit) 

c) Total transcoding time (seconds) 

d) Bandwidth (Mbit/s) 

Clients with lower bandwidth than the result of this equation will see a reduction in publishing 

time by using client-side transcoding, while clients with higher bandwidth will see an increase, 

for the given video. 

Of note is that the source video file size (bit rate) does not significantly impact the transcoding 

time. The source video will be decoded into uncompressed video prior to re-encoding as part 

of the transcoding process, and uncompressed video is always of the same bit rate for a given 

resolution. Decoding is inexpensive compared to encoding, by an order of magnitude using 

default encoding speeds [23], so the increased cost of decoding higher bit rate video can be 

largely ignored when estimating encoding time. This means that the relative encoding time cost 

of client-side transcoding goes down as the bit rate of the source video goes up, as the time 

spent encoding the source video, as opposed to transcoding the streams, will become a larger 

fraction of the total encoding time. 

Preliminary testing also shows that increasing source video bit rate does not affect stream file 

sizes in a meaningful way, for low motion content. This is likely because low motion content 

is represented well by 8 Mbit/s. Additional details gained from higher bit rates are too minor to 

be preserved during transcoding to a much lower bit rate. The main reason for increasing source 

bit rate in the case of low motion content, is when there are short intervals of high motion, 

where 8 Mbit/s causes noticeable artifacts. In those cases, raising source video bit rate will 

cause an increase in both quality and stream bit rate specifically during those intervals. 

However, since those intervals of high motion are very short in comparison to the entire length 

of the video, the average bit rate of the overall video will not be significantly affected. 

For these reasons, transcoding time and stream sizes will be assumed unaffected by source 

video bit rate. 
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Test Results 
50 different 1080p or higher stock videos were cut to be 10 seconds long and encoded at a 

maximum bitrate of 20 Mbit/s, at 1080p, 30 FPS. Frame interpolation5 was enabled to ensure 

that each video with a frame rate lower than 30 did not have repeated identical frames. Videos 

1–25 have low (but not zero) motion content, while videos 26–50 have high motion content. 

 

TEST 1 – EFFECT ON DATA USAGE 

The videos were uploaded to YouTube for transcoding. A URL to a playlist containing these 

videos labeled with their assigned indexes can be found at the footer of the page.6 Once the 

videos had finished transcoding, each individual stream had its file size measured. 

 

 

Figure 3. Size of all AVC streams for videos 1–25 uploaded to YouTube. 

                                                           
5 When converting a video into a higher framerate, some frames are normally repeated to fill in any gaps. 
Frame interpolation instead causes those frames to be blended with adjacent frames.  
6 https://www.youtube.com/playlist?list=PLi6DRmdxF17eImZW8FBFtbXqmqsbCmMep – The 50 testing videos 
uploaded to YouTube. 
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Figure 4. Size of all legacy streams for videos 1–25 uploaded to YouTube. 

 

 

Figure 5. Size of all streams for videos 1–25 uploaded to YouTube.  

The reference line marks the size of the videos when transcoded in 8 Mbit/s. 

 

Figure 3 and Figure 4 show the sizes of the resulting AVC and legacy streams as transcoded by 

YouTube, for videos 1–25 (low motion). Most videos are clustered around the 2–5 MB band 

for AVC and 2–4 MB band for legacy, with videos 2, 3, and 4 being clear outliers. These outliers 

were most likely improperly placed in the low motion category, as they contain rapidly 

changing lighting that should have been categorized as high motion. 
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The results for VP9 were estimated based on the results for AVC, offset by the average 

difference between AVC and VP9, as determined by measuring 25 other low motion YouTube 

videos. The result showed the total size of all VP9 streams being on average +8 % greater than 

the total size of all AVC streams (Table A2). Estimation was used for this metric because 

YouTube does not transcode videos with few views to VP9. A chart of the AVC versus VP9 

differences measured from these 25 videos can be found in the Appendix (Figure A1), along 

with a table of the videos and some of their properties (Table A1). 

Figure 5 shows the total size of all streams. The reference line at 10 MB marks the size of the 

videos once transcoded according to the YouTube recommended render settings, 8 Mbit/s. In 

this test, 11 of the 25 low motion videos ended up with streams smaller in total file size after 

transcoding, placing them below the reference line. 

Out of these 11 videos, the 10 with the lowest file sizes were subject to further testing to 

determine encoding time. There was no reason to further test videos that increase in size since 

the encoding time is also strictly longer than for the standard paradigm 

 

 

Figure 6. Estimated size of all streams for videos 26–50 uploaded to YouTube.  

The reference line marks the size of the videos when transcoded in 8 Mbit/s.  

 

Similar measurements (Figure 6) were made for videos 26–50 (high motion), with the only 

difference being that the same AVC to VP9 difference measurement from the low motion test 

was re-used. While this may create inaccuracies, this was deemed acceptable. The high motion 

tests were primarily done in case all 25 low motion videos displayed a benefit from client-side 

transcoding, in which case the high motion videos would show that a breakpoint does indeed 

exist where the method no longer grants any benefits. As this scenario never happened, and as 
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all high motion videos except video 38 displayed a higher total stream size than 10 MB even 

before counting VP9, the additional accuracy was deemed redundant. 

None of videos 26–50 has been subject to further testing, as their publishing times will be 

strictly higher using client-side transcoding. 

 

TEST 2 – EFFECT ON ENCODING TIME 

The streams transcoded from each testing video were analyzed with MediaInfo7 to determine 

bit rates and publicly visible settings used. Scripts were then created that encoded new streams 

using FFmpeg that as closely as possible matched the analyzed streams, while measuring the 

time required to perform the encoding. 

 

 

Figure 7. Encoding time for source videos using YouTube recommended encoding settings (8 Mbit/s). 

 

The time required to encode the source videos at 8 Mbit/s for each video is shown in Figure 7. 

For the typical publishing paradigm, this is the entire encoding time required, while for the 

client-side transcoding paradigm it is only a part of the entire encoding time. 

While all other videos except the ones shown in Figure 7 were excluded from further extensive 

testing, they were all encoded using the YouTube recommended encoding settings to show the 

difference in encoding time between low motion and high motion video (charts can be found in 

                                                           
7 https://mediaarea.net/sv/MediaInfo - MediaInfo 
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the Appendix). The average for videos 1–25 was 19.4 seconds, while the average for videos 

26–50 was 30.44 seconds. The average for the videos shown in Figure 7 was 16.6 seconds. 

 

 

Figure 8. Total transcoding time for transcoding source videos into all streams. 

 

 

Figure 9. Average transcoding time distribution between the three categories. 

 

0

20

40

60

80

100

120

140

160

180

200

1 5 6 9 10 11 12 17 23 25

Ti
m

e 
(s

ec
o

n
d

s)

Video Index

Total Transcoding Time

27,48

121,28

8,22

Average Transcoding Time Distribution

AVC VP9 Legacy



 
 

17 
 
 

 

Looking at the total transcoding time of all streams (including the source video encoding), 

shown in Figure 8, it is shown to be between ~120 seconds and ~180 seconds. The distribution 

of this transcoding time between the three categories (Figure 9), displays the difference in 

encoding time between AVC and VP9, with VP9 being 4.41 times slower than AVC in this test. 

Additional charts detailing transcoding time for each category can be found in the Appendix. 

 

ANALYSIS – EFFECT ON PUBLISHING TIME 

Using the publishing time equation described in the method, results from the previous tests 

were applied for each video, yielding the results shown in Figure 10. 

 

 

Figure 10. Bandwidth threshold for when client-side transcoding will reduce publishing time.  

Source videos encoded in 8 Mbit/s. 

 

The thresholds vary greatly, with the maximum being ~0.35 Mbit/s and the minimum being 

~0.04 Mbit/s. Of interest can be how these results compare to the results from the first test, 

specifically the amount of data saved from transcoding. 
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Figure 11. Bandwidth threshold (blue, solid) relative to data savings (orange, dashed, scaled to fit). 

 

In Figure 11, the data savings are listed as fractions of the source video size, divided by 1.7 to 

fit the same scale. From this chart it becomes apparent that in the case of the videos tested, the 

bandwidth threshold is closely related to the amount of data saved, which in turn is related to 

the amount of motion in the video. 

 

 

Figure 12. Bandwidth threshold for when client-side transcoding will reduce publishing time.  

Source videos encoded in 16 Mbit/s. 

0

0,05

0,1

0,15

0,2

0,25

0,3

0,35

0,4

0

0,05

0,1

0,15

0,2

0,25

0,3

0,35

0,4

R
el

at
iv

e 
Sa

vi
n

gs
 (

%
 o

f 
so

u
rc

e)

B
an

d
w

id
th

 (
M

b
it

/s
)

Bandwidth Threshold (8 Mbit/s) / Data Savings

0

0,2

0,4

0,6

0,8

1

1,2

1 5 6 9 10 11 12 17 23 25

B
an

d
w

id
th

 (
M

b
it

/s
)

Video Index

Bandwidth Threshold (16 Mbit/s Source)



 
 

19 
 
 

 

 

Figure 13. Bandwidth threshold for when client-side transcoding will reduce publishing time.  

Source videos encoded in 32 Mbit/s. 

 

Figure 10 shows thresholds for source videos encoded using the YouTube recommended 

encoding settings, 8 Mbit/s. Figure 12 and Figure 13 show that those thresholds are significantly 

higher for source videos encoded in 16 Mbit/s and 32 Mbit/s respectively, while the difference 

between the lowest and highest threshold remain the same. 

Similarly, increasing the processing power available will also affect the bandwidth threshold. 

Doubling the processing power would cut the encoding time in half, which would double the 

bandwidth threshold. This is clear from observing the publishing time equation. 
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Discussion 
An attempt will be made to answer the research questions, given the test results. The answers 

apply to SDR 1080p video in 30 FPS, transcoded to the streams used by YouTube in 2018 on 

a i5-2500K, unless otherwise noted. 

 

• How does client-side transcoding affect data usage and encoding time for different types 

of video content? 

Experiments suggest that data usage is dependent on the amount of motion present in the video. 

Low motion video shows a total size reduction of up to ~53 % after transcoding, with the exact 

number differing depending on the number of streams transcoded into, as well as their 

properties. High motion video increase in total size without exception, by around 150–200 %. 

25 high motion source videos required 30.44 seconds to encode on average, compared to 16.6 

seconds for the 10 low motion source videos with the most reduction in data usage, out of 25 

in total. Tests showed transcoding time for low motion content to require around 12–18 seconds 

per second of video. Transcoding time for high motion content remains unknown, as the 

knowledge was deemed redundant for content that increase in both file size and encoding time. 

 

• How does client-side transcoding affect data usage and encoding time for different source 

video bit rates? 

For the standard paradigm, increasing bit rate increased both data usage and encoding time. 

For client-side transcoding and low motion content, data usage will remain largely unaffected 

and encoding time will be slightly higher. The increase is due to the higher complexity of 

decoding higher bitrate video during transcoding, an operation which is still an order of 

magnitude faster than encoding the source video. There are no results for high motion content. 

 

• Are there practical scenarios where client-side transcoding reduces total publishing time 

(encoding time + uploading time)? 

For videos uploaded to YouTube that have been encoded using the YouTube recommended 

encoding settings (8 Mbit/s), tests show almost no practical scenario where publishing time will 

be reduced. The content would need to have very low motion, and the internet connection 

bandwidth would have to be about 0.15 Mbit/s or slower on average. 

Given a higher source video bit rate, the paradigm becomes more appealing. Tests show that 

for a 16 Mbit/s source, the connection bandwidth threshold is at about 0.6 Mbit/s, and for a 32 

Mbit/s source, the threshold is at about 1.5 Mbit/s. At this point the paradigm starts to look 

applicable even on faster connections, especially given a better processor than an i5-2500K. 
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MEASURING COMPRESSIBILITY 

A word or two should be said about compressibility, particularly about the compressibility of 

the 10 videos measured for encoding time. All videos shared the following properties: 

1. The camera does not move. 

2. Most of the video has no motion. 

3. The scene lighting is unchanging. 

These properties make for easily compressible content. While compressibility is something that 

can be measured by the human eye, computers can measure it more effectively using an 

algorithm such as Structural SIMilarity (SSIM), a measurement of the similarity between two 

images [24]. SSIM would allow software to determine the appropriate paradigm to use, which 

makes it possible to offload the decision of whether to use the paradigm to a smart application. 

For example, video editing software typically come with a bundled encoding suite. Upon 

choosing a preset made to fit a specific video streaming website, the software could measure 

the average SSIM of the video, check the internet bandwidth and processor of the machine, and 

then ask if client-side transcoding should be used to save data, if applicable. 

.  

APPLICATIONS 

The most obvious application is for clients with a data cap. The reduction is data usage has been 

shown to be as high as 53 %, which is without considering video content with close to zero 

motion, or no motion at all. Examples of such content could be slideshows or coding tutorials.  

Another application is for clients with poor connections, such as 

most clients in Venezuela on a broadband connection (Figure 14). If 

a connection is unstable to the point of frequently being interrupted, 

then it is important to minimize the time it takes to upload since one 

interruption may force the client to start over. For clients with stable 

but very slow connections, client-side transcoding may also decrease 

total publishing time, though in most cases only if the source video 

bit rate is increased beyond the recommended minimum. 

These applications change if the targeted video streaming website is some other than YouTube, 

as it matters a lot which streams the website provides. For websites that only provide the most 

compatible H.264 streams, encoding time will be shorter and the data savings greater, making 

the paradigm applicable to a wider range of clients. 

One property that has not been mentioned much in this report is the effect of increasing or 

decreasing the source video resolution. While this is beyond the scope of this study, one 720p 

video was examined during the initial research stages, and it showed an expected 58 % data 

usage reduction (Table 1). Given that 58 % is a greater savings than any of the 1080p videos 

Figure 14. Average 

broadband upload speed of 

Venezuela, April 2018. 

Image from Speedtest.net 
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tested in the study, an educated guess would be that increasing the resolution makes client-side 

transcoding perform worse, and decreasing the resolution makes it perform better. More 

measurements are needed to be certain, particularly relating to the effects on encoding time. 

 

CHALLENGES 

Since the video streaming website will receive more files compared to when the standard 

paradigm is used, any validation will have to be performed on each one of those files, which 

may be problematic if that validation is computationally expensive. The content of the video 

must be validated of course, but also the encoding properties and quality to ensure that the client 

used the correct settings, and that no errors occurred during encoding. 

Another issue is that of secrecy. How a video streaming website optimizes their video streams 

may be an important trade secret that the website wishes to hold on to, but it is also something 

that clients must be made aware of to some degree if they are to perform the transcoding 

themselves. This secret may at best be embedded into the source code of an executable. 

Lastly there is the question of implementation. Clients are unlikely to want to use client-side 

transcoding if it means manually encoding each stream, and websites are unlikely to want 

clients manually selecting 15 files specific from their file system to upload a single video. If 

client-side transcoding is to work in practice, it would need proper user experience support to 

make it as convenient as possible. 

 

LESSONS LEARNED & FUTURE WORK 

The main takeaway from this study is that benchmarking certain things, in this case a video 

publishing paradigm, can be very time-consuming. One can fill page after page of spreadsheets 

with data, and still only have enough to answer a very narrow band of questions about the 

subject. A good idea for future work is to both make sure that testing is fully automated, and 

that those tests are performed on a high-performance machine, or else no meaningful amount 

of work can be done on a larger set of testing videos. 

Future studies about this paradigm may want to explore different video streaming services, 

different resolutions, different frame rates and HDR versus SDR. It would also be interesting 

to more accurately connect compressibility and motion with the performance of the algorithm, 

using a measurement such as SSIM. 

Another area of interest is to compare this paradigm against different compression formats. In 

this study, the source video was always encoded in H.264, but how does the data savings versus 

encoding time trade-off look like for other formats, such as VP9, HEVC, or the upcoming AV1. 

If those formats are used instead, then how does client-side transcoding perform? 
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Then there is the question of whether this paradigm could be made to work on the platform 

where data caps are the most prevalent: smartphones. Intuitively it would seem like a poor fit 

because of the limited power budget, but processing technology is on the rise, and smartphones 

have the advantage of a more controlled and tightly-knit ecosystem, where a single application 

can handle everything from rendering, encoding, transcoding, and uploading. 

 

The final and perhaps most interesting aspect to explore is to transcode and upload in parallel. 

By uploading streams as soon as they have finished encoding, while other streams are still being 

encoded, the publishing time may be decreased significantly. 

 

CONCLUSION 

Client-side video-transcoding seems like it would have some real-world application, 

particularly for clients with a data cap. It can reduce the data usage for 1080p, 30 FPS, SDR 

videos with low motion content by up to 53 %, but at the cost of an encoding time increase that 

in most situations make it unsuitable for reducing publishing time. 

There are still many questions left to answer, especially regarding the performance of the 

paradigm in a wider range of scenarios, but also how to change the video-publishing pipeline 

to make the user experience remain convenient. Once these questions have received their 

answers, and if video streaming websites decide to build the infrastructure to support a new 

publishing paradigm, then client-side video-transcoding could become a situational but viable 

alternative to stronger compression. 
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Appendix 
 

Table A1. Length and stream sizes for 25 low motion YouTube videos. 

Nr. Length 
AVC 

144 

VP9 

144 

AVC 

240 

VP9 

240 

AVC 

360 

VP9 

360 

AVC 

480 

VP9 

480 

AVC 

720 

VP9 

720 

AVC 

1080 

VP9 

1080 

1 189 0,77 1,57 1,36 2,64 3,51 5,33 7,34 9,82 15,8 22,2 31,1 41,7 

2 439 2,01 3,14 3,41 5,37 8,46 10,3 16,5 17,9 30,3 38,3 51,4 78,5 

3 204 1,16 2,3 2 3,81 5,02 6,93 9,74 11,6 18,1 22,1 36,1 39,8 

4 767 5,45 6,98 10,5 15,8 27,3 29,7 54,6 52,6 110 108 235 210 

5 228 1,81 2,63 6,01 5,71 10,8 11 24,1 20,5 50,2 41,5 107 73,7 

6 69 0,15 0,35 0,26 0,35 0,65 0,78 1,18 1,24 2,04 1,9 3,9 3,17 

7 53 0,29 0,51 0,63 0,69 0,98 1,31 1,96 2,26 4,03 4,88 14,5 10,2 

8 142 0,74 1,38 1,22 2,43 2,84 4,67 5,36 7,94 10 17,4 18,1 34,6 

9 109 1,37 0,62 3,18 0,69 1,94 1,26 4,41 2,31 9,68 5,83 20,1 14,6 

10 190 2,51 2,21 5,53 3,01 6,78 5,5 13,8 9,12 26,6 17,7 49,1 31,2 

11 274 1,38 2,5 2,52 3,84 5,57 6,85 9,77 10,8 16,6 20,4 30,1 38,3 

12 240 1,2 2,09 1,97 2,54 5,53 4,19 9,94 5,71 16,7 9,35 26,1 15,1 

13 124 0,71 1,19 1,03 1,29 1,88 2,39 3,1 3,59 4,58 5,06 7,39 8,99 

14 80 0,74 0,75 1,25 1,11 2,39 1,91 4,45 3,03 7,35 5,67 11,6 10 

15 148 0,54 1,03 0,93 1,71 1,93 3,08 3,34 4,54 5,69 9,23 10,1 19,3 

16 292 0,97 2,24 1,65 2,94 3,69 5,06 7,1 8,49 13,9 19,9 26,5 45,4 

17 152 0,88 1,6 1,51 1,82 4,5 2,88 8,82 3,9 14,6 6,31 23,4 10,3 

18 85 0,23 0,61 0,36 0,66 0,74 1 1,15 2,74 1,76 2,74 3,03 5,54 

19 587 2,96 5,75 5,85 6,62 12,1 14,8 24,4 26,2 45,9 45,6 91,7 105 

20 205 1,09 1,92 1,9 2,47 3,69 4,51 6,87 7,06 11,3 11,4 17,9 19,4 

21 138 0,56 1,14 1,03 1,38 2,64 2,6 5,24 4,57 10,5 9,56 19,9 18,5 

22 45 0,61 0,46 1,32 0,56 1,21 1,13 2,6 2,03 5,27 4,58 9,65 10,7 

23 1155 4,17 10,3 6,43 8,76 24,8 13,7 39,4 19,1 57,1 30,8 87,1 51,5 

24 207 0,87 2,17 1,39 2,59 6 4,94 12,9 8,51 25,2 18,4 46,8 35,7 

25 333 1,76 3,5 3,12 5,36 7,44 9,95 14,3 16,6 26,5 34,2 51,5 69,5 
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Figure A1. Difference between the AVC and VP9 stream sizes for 25 low motion YouTube videos. 

 

 

Figure A2. Source video encoding time for testing videos 1–25, in seconds. 
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Figure A3. Source video encoding time for testing videos 26–50, in seconds. 

 

Table A2. Encoding times for the AVC category, in seconds. 

Index AVC 144 AVC 240 AVC 360 AVC 480 AVC 720 AVC 1080 

1 2,6 2,8 3,1 3,9 5,4 8,3 

5 2,8 3 3,4 4,3 6 8,9 

6 2,2 2,7 3,1 4,3 5,7 9,1 

9 2,4 2,9 3 4,1 6,4 11,2 

10 2,9 3,2 3,4 4,1 5,1 7,5 

11 2,4 2,6 2,9 3,8 5,8 9,8 

12 2,2 2,7 2,9 3,8 5,9 9,3 

17 2,2 2,6 2,8 3,7 5,8 11 

23 2,6 2,9 3,1 3,9 5,4 8,9 

25 2,5 2,9 3,1 4 5,9 9,6 
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Table A3. Encoding times for the AVC category, in seconds. 

Index VP9 144 VP9 240 VP9 360 VP9 480 VP9 720 VP9 1080 

1 5,6 6,1 6,8 10,4 18,7 39,7 

5 10,9 7,9 8,9 15,2 25,8 51,4 

6 15,7 10,5 13,5 20,2 26,7 52,8 

9 8 8,4 9,7 17 27,3 73,3 

10 8,3 6,2 10,8 15 16 41,6 

11 12,8 7,5 10,5 15,1 19,7 46 

12 12,3 7,7 9,6 14,8 21,3 46,6 

17 8,9 6,5 7,4 17 32 61,8 

23 6,4 6,4 7,6 14,2 23,9 70,1 

25 8,7 7,3 9,2 13,6 26,6 72,9 

 

Table A4. Encoding times for the legacy category, in seconds. 

Index 3GP 144 3GP 180 VP8 360 

1 2,2 2,4 4,2 

5 2,7 2,5 5 

6 1,7 1,8 4,9 

9 2,1 2,2 4,6 

10 2,6 2,7 5,6 

11 2 2,1 4,5 

12 1,8 1,9 4,7 

17 1,7 1,7 4,1 

23 2,2 2,3 3,9 

25 2,1 2,2 4,4 
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Table A5. Searches performed while exploring resources for this study. 

Keywords: youtube, transcoding, encoding, upload, vp9, avc, h.264 

Method: For all searches, the first 50 results were checked, sorted by relevance. 

Database Search Result Count Results of Interest (DOI) 

ACM youtube transcoding 972 10.1145/967900.968152    
10.1145/1509212.1509219  

transcoding 209 
 

 
youtube upload 1586 

 

 
video upload 22836 

 

 
video encoding 27776 10.1145/2713168.2713177  
VP9 5 

 

 
AVC 44 10.1145/1523103.1523165    

10.1145/2910017.2910625    
10.1145/1291233.1291239 

arXiv tl:youtube 45 
 

 
abs:youtube transcoding 1 

 

 
abs:youtube encoding 12 

 

 
tl:transcoding 9 10.1109/TPDS.2017.2766069  
abs:transcoding 20 

 

 
tl:vp9 0 

 

 
abs:vp9 0 

 

 
tl:avc 5 

 

 
abs:avc 23 

 

 
tl:h.264 0 

 

 
abs:h.264 2 

 

CiteSeerX youtube transcoding 594 10.1.1.567.1203  
video upload 46878 

 

 
video encoding 145124 10.1.1.177.9822  
h.264 417323 

 

IEEE youtube transcoding 13 10.1109/ISM.2015.100    
10.1109/ISM.2013.62  

avc vp9 12 10.1109/PCS.2013.6737766    
10.1109/ICM.2014.7071846    
10.1109/APNOMS.2017.8094162    
10.1109/PCS.2016.7906321    
10.1109/SPACES.2015.7058271  

h.264 vp9 20 10.1109/NBiS.2016.70  
h.264 encoding 2340 

 

 
video encoding 14477 

 

 


