
Identifying Hateful Text on Social Media
with Machine Learning Classifiers and
Normalization Methods
Using Support Vector Machines and Naive Bayes Algorithm

Sebastian Sandberg

Sebastian Sandberg
VT 2018
Examensarbete, 15 hp
Supervisor: Marie Nordström
Examiner: Eddie Wadbro
Kandidatprogrammet i datavetenskap, 180 hp





Abstract

Hateful content on social media is a growing problem. In this thesis, ma-
chine learning algorithms and pre-processing methods have been com-
bined in order to train classifiers in identifying hateful text on social
media. The combinations have been compared in terms of performance,
where the considered performance criteria have been F-score and accu-
racy in classification. Training are performed using Naive Bayes algo-
rithm (NB) and Support Vector Machines (SVM). The pre-processing
techniques that have been used are tokenization and normalization. For
tokenization, an open-source unigram tokenizer have been used while a
normalization model that normalizes each tweet pre-classification have
been developed in Java. Normalization include basic cleanup methods
such as removing stop words, URLs, and punctuation, as well as altering
methods such as emoticon conversion and spell checking. Both binary
and multi-class versions of the classifiers have been used on balanced
and unbalanced data.

Both machine learning algorithms perform on a reasonable level with
accuracy between 76.70 % and 93.55 % and an F-score between 0.766
and 0.935. The results point towards the fact that the main purpose of
normalization is to reduce noise, balancing data is necessary and that
SVM seem to slightly outperform NB.
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Chapter 1

Introduction

Since the launch of Word Wide Web in 1991, the use of internet has increased rapidly. E-
mails simplified communication and made cross-boarder interactions possible in a much
easier way. Today, newspapers, scientific research, and social interactions are something
that can be reached with the tip of your finger. With Facebook, social media became globally
popular among the general population. Sites like MySpace and Friendster had been around
prior to this, but did not manage to cater for the greater mass. Actors like Twitter, Instagram
and LinkedIn quickly recognized the potential and followed. In 2017, an estimated 2.46
billion people of the worlds population used social media to connect with friends and discuss
mutual topics of interest [23].

According to Internet Live Stats, 500 million tweets are being published each day [18].
Many of them with good intentions, others with more offensive ambitions. Some people
argue that the purpose of anonymity on the internet is to protect the individual behind the
screen, but it also enables trolls to threat and discriminate others without reprimands. Many
stakeholders on the market provide services to prevent hateful content. Facebook offers
functionality that proactively recognizes and prevent unwanted contact from users that pre-
viously has been blocked [16]. This is useful if the user approves every new contact, but
not in the case of public profiles. Filters for detecting hate speech could contribute to a
more humane tone on the internet and filter out unwanted comments that may be damaging
to individuals. There exist no formal definition of hate speech, Davidson et al. [5] defines
it as language that is used to express hatred towards a targeted group or is intended to be
derogatory, to humiliate, or to insult the members of the group.

In supervised machine learning text classification, algorithms are used to determine the
probability of a text string belonging to a certain class. First, the machine learning algorithm
undergoes a training phase. In this phase, the algorithm is presented with labelled strings.
During this phase the algorithm learns that specific words and combinations of words are
more frequently used for certain classes. When a certain performance measure has been
reached the algorithm terminates and the training phase is finished. The output is a classifier
that can be used to classify unlabelled strings.

Pre-processing methods can be used to enhance the accuracy of the classifier and filter out
unwanted data. One method for doing this is normalization. This thesis aims to use nor-
malization techniques together with machine learning algorithms to train classifier models
and evaluate and compare results of different combinations.

1



2(31)

Chapter 2 includes necessary background, presents a literature review and previous work
done in the field. Chapter 3 explain the methodology used within this thesis. Chapter 4
present the results and Chapter 5 discusses results and proposes future work.

1.1 Problem statement

In this thesis, machine learning classifiers are used to classify hate speech on Twitter. Two
machine learning techniques (Naive Bayes algorithm and Support Vector Machines) are
used to train the classifiers on a dataset containing original tweets. The dataset is pre-
processed with various normalization techniques. Both multi- and binary-class classifiers
are used, on balanced and unbalanced data. This generates a number of different combina-
tions of algorithms and data sets.

The purpose of this thesis is to evaluate and compare the combination’s performance in
terms of F-score and accuracy in classification.



Chapter 2

Background

Data mining using machine learning (ML) can be described as a combination of different
methods to automatically detect the pattern of a given set of data. This can be done in two
ways: supervised learning and unsupervised learning.

As described by Alpaydin [1], supervised learning can be used when the given dataset is
pre-labelled. During the training phase, the algorithm makes predictions about each data
point’s label by looking at the data and correct itself by looking at the label. The training
phase ends when the algorithm achieves an acceptable level of performance. Supervised
learning problems can be categorized as classification and regression problems. A classifi-
cation problem is when the resulting variable is a category, such as “orange”, “hate-speech”,
or “vehicle”. A regression problem is when the output variable is a real value, for example
“length”, “weight”, or “cost”. In unsupervised learning the label of each data point is un-
known. The goal is to find regularities and patterns in the input data. Unsupervised learning
problems can be categorized as association and clustering problems. An association prob-
lem is where you want to discover rules that describe large portions of data, such as people
that buy X also tends to buy Y. A clustering problem is where you want to discover the in-
herent groupings in the data, such as grouping customers by purchasing behaviour. If some
training data are labeled and some are not, it is possible to use a combination of supervised
and unsupervised learning called semi-supervised learning. This is useful since the process
of labeling massive amounts of data for supervised learning is often very time consuming.

Pre-processing of incoming data is when the data is altered in in a way that help the al-
gorithms during the training phase. This may include removal of noisy elements in the
text, correcting misspelled words and selecting important features that can contribute to an
accurate classification.

ML algorithms and pre-processing methods can be used for classification of social media
content [15], sentiment analysis [22], age-classification [10], urban planning [6], and much
more. This section will explain some of the most commonly used algorithms for supervised
learning along with pre-processing methods frequently used with these algorithms, discuss
challanges and give an overview of related work done in the field.
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2.1 Support Vector Machines

The standard definition of Support Vector Machines (SVM) was proposed in 1993 and pub-
lished in 1995 by Vapnik and Corinna Cortes [24]. It is a supervised machine learning
algorithm that can be used for both regression and classification purposes. The main idea of
the algorithm is to find a hyperplane that divides the dataset into two distinct classes. Often
the hyperplane is not easy to find, data points rarely line up perfectly, they are often shuffled
together in a linearly non separable order. To tackle these problems it is necessary to look
at the data in three dimensions rather than in two dimensions [1]. Imagine the dataset in
three dimensions, all the data points are inside the giant cube that represents the set of data
points. Which in the case of text classification corresponds to words found in the text, see
Figure 1.

Figure 1: Illustration of a hyperplane in 3d that divides the data points (cubes and cylin-
ders). The theory behind Support Vector Machines is to continue into higher
dimensions until such hyperplane can be found

Now imagine that you have a hyperplane and that you are able to separate the cubes from
the cylinders. This represents the mapping of data into a higher dimension, which in this
context is called kerneling. The idea of the kerneling is that the data will continue to be
mapped into higher dimensions until a hyperplane can be found to segregate it [1, 3]. SVM
were originally designed for binary classification but were later extended for multi-class
classification by converting the multi-class problem into a set of binary class problems.
They can be used to classify images, handwritten and machine written text etc.

2.2 Naive-Bayes classifier

Naive Bayes algorithm (NB) is a routine based on Bayes Theorem [21]. It is an algorithm
that ignores all possible dependencies and correlations among inputs and considers every
classified feature independent of any other feature [1]. As explained by Waldron [25], lets
say you have collected training data on 1000 pieces of fruit belonging to one of three classes:
banana, orange or other fruit. Three features are known about the fruits, whether it is long
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or not, sweet or not and yellow or not.

Table 1 Data collected on 1000 pieces of fruit with 3 known features. For each fruit, we can
see the number of pieces containing each feature and the percentage of the total amount of
that fruit.

Fruit Long Sweet Yellow Total
Banana 400 (80 %) 350 (70 %) 450 (90 %) 500 (50 %)
Orange 0 (0 %) 150 (50 %) 300 (100 %) 300 (30 %)
Other 100 (50 %) 150 (75 %) 50 (25 %) 200 (20 %)
Total 500 650 800 1000

From Table 1 you can see that 50 % of the fruits are bananas, 30 % are oranges and 20 %
are other fruits. Based on the training set of 1000 pieces you can also say that: From 500
bananas 400 (80 %) are Long, 350 (70 %) are Sweet and 450 (90 %) are yellow. Among
the 300 oranges none are long, 150 (50 %) are sweet and 300 (100 %) are yellow. From the
remaining 200 pieces 100 (50 %) are long, 150 (75 %) are sweet and 50 (25 %) are yellow.
Using a NB classifier, you now have enough information to be able to predict the class of
an unknown fruit. The probability of the outcome given the evidence can be phrased as the
probability of the likelihood of evidence times the prior probability of outcome divided by
the probability of the evidence (see equation 2.1).

P(outcome|evidence) =
P(likelihood of evidence) ·prior probability of outcome

P(evidence)
(2.1)

The intuition behind multiplying by the prior probability of outcome is so that more com-
mon outcomes get higher probabilities, and vice verse, which is a way to scale the predicted
probabilities. When introducing a new fruit, for example one that is long, sweet and yellow,
you can calculate the probabilities for each of the three outcomes. By choosing the outcome
with the highest probability you classify the new unknown fruit as being a banana. For the
full calculation see equations 2.2, 2.3 and 2.4. In the calculations the letters L, S, and Y
corresponds to Long, Sweet and Yellow, respectively.

P(Banana|L,S,Y ) = P(L|Banana) ·P(S|Banana) ·P(Y |Banana) ·P(Banana)
P(L) ·P(S) ·P(Y )

(2.2)

=
400
500 ·

350
500 ·

450
500 ·

500
1000

P(evidence)

=
0.252

P(evidence)
P(Orange|L,S,Y ) = 0 (2.3)

P(Other|L,S,Y ) = P(L|Other) ·P(S|Other) ·P(Y |Other) ·P(Other)
P(L) ·P(S) ·P(Y )

(2.4)

=
100
200 ·

150
200 ·

50
200 ·

200
1000

P(evidence)

=
0.01875

P(evidence)
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2.3 Pre-processing techniques

Text written on social media usually contains a lot of noisy elements. In this context, noise
can be described as content within the text that does not carry any meaning, this could be
punctuation, repeated white spaces and so-called stop words like “a”, “is”, and “that”. It
also includes extensive use of slang, informal acronyms and words that are miss spelled.
Due to this fact, pre-processing methods can be used to prepare incoming data for training.
Methods for doing this include normalization, stemming, tokenization, creating ontologies,
not-in-vocabulary replacement, finding semantic meaning of words and phrases and much
more. This section will further explain normalization and tokenization.

2.3.1 Normalization

Normalization, sometimes called feature scaling, is a method used to reduce the range of
independent variables or features in the data. It includes removal of noisy features that does
not contribute with information regarding the meaning of the text. While working with
Twitter data, it could be correction of misspelled words or removal of slang words [11].
This could be done by creating a dictionary with misspelled words/slang words and then
map them to their correct counterpart. Another approach could be to compare the simi-
larity of words in a tweet to a words that are available in the given language. Tools for
finding similarity in words are common, libraries for most of the common programming
languages can be used free of charge, for example FuzzyWords for Java1. Normalization
also include [22, 11]:

• Convert text into lower case.

• Remove URLs.

• Convert HTML and XML to their equivalent Unicode standard.

• Remove punctuation, numbers and extra white spaces.

• Remove stop words like ”a”, ”the”, ”is” etc.

• Remove all usernames starting with ’@’.

• Eliminate repeated letters in a word, like ”idiooooot” and replace it with ”idioot”.
Since the number of letters may be used to emphasize the strength of a specific word,
the replacement should not be ”idiot”, instead another ’o’ can be added to disguise
the two words from each other.

• Convert acronyms to equivalent sentence. For example, ”lol” to ”laughing out loud”.

• Convert emoticons to aliases.

2.3.2 Tokenization

Tokenizing words involves breaking words in the text into tokens. Each word in a text (a
tweet for example), is separated by a white space. This makes white spaces suitable as
delimiters for tokenization [8]. Consider the following sentence:

1https://github.com/xdrop/fuzzywuzzy
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“Chinese restaurants.. yesterday I think I ate the chefs cat :-/ #DontServeMeYourPet #Kit-
tyReadyForThePan #CAT”

After tokenization it would look like:

[”Chinese”, ”restaurants...”, ”yesterday”, ”I”, ”think”, ”ate”, ”the”, ”chefs”, ”cat”, ”:-/”,
”#DontServeYourPet”, ”#KittyReadyForThePan”, ”#CAT”].

The above example demonstrates tokenization done with a unigram model. Bigrams and
trigrams are also frequently used [15], they have the advantage of being able to capture
negations such as ”no good”, ”fucking awesome” etc. by combining two or three words
into one token.

2.4 Feature selection

It is common to select a subset of features from the input and let them represent the relevant
features of the original dataset [2], the process of doing such thing is called feature selec-
tion. A feature in this context is a unique token, for example ”happy” and ”sad”. Feature
selection techniques are useful for understanding data, reducing training of the classifier and
improving the performance of classification. Feature selection methods are generally cate-
gorized as filter-, wrapper-, or embedded methods. Filter methods use ranking techniques
as the measurable criteria of each feature. A suitable ranking criteria is used to score each
feature and a threshold tells the algorithm which features to remove. Ranking methods are
considered filter methods since they are applied pre-classification to filter out less relevant
features. Examples of filter methods are Correlation criteria and Mutual Information (MI).
Wrapper Methods try to use a subset of features and train the model using them. Based on
the inferences that can be drawn from the previous model, features can be added or removed
from the subset. These methods are usually expensive in terms of computational resources.
Common examples are forward selection and backward elimination. Embedded methods
are a combination of filter and wrapper methods [4].

2.5 Challenges

Text written on social media does not share the formality of academic writing and classic
journalism. The use of slang, informal acronyms, numbers as letters, URLs, hash-tags,
emoticons and makes it different from other text sources. One challenge is to normalize
without removing interesting information that in turn might generate a false positive re-
sult [8]. For example, it would be incorrect to automatically convert all instances of “4” to
“four”. Another challenge is understanding irony and sarcasm. Ironic or sarcastic writing
is common on social media. Understanding and distinguish irony is a difficult task. It in-
volves deep understanding of explicit and implicit information conveyed by the structure of
the specific language. Since the polarity of an ironic message is the opposite of what the text
says, this could lead to text being falsely classified [26]. When dealing with data of different
polarity and opinion, the structure of the dataset is something worth taking into considera-
tion. Since data sets might be unbalanced in terms of pre-labelled classifications, balancing
these sets might impose a lot of extra work, which could be considered a challenge [9].
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2.6 Related work

Davidson et al. [5] created a dataset using crowd-sourcing and let users at the machine
learning site Figure Eight (former CrowdFlower) label tweets as hate speech, offensive
language or neutral. They trained a supervised multi-class classifier and found that the
classifier had troubles distinguishing between hate speech and offensive language. They
also found that racist and homophobic tweets are more likely to be classified as hate speech
but that sexist tweets are generally predicted into the offensive language class. The set of
data they created are used within this thesis.

In their paper from 2017, Gosain and Sardana [9] compare different oversampling tech-
niques (SMOTE, ADASYN, Borderline-SMOTE and Safe-Level-SMOTE) for addressing
the problem of unbalanced classes. They used SVM, NB and Nearest Neighbor classi-
fiers over six datasets and observed a number of performance metrics (accuracy, sensitivity,
specificity, precision, F-score, G-mean and ROC area). They found that Safe Level SMOTE
is preferable. It outperforms all the other methods in terms of F-score and G-mean and most
of the other classifiers in terms of the other metrics.

In 2017, Gupta and Joshi [11] constructed a framework for denoising and normalizing
tweets in order to understand unstructured data in a better way. Denoising includes removal
of stop words, URLs, username, punctuation, and normalization includes conversion of non-
standard words to their canonical forms. They collected 25 000 tweets via twitter search
API and annotated them as positive, negative or neutral. After the pre-processing phase
they evaluated and compared the performance of their automatic pre-processing model with
manually pre-processed tweets. A subset of the 25 000 tweets were used for evaluation and
results showed that their model presented an accuracy of 88.08 %. Where accuracy in this
case is correctly pre-processed tweets divided by total tweets.

Jianqiang and Xiaolin [15] compared six pre-processing methods by using two feature mod-
els and four classifiers on five different Twitter data sets. They found that the accuracy and
F-score of classifiers were improved when using methods like expanding acronyms (“lol” to
“laughing out loud”) and replacing negation, but that removing URLs, stop words, and num-
bers made little difference. They also found that the Naive Bayes classifier is more sensitive
than Support Vector Machines when various pre-processing techniques were applied.

In their paper from 2017, Gao, Yu and Rong [6] report a social media analysis study pro-
posed by the Beijing Municipal Institute of Urban Planning and Design. They explored
techniques that can aid administrations in urban planning and improve the social sensing
and social perception abilities of these institutions. They developed a framework with a
comprehensive set of text mining algorithms to conduct text clustering, sentiment analysis,
and opinion mining on Chinese social media. Further, they constructed a domain ontol-
ogy of the urban planning of Beijing to help the text mining process. Evaluations were
conducted on two large data sets composed of micro blogs and WeChat articles about Bei-
jing’s residential community and school education system to demonstrate the framework.
The study shows that combining machine learning with knowledge-based approaches can
be powerful when analyzing social media content.

Guimarães, Rosa and Gaetano [10] show in their study from 2017, that sentiment analysis
of data collected on social media can be used to determine the age of the author. They
have performed experiments on 7 000 sentences to analyze relevant parameters for such
classification. The found that parameters, such as the use of punctuation, slang, and hashtags
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as well as the main topic of the sentence and the use of re-tweets may be useful in determine
age groups. They performed test with classifiers using Artificial Neural Networks, Decision
Trees, Random Forest, and Support Vector Machines in the Weka framework. They found
that the algorithm using deep convolutional neural network (DCNN) produced best result
in F-score.



Chapter 3

Methodology

When performing classification using pre-processing and machine learning techniques some
vital steps has to be taken. First, a set of data to train the algorithm(s) on must be retrieved.
Then, software for pre-processing must either be created or obtained before the data can be
taken as input to a piece of software that can run the algorithm(s) and produce a classifier.
Measurable criteria must also be established if the results are to be evaluated and compared
against other results. Figure 2 presents the course of the work during this thesis.

Figure 2: All processes in the experimental phase and the order of the workflow.

In this thesis, two of the most frequently used classifiers [8, 10], Naive Bayes algorithm and
Support Vector Machines has been trained and tested in the Weka environment [13] using
a pre-defined dataset. Weka contains a collection of machine learning algorithms for data
mining tasks. The algorithms can either be applied directly to a dataset via the user interface
or called within Java code. The pre-processing methods that has been used are normalization
and tokenization. Tokenization has been done prior to all classifications. Feature selection
has been done with the Correlation criteria method. Experiments has been carried out using
both the original and normalized data, with binary and multi-class classifiers, on balanced
and unbalanced data. The results has been evaluated based on accuracy in classification and
F-score.

The used SVM classifier implements John Platt’s sequential minimal optimization algo-
rithm for training a SVM classifier [20]. The implementation globally replaces all missing
values and transforms nominal attributes into binary. Multi-class problems are solved us-
ing the pairwise coupling method [14]. For NB classification, The standard Naive Bayes
Multinominal-classifier [19] has been used. There is no support for string classification
with SVM. To use SVM in Weka, the StringToWordVector-filter along with a chosen to-

10
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kenizer must be applied. All though Weka supports string classification with a NB clas-
sifier, this wont be investigated since SVM does not support it. Therefore the data will
always be tokenized prior to classification and all experiments will be conducted with the
StringToWordVector-filter applied.

3.1 Evaluation criteria

Accuracy and F-score are widely used when evaluating the performance of a classifiers
predictions [27, 22]. Accuracy can be described as number of correctly predictions made
divided by the total number of predictions made multiplied by 100. When doing classifica-
tion, accuracy is a good starting point, but there are other variables that should be taken into
consideration. Two of them are Recall and Precision. The formal definition of Recall and
Precision can be seen in equations 3.1 and 3.2.

Recall =
True Positive

True Positive+False Negative
(3.1)

Precision =
True Positive

True Positive+False Positive
(3.2)

In his article from 2017, Klintberg [17] describes recall and precision in a simple way. Think
of a scenario where an object either belongs to the class A or not (A or ¬A). If a classifier
has low recall but high precision it is very picky, all objects predicted to be of class A is
almost always correct, but it misses a lot of objects belonging in class A classifying them as
¬A. In contrast to that, if a classifier has high recall but low precision it is not very picky, it
classifies a lot of object belonging to A and find almost all of the correct ones, however at
the same time classify many of the ¬A as A. Ideally, a classifier with both high recall and
high precision is preferable. A way of summarizing recall and precision within one variable
is calculating the F-score. The F-score is the harmonic average of the precision and recall.
3.3 gives the formal definition.

F-score =
2 ·Recall ·Precision
Recall+Precision

(3.3)

For evaluation of the used classifiers and pre-processing techniques, both accuracy and F-
score has been used as the main criteria of evaluation.

3.2 Dataset

A labelled dataset obtained at data.word has been used to train and test the algorithms [5].
The dataset contains 24783 tweets, the pre-classification of each tweet has been conducted
by users at the artificial intelligence site Figure Eight (former CrowdFlower). Users who
performed the labeling was given the definition of hate speech presented in Section 1 as
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a guideline when manually classifying the tweets. The dataset is structured as a comma
separated file with five columns: count, hate speech, offensive language, neither, class and
tweet. Where count is the number of Figure Eight users who coded the tweet, 3 is minimum,
hate speech, offensive language and neither contains an integer specifying the number of
users who judged the tweet to be respective class. The class column contains the label for
majority of Figure Eighth users, 0 for hate speech, 1 for offensive language and 2 for neither.
The last column contains the actual tweet. By choosing a pre-defined dataset, experiments
could be conducted in an earlier phase, compared to retrieving the data manually.

Experiments has been conducted on both balanced and unbalanced classes, since studies
shows that unbalanced data with minority and majority classes can have an effect on per-
formance [9]. When balancing the classes, majority classes have been downsized to match
the size of the class with least instances. Classification has also been done using both multi-
class classifiers and binary class classifiers, investigating if there are any differences in per-
formance when comparing the models. For multi-class, the original dataset with all three
classes has been used. For binary classification the ”offensive language” class is removed,
leaving only ”hate speech” and ”neutral” left.

3.3 Pre-processing

3.3.1 Tokenization

As mentioned in the beginning of this chapter, the StringToWordVector filter present in
Weka has been used. It converts string attributes into a set of numeric attributes that repre-
sent word occurrence information from the text contained in the original strings. The filter
uses a predefined tokenizer called WordTokenizer, which is a simple unigram tokenizer that
uses the java.util.StringTokenizer class to tokenize the strings.

3.3.2 Normalization

As mentioned in Chapter 2 and in [2, 11, 22], normalization is a common method for prepar-
ing data for classification. For this thesis, a Java program has been created that normalize
each tweet by systematically altering it in the following way:

1. Removing punctuation/diacritics

2. Removing URLs

3. Removing usernames

4. Removing hashtags

5. Removing numbers

6. Converting camel case

7. Converting to lower case

8. Removing repeated characters

9. Removing stop words

10. Converting emoticons

11. Correcting misspelled words

12. Removing unnecessary white spaces

Items 1-8 and 12 in the above list are examples of basic cleanup rutines, methods like this is
commonly used in the pre-processing stage of classification [22, 11]. Item 9 (removing stop
words) can also be characterized as a cleanup instruction but it makes use of a pre-defined
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dictionary. Items 10 (converting emoticons) and 11 (correcting misspelled words) are not
basic cleanup instructions, they use dictionaries and alter content instead of removing it.

For stop words, the long list1 from the dutch site ranks online library has been used. The
java program simply reads the list and creates a dictionary containing all words in the list.
While reading the tweet, if a word that is present in the stop word dictionary is encountered,
it is removed. The purpose behind removal of stop words is mainly noise reduction, studies
shows that it has little impact on accuracy of classification [15].

For emoticons, a library called emoji-java2 has been used. It has dictionaries containing the
most common emoticons and different codings for them (HTML, Unicode, alias etc). In the
original data each emoticon is coded with an HTML decimal sequence, using EmojiParser,
the HTML code is mapped to Unicode standard. For instance, replacing &#128516; with a
smiley face. Then the string containing Unicode emoticons is parsed for aliases, for instance
replacing the Unicode angry smiley with the text alias ”angry”. The reason behind this is to
reduce noise and normalize all content to English words. Emoticons that are not supported
in EmojiParser were removed from the tweet.

Spell correction has been conducted with the aid of the FuzzyWuzzy3 Java library and a stan-
dard English dictionary4 obtained online. To expand the dictionary with frequently used
internet acronyms a list5 of such were also added. The conversion works like this: First,
build a dictionary using both the standard English dictionary and the internet acronyms.
Then, while reading the tweet, use the ratio method within FuzzyWuzzy to look for sim-
ilarity between words in the dictionary and the words in the tweet. Search for all words
with similarity above 80 %, if such words can be found the word is considered a misspelled
word and gets replaced by word with the highest score in the dictionary. For instance, “re-
sponsebility” gets replaced by “responsibility”. Correcting misspelled words has proven to
increase the accuracy of classification [8].

3.4 Experiments

Each ML algorithm and dataset combination were evaluated with and without the normal-
ization procedure presented in Section 3.3.2. The retrieved dataset is read by a script that
creates new directories needed to store the tweets in systematic way. It creates a new file for
each tweet containing the raw data of the tweet and places it in correct directory. Directories
0, 1, 2 for multi-class and 0 and 1 for binary class. The Java program then takes each file
containing the tweet and normalize the tweet based on the rules described in 3.3.2. After
normalization an .arff file is created by the script. The .arff file is the preferred file for-
mat for classification in the Weka environment. These files has been created for all dataset
combinations (unbalanced/balanced and binary/multi).

In terms of feature selection, a pre-defined version the filter method Correlation criteria
found within the Weka environment was used. It evaluates the worth of an attribute (feature)
by measuring the correlation between the attribute and the class using Pearson’s correlation

1https://www.ranks.nl/stopwords
2https://github.com/vdurmont/emoji-java
3https://github.com/xdrop/fuzzywuzzy
4https://raw.githubusercontent.com/sujithps/Dictionary/master/Oxford%20English%20Dictionary.txt
5http://www.smart-words.org/abbrevia tions/text.html
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coefficient, see equation 3.4 (Where xi is the ith attribute, Y is the class label, cov is the
covariance and var the variance.) [4]. Essentially it is a measure for quantifying linear
dependence between two continuous variables where the output varies from -1 to 1.

R(i) =
co v(xi,Y )√

var(xi) · var(Y )
(3.4)

Experiments were conducted with 10-fold cross-validation, which is a well known and fre-
quently used technique for evaluating classification algorithms [15, 2]. It is a technique that
partition the incoming data into 10 parts equal in size. Of the 10 subsets a single subset is
used as the validation data for testing the model, the remaining 9 subsets are used to train the
model. The cross-validation process is then repeated 10 times (folds), with each of the 10
subsets used exactly once as validation data. The results from all folds is then averaged to
produce a single estimation. In this particular case, the folds are selected to contain roughly
the same proportions of class labels.

The experiments were conducted in the Linux computer labs at the Department of Comput-
ing Science on Umeå University. The system ran on an Intel Core i7-4770 CPU @ 3.40GHz,
8 cores, 2 threads per core and 32 GB of RAM. All code developed for pre-processing can
be found in a repository6 at the departments gitlab servers, please send an e-mail for access
at cass@cs.umu.se.

6https://git.cs.umu.se/cass/ex-jobb.git



Chapter 4

Results

This section will start by showing the result from the proposed pre-processing strategy
which include tokenization, normalization and the use of feature selection. The section
will continue by showing the results, in terms of f-score and accuracy, retrieved from each
of the 16 classifications. To obtain class specific results, please see the the full output of the
conducted experiments found in Appendix A.

4.1 Pre-processing results

In Table 2, the result from the proposed normalization steps can be seen. Note that the
removal of repeated chars is sometimes conflicting with the correction of misspelled words.

Table 2 Examples that show the original tweet along with the normalized version of it.

Original Normalized
”@motherfucker: @queerlover
&#128544; &#128544; Happppppy
Birtdayyyy idiot u little fucker!!!!
Hope this is the year you finally die
NIGGAH!!!!! &#128127; &#128169;
&#128544;”

angry angry happy birthday idiot fucker
hope finally die niggah imp hanky angry

”@xxXXxxXXxx .............&#128544;
the Jonas brothers are such fags
#GayAsFuck #PrivilageRetardKids
&#128530; http://www.edrants.com/wp-
content/uploads /2018/04/jonasbroth-
ers.jpg”

angry jonas brother fag gay fuck privilege
retard kid unamused

”momma said no pussy cats inside my
doghouse”

momma pussy cat inside doghouse

”you dodge a bullet &#128517;
&#8220;@DaRealKha: All da bitches I
cut off pregnant or bound to be ....thank
God &#128591;&#8221;”

you dodge bullet sweat smile bitch cut
pregnant bound god pray

15
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Based on the rule of removing repeated chars the sequence ”Happppppy Birtdayyyy” is nor-
malized to ”Happpy Birtdayyy” (all repeated sequences with length >3 gets downsized to
3), but since ”Happpy Birtdayyy” is a close match to the English words ”happy” and ”birth-
day” the spell-correction module converts them to correct English. This happens because
the function handling repeated char removal is further up in execution and is performed
before spell correction. The tweets shown in Table 2 are original tweets altered in a way
to showcase as many normalization features as possible. Since tokenization is performed
in the Weka environment and explained in detail in Sections 2.3.2 and 3.3.1 no samples of
tokenization will be shown.

In terms of feature selection, the threshold for the ranking criteria was set to 0.02. This
was decided after extensive experiments on the four normalized data sets using thresholds
ranging from 0 to 0.08. These experiments showed that after 0.02, the performance of the
classifiers started to decrease rather than increase. Using this threshold approximately 50 %
of the features could be eliminated while both f-score and accuracy was maximized in all
cases. Among the top 20 features with a high ranking criteria are: bitch, trash, hoe, pussy,
jihad, faggot, nigger and shit.

4.2 Experimental results

The two ML algorithms were executed with all configurations, results are presented in Ta-
ble 3. Each configuration is presented along with accuracy and F-score, accuracy percentage
is rounded off to two decimals, potential increase or decrease is presented in percent. In or-
der to be able to evenly compare the classifier combinations, all values in Tables 5, 8, and 9
and Figures 3, 4 are retrieved from the normalization and tokenization experiments, even
though they in two cases are outperformed by the method using only tokenization.

Table 3 Summary of all classifier and pre-processing configurations tested during the ex-
perimental phase. Displaying F-score and accuracy for each combination.

Algorithm Dataset Configuration F-score Accuracy (%)

NB - Multi
Unbalanced

tokenization 0.873 88.38
normalization & tokenization 0.877 88.97

Balanced
tokenization 0.766 76.70
normalization & tokenization 0.787 78.64

SVM - Multi
Unbalanced

tokenization 0.878 89.28
normalization & tokenization 0.883 89.62

Balanced
tokenization 0.789 79.13
normalization & tokenization 0.808 80.88

NB - Binary
Unbalanced

tokenization 0.926 92.67
normalization & tokenization 0.921 92.20

Balanced
tokenization 0.876 87.58
normalization & tokenization 0.875 87.48

SVM - Binary
Unbalanced

tokenization 0.931 93.26
normalization & tokenization 0.935 93.55

Balanced
tokenization 0.896 89.58
normalization & tokenization 0.907 90.66
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In most cases, both F-score and accuracy slightly increase when normalization are added,
with the exception of NB with binary class classification (see Table 3). In that case, F-score
decrease with 0.11 % for balanced data and 0.54 % for unbalanced data while accuracy
decrease by 0.11 % for balanced data and 0.51 % for unbalanced. When looking at the
confusion matrices1 of these classifiers, it is shown that the classifier in fact classifies more
tweets as hate speech, but also falsely classifies more neutral tweets as hate speech. This
indicates that with normalization added, recall is increase, but precision is decreased. See
Appendix A for more details.

Table 4 Comparison of confusion matrices for NB binary-class classifier on unbalanced
data, showing predicted results with and without normalization. Bold indicates the maxi-
mum value between the two.

without normalization with normalization
hate speech neutral hate speech neutral <- classified as

1193 (83.43 %) 237 (16.57 %) 1209 (84.55 %) 221 (15.45 %) hate speech
173 (4.16 %) 3990 (95.84 %) 215 (5.16 %) 3948 (94.84 %) neutral

Looking at the average change over all cases, F-score is increased by 0.64 % for NB and
1.16 % for SVM . In terms of accuracy, the average increase is 0.65 % for NB and 1.03 %
for SVM. The most significant increase in both F-score and accuracy is seen when using NB
multi-class on balanced data (2.74 % and 2.53 %). Generally, it seems that the multi-class
classifiers show the greatest increase in F-score and accuracy when using normalization and
that SVM seem to benefit more from normalization.

Table 5 Comparison table between binary- and multi-class classifier in terms of F-score and
accuracy, bold indicates the higher score. All values are retrieved from the normalization
and tokenization experiments.

F-score Accuracy (%)
NB SVM NB SVM

Binary Multi Binary Multi Binary Multi Binary Multi
Unbalanced 0.921 0.877 0.935 0.883 92.20 88.97 93.55 89.62
Balanced 0.875 0.787 0.907 0.808 87.48 78.64 90.66 80.88

When comparing the binary class classifiers to the multi-class ones, overall score in F-
score and accuracy in classification peak when using binary ones, as seen in Table 5. The
greatest increase is when using SVM on balanced data (12.25 % increase in F-score and
12.09 % increase in accuracy). When looking at the values for each class in the multi class
experiments on unbalanced data, it is shown that the hate speech-class has an average F-
score of 0.249, which is not considered a good measure of performance (see Appendix A).
In practice, this means that the classifier, in many cases, are wrong about the hate speech
tweets and instead falsely classify them as offensive language. As an example, the SVM
classifier falsely classify 1 196 out of totally 1 430 hate speech instances, and as many as
1 067 of them as offensive language (see Table 6). This problem is corrected when using
balanced data, were F-score for the hate speech-class is increased from 0.241 to 0.736, and
the classifier correctly classifies 1 046 out of the total 1 430 instances of hate speech (see
Table 7).

1Confusion matrix is a way of showing the distribution of the classifiers predictions
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Table 6 Confusion Matrix showing predictions of the SVM multi-class classifier with un-
balanced data.

hate speech offensive language neutral <- classified as
234 (16.36 %) 1067 (74.62 %) 129 (9.02 %) hate speech
224 (1.17 %) 18489 (96.35 %) 477 (2.49 %) offensive language
51 (1.23 %) 625 (15.01 %) 3487 (83.76 %) neutral

Table 7 Confusion Matrix showing predictions of the SVM multi-class classifier with bal-
anced data.

hate speech offensive language neutral <- classified as
1046 (73.15 %) 245 (17.13 %) 139 (9.72 %) hate speech
267 (18.67 %) 1111 (77.69 %) 51 (3.57 %) offensive language
101 (7.06 %) 17 (1.19 %) 1311 (91.68 %) neutral

In this experiment, an uneven class distribution does not seem to have a negative impact
in F-score and accuracy. Classifiers using the unbalanced dataset consistently outperforms
the one’s using balanced data sets, as seen in Table 8. The greatest difference in F-score is
when comparing multi-class SVM where we get an F-score of 0.808 with balanced data and
0.883 with unbalanced, which is an increase by 9.28 %. The greatest difference in accuracy
is when comparing multi-class NB where it goes from 78.64 % to 88.97 % when switch-
ing from balanced to unbalanced data, which is in increase by 13.14%. The multi-class
SVM classifiers accuracy is also significantly increased, from 80.88 % to 89.62% (10.81 %).
However, the great difference in size between the unbalanced and balanced data sets must
be taken into consideration. In multi-class, the unbalanced dataset contains 24 783 instances
and the balanced 4 288. In binary-class, the sizes are 5 593 for unbalanced and 2 859 for
the balanced dataset.

Table 8 Comparison table between Unbalanced (UB)- and Balanced (B) data sets in terms
of F-score and accuracy, bold indicates the higher score.

F-score Accuracy (%)
NB SVM NB SVM

UB B UB B UB B UB B
Binary-class 0.921 0.875 0.935 0.907 92.20 87.48 93.55 90.66
Multi-class 0.877 0.871 0.883 0.808 88.97 78.64 89.62 80.88

When comparing the two ML algorithms, the experiments indicate that SVM configurations
consistently outperforms its corresponding NB configuration. Table 9 displays a compar-
ison between NB and SVM when executed on different configurations. Figures 3 and 4
illustrates how each classifier performs in relation to it’s corresponding counterpart using
the data from Table 9.

Worth mentioning is that the SVM classifier on unbalanced data were significantly slower
than equivalent NB classifier, with an execution time of 15 minutes, compared to about 35
seconds for NB.
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Table 9 Comparison table between SVM- and NB-classifiers terms of F-score and accuracy,
bold indicates the higher score.

F-score Accuracy (%)
Unbalanced Balanced Unbalanced Balanced
NB SVM NB SVM NB SVM NB SVM

Binary-class 0.921 0.935 0.875 0.907 92.20 93.55 87.48 90.66
Multi-class 0.877 0.883 0.787 0.808 88.97 89.62 78.64 80.88

Figure 3: Diagram showing the differences in Accuracy between NB and SVM running on
different data sets with both binary and multi-classes.

Figure 4: Diagram showing the differences in F-score between NB and SVM running on
different data sets with both binary and multi-classes.



Chapter 5

Discussion

A number of interesting conclusions can be drawn from the result of the experiments. To
begin with, the result indicates that unbalanced data does not have an impact on perfor-
mance. However, the unbalanced sets have much more data in its collection, which can be
the reason why it outperforms the balanced ones in F-score and accuracy [12]. For multi-
class, results show that the classifiers working on unbalanced data have a tendency of falsely
classifying tweets that should belong to the hate-speech class as belonging to the offensive-
language class. Presenting an average F-score of only 0.241, see Appendix A for details
and Table 6 for example. Distinguishing between hate speech and offensive language is
recognized as problematic[5]. However, when using unbalanced multi-class classifiers, a
major issue could be that the two classes share many features and since the offensive lan-
guage class is so much greater in size, 19 190 compared to 1 430, the features are found
more often in that class. Related work [9] and the experimental results therefor suggest that
the distribution of data should be balanced over all classes when working with multi-class
problems, especially if two or more classes share many features.

As seen in Table 3, the experiments suggest that both classifiers perform slightly better with
the proposed normalization added, with the exception of the NB binary-class classifier.
Looking at the individual class score in Table 4, the classifier finds more tweets containing
hate speech with normalization added, but it also falsely classifies more instances. This
could be explained by the fact that NB is known to be more sensitive to pre-processing
than SVM [15]. When summarizing the results, the NB classifier increased accuracy by
0.65 % and F-score by 0.64 while SVM increase accuracy by 1.03 % and F-score by 1.16 %
which further strengthen that SVM might improve more from normalization than NB [15].
Looking at the case of multi-class versus binary class, results show that the multi-class
classifiers benefit more from the purposed normalization steps. Overall the increase in
performance is not very impressive. These experiments and Jianqiang and Xiaolin [15]
suggest that the main contribution behind normalization is to reduce noise.

Both classifiers exceeds the 90 % mark in accuracy with an F-score going towards 1 when
the normalization methods have been used along with tokenization using a unigram-model,
see Table 3. In comparison to other studies [10, 26], this must be considered a decent per-
formance. Based on the conducted experiments, SVM seem to be preferable in all cases,
constantly outperforming its NB counterpart. The SVM binary-class classifier on unbal-
anced data achieves the highest score out of all combinations with an accuracy of 93.55 %
and F-score of 0.935.

20
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5.1 Future outlook

Normalization is something that could be expanded further by adding more steps to it, like
expanding acronyms and considering negations. Further work could also be to continue
working on a system for spell-checking since the proposed method in this thesis has room
for improvement. Many English words are syntactically similar but have completely differ-
ent semantic meaning, for example ”compliment” and ”complement”, ”break” and ”brake”.
These words are hard to distinguish from each other with the proposed method. Another
approach could be to build a dictionary with misspelled words [11], use n-grams [8] or
to use some of the existing open source spellcheckers, for example GNU Aspell or Hun-
spell. Acronyms could be expanded by using the same dictionary-based approach as spell
checking.

Negations could be addressed by using a bigram or trigram model for tokenization. This
procedure may improve accuracy of the classifier since negation plays a dynamic role in
classification [22]. To adress the potential problem of unbalanced classes, tools like Safe
Level SMOTE could be used [9]. Future work should also include the gathering of more
data, and carry out experiments on balanced dataset that are greater in size.

Facebook is currently working on solutions for hate speech detection. During his congress
hearing, Mark Zuckerberg [7] announced that the technology for automatically detecting
hate speech is not ready to deploy yet. However, he is confident it will be ready in five to 10
years. Perhaps in the near future, systems will be flagged when hateful comments are being
published and filter them out, or users may choose the tolerance level for themselves.

5.2 Conclusion

The conducted experiments shows that both NB- and SVM-classifiers along with normal-
ization are good choices when classifying hate speech on Twitter. The experiments gener-
ated results in F-score ranging from 0.766 to 0.935 and accuracy’s between 76.70 % and
93.55 %. Indications point towards the fact that SVM is preferable, slightly outperforming
NB in all cases. The purposed normalization method is something that, in most cases, in-
crease F-score and accuracy. Though, the increase is not significant. This thesis and related
work suggest that the purpose of normalization is first and foremost to reduce noise, not in-
crease performance. Regarding the differences between unbalanced and balanced data sets;
this thesis and related work show that it is essential to balance data over all classes when
working with multi-class problems, especially if classes share many features.
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Appendix A

Extended experimental results

Table 10 Naive Bayes (Multi-class, Unbalanced, 24783 instances) - Tokenization

Summary
Correctly Classified Instances 21902 88.3751 %
Incorrectly Classified Instances 2881 11.6249 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.208 0.016 0.440 0.208 0.282
1 0.955 0.320 0.911 0.955 0.932
2 0.789 0.034 0.822 0.789 0.805
Weighted Avg 0.884 0.255 0.869 0.884 0.873

Confusion Matrix
hate speech offensive language neutral <- classified as

297 966 167 hate speech
325 18321 544 offensive language
53 826 3284 neutral

24



25(31)

Table 11 Naive Bayes (Multi-class, Unbalanced, 24783 instances) - Normalization and
tokenization

Summary
Correctly Classified Instances 22049 88.9682 %
Incorrectly Classified Instances 2734 11.0318 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.181 0.013 0.458 0.181 0.260
1 0.961 0.319 0.912 0.961 0.936
2 0.804 0.031 0.839 0.804 0.821
Weighted Avg 0.890 0.253 0.873 0.890 0.877

Confusion Matrix
hate speech offensive language neutral <- classified as

259 1006 165 hate speech
269 18443 478 offensive language
37 779 3347 neutral

Table 12 Naive Bayes (Multi-class, Balanced, 4288 instances) - Tokenization

Summary
Correctly Classified Instances 3289 76.7024 %
Incorrectly Classified Instances 999 23.2976 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.656 0.116 0.739 0.656 0.695
1 0.808 0.163 0.713 0.808 0.758
2 0.837 0.071 0.855 0.837 0.846
Weighted Avg 0.767 0.116 0.769 0.767 0.766

Confusion Matrix
hate speech offensive language neutral <- classified as

938 355 137 hate speech
208 1155 66 offensive language
123 110 1196 neutral
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Table 13 Naive Bayes (Multi-class, Balanced, 4288 instances) - Normalization and tok-
enization

Summary
Correctly Classified Instances 3372 78.6381 %
Incorrectly Classified Instances 916 21.3619 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.698 0.127 0.733 0.698 0.715
1 0.833 0.146 0.741 0.833 0.785
2 0.828 0.048 0.896 0.828 0.861
Weighted Avg 0.786 0.107 0.790 0.786 0.787

Confusion Matrix
hate speech offensive language neutral <- classified as

998 332 100 hate speech
201 1191 37 offensive language
162 84 1183 neutral

Table 14 SVM (Multi-class, Unbalanced, 24783 instances) - Tokenization

Summary
Correctly Classified Instances 22127 89.2830 %
Incorrectly Classified Instances 2656 10.7170 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.138 0.010 0.456 0.138 0.212
1 0.965 0.324 0.911 0.965 0.937
2 0.819 0.030 0.848 0.819 0.833
Weighted Avg 0.893 0.256 0.874 0.893 0.878

Confusion Matrix
hate speech offensive language neutral <- classified as

198 1096 136 hate speech
195 18521 474 offensive language
41 714 3408 neutral
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Table 15 SVM (Multi-class, Unbalanced, 24783 instances) - Normalization and tokeniza-
tion

Summary
Correctly Classified Instances 22210 89.6179 %
Incorrectly Classified Instances 2573 10.3821 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.164 0.012 0.460 0.164 0.241
1 0.963 0.303 0.916 0.963 0.939
2 0.838 0.029 0.852 0.838 0.845
Weighted Avg 0.896 0.240 0.879 0.896 0.883

Confusion Matrix
hate speech offensive language neutral <- classified as

234 1067 129 hate speech
224 18489 477 offensive language
51 625 3487 neutral

Table 16 SVM (Multi-class, Balanced 4288 instances) - Tokenization

Summary
Correctly Classified Instances 3393 79.1278 %
Incorrectly Classified Instances 895 20.8722 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.694 0.117 0.749 0.694 0.720
1 0.758 0.108 0.778 0.758 0.768
2 0.922 0.088 0.839 0.922 0.879
Weighted Avg 0.791 0.104 0.789 0.791 0.789

Confusion Matrix
hate speech offensive language neutral <- classified as

992 272 166 hate speech
259 1083 87 offensive language
74 37 1318 neutral
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Table 17 SVM (Multi-class, Balanced 4288 instances) - Normalization and tokenization

Summary
Correctly Classified Instances 3468 80.8769 %
Incorrectly Classified Instances 820 19.1231 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.731 0.129 0.740 0.731 0.736
1 0.777 0.092 0.809 0.777 0.793
2 0.917 0.066 0.873 0.917 0.895
Weighted Avg 0.809 0.096 0.807 0.809 0.808

Confusion Matrix
hate speech offensive language neutral <- classified as

1046 245 139 hate speech
267 1111 51 offensive language
101 17 1311 neutral

Table 18 Naive Bayes (Binary-class, Unbalanced 5593 instances) - Tokenization

Summary
Correctly Classified Instances 5183 92.6694 %
Incorrectly Classified Instances 410 7.3306 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.834 0.042 0.873 0.834 0.853
1 0.958 0.166 0.944 0.958 0.951
Weighted Avg 0.927 0.134 0.926 0.927 0.926

Confusion Matrix
hate speech neutral <- classified as

1193 237 hate speech
173 3990 neutral
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Table 19 Naive Bayes (Binary-class, Unbalanced 5593 instances) - Normalization and tok-
enization

Summary
Correctly Classified Instances 5157 92.2044 %
Incorrectly Classified Instances 436 7.7956 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.845 0.052 0.849 0.845 0.847
1 0.948 0.155 0.947 0.948 0.948
Weighted Avg 0.922 0.128 0.922 0.922 0.922

Confusion Matrix
hate speech neutral <- classified as

1209 221 hate speech
215 3948 neutral

Table 20 Naive Bayes (Binary-class, Balanced 2859 instances) - Tokenization

Summary
Correctly Classified Instances 2504 87.5831 %
Incorrectly Classified Instances 355 12.4169 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.883 0.132 0.870 0.883 0.877
1 0.868 0.117 0.881 0.868 0.875
Weighted Avg 0.876 0.124 0.876 0.876 0.876

Confusion Matrix
hate speech neutral <- classified as

1263 167 hate speech
188 1241 neutral

Table 21 Naive Bayes (Binary-class, Balanced 2859 instances) - Normalization and tok-
enization

Summary
Correctly Classified Instances 2501 87.4781 %
Incorrectly Classified Instances 358 12.5219 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.916 0.167 0.846 0.916 0.880
1 0.833 0.084 0.908 0.833 0.869
Weighted Avg 0.875 0.125 0.877 0.875 0.875

Confusion Matrix
hate speech neutral <- classified as

1310 120 hate speech
238 1191 neutral



30(31)

Table 22 SVM (Binary-class, Unbalanced 5593 instances) - Tokenization

Summary
Correctly Classified Instances 5216 93.2594 %
Incorrectly Classified Instances 377 6.7406 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.820 0.029 0.907 0.820 0.862
1 0.971 0.180 0.940 0.971 0.955
Weighted Avg 0.933 0.141 0.932 0.933 0.931

Confusion Matrix
hate speech neutral <- classified as

1173 257 hate speech
120 4043 neutral

Table 23 SVM (Binary-class, Unbalanced 5593 instances) - Normalization and tokenization

Summary
Correctly Classified Instances 5232 93.5455 %
Incorrectly Classified Instances 361 6.4545 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.852 0.036 0.891 0.852 0.871
1 0.964 0.148 0.950 0.964 0.957
Weighted Avg 0.935 0.119 0.935 0.935 0.935

Confusion Matrix
hate speech neutral <- classified as

1218 212 hate speech
149 4014 neutral

Table 24 SVM (Binary-class, Balanced 2859 instances) - Tokenization

Summary
Correctly Classified Instances 2561 89.5768 %
Incorrectly Classified Instances 298 10.4232 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.869 0.077 0.919 0.869 0.893
1 0.923 0.131 0.875 0.923 0.899
Weighted Avg 0.896 0.104 0.897 0.896 0.896

Confusion Matrix
hate speech neutral <- classified as

1242 188 hate speech
110 1319 neutral
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Table 25 SVM (Binary-class, Balanced 2859 instances) - Normalization and tokenization

Summary
Correctly Classified Instances 2592 90.6611 %
Incorrectly Classified Instances 267 9.3389 %

Detailed accuracy By class
Class TP Rate FP Rate Precision Recall F-Measure
0 0.897 0.084 0.914 0.897 0.906
1 0.916 0.103 0.899 0.916 0.907
Weighted Avg 0.907 0.093 0.907 0.907 0.907

Confusion Matrix
hate speech neutral <- classified as

1283 147 hate speech
120 1309 neutral


