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Abstract

Cardiovascular diseases are very prominent in western countries. This thesis
examines three different convolutional neural networks (CNN) and their
abilities to classify ultrasound images of the carotid artery wall to a risk
level of atherosclerosis. The models are LeNet, VGG16, and VGG19. They
are evaluated in terms of accuracy, precision, recall and f-score. Two datasets
are used. One with three classes and one with two. This means every metric
except accuracy is calculated for each individual class. The results from the
experiments are also put into context to other studies within the area of
medical image analysis. LeNet is shown to be the only model that actually
manages to find features that distinguish each class from one another. Using
a percentage split of 66/33 it reaches a 44.57% accuracy for the three class
dataset, and 69.41% accuracy for the two class. Cross validation gives
42.08% and 69.13% accuracy respectively. The results show LeNet to be
the better model. But a further examination deduces that this does not have
to be the case. When making a comparison the other studies, it becomes
obvious that the simple nature of the experiments are not enough to draw
a decisive conclusion.
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1. Introduction

Atherosclerosis is a cardiovascular disease that may cause coronary hearth
disease, carotid artery disease, and peripheral artery disease [1]. It is one of
the leading cause of death in western countries. Features from ultrasound
images of the carotid artery wall (the artery in your neck) can be used
to estimate a risk level for the patient. The different layers of tissue are
infiltrated by atherosclerosis disease with lipids and calcium, which results
in the wall thickening. Making a risk estimation is not an easy task to
perform and no diagnosis gives an exact value of risk. The area of interest
is very small and the relevant features are hard to distinguish. This has
resulted in a need for better methods for making the predictions. This
study was done together with Medicinsk teknik, forskning och utveckling
(MT-FoU) at Västerbottens läns landsting (VLL). They provided data and
expert annotation for the experiments. MT-FoU has been looking into more
effective methods to see if it is possible to increase the accuracy of the
prediction. Methods for automatic classification became an interesting area
to explore. A good first step is to examine how one of the more prominent
methods within medical image analysis performs in the area.

Medical image analysis has been present within computer science since the
1970s [2]. In the late 90s supervised learning techniques, where a training
set is used to develop a system for analyzing, were becoming increasingly
popular within the area. Today, one of the most popular methods used are
convolutional neural networks (CNN). Even thought they have been studied
since the late 70s, they made their breakthrough in the early 2010s and has
increased in popularity ever since. They are now one of the goto methods
for medical image analysis [2], [3], [4], [5].

CNN is a deep learning technique that implicitly performs feature extraction
on image data. They generally require rather large training sets, of tens of
thousands and sometimes even millions of images [3]. However when trained
properly, they may showcase great performance. In some applications they
may even surpass human capabilities [6]. Depending on usage they vary in
architecture, training, and combination with other methods.

This paper will evaluate the performance of three CNN classifier on the ul-
trasound images of the carotid artery wall. These are LeNet, VGG16, and
VGG19. First the basics of CNNs will be described together with com-
mon training and testing techniques for neural networks. Then performance
factors and evaluation methods for related works within the area will be
examined. Then follows a description of the dataset and methodology for
performing the experiments. The results are presented and discussed, lead-
ing into a conclusion and suggestion for future work.
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2. Research questions

This article will attempt to answer the question:

• In terms of: accuracy, precision, recall and f-score. How do the LeNet,
VGG16, and VGG19, CNN models perform, compared to each other
when classifying images of a patients carotid artery wall to a risk level
of atherosclerosis?

These three models are a good starting point for a first study within the
specific area of classifying ultrasound images of the carotid artery wall. The
results will be used to compare the models with each other. The goal is to
give an introduction and base for others to stand on when further examining
the same area. Hopefully one of the models can be recommended for any
future work.

3. Background

When performing image analysis it is important to efficiently be able to
extract features, something traditional machine learning methods have had
some difficulties with. Deep learning is one of the methods that has allowed
for this. These methods teach themselves what to look for without any
external help. There are of course different methods besides CNN that also
can achieve this [7].

CNN has seen usage in medical image analysis since the late 90s. Much
of the work that has been done in the recent years have surrounded the
development of different CNN models for application within medical image
analysis. Even though these models are much more complex their general
structure is still the same [2], [3], [4], [6], [8], [9].

The medical image areas where CNNs are applied vary a great deal. It
may be used on ultrasound, magnetic resonance imaging (MRI), computed
tomography scans (CT-scans) and more. Their purpose is not solely to
classify. They may be used for segmentation, localization, detection, and
registration [2], [10], [11].

3.1. Convolutional neural networks

Convolutional neural networks may be seen as more extensive neural net-
work. There are three main differences.

CNN maps local fields of the input neurons. In practice, this means that
instead of mapping each pixel of an input image to a first-layer neuron, fields
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Figure 1: An example of how pixel-fields from an input image is mapped to
the convolutional layer.

of a given pixel size will become the input. Therefor, a three times three
sized region representing nine pixels will connect to one hidden neuron. This
is the convolution-layer. Figure 1 shows an example of how this works.

Weights in the networks are shared globally. Using a previous image exam-
ple, that means every node in the convolution-layer will react to the same
feature of an image, regardless of where it is located. Therefor if a CNN is
trained to classify pictures containing a cat. It will react to the features of
that cat regardless of its placement within the image. This does however not
limit the CNN to only recognize one feature. A CNN may contain several
convolution-layers which may react to different things.

CNN utilizes the so called pooling-layers. In the pooling-layers, the results
from a field in the previous layer is summarized into one single neuron. There
is an unique pooling-layer for each previous layer. If a CNN has two layers
trained to recognize cats and dogs respectively, there will be two subsequent
pooling-layers. They can be thought of as a way of asking the network if
whether or not a feature is found anywhere in a region of an image.

Generally, the pooling-layer is followed by a final layer with output nodes.
Every output neuron is connected to every pooling-layer. The output be-
comes the final classification of the image.

This is an overview of the most basic CNN architecture. However most
applied version will be a lot more elaborate with many different kinds of
layers and pooling. This might include other types of layers than those
mentioned in this article [12], [13].
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3.2. Training and testing techniques

There exists different techniques for training and testing neural networks.
Two of these are percentage split and cross-validation. Out of these two
cross-validation has been the most common in similar studies. Both do
however have their respective pros and cons [3], [14], [15].

Percentage split is a very basic technique. The dataset is split up into two
parts. One becomes the training set. This is used by the network to train
on and learn the features of the data. The other becomes the test set, which
is used to test the network after it has been trained. It is common to use
around two thirds of the dataset for training and the rest for testing. This
method is generally very time and memory effective. A potential problem
is that it could give very varying results. One specific split might give great
performance. This could be misleading, as in general, the performance would
be worse.

Cross-validation or ’k’-fold cross-validation is the more common technique
and has been used in many similar studies within the area. The original
subsample is split into ’k’ subsets. Out of these, one is kept for later use as
validation data and the other remaining ’k-1’ subsets are used for training.
The classifier is then trained and tested. The result is saved and the process
is repeated until every subset has been used as a validation set. The result
from each iteration is then averaged to give a single result. Unlike percentage
split, this method is somewhat time and memory consuming. However, all
of the data is used for both training and testing. This tends to yields result
which gives a better overview of the classifiers performance [16].

3.3. Related work

A lot of the work with CNN that has been done in the recent year, have
focused on medical image analysis [2]. It seems that CNN has been estab-
lished as a well working method for various applications within the area.
The work that is currently being done tends to focus on development of new
models, preprocessing, and ways of optimizing training.

CNN brings two major problems. Both have to do with how to train the
networks. Firstly, training from scratch requires rather large datasets. In
the field of medical image analysis this is may be a very hard requirement
to meet. Expert annotation is expensive and the (potential) diseases are
usually not very common. This leads to a lack of data. Secondly, training
is often a complicated process as there are often convergence issues and
problems with overfitting. This makes training the networks from scratch
a very hard and time-consuming task [5]. Besides the development of new
models with unique properties, there exists methods to circumvent these
problems and further increase performance.
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3.3.1. Performance factors

A survey by Radboud University Medical Center in the Netherlands [2] cov-
ering over 300 articles on the subject of medical image analysis discussed
CNN models, training methods and more. They put great focus on ex-
amining the training of networks and implied that how the training was
performed, tended to be the main factor behind the networks performances.
One popular way of training has been to use natural images (which could
be anything from birds to bees) for basic training, and images from the ap-
plication area for fine tuning [14], [17]. This method counters the problem
with small dataset sizes. Even though Radbound put a lot of focus in the
training aspect. They did mention models such as VGG and LeNet which
are used in this study, and their impact in the field. They also discussed
VGG and similar networks, and their respective places in current research.
Many may not be seen as state of the art, but are still deemed relevant to
this day.

A study by the National University of Sciences and Technology in Islam-
abad, Pakistan [17], put more focus on evaluating different CNN models.
They did also make use of the pre-training method to elevate their percent-
age of correct classifications. However, the main focus was two different
architectures: GoogLeNet and ResNet. They examined their performance
when classifying MRI-images of brains that were affected with different lev-
els Alzheimer’s disease. Their results were significantly better than previous
studies that had been used for the same application. For them, the archi-
tectures were more important than the training methods. They did however
point out the training methods to be a factor in performance.

Another survey at the Department of Electronics & Telecommunication En-
gineering, SKNCOE Vadgaon Bk. Pune [18], was focusing on brain tumor
diagnosis using image processing. The survey was not solely evaluating CNN
methods, but is still deemed relevant to this study. They drew the conclu-
sion that appropriate feature extraction and selection on the images, had a
great impact on the classification results. For them preprocessing was the
bigger focus point. Granted, they mentioned this as a possible result of the
structural and spatial variability of the brain. But it can not be excluded
to also be a factor in other areas as well.

Training, models, and combination with other methods may therefor all be
seen as major factors in optimizing performance. It is however hard to point
out a specific reason for one being a more prominent factor in one study than
in another. It can be assumed that the context varies a great deal between
the different studies, and there exists factors that are invisible to the reader.
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3.3.2. Evaluating classifiers

When illustrating the diagnosis ability of a classifier, receiver operating char-
acteristic (ROC) curve has been the method of choice for many. This is how-
ever mainly used for binary and not multi-class classifiers. In the given set,
the outcome is multi-class. This makes it harder (not impossible) to show-
case the performance on the classifier using the ROC curve. In other work
that has been done on multi-class classifiers, evaluation of the performance
have commonly been done using four different terms: accuracy, recall (sen-
sitivity), precision (positive predictive value), and f-score [19]. These terms,
like ROC-curve, are best applied with binary classifiers. However, they may
be used for multi-class. Different studies choose to focus on different things,
but it is common for accuracy to be given a little bit more weight when
evaluating performance [3], [17], [19], [20].

There is a distinct meaning to these terms and they are best explained
by giving binary examples. With binary classifiers, there are four possible
outcomes: true positive(TP), true negative(TN), false positive(FP), and
false negative(FN) [19], [21], [22], [23].

Accuracy of a classifier would be determined by the correct number of clas-
sifications from all the predictions that were made. This is used to get a
percentage of correct classifications. The formal definition is:

Accuracy = TP + TN

TP + TN + FP + FN
. (1)

Precision may be thought of as the classifiers exactness and attempts to
answer the question: what proportion of the positive classifications were
actually correct? In other words, when making a classification, how often is
that specific class classified correctly? One class might have perfect preci-
sion, meaning it always is classified correctly. Another might have very low
precision, meaning it is almost never classified correctly. This would result
in a mediate accuracy but high precision for one class and low precision for
the other. Using the binary example it would be defined as:

Precision = TP

TP + FP
. (2)

Recall can be considered as a measure of a classifiers completeness and
attempts to answer the question: what proportion of actual positives were
identified correctly? The formal definition would be:

Recall = TP

TP + FN
. (3)

F-score is a way of conveying the balance between precision and recall. It is
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a popular metric to use because of the overview it provides for the results.
It is defined as:

F-score = 2 ∗ ((Precision ∗ Recall))
Precision + Recall . (4)

When applying these terms to multi-class classification there have to be an
addition of the concept of one-vs-all. Essentially this says that previously
mentioned terms will be calculated for each individual class. If there are
three classes for a classifier, there will be three different values for precision,
recall, and f-score [24].

4. Method

The CNNs were trained and tested with two different techniques. The eval-
uation was done by comparing the results between the models as well with
similar studies within the area.

4.1. Dataset

A dataset consisting of 6,472 images from 4,719 different patients was used to
for training and evaluation. It was provided by VLL. There are more images
than patients because there may be more than one image from each patient.
This is because during a normal examination, there are four different scans
made from four different angles on the same person.

The images are divided into three different classes, with each indicating a
risk-level of atherosclerosis. This is only represented by a group number:
1, 2 or 3. The true meaning of the group number (the different levels of
risk) was deemed irrelevant for the study. The focus is on evaluating CNNs
ability to classify the images, not understanding why it does what it does.
None of the images contains any personal information. They only come with
a classification. Therefor, no ethical dilemmas exists with using them.

The original images are rather large and filled with noise, as the carotid
wall takes up a very small part. Therefor the images were preprocessed.
The area of interest was cut out and reformatted into a separate image.
This also led to the images not all being in the same format, as the size of
the wall varies. Figure 2 shows an original image and 3 shows a cropped
version. The variance in size was a problem. However, the alternative was
to examine the whole image itself, which seemed unreasonable.
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Figure 2: An example of the original ultrasound images. The marked area
on the right image is the area if interest.

Figure 3: An example of a cropped image, where the area of interest has
been extracted from figure 2.

4.2. CNN architectures

The platform that was used for the experiments included seven different
CNNs [25]. These were:

• AlexNet

• LeNet

• SimpleCNN

• VGG16

• VGG19

• ResNet50

Jakob Vesterlind 8 June 4, 2018
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• InceptionResNetV1

AlexNet, VGG-Net, and ResNet are well established CNN models within
medical image analysis. They were developed from the ImageNet challenge,
where they were shown to be successful in object recognition, detection,
segmentation, and classification [2], [26]. The ImageNet Large Scale Visual
Recognition Challenge (ILSVRC) is an early challenge for evaluating algo-
rithms for object detection and image classification. It allows researchers to
compare progress in a wide array of areas. The results are presented at a
early workshop [26], [27].

LeNet and the two VGG models were chosen for the experiments. VGGs are
still used to this day and LeNet is a relatively simple model, which makes it
time efficient [2]. ResNet50 is popular in recent studies [2]. However it is a
very large network, and in the case of this study, it is too large. The hard-
ware used, simply did not meet the memory requirements or perform the
experiments in sufficient time. Given more time, better hardware and per-
haps a more optimized testing platform, it would be worth looking into. The
same goes for InceptionResNetV1 as it was an even larger than ResNet50.
SimpleCNN and AlexNet were also used for testing. However the the first
results with SimpleCNN were not deemed good enough to justify the time
constraints, and AlexNet flat out did not work.

4.2.1. LeNet

LeNet is the oldest and simplest of the three. It originates from 1998 and was
first developed for pattern recognition tasks, like handwriting recognition.
This makes it stand out from the other architectures that were used, as
these have previously been used within medical image analysis. In the Weka
implementation, there is only six layers (the original consisted of five), which
makes it very fast to train and test [28].

4.2.2. VGG

In 2012 AlexNet sparked the a new interest in CNN, by showing great results
in the ImageNet challenge [29]. Two years later, a new CNN model called
VGG entered into the 2014 competition. Two different VGG models were
used: VGG16 and VGG19 (the number represents the number of layers in
the network). VGG19 managed to win the challenge. This was a new deeper
model than what had previously been used, which led to deeper networks
becoming prominent within the field.
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4.3. Experiments

Weka was the platform used for performing the experiments. The main
reason for this was the available packages for implemented CNN architec-
tures. Many of these architectures had also already been used for medical
image analysis which also gave a good starting point for the end evaluation.
There was also documentation for the packages [30]. This helped with trou-
ble shooting and fine-tuning the network parameters. Another reason for
using Weka is that it automatically provides all the used evaluation metrics
for each run (accuracy, precision, recall, and f-score). This made it easy to
document and showcase the results. There also exists several packages de-
pending on what OS is used and if the CPU or GPU will be utilized for the
experiments. The used package was for the CPU on a Linux OS. However,
it is recommended to use the GPU package for any work involving image
analysis.

The experiments were performed on a HP EliteDesk 800G1 SFF using a
Debian 9/64bit operating system with 4.9.c kernel. This also includes:

• Intel(R) Core(TM) i7-4770 CPU @ 3.40GHz

• 4x8GB 1600MHz DDR3 memory card

• 256GB Samsung 840 Pro SATA SSD

Initially varying sizes of the dataset were used for testing to get an under-
standing of the runtime and memory usage for each of the CNN models.
The smallest dataset consisted of a total of 300 images with each class be-
ing represented 100 times. The evaluation metric results for these test were
disregarded as the size of the dataset gave an unfair representation of each
models performance. Some of the models were deemed to not be useful for
the experiments as they ran out of memory or simply took to long to finish.

The selected models: LeNet, VGG16, and VGG19, were deemed to have
a sufficient runtime and memory usage while to some extent, also having
been proved relevant within the area from similar studies. 4,500 out of
the 6,472 images were used for each test. All the data was never used.
This because one of the classes underrepresented compared to the other
two. Initial experiments showed that using all of the data gave unbalanced
results as the most represented classes were favored by the network when
classifying. Using 4,500 images allowed the classes to be represented an
equal amount of times (1,500 times each). This also allowed for a variance
in the dataset as the images used for each test could be randomly selected.
Meaning the networks would never been trained and tested on the same
data twice. However, time constraints made in necessary to compromise
some experiments on the VGG models. A few times 1,500 images were
used, instead of 4,500.
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Cross-validation and percentage split were the techniques that were used for
evaluating performance. Percentage splitting is more time-efficient, which
played a huge roll in getting the results within the limited time of the study.
A few early test showed a tendency for a 66/33 split to give the better
results. It was therefor used for the remaining experiments. Not a whole
lot of time was put into this, and there might be a more optimal split.
10-fold cross-validation was not run as much. This solely of the time it
took to perform the experiments. It is however a standard technique for
these evaluations and tends to give results that give a better overview of the
classifiers performance. The epochs varied in ranges between 10 to 100.

The models were first tested on the dataset containing 4,500 images with
three different classes. When the results were unsatisfactory a new dataset
was used. Subsequent test therefor only used two of the three classes, in
order to try and improve performance. The two groups chosen were the
ones with the least similarities to each other. These test were conducted in
the same way as previously described. However, a difference was that the
size of the new dataset. As one of the classes still was underrepresented
(only totaling 1,500 images), the size of the new dataset was only around
3,000 images.

5. Results

The results are presented section wise: percentage split and cross validation.
Both sections show results from classification of both two-class datasets and
three-class datasets.

In the appendix the total time for building all the models are shown. For
the experiments performed with percentage split, the total time it took to
test the model is also visualized. This does however not include training of
the network, which was the major time consumer. It is important to note
that the size of the dataset did not dictate the time it took to build and
test the models. This may be seen by looking at table 9 which used 4,500
images and table 10 which used 3,000. Why this happened is unclear.

5.1. Percentage split

Different training techniques yielded different results. Table 1 shows the
results from each network after testing with a 66% split with all three classes.
Table 3 show the same results but for the dataset with one class excluded.
Table 2 and 4 respectively shows the confusion matrix for all the models.
It should be noted that all the models were run on the exact same data for
the experiments with the two class dataset.
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Table 1: Results from testing the networks using a 66%, with accuracy for
the classifier and the other evaluation metrics for each individual class.

Accuracy Precision Recall F-score
Class Classifier 1 2 3 1 2 3 1 2 3
LeNet 44.57% .52 .38 .43 .53 .37 .44 .53 .37 .43
VGG16 35.09% - .35 - - 1.0 - - .52 -
VGG19 33.40% - .33 - - 1.0 - - .50 -

Table 2: The confusion matrices for LeNet, VGG16 and VGG19 when using
a 66 percentage split on the 3-class dataset.

LeNet
Class 1 2 3
1 270 124 113
2 138 187 185
3 104 184 225

VGG16
1 2 3
0 499 0
0 537 0
0 494 0

VGG19
1 2 3
0 478 0
0 511 0
0 541 0

Table 3: Results from testing the networks using a 66 percentage split, with
accuracy for the classifier and the other evaluation metrics for only two
classes: 1 and 3. Note that all models were run on the exact same dataset.

Accuracy Precision Recall F-score
Class Classifier 1 3 1 3 1 3
LeNet 69.41% .71 .68 .70 .68 .71 .68
VGG16 47.94% - .48 - 1.0 - .65
VGG19 47.94% - .48 - 1.0 - .65

Table 4: The confusion matrices for LeNet, VGG16, and VGG19 when using
a 66 percentage split on the two-class dataset. Note that all models were
run on the exact same dataset.

LeNet
Class 1 3
1 374 157
3 155 334

VGG16
1 3
0 531
0 489

VGG19
1 3
0 531
0 489

5.2. Cross validation

10-fold cross-validation yielded slightly different results, which are showcased
in table 5 for all dataset with three classes and table 7 for the dataset with
only two. Tables 6 and 8 shows their respective confusion matrix. As 10-fold
cross validation gives several results, the results for each evaluation metric
is an average from each performed fold. The confusion matrix is however
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not the average selection, but rather the sum of all confusion matrices from
all the folds.

Table 5: Results from testing the networks using 10-fold cross-validation,
with accuracy for the classifier and the other evaluation metrics for each
individual class.

Accuracy Precision Recall F-score
Class Classifier 1 2 3 1 2 3 1 2 3
LeNet 42.08% .47 .36 .40 .52 .23 .51 .50 .28 .45
VGG16 33.33% .33 .33 .33 .20 .40 .40 .25 .36 .36
VGG19 33.33% .33 .33 .33 .20 .40 .40 .25 .36 .36

Table 6: The confusion matrices for LeNet, VGG16, and VGG19 when using
cross validation. Note that VGG models have used a smaller dataset of 1,500
images. This because of the time constraints for the study.

LeNet
Class 1 2 3
1 779 269 452
2 468 344 688
3 390 339 771

VGG16
1 2 3
100 200 200
100 200 200
100 200 200

VGG19
1 2 3
100 200 200
100 200 200
100 200 200

Table 7: Results from testing the networks using 10-fold cross-validation,
with accuracy for the classifier and the other evaluation metrics for only
two classes: 1 and 3

Accuracy Precision Recall F-score
Class Classifier 1 3 1 3 1 3
LeNet 69.13% .72 .67 .62 .75 .67 .71
VGG16 50.00% .50 .50 .60 .40 .55 .44
VGG19 50.00% .50 .50 .60 .40 .55 .44

Table 8: The confusion matrices for LeNet, VGG16 and VGG19 when using
cross validation.

LeNet
Class 1 3
1 943 557
3 369 1131

VGG16
1 3
900 600
900 600

VGG19
1 3
900 600
900 600

6. Discussion

The results are discussed in two parts. The first part aims to answers the
research question. More precisely, the models are evaluate and compare
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towards each other. The second makes a comparison to other studies within
the area, and focuses more on giving an understanding of the relevance of
this study. No work related to the specific medical area examined in this
study could be found. The results are therefor put into a greater perspective.

6.1. Model performances

The results shows that LeNet achieved the best accuracy out of the all the
models on all of the experiments. Using percentage split on the multi-class
dataset resulted in a 44.57% accuracy, while VGG16 reached 35.09%, and
VGG19 33.40%. Both VGG models did however suffer from overfitting.
This resulted in one class dominating the classification. When using cross
validation, LeNet’s accuracy dropped slightly to 42.08%, while the VGG
models kept struggling. A difference is that they this time did not solely
focus on one class as may be seen in table 6. They did however, become
absolutely average with a 33.33% accuracy. The confusion matrices from
cross validation are the sum of all classifications made from all folds, not
the average. Therefor, it may be determined that different classes from each
test in each fold, dominated the classification at different times. What this
depends on is slightly unclear. Neural networks works like a black box and
it is not easy to understand what goes on inside. A probable cause for this
however, might be that each fold does not balance out the classes when
training and testing.

LeNet was also superior in most other evaluations metrics for both percent-
age split and cross validation. The only metric it scored worse in was recall
and f-score for class 2. When performing the percentage split, this was only
because both VGG models classified everything in that category. For cross
validation there seem to be a different reason. LeNet performed relatively
well on class 1 and 3, and they tended to be favored for each classifica-
tion. More guesses in these classes led to lower recall and f-score for class
2. It even became lower than what could be expected when just randomly
guessing each image.

The same trend continued for the two-class experiments. With percent-
age split, LeNet managed a 69.41% accuracy and improved in every other
metric. Both VGG models performed worse than expected, failing to reach
a 50% accuracy, ultimately landing on 47.94% respectively. When using
cross-validation, LeNet once again showed a slight drop. However, this time
the VGG models actually improved by once again becoming absolutely av-
erage. Since the classes that were used for these experiments were the two
with the least similarities. It was expected that LeNet would manage to
better distinguish the differences. It did improve in every evaluation metric.
But this was not an improvement relative to what should be expected when
reducing the number of outcomes for the classifier. Class 1 and 3 share the
least similarities according to MT-FoU. Using more distinguishable classes
should reasonably give the networks an easier time with differentiating them,
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which would result in better performance. However, there is a possibility
that the features the network finds easiest to categorize, differs from that
of a doctor. This is probably not the case. But could be something worth
keeping in mind.

In general it seems that both VGG models struggled to identify any features
at all from the data. Why is a bit unclear. But looking at the results, it seems
that VGG randomly focused on one class during training. Giving it above
average results for percentage split with three outcomes, but below average
for two. With cross validation this resulted in the average performance one
would expect when just randomly guessing the class of each image. Why the
VGG models failed to understand them is a bit unclear. But even for experts
it is a hard distinction to make. Besides the unclear features, the images
are very small with sometimes varying sizes. These could all be factors to
why the models failed.

6.2. Comparison with other works

The results for each network, implies that the ultrasound images of carotid
artery are hard to classify. This does not have to be the case, as there are
many different approaches to take in order to increase performance. LeNet
was the superior model, but it pales in the light of similar studies within
medical image classification. A comparison between some of these are made.
However, none of these are done on the same type of images as this study.

A study evaluating GoogLeNet, ResNet-18, and ResNet-152 on multi-class
classification of Alzheimer’s disease using MRI scans of the brain showed
very different results [17]. Overall accuracy for the models were around
98%, with precision and recall in the high 90’s. Besides the models them-
selves there is a big difference in how the images are preprocessed. There
is also a significantly larger dataset size. The preprocessing is much more
complex. They manage to segment the images to make the features more
distinguishable. The total dataset size is originally not that big, consisting
of 355 volumes (the volumes contains more than one image) representing
four different classes. To combat class imbalance, the images were flipped
along the horizontal axis. The resulting dataset included 9,506 images of
each class resulting in a total size of 38,024 images used for training. They
utilize percentage split at a 75/25% ratio, training for 100 epochs for each
of their experiments. There are a few differences between their study and
this study. The method of increasing dataset size could perhaps be utilized.
Whether it would work is however, up for discussion. There is no clear way
of telling how the networks would react to the same image from different
angles. But it is reasonable to think that it could make the networks more
dynamic, and perhaps increase performance. Segmentation might also be a
viable option. This could perhaps be implemented after the initial cut-out
from the original image. This would allow the networks to channel out any
background noise (areas in the image that are not relevant). It is hard to
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determine if these methods are the difference makers or if it is the more com-
plex networks. None of these methods have been examined on the area this
study focuses on. Their impact could be negative and worsen the results.
But it is probable that the differences is the sum of all the factors.

The VGG models struggled with identifying the features of the images.
There could be an assumption made that they can be balanced more prop-
erly in order to circumvent the current overfitting problem. However, they
might also just not be suitable for these kinds of images. A study using
a version of the VGG models: VGGNet, implemented a form of transfer
learning to optimize performance [14]. Transfer learning is essentially the
same as fine tuning. The network is trained on a set of natural images.
The fully-connected layers in the CNN are then replaced and trained on
data from the application area. Fine tuning usually just implies training
with a natural images and application images in the same session. Another
difference is that they extract several regions of interest from each image.
This is done in a similar fashion to the cut-out that was performed on the
ultrasound images before classification. But in this instance there are sev-
eral regions that are cut out, and for each of these regions a unique model is
created. These models are then merged to create the classifier. They yielded
an overall accuracy of 45%. At first glance, this may not seems like a whole
lot better than the accuracy of LeNet. However, there were a total of 19
outcomes for the classifier. This significantly lowers the expectations for the
networks performance, as this is more than six times the number of different
risk levels of atherosclerosis that our networks had to handle. The VGGNet
therefor achieved better performance than the VGG16 and VGG19 models.
It does show that a potential solution to the problems faced by them, could
be in the training. Utilizing fine-tuning or transfer learning are promising
options to overcome any overfitting.

Many of the studies within the area use training techniques, preprocessing
methods and more. These are all factors that are not utilized with LeNet,
VGG16, and VGG19. Here, the focus was on the different models, and
what they alone could accomplish. A study that followed a similar format,
used a custom built CNN to classify MRI images from people with different
kinds of brain tumors [13]. No specific preprocessing or training was used.
The model was evaluated in terms of f-score. The average score for each of
the classes were 99.46%. This is a significant difference from what LeNet,
VGG16, and VGG19 accomplished. One thing that could contribute to
this is the sheer size of the dataset, which was at a total of 96,155 images.
Another is that the fact that the CNN they used, was custom made. For
their study several different models were developed and tested. But only the
most successful one was presented, and it is likely that it became specialized
for the specific application area. This could be a big factor in why they
saw the performance they did. It is reasonable to think that some models
fit certain application areas and images better than others. Earlier talks
mentioned that VGG might not be suited for the ultrasound images used
for this study. Instead of trying to adapt them, it could be worth building
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a new network from scratch.

7. Conclusion and future work

Out of the models used in this study, LeNet was the only one that man-
aged decent performance. Almost all evaluation metrics topped the VGG
networks. Judging only from this, it would seem that it is better suited
for the problem. The VGG models missed the mark regardless of training
techniques and used dataset. The final results for LeNet gave a top accu-
racy of 44.57%, for three class datasets, and 69.41% for two. Both the
top performances were achieved using percentage split. Therefor the results
should be taken with a grain of salt, as they could have been outliners and
not represent the classifier as a whole. Cross validation gave slightly worse
results. But it is a more reliable technique for understanding the general
performance of the network. There is still potential for VGG. They are more
complex, and it is reasonable to think that they could measure up to LeNet
in this area given different prerequisites. But it may also be the case that
VGG simply is not fit for this specific problem.

Compared to other studies the results does not hold up that well. But it
is hard to make a definitive statement about this. Most other studies may
be considered to be more elaborate. Many of the models are more complex,
training is performed better, and the images are preprocessed in ways that
further enhance their features. Many of these factors are good starting points
for future work. A silver lining with the results is that the best performing
model was the simplest. It is reasonable to think that a more complex model
such as ResNet or InceptionNet v3 [2], could show better results. Besides
that there is also the option of trying to build a custom CNN [13]. Trying
out fine-tuning or transfer learning is an attractive option for overcoming
the problem with lack of data. Many recent studies seem to rely on this [2].
It is possible that more training data could enable models such as VGG16
and VGG19 to start recognizing the relevant features. Finally the option
to preprocess the images in a different way could be examined. This is
maybe hard to do. It seems cutting the area of interest out, is a natural first
step. But how to further highlight the relevant features is not as clear. This
problem might need consultation from an expert as it is hard to distinguish
the relevant features of the images.
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A. Appendix

Table 9: Time for building the model using 4,500 images and testing it on
the test-set using percentage split. The dataset consists of three classes.

Task Building model (s) Testing (s)
LeNet 9,586.28 3.23
VGG16 17,968.5 153.92
VGG19 30,937.32 44.4

Table 10: Time for building the model using 3,000 images and testing it on
the test-set using percentage split. The dataset consists of two classes.

Task Building model (s) Testing (s)
LeNet 87,637.69 34.47
VGG16 116,373.98 127.93
VGG19 208,592.03 187.72

Table 11: Time for building the model using 4,500 images for LeNet and
1,500 for VGG using cross validation. The dataset consist of three classes.
Unlike using percentage split, the test time is not shown. Cross validation
performs several tests and Weka does not summarize an average.

Task Building model (s)
LeNet 3,164.74
VGG16 14,737.08
VGG19 25,344.68

Table 12: Time for building the model using 3,000 images from two classes
using cross validation. The dataset consist of two classes. Unlike using
percentage split, the test time is not shown. Cross validation performs
several tests and Weka does not summarize an average.

Task Building model (s)
LeNet 31,345.8
VGG16 57,935.30
VGG19 102,917.64
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