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Abstract

Memory error can cause a program to behave not as expected or worse,
causing the program to halt. The time put into looking for memory er-
rors can instead be invested in solving other project related problems.
Developers use dynamic memory debugging tools to save both time and
energy, since discovering memory errors could cause costly and time
consuming execution errors or faulty results that could be nearly impos-
sible to discover.
This thesis analyzes and evaluates three different open source dynamic
memory debugging tools. The study mainly focuses on what type of
memory errors the tools are capable of finding and what algorithms and
techniques are used by the tools to find the errors.
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1 Introduction

Memory errors are boring to discover and they are truly time consuming, especially when
working on big projects. They can also be really challenging to anyone who has little
knowledge of programming or memory management. Memory related errors can cause very
problematic programming bugs. They can occur when using a memory after freeing it, reads
of uninitialized memory, memory corruption and lastly memory leaks. A memory error can
lead to many issues, including slowing down the computer’s performance by reducing the
amount of memory available to the user, information leakage and eventually causing the
program to halt.

Fortunately, there are many memory checking tools available that can be used to find mem-
ory errors. These tools help analyze memory usage patterns, detect unbalanced allocations
and frees, report buffer overflow, etc. The question one may ask is which one of these tools
to choose? Which types of errors are the tools capable of finding? What techniques and
algorithms are used by the tools to find different memory errors, and so on. With C/C++
being one of the most used languages today, knowing which memory error tool to use is
very important. Also by using a more suitable tool for the problem, developers can save
a lot of time. The time spent into finding memory errors can instead be used for solving
other project related problems. Some of the memory checking tools that are used today are
following: Valgrind Memcheck [8], Purify [9], Dr. Memory [6], AddressSanitizer [4] and
Insure++ [7]. This study will analyze and evaluate three different dynamic memory debug-
ging tools, Memcheck, Dr. Memory and AddressSanitizer. This will be done by looking
into what type of memory errors they can find and how they track them down.

1.1 Problem Statement

The focus of this thesis is to analyze and evaluate three different dynamic memory debug-
ging tools for C/C++, Memcheck, Dr. Memory and AddressSanitizer. In order to under-
stand what algorithms and techniques are used to find the following three memory errors
categorizes:

• Uninitialized memory errors - memory that is addressable but has not been written
since it was allocated and should not be read.

• Addressability memory errors - memory that is not valid for the application to access.

• Memory leak errors - memory that no longer has any pointer to it.

1.2 Related work

A lot of work have been done on the subject of dynamic memory debugger tools, both
in form of articles, video lectures and books. The authors usually goes through the tool’s
algorithm and techniques in details, below are some significant sources used in this thesis
on the subject of memory errors and dynamic memory tools:

In a study made by Qin Zhao and Derek Brueing [11], they describe a memory error tool
called Dr. Memory. In the article they give an overview of the tool and how it manages
to find the types of memory errors mentioned in the article. The authors also show that
Dr. Memory is two times faster on average than a memory debugger tool called Valgrind’s
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Memcheck. They present the performance of the two different tools by running several
benchmark tests. When it comes to finding different memory errors, both tools manages to
find the same type of errors.

A study from IBM written by Cameron Laird [13] about Memory errors. The authors talk
about the different memory errors and classifies them broadly into four categories. In the
article he gives an overview of the different memory errors that can occur. Cameron also
talks about things to take in consideration while working with memory allocation and the
scenarios that causes memory leaks. He also provides simple c code examples for each of
the categories.

In another study by Konstantin Serebryany, Derek Bruening, Alexander Potapenko, Dmitry
Vyukov from Google about Googles own memory debugger tool, AddressSanitizer [12].
The article discusses some of the existing memory detection tools and the techniques these
tools use to find memory errors. The Authors also explains the types of errors AddressSan-
itizer is capable of finding, how it tracks them down and the tool’s limitations.

A book written by J.Seweard, N.Nethercote, J.Weidendorfer and the Valgrind Development
Team about Valgrind [17]. In the book the authors gives an overview of what Valgrind
is and the tools it provides. The chapter about Valgrind’s Memcheck is perhaps the most
interesting in this study. The chapter discusses the expected memory errors Memcheck is
able to find, how it does it, the tool’s performance and how to translate the result of the tool.
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2 Description of Memory tools

This section goes through how Memcheck, Dr. Memory and AddressSanitizer find the three
different memory errors categorizes.

Valgrind-Memcheck and Dr. Memory are based on Dynamic Binary Instrumentation (DBI).
Which lets the tools analyze the behavior of a binary program during runtime. This is done
by inserting extra lines of codes into the process memory. The extra code will run as part
of the normal instruction stream when added. [2] AddressSanitizer on the other hand, uses
compile-time instrumentation. This means that the tool adds extra lines of code during
compilation, in order to analyze the behavior of the program. [12] Before describing how
each tool tracks down error it is important to learn about two important concepts, red zones
and shadow memory.

Red zones

One common memory error is when the program access memory beyond the allocated area.
One example can be when the program allocates a buffer with a size of 10 and the user tries
to read something beyond the buffer size. This can lead to an error. In order to avoid this
type of error Memory debugging tools creates an area called the red zone around allocated
data. See Figure 1.

Figure 1: demonstrates how red zones are added around an allocated memory.
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Shadow Memory

Many Dynamic Analysis tools use shadow memory. It is a technique used to remember
something about the history of every memory location and/or value in memory. Usually,
every used memory byte by the program has a shadow memory value. The size of shadow
memory can vary, it can be one bit, a few bits, one byte, or one word. [15]

2.1 Valgrind-Memcheck

Memcheck is a one of the many tools that Valgrind provides, designed primarily for C/C++
programs. The tool is based on dynamic binary instrumentation. It is a command line util-
ity, and helps developers to track down programming memory errors. The following articles
and books were studied in order to summarize the information in this subsection [17, 16, 15]

Valgrind-Memcheck keeps track of the used memory by using shadow memory. It stores
three kinds of shadow metadata about the program, valid-value, valid-address and heap
blocks. Memcheck keeps trace of all of the programs malloc and free, by using its own
implementation of malloc/calloc/new free/delete. This replaces the default malloc and free
implementation. The tool also adds redzone before and after each allocated block in order
to catch out of bound violation.

Uninitialized memory errors
Memcheck runs the program on a synthetic CPU, that is provided by the Valgrinds core.
The synthetic CPU is similar to real CPU. Every bit of data that is handled, processed, and
stored by the real CPU has an associated “valid-value” (V) bit in the synthetic CPU. For
example every single byte in the system has a 8 (V) bit, and follows it wherever it goes.
The (V) bit simply indicates if the accompanying bit has a true value. Whenever the CPU
loads a byte, it also loads the corresponding 8 (V) bits. Memcheck does not report error on
copying values. Instead the tool reports error on reads that affect the programs behavior, the
associated V bits are checked. In case any of these indicate that the value is undefined, then
an error will be reported.

Addressability memory errors
All bytes in memory have an associated valid-address (A) bit as well. The (A) bit simply
says if the program is allowed to read or write on that specific location. When a program
start running, all of the global data areas are marked as accessible. In case of malloc/new,
the A bits for exactly that area allocated are marked as accessible. Upon freeing the area,
the (A) bits are changed to indicate inaccessibility.

Memory leak errors
The tool keeps track of all the blocks that have been allocated and where they have been
freed. At program exit time, or when the user asks, Memcheck will scan the entire address
space and look for pointers to blocks which haven’t been freed.

2.2 Dr. Memory

Dr. Memory is a memory checking tool that supports both windows and Linux applications.
The tool is built on the open source DynamoRIO dynamic instrumentation platform, binary
translation system. It is a more modern, optimized and multi-threaded binary translation
system which allows Dr. Memory to be twice as fast as Valgrind’s memcheck on average
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[18]. Just like Memcheck, Dr. Memory is also primarily designed for C/C++. The follow-
ing article and documentation was used to summarize this subsection [11, 3]. When Dr.
Memory is executed. It is leaved with copies of the original application instruction. This
can be seen in Figure 2. The tool uses memory shadowing to track properties of a target
application’s data during execution. It shadows every byte of memory and register with one
of three states:

• Unaddressable

• Uninitialized

• Defined: memory that is addressable and has been written.

Similarly to Memcheck, Dr. Memory also replaces the default malloc implementation to
monitor and modify heap library calls. Just like Memcheck the tool also adds red zones
before and after each allocated block.

Addressability memory errors
Except for the executable and libraries which are defined, all memory starts out as unad-
dressable. To classify an error as unaddressable Dr. Memory inspects inside of the stack
and the heap. Memory that is beyond the top of the stack will be classified as unaddressable,
and memory on the heap that is outside of the allocated malloc block is also classified as
unaddressable. Look at Figure 2.

Figure 2: shows how Dr. Memory shadows the stack and heap [11].

Uninitialized memory errors
Similarly to Memcheck, Dr. Memory only reports on reads that affect the program’s behav-
ior. The tool dynamically propagate the shadow value to mirror the application data flow.
This makes the tool to shadow the registers as well. When data is allocated, red zones are
added around the area and inbetween is marked as uninitialized. Upon writing to data, the
shadow metadata is changed to defined. When the memory is freed the metadata is changed
to unaddressable.
Memory leak errors
Dr. Memory keeps track of all of the programs malloc and free. At program exit time or at
any time requested by the user, the tool suspends all of the application threads and performs
a leak scan.
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2.3 AddressSanitizer

AddressSanitizer is used to find memory bugs in C/C++. Unlike the other memory manage-
ment tools, Address Sanitizer is based on compile-time instrumentation. This means that
the program needs to be recompiled under AddressSanitizer. Studies that were examined in
order to summarize this subsection includes [12, 4]. The tool consists of two parts, compiler
module and runtime. The compiler produces an executable binary which will be contain-
ing more memory controls. The run-time library, which is a complete malloc replacement.
AddressSanitizer uses shadow memory to keep track of each byte in the real memory. The
shadow memory also has information on either the byte is address-accessible or not.

Unlike the two previous tools that only adds red zones around allocated block of memory,
AddressSanitizer puts red zones around the stack and global variables as well. Suppose that
the program has a function that contains two local variables. The compiler under Address-
Sanitizer adds additional red zones in between those variables. The red zones are poisoned
when the user enters the function during the runtime, and unpoisoned as soon as the user
exists the function during runtime. Poisoning means writing some special value into the
corresponding shadow memory.

Just like the two previous tools AddressSanitizer also provides its own custom allocator that
replaces the default malloc implementation. The custom allocator places objects further
apart from each other, the unused memory in between those objects is marked as poisoned
in the shadow. Once the memory is freed or deleted, that place will be identified as poisoned
in the shadow.

Addressability memory errors

Memory addresses returned by the malloc function are usually aligned to at least 8 bytes.
Any 8 aligned bytes in the program can only have 9 states of these shadow bytes. The first
state can be that all shadow bytes are good, which means that the user can read/write. The
second state can be that all of them are bad, the user does not have the right to read/write
at that location. The other states are that the first n bytes are good and 8-n are bad, where
0<=n<=8 and n is a byte. The areas where the user can’t read/write are red zoned. Ad-
dressSanitizer knows these places as poisoned. Figure 3 shows an overview of the 9 states.

Figure 3: shows the 9 states of a shadow byte [1].

Uninitialized memory errors

AddressSanitizer does not look for uninitialized bugs, instead Sanitizer offers another tool
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which is only meant for finding uninitialized errors called MemorySanitizer [5].

Memory Leak errors

AddressSanitizer just like Dr. Memory and Memcheck collects traces for allocations and
deallocations, so in the end it can report error in case it detects any memory leaks.
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3 Test Setup

Three dynamic memory error detection tools were selected to answer the research question.
The tools were selected because they are free and open source. Although, the main reason
why these tools were chosen is because they use different techniques and algorithms to find
memory errors. In order to analyze and evaluate the selected tools, it was necessary to set
up a good test environment and have solid test cases. During the search process of test
cases, the author got recommended to use Toyota ITC [10] test cases for this study. It was
recommended since ITC covers many types of C/C++ errors and includes memory error
related test cases as well. See Section 3.2 for more information about Toyota ITC test cases
and how it will be used to set up the test environment.

3.1 Hardware and Operating system

In order to make sure that the hardware and software does not affect the tool’s results, all
tests were execute on the same computer. Below is the computers specification listed:

• Ubuntu 16.04.4 LTS - operating system

• Intel i5 1.4 GHz - processor

• 4 GB 1600 MHz DDR3 - memory

• Intel HD Graphics 5000 1536 MB - graphics card

3.2 Toyota ITC test cases

Toyota ITC test suite is a collection of test cases for the C/C++ language. It was created
by Toyota for the purpose of static analysis tools, but it can be used for other purposes as
well. ITC test contains 1,276 different tests, where half is planted defects and the other half
without defects. The article from IBM mentioned in Section 1.2 was studied carefully in
order to understand which type of memory errors there are, how they can occur and what the
errors are called. Then, looking into ITC tests, the errors that match the description of errors
in IBM article were chosen. The reason why ITC was chosen for this study was because
it is free and includes many memory related errors. Each test is very straightforward and
targets exactly one type of flaw. The goal with ITC test cases is to confirm which types of
errors the selected tools are capable of finding.

3.3 Experiment procedure

Each test file in ITC covers one type of memory error, and includes different test scenarios
on how that specific error can occur. Each scenario has its own function. The functions
were copied into a separate file. This made the compiling procedure much easier, since the
author was not able to compile the original files. Even the ITC documentation does not
mention anything regarding how to compile the files. At least three different scenarios for
each error was tested in order to make sure that the tools were capable of finding the error.

The compiling for Memcheck and Dr. Memory was done by entering the following com-
mand line: ggc [test.c], which produced a binary executable a.out file. The a.out file was
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then executed by Valgrind-Memcheck and Dr. Memory with the default flags. Address-
Sanitizer requires the program to recompile, the following command line was entered for
compiling: gcc -g -fsanitize=address [test.c]. The fsanitize=address flag must be added to
our compiler flags and is included in gcc since gcc 4.8+. After the compiling an executable
binary file is produced and it can be run as any normal program.

4 Results

Table 1 shows the result of the types of memory errors found by the three selected tools.
The types of different memory errors that can occur are shown in column 1. Column 2,3
and 4 are the three selected tools. ”Found” simply indicates that the tool was capable of
finding the type of memory error, while ”Not Found” means that the tool was not able to
find that specific error.

Table 1 shows the memory errors the three different tools are capable of finding.

Memory Errors – Tools Valgrind-memcheck AddressSanitizer Dr.Memory
1. Memory Leak Found Found Found
2. Double Free Found Found Found
3. Free non dynamic
allocated memory

Found Found Found

4. Free null pointer Found Found Found
5. Memory allocation failure Found Found Found
6. Uninitialized memory access Found Not Found Found
7.Uninitialized pointer Found Not Found Found
8.Uninitialized variable Not Found Not Found Not Found
9. Invalid memory access Found Found Found
10. Heap Buffer Over/underrun Found Found Found
11. Stack Buffer over/underrun Not Found Found Not Found
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5 Discussion

From Table 1, it seems like Dr. Memory and Memcheck are capable of finding the same
type of errors. Meanwhile AddressSanitizer is able to find stack errors, but not uninitialized
memory errors. The errors from Table 1 can be classified into three categories:

• Addressability Memory errors.

2,3,4,9,10, and 11

• Memory Leak errors

1

• Uninitialized memory errors.

6,7 and 8

Addressability memory errors

AddressSanitizer seems to be able to detect all those mentioned errors listed under Ad-
dressability Memory errors. Dr. Memory and Memcheck were not able to find stack buffer
over/underrun, although they do manage to find the rest. The reason why AddressSanitizer
was able to find Stack buffer over/underrun is simply because the compiler produces an
executable binary, which contains more memory check. AddressSanitizer inserts red-zones
around the stack variables and global during compiling. Dr. Memory and Memcheck were
not capable of doing so since inserting red zones around global and stack variables will
change the memory layout and requires recompilation [14]. Since both Dr. Memory and
Memcheck are limited by having only access to the executable binary file, it cannot insert
redzone to global variables and stack variables at runtime.

For the unaddressable heap errors the three tools use their own custom allocator that replaces
the default malloc and free implementation. This does not execute any of the original library
function code. The tools add red zones around every allocated chunk of memory, both on
the right and left side. Memcheck also uses its (A) bit to check if the location may be
accessed, for read and write. Dr. Memory inspects inside of the heap, to validate if the
memory is addressable. In case the memory is outside of the allocated malloc block, then
it is considered as unaddressable. If the allocated memory is marked as defined, then the
location is accessible. AddressSanitizer uses its shadow byte described in Section 2.3, to
check if the user is allowed to read and write to that location.

Memory Leak errors

The memory leak errors is controlled by the tools at exit time or at any time requested by
the user. The tools collect stack traces for every malloc and free, with the help of their own
malloc and free replacement implementation. This way the tools keep track of all these
blocks that have been allocated and where they have been freed.

Uninitialized memory errors

Memcheck and Dr.Memory are able to detect heap uninitialized memory errors. Memcheck
uses its 8 (V) bits for each byte to give an indication if the value bits are defined at that
location. AddressSanitizer on the other hand does not look for uninitialized bugs. This
decision was made because detecting uninitialized errors requires more shadow memory
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than detecting addressability bugs. When combining both, it can lead to slower tool and
more memory is required [18]. Dr. Memory uses the shadow metadata it stores, and checks
if it indicates uninitialized.

In conclusion, Memcheck and Dr. Memory seem to find the same type of errors. However,
they are not capable of finding stack errors. Meanwhile AddressSanitizer seems to find both
stack and heap errors, although it cannot find uninitialized memory errors.
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