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Abstract

When international students apply for the Swedish educational
system, they send documents to verify their merits. These docu-
ments are categorized and evaluated by administrators. This the-
sis approach the problem of document classification with a multi-
modal convolutional network. By looking at both image and text
features together, it is examined if the classification is better than
any of the sources alone. The best result for single source classi-
fication was when the input was text at 85.2% accuracy, this was
topped by the multimodal approach with a accuracy of 88.4%.
This thesis concludes that there is a gain in accuracy when using
a multimodal approach.



Acknowledgements

During this project, I was helped by many people and I would like to thank all of
them. Thanks to my supervisor Juan Carlos Nieves Sanchez and external supervisor
Fredrik Hedlund. Thanks to everybody at ITS, especially Lennart Jonsson and
Mikael Lindmark, which helped me extract the data set. I would also like to thank
Anna Jonsson and Adam Dahlgren Lindström for their feedback and ideas. Last but
not least I would like to thank Sebastian Lundgren and Susanne Kadelbach, who
did similar bachelor projects and shared knowledge on the subject.



Contents

1 Introduction 1

1.1 Research question 2

1.2 Outline 2

2 Related work 3

3 Theory 4

3.1 ANN - Artificial Neural Network 4

3.2 CNN - Convolutional Neural Network 5

3.2.1 Convolution 5

3.2.2 Pooling 5

3.2.3 Fully connected layer 5

3.2.4 Dropout 6

3.2.5 Concatenation 6

3.3 Multimodal Systems 6

3.4 Tools 7

3.4.1 Tensorflow 7

3.4.2 Keras 7

3.4.3 Tesseract 7

3.5 Metrics 7

3.5.1 Accuracy 7

3.5.2 Confusion matrix 8

3.5.3 F1-score 8

4 Method 9

4.1 Data set 9

4.2 Data generation and training 9

4.3 Network architecture 10

4.3.1 Image network 10

4.3.2 Text network 10

4.3.3 Multimodal network 11

4.4 Metrics 11

5 Results 12



5.1 Confusion matrices 12

6 Discussion 14

6.1 Ethical dilemma 15

7 Future work 16

8 Conclusion 17

References 17



1 Introduction

All international students that apply to a Swedish higher educational programme or
course have to provide documents to prove that they have the necessary prerequisite
academic background. These documents include anything from drivers licence, com-
pulsory school grades or a Master thesis. While school grades or a thesis proves a
academic background, a drivers licence can prove a persons identity. All documents
are submitted to antagning.se where administrators determine what the documents
are and what they represent in the Swedish grade system. Antagning.se wants to
explore the usage of machine learning algorithms to support the administrators by
automatically classifying these documents as they are uploaded. The machine learn-
ing algorithms should determine which educational institute a document originates
from, so that the document can be redirected to an administrator who handles the
given institute. Automating this task can reduce the overall response time for an
applicant and potentially save thousands of labor hours per semester. These types
of problems belong in the category of automatic document classification. The defini-
tion of automatic document classification as described by Sebastiani[14] is to assign
a text or a document to one or several predefined classes within a set. The field
is well researched and have been approached throughout the years in several ways
within machine learning, for example usage of neural networks, support vector ma-
chines and naive Bayes. With the progress of computational power, convolutional
neural networks (CNN) have had great success in image and speech recognition [13].
While the usage of CNN to classify documents have been used earlier, using CNN in
a multimodal architecture has yet to be explored. A multimodal system is a system
which takes several types of inputs, for example combinations of images, text, video
or sound. Multimodal systems and CNN is further explained in Section 3.
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1.1 Research question

In this study, CNNs will be evaluated on a multimodal document classification prob-
lem. The task is to determine from which educational institute a document origi-
nates. Since the documents original form is as images, the experiments will consider
three cases: (1) classifying the raw image, (2) classifying text extracted from the raw
images, and (3) classifying the text and image data jointly. Each case will each be
addressed by different CNN architectures depending on what data is classified. The
research question is whether the multimodal classifier yields a better performance
over its unimodal counterparts. The hypothesis is that using multimodal input
from a document will provide a overall better classification. The comparing metrics
will focus on accuracy but also evaluate F1-score and confusion matrices, which is
explained in Section 3. Since the documents are originally represented as images,
CNNs are chosen as they are the current state-of-the-art in image classification. This
suggests that a unimodal model based on images should yield a better performance
than a unimodal system based on text for this problem. The motivation for this
research question is that a automated pipeline would be highly beneficial for the
human administrators currently evaluating the documents. They are specialized on
either institutes or countries and if they start receiving documents from the wrong
country or institute that may lead to irritation, questioning the very use of machine
learning for these kind of tasks. A high accuracy is therefore of great importance.

1.2 Outline

The rest of the document will start with related work, include a section of theory
for both artificial neural networks (ANN) and CNN. Then a section including the
setup of experiments and results. The document will end with a discussion of the
results, the conclusion of this study and proposed future work.
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2 Related work

This section will cover some of the work which have been done utilizing CNN for
document classification and also multimodal systems handling inputs which are both
text and image. ANN and CNN have been explored for document categorization for
some time.

By changing the fully connected layers in the end of the CNN to an Extreme learning
machine (ELM) [6], the network gains a significant speedup time both utilizing CPU
and GPU. The accuracy between ELM and regular network is almost equal but with
a slight reduction of accuracy for the ELM network which was expected.

The amount of studies done on multimodal text classification is relativly small. In
[12], a system is created that combines visual and text classification for document
categorization using Bayesian, SVM and k-NN as classifiers. The results suggest that
for all classifiers except k-NN the best result was achieved by one of the multimodal
classifiers.

Gallo et al [4] usesd CNN to evaluate image and text combinations. The data
set consisted of e-commerce products which were to be categorized. The image of
the product and a describing text was combined to classify what category the item
belonged to. This study suggest that a multimodal approach usually performs better
than a unimodal regardless of which classifier or metrics compared.

Other work with image and text CNN includes Ma et al [9] where a multimodal
system is used to match words to regions within the image to find the relations
between the different modularities. The paper gives an example of an image with a
dog playing with a red ball, and the sentence ”small black brown dog play with a
red ball in the grass”. The classification is made to connect the words ”dog”, ”ball”,
and grass in the sentence to the region of the dog, ball, and the grass in the image.

The usage of CNN for different tasks in document classification has proven successful,
but the studies presented focus on one modularity (image). Since a multimodal
approach has shown an increase in accuracy with other classifiers, the motivation to
use CNN is to see if the results are a similar increase.
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3 Theory

This section introduces a basic description of a convulutional neural network(CNN)
and the building blocks it consists of. Moreover, the theory of artificial neural
network from which CNN extends is presented. Lastly a description of tools to be
used, as well as metrics for evaluation.

3.1 ANN - Artificial Neural Network

An ANN consist of layers of neurons which activates depending on the input data.
The activation of the output layer is what dictates how the network reacted to the
input.

A neuron is basically an aggregation function which takes the sum of the input times
the weight of that input node. The result depends on which activation function
the network uses. There are three functions which are commonly used, Stepping
Function, Linear Combination and Sigmoid [8].

Each neuron in a layer has a weight coefficient and is fully connected to each neuron
in the next layer as seen in Figure 1.

Input Layer

Hidden Layer

Output Layer

Figure 1: Artificial neural network with one hidden layer.

The network is trained by tuning the weights of neurons so that output of the last
layer is more likely to give the accurate classification of the original input. This can
be done by different algorithms but the most common used is backpropagation [17].

Lippmann [8] describes that ANN are built from the understanding of biological
nervous systems.
Though the interest of achieving human-like performance from ANNs will require
”Enormous amounts of processing.”
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Neural networks has throughout the years yielded very positive results in a variety
of fields. In image recognition, however, it is very hard to train a neural network
to abstract features as the possible weights of an image will be n times m, where n
and m will be the image height and width in pixels.

3.2 CNN - Convolutional Neural Network

A convolutional neural network architecture as described in [16], consists generally
of an input layer, output layer and one or more hidden layers. The hidden layer
can include one or several Convolutional, Pooling and fully connected layers. Other
layers such as Dropout, Concatenation might also be used depending on architecture.
One of the first successful usages of CNN was LeCun et al [7] where their network
LeNet-5 was trained to recognize digits in a document.

3.2.1 Convolution

A convolutional layer extracts features by sub-sampling and is the main feature of
CNN as the name suggest [11]. Matching features on the image in each sample
towards a feature map. As described by [1], the importance of convolution is the
spatial placement of the input. A convolutional layer uses features like a filter on
the input and looks for matching features within the input.

The activation in the convolution layer is done by a Rectifier Linear Unit, ReLU for
short. It determines the output with the function:

f(x) = max(0, x) , where {x ∈ IR : 0 < x < 1}
When several convolutional layers are stacked after each others, the theory is that
in the earlier layers the network looks for smaller features, like a certain curvature.
Further down the network looks for more complete features, the earlier curvature
combined with other curvatures is interpreted as a circle by the network for example.

3.2.2 Pooling

Pooling is a technique used to reduce data in a matrix but preserve the information.
Reduction of data is crucial since the classification of higher resolution images or
long text document would result in a data increase from a convolutional layer.

If the original image is a 8x8 pixel image, pooling can reduce this to 2x2 by dividing
the original image to four 2x2 matrix sections. Depending on what pooling technique
is used, one value of each section is extracted to represent that section in the pooled
2x2 image. The techniques that extracts values from the matrix sections is commonly
aggregation functions like max, sum and average.

3.2.3 Fully connected layer

The fully connected layer also known as ”Dense” is a simple neutron layer which
functions like the original ANN described above. The difference is that the fully
connected layers draws conclusions from the features examined throughout the con-
volutional layers. These layers are placed last in the network with the final fully

5



connected layer being the output layer. The output layer commonly uses a softmax
function to determine the probability of the different outcomes. Softmax is defined
as vector created by taking a vector of real numbers, normalizing them so that they
are between 0-1 and so that the sum of the vector is 1. The usage of softmax is to
highlight what the network classified from the input.

3.2.4 Dropout

Dropout is a way to avoid overfitting a network. Overfitting is when a network has
trained to much on a set of data making it very good at recognizing that particular
data. When testing on data it has never seen before the network fail to recognize the
general features and the predictions looses accuracy. Dropout chooses a percentage
of the activations from a previous layer at random and throws them out. The idea
is that there might be a constant feature or such in the training data that actually
has nothing to do with the actual features of the data. By throwing out some of the
activations the network has a higher probability of using only actual features.

3.2.5 Concatenation

Before concatenation, the data is usually flattened. This means that the data has
been transformed into a simple 1D-array. When concatenating data from two sources
(data from two layers that is parallel), both are flattened and appended to a array
that is large enough for both to fit. For example, two data sources after flattened
consists of two arrays, which are of size n and m. To concatenate these both are fit
in a third array which is of size n + m.

3.3 Multimodal Systems

A multimodal system is when a system receives input from two or more data sources.
This can be represented as a tuple of text, image, audio or video sequence. The
processing and combining either the features or the result from the input is called
a multimodal system. The idea is that similar information can come from different
sources or parts of the same source, thus combining the sources will provide a more
accurate classification.

Multimodal systems generally perform one of three fusion of features or results.
Early fusion
Features are extracted from each input source. All features are fused before being
classified.

Late fusion
Each input is classified in separate classifiers and the results is combined in the end.

Intermidiate fusion
Input is fused at different parts of the system and can be a combination of early and
late fusion as well.
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3.4 Tools

The choice of tools for this thesis was motivated by easy-to-use, free, and open
source.

3.4.1 Tensorflow

Tensorflow [2] is an open source machine learning framework developed by Google.
It provides high performance machine learning algorithms in Python to be used for
either research or business.

3.4.2 Keras

Keras [3] provides a high level functional api that runs on top of Tensorflow. What
Keras helps with is to build and manage models.

3.4.3 Tesseract

Tesseract [15] is an open source optical character recognition (OCR) originally devel-
oped by HP. In 2005, tesseract was open sourced by HP and is currently maintained
by Google. The software is used to extract text in images.

3.5 Metrics

These are the metrics chosen for evaluation of the classification. The motivation for
the metrics is that they are fit for multiclass evaluation and help with understanding
the network.

3.5.1 Accuracy

The classic metric:
Correct predictions

Total predictions
(3.1)

Gives an overall metric of how good a network classifies but is prone for misreading
if for example the data set is unbalanced.
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3.5.2 Confusion matrix

A confusion matrix is a matrix that correlates predicted classes with actual classes.
What this metric help is to distinguish cases where a classifier struggle to differentiate
two or more labels.

Actual
Class A

Predicted
Class A

Predicted
Class B

Predicted
Class C

100% of samples where the class was A

Correct
predictions

Wrong
predictions

Wrong
predictions

Figure 2: Description of a row in a confusion matrix

Each row in the matrix consists of all guesses of the corresponding class as seen in
Figure 2.

3.5.3 F1-score

F1-score is a more fair evaluation than accuracy. It builds on two other measure-
ments, recall and precision.

Recall:
Correct predictions of a class

Total possible predictions of same class
(3.2)

Precision:
Correct predictions of a class

Correct predictions + false positives of the same class
(3.3)

F1-score is the harmonic mean of precision and recall resulting in:

2
1

Recall
+

1

Precision

(3.4)
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4 Method

The method to evaluate the performance of a multimodal system will be to first
build two networks, one image recognition network and one for natural language
processing (NLP). A third system which is a merger of the earlier two will be built
where the hypothesis is that the combined network will provide a better accuracy.
The usage of CNN is motivated by the recent success in Image classification [13].
Usage of CNN in multimodal systems is a relative new and promising area where
studies like the one introduced by Gallo et al. concluded that a multimodal approach
for image and text would result in better accuracy [4].

4.1 Data set

The data set for this study was acquired from a database which incorporates doc-
uments from the last four semesters of applications within the Swedish education
system. The applications was only directed towards a Master degree program. Three
institutes were chosen based on the number of applicants which were from three dif-
ferent countries, hence they will be referred to as the Egyptian, Greek and Indian
institute in this thesis. The number of documents of this data set was 1553, where
the largest class had 585 samples and the smallest had 407 samples. Since the data
set is unbalanced, class weights was introduced in the networks to compensate. The
data within the database is marked as Document x where pages y-z is academic
credits/examina from a given institute. Each document page is a scanned PNG file.

Each image is scaled down to 300x150 pixels in size, to fit in the network. For
the text data, an OCR is used on the original image files. dssdad

4.2 Data generation and training

Keras contains an easy to use ImageGenerator that provides batches of images with
variance however no simple generator for text or multiple data format is provided.
Based upon the image generator a new generator was implemented that can provide
text or image and text as a pair where text and image corresponds to the same
document. To train for variance in the images, shear and zoom were applied. The
amount of shear used was up to 20 degrees and the amount of zoom were up to
20%. This was applied at random during training by the image generator but never
while testing. After some experiments, the text classification reached maximum
performance after 10 epochs of training. The image classification reached maximum
performance after 100 epochs, and the combined classification reached maximum
performance after 30 epochs of training.
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4.3 Network architecture

Three CNN was created using Keras (with Tensorflow as backend).

4.3.1 Image network

The image network consisted of three Convolutional layers each with accompanying
max-pool layers. One dropout layer and finally three dense layers where the last one
activates the softmax for classification.

Image Conv+ReLu

Maxpool

Dropout

Dense

Softmax

Flatten

Figure 3: Architecture of the image classification network. The dotted box sur-
rounds the layers reused in the combined network, see Figure 5

4.3.2 Text network

The text network is based upon Yoon Kims sentence classification[5]. However
instead of multi-channel convolutional layer, a single-channeled was used instead
with the motivation that early experiments resulted in equal accuracys but faster
epoch time for the single-channeled.

Flatten

DenseDropout

Text

Conv+Relu

Maxpool Softmax

Figure 4: Architecture of the text classification network. The dotted box sur-
rounds the layers reused in the combined network, see Figure 5
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4.3.3 Multimodal network

The multimodal network is the Image and Text network side-by-side with a early
fusion of features before the classifier, in other words the fully-connected layers.
Early fusion was chosen because being easier to implement and due to time constraint
of this thesis. It should be noted that the earlier studies suggests that late fusion
usually gives better results. [12] [4]. When training the multimodal network, only
the dense layers are trained since the image and text modules are trained separately
and their weights reused in this network.

Image module

Text module

Concatenation

Dense

Softmax

Text

Image

Figure 5: Architecture of the combined classification network. For a more detailed
explanation of the image or text module, see Figure 3 and Figure 4

4.4 Metrics

The metrics used to evaluate and understand the different networks will be Ac-
curacy, F1-score, and confusion matrices as mentioned in 3.5 While accuracy is
provided from Keras, a confusion matrix and F1-score are calculated with the help
of Scikit-learn [10]
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5 Results

This section will present the results of the experiments. First the accuracy and
F1-score is presented, and finally a confusion matrix from each network.

As shown in Table 1, the accuracy and F1-score are matching for all cases mean-
ing that the accuracy is relatively balanced among the classes. In the single input
source network, the text classification has better accuracy and F1-score than the
image classification. Combining the two inputs results in an overall gain of 3.5 per-
cent units or an increase of 4.1% over the text classification.

Table 1 Accuracy and F1-score for the different networks

Text Image Combined
Accuracy 0.852 0.829 0.887
F1-score 0.847 0.830 0.884

5.1 Confusion matrices

When presenting the results of the confusion matrices, the classes of the classification
will be referred to the country where the given educational institute is based.

Figure 6: Confusion matrix from testing on the image network.
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The confusion matrix1 seen in Figure 6, shows that image classification performs
high on the Greek class and low on the Egyptian class.

The text classification in Figure 7 proved very effective with the exception of the
Greek class.

Figure 7: Confusion matrix from testing on the image network

The combined image and text classification in Figure 8 results in a better overall
classification where top score for the Egyptian and Indian class were achieved. The
image network in Figure 6 performed 0.1% better when classifying the Greek class;
however, note that this is due to rounding and the actual difference was just under
0.1%

Figure 8: Confusion matrix from testing on the combined network

1Images generated from the example code from: http://scikit-learn.org/stable/auto_

examples/model_selection/plot_confusion_matrix.html
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6 Discussion

The research question posed in Section 1.1 was whether a multimodal architectural
approach to document classification results in higher accuracy over a unimodal ar-
chitecture. By looking at Table 1, it is concluded that the hypothesis was correct,
the multimodal approach outperformed the unimodal both in terms of accuracy
and F1-score. This contradict [12] and [4] where single source classification out-
performed early fusion models. The reason for this might be that their data sets
was of higher quality and more uniformal documents. This would suggest that early
fusion models are good in cases where the data is of questionable quality. To clarify,
if single source classification have a high accuracy (With high meaning over 90%
correct), a multimodal classification will not increase it further. However with lower
accuracy unimodal classifiers, a multimodal approach might improve accuracy.

As mentioned in Section 1.1 the best unimodal network was expected to be image
classifier. This was not the case in this study as the text classifier provided a better
result. The conclusion can be drawn that either the image classifier was of too
simplistic design, or that in the problem domain of document classification, text is
a better form of data than an image.

By reading the confusion matrices, it is clear that the image classification in Figure
6 is worst on the Egyptian class while the text classification in Figure 7 is having
problem with the Greek class. When combining the sources, the classes even out
as seen in Figure 8. Top score is achieved for two classes while image classification
provides a 0.1% better result for the Greek class than the combined classification.
As described in the result section, the 0.1% is in reality lower because of rounding
error.
One reason which causes the image classification to have trouble with the Egyptian
class is that the documents have more variation in structure and colors, where as
the Greek documents follows a general structure and uses mainly blue colors.

While experimenting with different network setups, I noticed that there existed
several samples in the data set that consisted of blank pages. This is something that
was unwanted and provides no features or help on how to categorize a certain class.
A consideration was made to manually clean the data for the study. However if this
is to be scaled up by ITS, a similar cleanup would not be possible. Therefore the
choice to keep the data as is, was made. Noted that the results might have been
better with higher quality, the achieved results was still satisfactory with the data
quality considered.

What could have been a source of misdirect might be what kind of education pro-
vided by each institute. For example, if one institute mainly have applicants with
different engineering degrees this might lead to that this institute is more connected
to terms such as ”Engineer” and ”Technology”. If the other institutes have very
few engineering programmes this might lead to a good textual feature for this insti-
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tute however if this project would be scaled to incorporate more classes. The text
classification might end up giving much worse results than initially expected.

One of the problem of the textual approach is the language which the document
is written in. One of the reason why the Greek class had lower accuracy than the
others might be that the OCR did not extract Greek characters well. The same
might apply to the Egyptian class as well but the Greek had far more non-English
samples while the Indian was mostly in English.

While these results is not accurate enough to be used directly for indexing documents
in the current state, further work might incorporate a threshold to the probability.
What this threshold would do is to decide if the network is sure enough or if the
document should be evaluated manually.

6.1 Ethical dilemma

While this study categorizes documents in a non-harmful way, this might be ex-
panded to not only categorize an applicant but also to evaluate if the applicant is
eligible for a certain course or program. The possibility of algorithmic bias and
discrimination is something that has to be taken into account. The discrimination
could present itself in a way that people with certain names or educations from
certain countries could be less likely to be accepted for courses and programs.
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7 Future work

This study opens up to a range of interesting improvements to be tested. The first
to think of is to scale the classification giving it a larger data set and more classes.
Another interesting angle would be to build a system with late fusion instead of early.
Perhaps there is an improvement to be made by not combining textual and image
features but by classifying them separately. By looking at the probabilities of the
networks and choosing the higher probability of the textual or image classification
when these are not matching.

There is always going to be some documents which have to be categorized manu-
ally. By introducing a threshold for accepting or rejecting a document, perhaps a
higher precision can be achieved. By rejecting low probability documents, some of
the blank, and otherwise featureless pages might be rejected and sent to manual
categorization.

Feature selection is another area which might provide a better result on mainly tex-
tual classification. Since this study only picked the 3000 most common words in each
document a better feature selection might consist of some pre-trained embedding.

The quality of the image is questionable at times. However, there might be improve-
ments to be made by using noise reduction or increasing contrast.
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8 Conclusion

In this study, a data set from student applicants documents in image form was
retrieved. Another data set was created by using an OCR to extract the text of
the images. Three convolutional neural networks were created using Keras. One
network trained and tested the image data set, the second trained and tested on
the text data set. The weights from each network was saved and used in different
modules in the third network which then trained its final layers on a combination of
both data sets. The question of this thesis was if there was an increase in accuracy
by combining inputs of image and text. By looking on the results we conclude that
a better performance was achieved by combining texts and images as input, not only
in accuracy but in F1 score as well.
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[12] Marçal Rusiñol, Volkmar Frinken, Dimosthenis Karatzas, Andrew D. Bag-
danov, and Josep Lladós. Multimodal page classification in administrative
document image streams. International Journal on Document Analysis and
Recognition (IJDAR), 17(4):331–341, Dec 2014.

[13] Olga Russakovsky, Jia Deng, Hao Su, Jonathan Krause, Sanjeev Satheesh,
Sean Ma, Zhiheng Huang, Andrej Karpathy, Aditya Khosla, Michael Bernstein,
Alexander C. Berg, and Li Fei-Fei. ImageNet Large Scale Visual Recognition
Challenge. International Journal of Computer Vision (IJCV), 115(3):211–252,
2015.

[14] Fabrizio Sebastiani. Machine learning in automated text categorization. ACM
Comput. Surv., 34(1):1–47, March 2002.

[15] R. Smith. An overview of the tesseract ocr engine. In Ninth International
Conference on Document Analysis and Recognition (ICDAR 2007), volume 2,
pages 629–633, Sept 2007.

[16] C. Szegedy, Wei Liu, Yangqing Jia, P. Sermanet, S. Reed, D. Anguelov, D. Er-
han, V. Vanhoucke, and A. Rabinovich. Going deeper with convolutions. In
2015 IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
pages 1–9, June 2015.

[17] P. J. Werbos. Backpropagation through time: what it does and how to do it.
Proceedings of the IEEE, 78(10):1550–1560, Oct 1990.

19


	Introduction
	Research question
	Outline

	Related work
	Theory
	ANN - Artificial Neural Network
	CNN - Convolutional Neural Network 
	Convolution
	Pooling
	Fully connected layer
	Dropout
	Concatenation

	Multimodal Systems
	Tools
	Tensorflow
	Keras
	Tesseract

	Metrics
	Accuracy
	Confusion matrix
	F1-score


	Method
	Data set
	Data generation and training
	Network architecture
	Image network
	Text network
	Multimodal network

	Metrics

	Results
	Confusion matrices

	Discussion
	Ethical dilemma

	Future work
	Conclusion
	References

