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Abstract
Cavity enhanced optical frequency comb spectroscopy is a technique that allows
for quick and sensitive measurements of molecular absorption spectra. Locking
the comb lines of an optical frequency comb to the cavity modes of an en-
hancement cavity and then extracting the spectral information with a Fourier
transform spectrometer grants easy access to wide segments of absorption spec-
tra. One of the main obstacles complicating the analysis of the measurements is
the inevitable dispersion occurring inside the cavity. In this project, absorption
measurements of CO2 were performed using an existing and well established
setup consisting of a near-infrared optical frequency comb locked to a Fabry-
Pérot enhancement cavity using the Pound-Drever-Hall technique, and a Fourier
transform spectrometer. The purpose was to improve theoretical models of the
measured absorption spectra by creating and verifying a model for the cavity
dispersion, stemming mostly from the cavity mirrors but also from the normal
dispersion of the intracavity medium. Until now, the cavity dispersion has been
treated as an unknown and was included as a fitting parameter together with
the CO2 concentration when applying fits to the absorption measurements. The
dispersion model was based on previously performed precise measurements of
the positions of the cavity modes. The model was found to agree well with
measurements. In addition, pre-calculating the dispersion drastically reduced
computation time and seemed to improve the overall robustness of the fitting
routine. A complicating factor was found to be small discrepancies between
the locking frequencies as determined prior to the measurements and the values
yielding optimum agreement with the model. These apparent shifts of the lock-
ing points were found to have a systematic dependence on the distance between
the locking points. The exact cause of this was not determined but the results
indicate that with the locking points separated by more than about 10 nm the
shifts are negligible.
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Sammanfattning
Kavitetsförstärkt optisk frekvenskamsspektroskopi är en teknik som möjliggör
snabba och känsliga mätningar av molekulära absorptionsspektra. Genom att
låsa en optisk frekvenskam till kavitetsmoderna i en optisk kavitet och extrahera
den spektrala informationen med en Fouriertransformspektrometer ges lätt till-
gång till breda segment av absorptionspektra. Ett av de huvudsakliga hindren
som försvårar analys av mätningar är den dispersion som oundvikligen äger
rum i kaviteten. I det här projektet utfördes absorptionsmätningar av CO2
med en existerande och väl etablerad uppställning bestående av en infraröd
optisk frekvenskam låst till en Fabry-Pérot kavitet med hjälp av Pound-Drever-
Hall tekniken samt en Fouriertransformspektrometer. Syftet var att förbättra
teoretiska modeller av absorptionspektra genom att formulera och verifiera en
model av kavitetsdispersionen, orsakad av kavitetsspeglarna men även av den
normala dispersionen i kavitetsmediet. Hittills har kavitetsdispersionen betrak-
tats som en okänd parameter och inkluderats som en anpassningsvariabel när
teoretiska modeller anpassats på absorptionsmätningar. Dispersionsmodellen
utgick från tidigare utförda precisa mätningar av kavitetsmodernas positioner.
Modellen visade sig stämma väl med mätningarna. Dessutom minskade den på
förhand uträknade dispersionen beräkningstiderna drastiskt och verkade förbät-
tra anpassningsrutinens stabilitet. En komplicerande faktor visade sig vara små
skillnader mellan de låsningsfrekvenser som fastställts vid mätningarna och de
som gav den bästa överensstämmelsen med modellen. Dessa skift visade sig ha
ett systematiskt beroende av avståndet mellan låsningspunkterna. Den exakta
orsaken till detta kunde inte fastställas men resultaten indikerar att skiften är
försumbara om låsningspunkterna är separerade av mer än ca 10 nm.
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1 Introduction

1 Introduction

Absorption spectroscopy comprises a wide range of techniques used for detect-
ing the presence and determining the concentrations of substances by measuring
their absorption of light. Different atoms and molecules absorb photons of dif-
ferent specific frequencies, corresponding to transitions between their quantum
mechanical energy levels. This gives rise to absorption lines in the spectra of
light transmitted through a sample containing absorbing atomic or molecular
species. A given combination of absorption lines can be used as a fingerprint
to identify the presence of an absorbing agent, while its concentration can be
determined from the depth of the absorption lines. Absorption spectroscopy has
a wide range of applications spanning from remote sensing of the atmosphere
to detecting certain medical conditions using breath analysis.

A common difficulty of absorption measurements is that absorption is typ-
ically a weak effect, and some means of increasing the detection sensitivity are
often necessary. Enhancement cavities are often used for this purpose. An
integral property of such cavities is that interference causes electromagnetic ra-
diation of only certain frequencies, corresponding to the so called cavity modes,
to be transmitted into and through the cavity. Any light used for absorption
measurements in the cavity must therefore have a frequency resonant with one
of the cavity modes.

An effective way of simultaneously coupling light into a large number of
cavity modes is to utilize a so called optical frequency comb [1, 2]. Optical
frequency combs are lasers with an output spectrum consisting of equidistant
lines, hence the name frequency comb. The comb lines can be locked to the
cavity modes, thus probing the absorption lines of the intracavity medium at
a set frequency spacing. However, a complication is that the cavity modes,
unlike the comb lines, will not be equidistant over arbitrarily large frequency
intervals. This inevitably limits the number of comb lines that can simultane-
ously be in resonance with the cavity. This also implies that most transmitted
comb lines will not be exactly on resonance with their respective cavity modes
but have some frequency offset from their center frequency. This in turn leads
to distortions [1] of the absorption spectra that must be accounted for when
attempting to determine the concentration of an analyte present in the cavity.
The concentration can be retrieved by applying fits based on theoretical mod-
els to the measured absorption spectra. When doing so, the cavity dispersion
has previously been treated as an unknown variable and included as a fitting
parameter, together with the analyte concentration [3, 4]. Here, an alternative
approach is presented, where the dispersion has been measured beforehand [5].
When analyzing absorption spectra of CO2, the fits can consequently be per-
formed only with respect to the concentration, reducing computation time and
possibly improving the precision and accuracy of the concentration assessments.
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2 Theory

2 Theory

2.1 Absorption spectroscopy

Absorption occurs when light passes through a medium in which the frequency
of a transition between two energy states of the constituting molecules or atoms
coincides with that of some of the photons of the light. A part of these photons
will then be absorbed, leading to a gradual reduction in light intensity at these
frequencies as the light passes through the medium. The absorbed intensity at
a particular point in space is proportional to the incident intensity as well as
to the number density of the absorbing particles. Provided that the medium is
spatially uniform, and in the absence of saturation effects [6], the light intensity
after a traversed path length L (given in cm) through the medium is given by
the Lambert-Beer law

I(ν) = I0(ν)e−α(ν)L, (1)

where I0(ν) is the incident intensity at frequency ν, and α(ν) is the absorp-
tion coefficient (cm−1). Each transition will absorb light in a limited range of
frequencies due to different broadening mechanisms occurring in the medium.
As is often the case, the medium of interest here is a gas. For a molecular
transition, the absorption coefficient can be expressed as

α(ν) = ŜNχabs(ν), (2)

where Ŝ is the integrated molecular linestrength (cm−1/molecule/cm−2), N is
the number density of the absorbing species (cm−3) and χabs(ν) is the absorption
lineshape function (cm), which is further discussed in section 2.4. Using the ideal
gas law, the absorption coefficient can also be expressed in the more convenient
form

α(ν) = Spcrelχ
abs(ν), (3)

where p is the total pressure of the gas, crel is the relative concentration of the
absorbing species and

S =
Ŝn0T0

p0T
. (4)

Here, T is the temperature of the gas sample, n0 = p0/kbT0 is the Loschmidt
number denoting the number density of particles in an ideal gas at atmospheric
pressure p0 = 760 Torr and temperature T0 = 273.15 K, and kb is the Boltzmann
constant. If the other parameters are known, the concentration of the absorbing
molecules can be found from eq. (3) with α(ν) obtained from eq. (1) as

α(ν) =
1

L
ln

[
I0(ν)

I(ν)

]
. (5)
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This is the essence of absorption spectroscopy. Since different molecules have
energy transitions at certain characteristic wavelengths, the absorption spec-
trum of a gas sample provides information about which molecular species are
present and in what concentrations. However, a common problem is that these
concentrations can be very low (down to ppb) meaning that the absorption of
the corresponding transitions can be very small and difficult to detect. A means
of increasing absorption and facilitating detection is to increase the interaction
length L of the light with the sample. A common way of achieving this is to
use an enhancement cavity. Different types of enhancement cavities exist but
in this experiment, a linear Fabry-Pérot cavity was used.

2.2 An ideal Fabry-Pérot cavity

Here, the properties of a Fabry-Pérot cavity in the absence of dispersion effects
are presented, before introducing cavity dispersion in the next section. A Fabry-
Pérot cavity is formed by the space of length L between two partly transparent
mirrors as shown in Figure 1. The mirrors are assumed to be identical with
power reflection and transmission coefficients denoted by r and t, respectively.

L

𝑟 𝑡 𝑟 𝑡

෨𝐸𝑟 𝐼𝑟

෨𝐸𝑖 𝐼𝑖 ෨𝐸𝑡 𝐼𝑡

Figure 1: Schematic depiction of a linear Fabry-Pérot cavity. Light with an electric
field and intensity denoted by Ẽi and Ii is incident on the input mirror. Light of most
frequencies is totally reflected back towards the source. If the frequency of the light
satisfies the resonance condition given by eq. (7), it is coupled into the cavity where
it gives rise to a standing wave. Some of this resonant light intensity will then be
outcoupled at the other end of the cavity. Close to, but not exactly on resonance, the
incident beam gives rise to both a reflected and a transmitted beam. The electric field
amplitude and intensity of these are denoted by Ẽr, Ir and Ẽt, It respectively.

If light is incident on the outside surface of one of the mirrors (the input mirror),
destructive interference will prevent light of most wavelengths from oscillating
in the cavity. The condition on the wavelength λ for constructive interference
and hence transmission into the cavity is [7]
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q
λ

2
= nL, (6)

where n is the refractive index of the medium inside the cavity and q is an
integer. In terms of frequency ν this condition becomes

ν = q
c

2nL
, (7)

where c is the speed of light in vacuum. Only light of these frequencies is
allowed to oscillate between the mirrors and therefore only these frequencies
will be transmitted through the output mirror at the other end of the cavity.
The transmitted frequencies are generally referred to as the cavity modes and
are separated by frequency intervals called the free spectral range (FSR), given
by

FSR =
c

2nL
. (8)

In reality though, the cavity modes are not infinitesimally narrow, but rather
contain a small range of frequencies around the central frequencies satisfying
equation (7). The magnitude of the complex electric field transmitted through
the cavity is given by

Ẽt(ν) = Ẽi(ν)T̃ 0(ν), (9)

where Ẽi(ν) is the incident complex electric field, with the real electric field given
by Re[Ẽi(ν)], and T̃ 0(ν) is the complex transmission function of the electric field
given by [8]

T̃ 0(ν) =
te−iΦ(ν)/2

1− re−iΦ(ν)
. (10)

Here, Φ(ν) is the round trip phase shift of light with frequency ν, which in the
absence of dispersion is given by

Φ(ν) =
4πνnL

c
. (11)

The transmitted intensity is given by

I0
t (ν) = cε0Ẽt(ν)Ẽ?t (ν)/2, (12)

where ε0 is the vacuum permittivity and the asterisk denotes the complex con-
jugate. Using eq. (10) this can be expressed as

I0
t (ν) = Ii(ν)T 0(ν), (13)
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where Ii(ν) is the incident intensity, while T 0(ν) is the intensity transmission
function, which is given by

T 0(ν) = T̃ 0(ν)T̃ 0?(ν) =
T 0
res

1 + 4 r
(1−r)2 sin2(Φ(ν)/2)

, (14)

where T 0
res is the on-resonance transmission given by

T 0
res =

t2

(1− r)2
. (15)

The frequency dependence of T 0(ν) is shown in Figure 2a.
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Figure 2: (a) The typical frequency dependence of the cavity transmission function
T (ν) showing the cavity modes separated by the FSR. (b) The frequency dependence
of the corresponding reflection function R(ν). (c) A close-up of a single cavity mode
plotted against the detuning from the center frequency, showing the FWHM Γ.

Sharp peaks in the transmitted intensity will occur whenever Φ(ν) is equal to
an integer multiple of 2π, implying that

2πνnL

c
= πq ⇐⇒ νq = q

c

2nL
, (16)

where q is an integer. This is equivalent to the condition given in eq. (7) and
thus expresses the cavity modes νq. The cavity reflection function for the electric
field is given by [7]
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R̃0(ν) =
e−iΦ(ν) − 1

1− re−iΦ(ν)

√
r, (17)

while its intensity counterpart becomes

R0(ν) =
4r sin2(Φ(ν)/2)

(1− r)2 + 4r sin2(Φ(ν)/2)
. (18)

The reflected intensity is obtained from Ir(ν) = Ii(ν)R0(ν), and so R0(ν) is
given by 1−T 0(ν)1, reflecting all frequencies except those corresponding to the
cavity modes as shown in Figure 2b. The full width at half maximum (FWHM)
of the cavity modes, defined as T 0(νq + Γ/2) = T 0

res/2, where νq is the center
frequency of a cavity mode, can be obtained approximately from

Γ ≈ (1− r)FSR
π
√
r

, (19)

where the sine term has been series expanded to first order. The FWHM for a
single cavity mode is shown in Figure 2c.

If the cavity contains an absorbing molecular species, the transmission func-
tion takes the form

T (ν) =
Tres

1 + 4 re−αL

(1−re−αL)2
sin2(Φ(ν)/2)

, (20)

where the on-resonance value is

Tres =
t2e−αL

(1− re−αL)2
. (21)

The appearance of the absorption coefficient in the transmission function re-
duces the transmitted intensity of cavity modes with frequencies close to a
transition, giving rise to an absorption line in the transmitted spectrum. It can
be shown that for small values of α(ν)L, the relative decrease in the transmitted
intensity It(ν) = Ii(ν)T̃ (ν)T̃ ?(ν) due to absorption approximately becomes

It(ν)− Iat (ν)

It(ν)
≈ 2FSR

πΓ
α(ν)L = 2

F

π
α(ν)L, (22)

where Iat (ν) and It(ν) are the transmitted intensities with and without absorp-
tion and F is the cavity finesse defined by

F =
FSR

Γ
=

π
√
r

1− r
. (23)

1Here, the losses are assumed to be negligible meaning that T (ν) +R(ν) = 1.
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Since F is generally a large number (in this experiment, F ∼ 2000), the Fabry-
Pérot cavity strongly increases the sensitivity of absorption measurements. As
seen from eq. (23), a higher finesse (corresponding to a higher r) yields more
narrow cavity modes for a given FSR, which in turn is determined by the cavity
length.

2.3 Cavity dispersion

In a real Fabry-Pérot cavity, the round trip phase shift is not given by the simple
expression in eq. (11). Due to dispersion in the cavity, it consists of three terms

Φ(ν) = Φb(ν) + Φa(ν)L+ ϕmir(ν). (24)

Here the first term is similar to the expression in eq. (11) and is given by

Φb(ν) =
4πνn(ν)L

c
(25)

where n(ν) is the frequency dependent non-resonant refractive index i.e. ex-
cluding the effects of the transitions on the refractive index. These are instead
contained in the second term Φa(ν). Somewhat analogously to the absorption
coefficient, it can be expressed as

Φa(ν) = Spcrelχ
disp(ν), (26)

where χdisp(ν) is the dispersion lineshape (cm), to be discussed in section 2.4.
In this study it will be assumed that the concentration crel is sufficiently small
so that, while Φa(ν) must depend on crel, Φb(ν) is approximately unchanged by
the presence of an analyte. The final term ϕmir is a contribution stemming from
the reflection at the dielectric cavity mirrors which is also frequency dependent.

The important thing to note is that Φ(ν) does not depend linearly on
frequency. Dispersion due to the frequency dependence of the refractive index
and the behavior of the mirrors causes the FSR to be frequency dependent and
hence the cavity modes will not be evenly spaced. The cavity modes still occur
when Φ(ν) = q · 2π so the cavity mode frequencies are given by

νq = q
c

2n(ν)L
− c

4πn(ν)L
ϕmir(ν)− c

4πn(ν)
Φa(ν). (27)

2.4 Absorption and dispersion lineshapes

Any absorption line will have a certain natural linewidth, i.e. it causes absorp-
tion of a small range of frequencies around the center frequency of the transition.
This is related to the lifetimes of the excited energy states via the uncertainty
principle [6]. However, the natural linewidth is usually dominated by additional
broadening mechanisms. There are two main types of broadening of molecular
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transitions in a gas. The first one is the so called collisional broadening caused
by the fact that the absorbing molecules in the medium collide with each other
as well as with any other molecules present. This affects the energy levels of
the molecules, leading to a broadening of the transitions [6]. The absorption
lineshape function for collisional broadening has a Lorentzian shape, given in
area-normalized form as

χabsL (ν) =
c

π

ΓL

(ν − ν0)2 + ΓL
2 , (28)

where ν0 is the center frequency of the transition and ΓL is the half-width at
half maximum (HWHM), i.e. the frequency detuning from ν0 at which χabsL is
reduced to half its value.

The other major broadening mechanism is Doppler broadening which is
due to the Doppler effect experienced by molecules having different velocities
with respect to the direction of the incident light. Molecules moving towards
the incident photons will see the light as blue-shifted while those moving away
from the light source will correspondingly see a red-shift. This increases the
frequency range that can be absorbed and hence broadens the lineshape. Since
groups of molecules with different velocities do not interact with the same light
frequencies, Doppler broadening is also called inhomogeneous broadening in con-
trast with the homogeneous collisional broadening, which affects all molecules
in the medium uniformly. Doppler broadening produces a Gaussian lineshape,
the area-normalized form of which is

χabsG (ν) =
c
√

ln 2√
πΓG

e−(ν−ν0)2 ln 2/ΓG
2

, (29)

where ΓG is once again the HWHM.
Collisional broadening depends strongly on pressure since higher pressures

increase the frequency of molecular collisions. Therefore, at relatively high pres-
sures (typically around atmospheric pressure) collisional broadening often be-
comes the dominating broadening mechanism (ΓL >> ΓG) and Doppler broad-
ening can be neglected. Conversely, in a low pressure regime, collisional broad-
ening can be negligible with the broadening accurately described by a Gaussian.
In general though, one needs to consider both mechanisms and the absorption
lineshape function becomes a convolution of the two, given by

χabsV (∆ν) =

ˆ ∞
−∞

χabsG (ν′)χabsL (∆ν − ν′)dν′, (30)

where the Gaussian and Lorentzian lineshapes have been centered around zero
and ∆ν is the detuning from the center frequency. Using eqs. (28) and (29),
eq. (30) can be written as

χabsV (x, y) = χ0
1

π

ˆ ∞
−∞

ye−s
2

(x− s)2 + y2
ds, (31)
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where x =
√

ln 2/ΓG∆ν, y =
√

ln 2ΓL/ΓG and χ0 = c
√

ln 2/
√
πΓG [8]. This

is the so called Voigt profile. It can not be calculated analytically but can be
expressed in terms of the complex Faddeeva error function w̃(z) as [9]

χabsV (x, y) = χ0 Re[w̃(x+ iy)]. (32)

The corresponding dispersion lineshape is obtained from the imaginary part of
w̃(z) according to

χdispV (x, y) = −χ0 Im[w̃(x+ iy)]. (33)

The error function w̃(x + iy) can then be estimated numerically. The depen-
dence of the absorption and dispersion lineshapes on the detuning from the
center frequency of a transition is shown in Figure 3 for Lorentzian, Gaussian
and Voigt broadening. The HWFM for the Lorentzian and Gaussian shapes are
ΓL = ΓG = 100 GHz.
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Figure 3: (a) The Lorentzian, Gaussian and Voigt absorption lineshapes as a function
of detuning ∆ν from the transition center frequency. (b) The Lotentzian, Gaussian
and Voigt dispersion lineshapes as a function of detuning ∆ν from the transition center
frequency. Here, ΓL = ΓG = 100 GHz.

Adrian Hjältén 9 August 21, 2018



2 Theory

2.5 Optical frequency combs

Optical frequency combs are lasers with a very broad output spectrum consist-
ing of a large number of narrow lines, called comb lines. The intensity of the
comb lines may vary but their separation is constant over the entire bandwidth,
which makes frequency combs interesting in many respects. They are commonly
produced by mode-locked pulsed lasers [10], as was the case for the one used in
this study. The comb line spacing then coincides with the repetition rate frep
of the laser pulses, and the frequencies of the comb lines making up the output
spectrum are described by

fq = fceo + qfrep, (34)

where q is the integer index of the comb line at fq. The carrier-envelope offset
fceo is related to the change in carrier-envelope phase between two consecutive
pulses ∆Φce, through the relation

fceo =
∆Φce

2π
frep. (35)

Since ∆Φce naturally ranges from 0 to 2π, fceo will lie between 0 and frep. The
structure of the light of a mode-locked optical frequency comb in the time and
frequency domains is schematically depicted in Figure 4. Note that fceo is not
the frequency of the first comb line but a mathematical parameter found from
extrapolating the comb line positions down to zero. The repetition rate and
carrier-envelope offset provide two degrees of freedom that can be controlled
when tuning the spectrum of the frequency comb.

𝑓𝑐𝑒𝑜 𝑓𝑟𝑒𝑝
𝐼

𝜐

Δ𝜙𝑐𝑒
𝐸

𝑡
1/𝑓𝑟𝑒𝑝

Figure 4: The temporal and spectral structure of the light of an optical frequency
comb. The comb lines are separated by the repetition rate frep. The carrier enve-
lope offset fceo, is given by eq. (35), where the carrier envelope phase slip between
consecutive pulses ∆Φce, is shown in the upper part of the figure.
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2.6 Pound-Drever-Hall locking

Pound-Drever-Hall (PDH) locking is a technique used for stabilizing the fre-
quency of a laser by locking it to one of the cavity modes of an optical cav-
ity [11]. The technique involves modulating the phase of the laser light which
can be achieved with an electro-optic modulator (EOM), a device that modu-
lates the refractive index of a medium by applying a variable electric field. The
electric field of a narrow band laser beam with frequency ν at a given point in
space can be expressed as

E(t) = E0e
2πiνt+iΦ, (36)

where the phase Φ can be a function of time. By passing the laser beam
through an EOM, modulating the phase at a frequency νm according to Φ(t) =
β sin(2πνmt), one can generate two sidebands in the spectrum located at ν+νm
and ν − νm. After the modulation, the electric field will have the form2

E(t) = E0[J0(β)e2πiνt + J1(β)e2πi(ν+νm)t − J1(β)e2πi(ν−νm)t], (37)

where the amplitudes of the different frequency components are determined
by the Bessel functions denoted with J’s, which in turn are functions of the
modulation depth β. When the light is directed at the input mirror of a Fabry-
Pérot cavity, the reflected electric field is given by

E(t) = E0[J0(β)e2πiνtR̃(ν)+J1(β)e2πi(ν+νm)tR̃(ν+νm)−J1(β)e2πi(ν−νm)tR̃(ν−νm)],
(38)

where, R̃(ν) is the electric field reflection function given in eq. (17)3. The
reflected intensity is proportional to |E|2 and it will contain a term beating at
the modulation frequency

Is(ν) ∝ Im[R̃?(ν)R̃(ν − νm)− R̃(ν)R̃?(ν + νm)] sin(2πνm). (39)

Directing the reflected light beam onto a detector, the detected signal can
be mixed with the modulation signal using a mixer, a device that essentially
multiplies two frequency signals. This will transform this term into one DC-
component as well as a component with twice the frequency, since

sin2(2πνm) =
1

2
− cos(4πνm)

2
. (40)

Filtering out the oscillating components of the signal leaves a signal ε(ν) ∝
Im[R̃?(ν)R̃(ν − νm) − R̃(ν)R̃?(ν + νm)], which will be called the error signal.

2The general expression is given by E0
∑∞
j=−∞ Jj(β)e

2πi(ν+jνm)t, but here, β is chosen
so that the magnitude of all but the first pair of sidebands is negligible.

3We neglect dispersion effects for simplicity.
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Assume now that ν is close to resonance with a cavity mode νcm, i.e. ν =
νcm + ∆ν where ∆ν is the detuning from the cavity mode. The dependence of
the error signal on ∆ν is shown in Figure 5. For small ∆ν, R̃(ν) can be series
expanded around νcm, and if the sidebands are sufficiently far away from ν so
that R(ν ± νm) = 1, the error signal becomes [7]

ε ∝ Im[R̃(νc)] ≈
2

Γ
∆ν, (41)

where Γ is the cavity mode FWHM from eq. (19). Since the error signal now
depends (approximately) linearly on the frequency detuning from the cavity
mode, it can readily be used to correct the laser frequency to keep it locked at
νcm. In practice, this is achieved by utilizing some electronic and/or mechanical
components to continuously adjust the parameters determining the laser fre-
quency in response to the error signal ε. For more information about the PDH
technique see [12].
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Figure 5: The PDH error signal ε as a function of detuning from the center frequency
of a cavity mode for a case when the modulation frequency is 20MHz. Close to ∆ν = 0
the error signal depends linearly on ∆ν.

Modulating the phase of an optical frequency comb as described above, will
give rise to sidebands around all comb lines in the spectrum. Consequently,
any comb line can be locked to a cavity mode4 using the PDH technique. One
can thus incorporate two PDH feedback loops into the setup controlling fceo
and frep respectively by locking them at two different frequencies, referred to as
the locking points. This procedure is called two-point PDH locking. Fixing the
two degrees of freedom of the comb, effectively locks its entire spectrum to the
cavity. By properly matching frep to the FSR, one can bring a large number of
comb lines into resonance with the cavity modes simultaneously. This allows for
instantly probing wide regions of absorption spectra at evenly spaced frequency
intervals [1,2]. In practice though, the frequency range over which this matching

4In practice, a group of comb lines are locked to a group of cavity modes.
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is possible is limited due to dispersion. The frequency dependence of the FSR
will cause the cavity modes to gradually walk off the comb lines far away from
the locking points, as will be further discussed in the next section.

2.7 Modeling the cavity dispersion

As mentioned above, the frequency range over which frep of a frequency comb
can be matched to the FSR of a cavity is limited due to dispersion. Far from the
locking points, the comb lines will no longer be in perfect resonance with the
cavity modes, leading to a gradual decrease in the relative transmitted intensity.
These gradual drifts are due to the nonlinear frequency dependence of Φb(ν) and
ϕmir(ν) in eq. (24). Since these are assumed to be independent of the analyte
concentration, they can be combined into a common non-resonant component
of the phase shift

Φnr(ν) = Φb(ν) + ϕmir(ν). (42)

If the individual transmitted comb lines are not resolved, the parameter needed
to describe the influence of cavity dispersion on the comb-cavity matching is
the comb-cavity offset, i.e. the detuning of each comb line from the center
frequency of its cavity mode. This can also be expressed in terms of the corre-
sponding phase detuning, which for the non-resonant dispersion component can
be expressed as

∆Φ(ν) = Φnr(ν) mod 2π. (43)

The gradual intensity variations due to ∆Φ(ν) can largely be compensated for by
dividing a measured absorption spectrum with the cavity transmission without
the analyte. This normalization procedure also eliminates the intensity envelope
of the frequency comb output (albeit the drop in intensity far from the comb
lines still entails a drop in singal-to-noise ratio). However, this fails to account
for dispersion due to Φa(ν), which only affects the absorption spectrum. Φa(ν)
is centered around zero and varies comparatively rapidly back and forth across
the absorption lines. The combination of Φa(ν) and the non-resonant dispersion
causes the absorption lines in the normalized absorption spectrum to become
asymmetric as compared to a spectrum without the background dispersion [1],
as depicted in Figure 6.

This effect is due to the fact that when ∆Φ(ν) = 0, the alternating positive
and negative comb-cavity offsets induced by Φa(ν) are centered around zero i.e.
the comb lines are always close to the center frequencies of their respective cavity
modes. However, if ∆Φ 6= 0 the comb lines are already offset from the cavity
modes and the additional effect of Φa(ν) alternately increases and decreases this
offset, causing asymmetries around the absorption lines . Fitting the measured
data to theoretical models therefore requires determining the total dispersion
over the measured wavelength interval. While the analyte part Φa(ν) can be
calculated from equation (26) for different values of crel and other parameters
that are readily available in data bases, Φnr(ν) contains the mirror dispersion
which is specific to a given cavity. Therefore, ∆Φ(ν) can either be included as
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an independent fitting parameter, which has been done previously [3, 4], or it
can in principle be measured separately and fed to the fit as a fixed parameter,
which is the approach attempted in this experiment. The phase detuning at
a frequency ν close to a cavity mode occurring at νq can be approximately
obtained from the frequency detuning ∆ν = ν − νq by series expanding Φ(ν) to
first order in ∆ν

Φ(ν) = Φ(νq + ∆ν) ≈ Φ(νq) +
∂Φ(νq)

∂ν
∆ν ≈ Φ(νq) +

2π

FSRq
∆ν, (44)

where FSRq is the FSR around νq. Now, Φ(νq) mod 2π = 0 and so taking
Φ(ν) = Φnr(ν) i.e. disregarding the analyte contribution, the phase detuning in
eq. (43) is effectively given by

∆Φ(ν) ≈ 2π

FSRq
∆ν. (45)
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Figure 6: (a) Simulation of the analyte dispersion Φa(ν) as a function of wavelength,
showing its semi-periodic behavior over several absorption lines. (b) Simulation of the
corresponding normalized cavity transmission, showing the asymmetry of the absorp-
tion lines caused by the interaction between Φa(ν) and the non-resonant dispersion
term ∆Φ(ν) (blue curve) compared to a spectrum with ∆Φ(ν) = 0 (red curve).

In order to predict ∆Φ(ν) for all comb lines transmitted through the cavity,
a previous measurement of the cavity mode frequencies νq with 1% CO2 in
the cavity was utilized [5]. This measurement had been performed by tuning
the frequency comb incrementally over the cavity modes using the sub-nominal
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resolution scheme [4], allowing for determining their positions very precisely.
The non-resonant dispersion caused the curve describing the cavity mode fre-
quencies to have a slight concave curvature. To extract the detuning due to
the non-resonant dispersion, a fifth order polynomial was fitted to the curve,
thereby removing the small local fluctuations due to the transitions (ultimately
related to Φa(ν)). A curve of the comb line frequencies fq was simulated as
a straight line intersecting the cavity mode curve at the two selected locking
frequencies. This is conceptually depicted in Figure 7 where the curvature of
the cavity mode frequency curve has been greatly exaggerated for clarity.

The figure illustrates the general behavior of the non-resonant dispersion
effects. There will be a certain walk-off of the cavity modes between the locking
points while in the peripheries, the cavity mode positions diverge away from
the comb lines. The covered frequency interval can be expanded by placing
the locking points further apart, but this will be at the price of an increased
comb-cavity offset between the locking points. The frequency detuning ∆ν as a
function of frequency (or comb line index), was found by subtracting the cavity
mode curve from the comb line curve. This was finally converted to a phase shift
∆Φ(fq) using equation (45), with the FSR given by the average distance be-
tween the cavity modes in the measured frequency interval. Figure 8 shows the
phase and frequency detuning obtained by subtracting the previously measured
cavity mode frequencies νq (including the analyte dispersion effects) from a lin-
ear frequency slope ν0

q , as well as the phase detuning ∆Φ(λ) and corresponding
frequency detuning ∆ν obtained as described above.

Figure 7: Conceptual illustration of how the frequency detuning between the comb
lines and the cavity modes was extracted. The black curve represents the positions
of the cavity modes in frequency space. The comb lines are represented by the blue
straight line that intersects the cavity mode curve at the locking points ν1 and ν2.
The x-axis is an arbitrary index that pairs each comb line to a cavity modes.
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Figure 8: The blue curve shows the phase detuning (left axis) and corresponding
frequency detuning (right axis) obtained by subtracting the cavity mode frequencies
νq measured in [5] from a linear slope ν0q . The black curve shows the non-resonant phase
detuning ∆Φ(λ) (left axis) and the corresponding frequency detuning ∆ν (right axis)
extracted using the procedure described above. The simulated comb line frequencies
coincide with those of the linear slope i.e. fq = ν0q , with locking points located at the
zero crossings at 1570 nm and 1580 nm.

2.8 Fourier transform spectroscopy

By locking a frequency comb to a cavity, it is possible to instantly couple light
into a large number of cavity modes, thereby irradiating the cavity medium
with a large range of frequencies. However, extracting the absorption spectrum
requires resolving the transmitted intensity in frequency space. A very use-
ful means of achieving this is to implement a Fourier transform spectrometer
(FTS) [13]. A commonly used model of FTS is based on the Michelson inter-
ferometer, schematically depicted in Figure 9 (for details of the design used in
this experiment see Section 3). A laser beam is split into the two arms of the
interferometer, reflected back by two mirrors and recombined at the beamsplit-
ter. If the optical path lengths of the two arms are not equal, one beam will
have a phase shift relative to the other. The phase shift can be expressed as [6]

Φ = k∆s =
2πν

c
∆s = 2πν̃∆s, (46)

where k is the wave vector, ν̃ = 1/λ is the wavenumber and ∆s the optical path
difference (OPD) between the arms given by
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∆s = l2 − l1, (47)

where, l1 and l2 are the lengths of the two arms and the refractive index is
assumed to be 1.

𝑙1
𝑙2

∆𝑠 = 𝑙2 − 𝑙1

Mirror

Mirror

Figure 9: A simple schematic of a Michelson interferometer. The length of the two
arms are l1 and l2 yielding an optical path difference given by l2 − l1. The length of
the second arm is adjustable.

As seen in the figure, superimposing the beams from each arm at the beamsplit-
ter yields two output beams. If one of the output beams is normally incident
on a detector, the total electric field at the detector for monochromatic light is
given by5

Ẽ =
1

2
E0e

2πiνt ± 1

2
E0e

2πiνt+iΦ =
1

2
E0e

2πiνt(1± e2πiν̃∆s), (48)

where E0 is the electric field amplitude of the beam before the FTS, ν is the
frequency of the light and t is time. The sign in front of the second term is
different for the two outputs. The detected intensity becomes

I =
1

2
cεoẼ

?Ẽ =
I0
2

[1± cos(2πν̃∆s)], (49)

where I0 = (1/2)cε0E
2
0 is the intensity of the beam before the FTS and ε0

is the vacuum permittivity. Measuring the intensity while sweeping the OPD
gives rise to interferograms in the two output beams that are out of phase with
each other (due to the sign difference). For broadband light, the total detected
intensity for a given OPD is given by integrating over all spectral components

5It is assumed that the beamsplitter splits the intensity of the input beam in two equal
parts.
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I(∆s) =
1

2

ˆ ∞
0

I(ν̃)[1± cos(2πν̃∆s)]dν̃, (50)

where I(ν̃) is the spectrum of the light entering the FTS. Picking the output
with the + sign, the second term of the integrand is the cosine transform of
I(ν̃), and hence the spectrum can be retrieved by measuring the total intensity
I(∆s) as a function of ∆s and applying the inverse cosine transform, i.e.

I(ν̃) = 2

ˆ ∞
0

(I(∆s)− I1/2) cos(2πν̃∆s)d(∆s), (51)

or, in complex form

I(ν̃) = 2

ˆ ∞
−∞

(I(∆s)− I1/2)e−2πiν̃∆sd(∆s), (52)

where I1/2 = (1/2)
´∞

0
I0(ν̃)dν̃ is half the intensity at zero path difference [14].

This is the Fourier transform of the interferogram. In Fourier transform spec-
troscopy, the spectrum is thus found by recording the output intensity I(∆s)
of an interferometer with variable OPD, while sweeping over a range of values
of ∆s and then applying a Fourier transform to the interferograms. If s is the
maximum path difference swept over in the measurement, the resolution, i.e.
the spacing between sampling points in the wavenumber domain is given by

∆ν̃ =
1

s
, (53)

or, in terms of frequency

∆ν =
c

s
. (54)
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3 Experimental

3.1 Overview of the setup

The experimental setup is schematically depicted in Figure 10. The frequency
comb source was a near-infrared Kerr-lens mode-locked [15] Erbium-fiber laser
that could be locked to a Fabry-Pérot enhancement cavity using the two-point
PDH technique. The cavity was comprised by two dielectric mirrors with a
radius of curvature of 5 meters, glued to the ends of a stainless steel tube
connected to a gas supply system, providing control over the kind of gas filling
the cavity (pure N2 or N2 with 1% CO2), as well as its pressure. The distance
between the mirrors was 45 cm yielding an FSR of around 333 MHz. The length
could be adjusted with a piezo-electric transducer (PZT) mounted at one of the
mirrors. The finesse of the cavity had been measured previously as a function of
frequency and was around 2000, yielding a cavity mode FWHM of around 167
kHz. The repetition rate of the frequency comb was around 250 MHz, meaning
that when locked to the cavity, every fourth comb line would coincide with
every third cavity mode. The cavity thus acted as a filter transmitting comb
lines separated by 1 GHz.

OFC EOM

~

LPF

LPF

Current servo

PZT servo

EOM servo

LPF

LPF

HeNe

λ/4 λ/2

FTS

ABD Cavity

Gas flow
PBS

BS
Grating

Locking

Mechanism

Detection

Figure 10: Schematic of the setup used in the experiment. OFC: Optical frequency
comb. EOM: Electro-optic modulator. PBS: Polarizing beamsplitter. LPF: Low-
pass filter. λ/2: Half-wave plate. λ/4: Quarter-wave plate. PZT: Piezo-electric
transducer. BS: Beamsplitter. FTS: Fourier transform spectrometer. ABD: Auto-
balanced detector.

The transmitted beam was coupled into a Fourier transform spectrometer using
a set of mirrors. The two outputs of the FTS were detected with an auto-
balanced detector used to significantly reduce intensity noise (see section 3.4).
Apart from the frequency comb, a stable continuous wave HeNe laser with wave-
length λr = 633 nm was passed through the spectrometer parallel to the comb
beam and directed at a third detector. The HeNe laser provided a reference to
calibrate the OPD scale. The collected data was resampled at all peaks and
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zero-crossings of the reference laser interferogram giving an OPD step length of
λr/4. The spectral information was then extracted by applying a fast-Fourier
transform (FFT) to the interferogram.

3.2 Two-point PDH comb-cavity lock

The fiber-coupled output of the frequency comb was modulated by an electro-
optic modulator at a modulation frequency of 20 MHz, giving rise to the side-
bands required for the locking procedure. The beam was then coupled into free
space and passed through a polarizing beam splitter after adjustment of the po-
larization using a half-wave plate, for maximum transmission. The transmitted
beam was coupled into the cavity. A quarter wave plate was placed between
the beam splitter and the cavity and oriented such that the polarization of the
beam reflected back from the cavity was rotated 90◦ and thus reflected by the
beam splitter. This part of the beam was then diffracted by a grating and one
diffraction order was passed onto the detectors of two PDH feedback loops used
for locking frep and fceo respectively. The locking points, i.e. the frequencies at
which frep and fceo were locked could be adjusted by tuning a pair of mirrors,
determining the portions of the spectrum hitting the detectors. The signals
from the detectors were passed through low-pass filters to eliminate oscillating
components due to the repetition rate. Therafter, they were mixed with the 20
MHz oscillating signal modulating the EOM as described in section 2.6, after a
necessary phase shift to compensate for delays in the system. A second set of
low-pass filters were then used to filter out all oscillating components, leaving
the desired error signals ε(ν). These were used as feedback to maintain frep and
fceo at the correct values. For the fceo, this was accomplished by controlling the
current to the pump laser via a servo with a bandwidth of 150 kHz, although
this also had an effect on the repetition rate. The main control over frep was
accomplished with two complementary mechanisms. Slower adjustments (up
to 6 kHz) were achieved using a PZT controlling the length of the laser oscil-
lator, while a second EOM in the laser cavity provided very high bandwidth
fine tuning (up to 500 kHz) by adjusting the refractive index of a portion of the
oscillator. The two locks will be referred to as the current lock and the PZT lock
respectively. The current locking point was always set to a shorter wavelength
than the PZT locking point.

3.3 The FTS

The FTS was comprised by a Michelson interferometer with two retro-reflectors
that were mounted back-to-back and allowed to slide back and forth along a
rail with a total length of 37.5 cm. The advantage of this configuration is com-
pactness, as the effective path length difference is four times the displacement
from the center point of the rail. The use of retro-reflectors facilitates align-
ment since the direction of the reflected beams are parallel but opposite to the
incoming beams. The beam of the frequency comb was split by a beam splitter
into the two arms of the spectrometer. The reflected beams were recombined
at the beamsplitter yielding two separate output beams which were directed at
the two photo-diodes of an auto-balanced detector.
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3.4 Auto-balanced detector

As mentioned previously, the interferograms arising in the two output beams
of the FTS were out of phase with each other. On the other hand, intensity
noise stemming from the comb-cavity lock was in phase in both beams. By
subtracting one of the detected signals from the other, one can thus eliminate
most of the intensity noise while adding the interferograms. This is the working
principle of a balanced detector. However, a prerequisite for canceling the noise
is that the power of the two signals is equal. This is not possible to achieve with
alignment alone, due to beam divergence and the resulting OPD-dependence
of the beam radius [2]. Instead, it can be solved by implementing electronics
that equalize the output signals from the two detectors. This scheme is called
auto-balanced detection [16]. In an auto-balanced detector, which was used in
this experiment, one of the outputs is chosen to be the reference. The reference
is by proper alignment kept at a higher power than the other output, called the
signal. The power of the signal is subtracted from the reference producing an
error signal that is used as feedback to dump the excess power of the reference,
yielding two signals that are constantly maintained at equal power. Thus, the
intensity noise can be largely eliminated.

3.5 Measurements

The resolution of the FTS was set to 1 GHz by choosing the maximum OPD
to be around 30 cm according to equation (54). When scanning the OPD, the
interferogram obtained after each measurement cycle was immediately Fourier-
transformed and the resulting cavity transmission spectrum was displayed on
a monitor. The transitions studied were in the wavelength interval 1560 nm to
1590 nm. The locking points were set by turning the previously mentioned pair
of mirrors in front of the PDH-detectors, and this tuning could be performed
while the locks were active. Activating only one of the locks, for example the
current lock, only yielded transmission through the cavity close to the locking
frequency of the current feedback loop. This gave rise to a relatively narrow
peak in the transmission spectrum. The current locking frequency could then
be approximately determined from the position of this peak in the spectrum,
while the PZT locking frequency was found in an analogous fashion.

All measurements were performed at room temperature (≈296K) with a
pressure of 750 Torr in the cavity. The locking points were determined with the
cavity filled with pure N2. With both locks in place, the transmitted intensity
was then measured over 40 measurement cycles of the FTS. Applying a fast
Fourier transform (FFT) to the interferograms and taking the average of the
resulting spectra yielded the reference spectrum Sr(ν).

The same procedure was then repeated with the cavity filled with 1% CO2
diluted in N2 yielding the absorption spectrum Sa(ν). Normalizing the ab-
sorption spectrum to the reference, i.e. taking S(ν) = Sa(ν)/Sr(ν) eliminated
the intensity curve present in the frequency comb output and the non-resonant
dispersion effects as explained in section 2.7.
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3.6 Data analysis

After normalizing the absorption spectrum to the reference spectrum, any resid-
ual distortion of the spectrum was removed by dividing the data with a baseline
given by F (ν) + κ, which was found by solving the equation

S(ν) = F (ν) + κΣ(ν). (55)

Here, S(ν) is the measured spectrum, κ is a constant, F (ν) is a function con-
sisting of a polynomial as well as a sum of sine terms to eliminate etalon fringes,
and Σ(ν) is a simulated spectrum that could be calculated for different values of
the phase and CO2 concentration. An iterative non-linear fitting routine based
on the Levenberg-Marquardt algorithm was applied to the data. The measured
spectrum was fitted against a simulated spectrum calculated starting from equa-
tion (20) and (24) with α(ν) and Φa(ν) given by equations (3), (26), (32) and
(33). The linestrength and lineshapes were calculated from data obtained from
the HITRAN database [17] for a pressure of 750 Torr and a temperature of
296K.

To evaluate the advantage of having precise forehand knowledge of the cav-
ity dispersion, two different versions of the fit were used. The single-parameter
fit was a new routine deviced for the purpose of this project, that utilized the
∆Φ simulated as described in section 2.7 as a fixed input parameter and per-
formed the fit solely with respect to the CO2 concentration. As a reference,
a previously used and established two-parameter fit optimized with respect to
both concentration and ∆Φ was also applied to the data. To allow for a phase
detuning that varied across the spectrum, the two-parameter fit was applied
to one absorption line at a time, and the concentration was calculated as the
average over all lines. The single-parameter fit on the other hand, could be
applied to the entire spectrum at once. Since there was a certain uncertainty
regarding the exact positions of the locking points, the single-parameter routine
could optionally be run with the locking points included as fitting parameters.
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4 Results

4.1 Cavity-enhanced spectra

At 750 Torr, the performance of the two-parameter fit was initially found to be
very poor as compared to previous measurements performed at lower pressure.
For the fitting routine to yield useful results, the pre-calculated phase detuning
∆Φ(ν), had to be provided when simulating Σ(ν) in the baseline (eq. 55). A
comparison of the two fitting routines applied to a measured CO2 absorption
spectrum is shown in Figure 11. The computational time of the single-parameter
fit was 20-30 seconds compared to around 5 minutes for the two-parameter fit.
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Figure 11: A measured absorption spectrum (black) compared to (a) a fitted spec-
trum obtained with the single-parameter fit, (b) a fitted spectrum obtained with the
two-parameter fit, (c) spectrum simulated with the CO2 concentration value from the
two-parameter fit but with the pre-calculated phase offset. Bottom windows show
residuals. (d) The pre-calculated phase detuning (red) and the phase detuning found
from the two-parameter fit (blue), which in turn is a fit to the phase values at each
line (black dots).

The obtained CO2 concentrations were 0.8920(4)% with the single-parameter
fit and 0.89(2)% with the two-parameter fit. The errors given only indicate the
precision of the fit and does not include uncertainties in other parameters (see
discussion). The fitted spectra obtained with the two fitting routines can be seen
to be largely comparable, and the fitted phase produced by the two-parameter fit
is in good agreement with the pre-calculated phase. It diverges slightly from the
pre-calculated counterpart at higher wavelength were a corresponding increase
in the residual structure can be seen in Figure 11b, suggesting that the pre-
calculated phase is the more accurate one. Figure 11c was included to compare
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only the concentrations values obtained with the two fitting routines and is
practically identical with Figure 11a, indicating that any discrepancy between
the concentrations is hardly significant. It was found that in order to optimize
the fits, the locking point wavelengths used when calculating ∆Φ(λ) usually
had to be adjusted from the values that were determined when performing the
measurements, as described in section 3.5. This had been noticed earlier and
since the positions of the locking points were essential when simulating the
cavity dispersion, the cause for the apparent shifts of the locking points was
investigated.

4.2 The locking point positions

Three series of measurements were performed in which the relationship between
the expected locking points, determined during the measurement, and the fit-
optimized locking points was studied for different sets of expected locking points.
The results of these measurements are shown in Figure 12, where the locking
point positions are illustrated by the detuning curves.
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Figure 12: Dashed and solid curves: The detuning (phase or frequency, see scale
marker) for different combinations of locking points. The curves have been offset
for clarity and the locking points occur at the zero crossings. Dashed curves show the
detuning for the locking point positions determined during the measurements from the
peaks in the cavity transmission, shown as dash-dotted lines. The solid curves show
the detuning for the optimum set of locking points determined from the fits. The
error bars indicate the estimated band of wavelengths incident on the PDH-detectors.
(a) The PZT-locking point is kept fixed at 1580 nm while the current-locking point is
moved from 1567 nm to 1573 nm in 2 nm steps. (b) The current locking point is kept
fixed at 1567 nm while the PZT-locking point is moved from 1580 nm to 1576 nm in
2 nm steps. (c) Same as in (b), except the PZT-locking point is fixed at 1571 nm.
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The rough estimate of the optical bandwidth of the diffracted light that hit
the detectors was obtained from the width of the detectors surface relative to
the width of the stripe of light comprising the diffracted spectrum just before
the detectors.

Two main tendencies can be inferred from the figure. Firstly, the shifts seem
to occur when the locking points are less than about 9 nm apart and increase
with decreasing separation between them. Secondly, they tend to move away
from each other, with the larger shift typically occurring at the current-locking
point.

One possible cause for the apparent shift in the locking point positions was
thought to be the introduction of offsets in the error signals by some process in
the locking electronics. Therefore, the effect of such offsets was investigated by
intentionally introducing offsets in the error signal of the current feedback loop.
Two combinations of locking points were examined and the results are shown in
Figure 13 where panel a) shows a case with the locking points set to 1568 nm
and 1581 nm, while in b) the locking wavelengths were 1571 nm and 1580 nm.
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Figure 13: The effect on the locking points of introducing offsets in the current
error signal during the measurement. (a) The fit-optimized locking points are around
1568 nm and 1581 nm. The solid curves show the detuning (phase or frequency, see
scale marker) for offsets in the current error signal set to approximately +250 mV, +100
mV, -100 mV and -250 mV. (b) The fit-optimized locking points are around 1571 nm
and 1580 nm. The solid curves show the detuning for offsets in the current error signal
set to approximately +230 mV, +100 mV, -100 mV and -230 mV. The peak-to-peak of
the error signal was ∼ 2 V. Each curve is compared to the corresponding curve with
zero error signal offset (dashed lines).

The very large shifts in the last two curves of Figure 13b are most likely a result
of the current lock failing to lock at all. It was found that the frequency detuning
(related to the phase detuning through eq. (45)) depended fairly linearly on the
error signal offsets, as shown in Figure 14, with a slope around 22 kHz/V. This
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should be expected due to the approximately linear slope of the error signal
close to zero detuning.
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Figure 14: The error signal offsets and the induced detuning in the measurement
shown in figure 13a above.
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5.1 Cavity-enhanced spectra

The initially poor performance of the two-parameter fit compared to previous
experiences was somewhat unexpected. It is likely connected to the fact that
it had so far only been applied to measurements performed at lower pressure.
Provided that the modeled phase was supplied as an input parameter when cal-
culating the baseline, it could yield results comparable to the single-parameter
fit, as seen in Figure 11. This was not the case with all measurements though.
There were frequent problems with outliers in the assessed concentration and
phase offsets, typically at absorption lines where the signal-to-noise ratio was
low. These values distorted the final average of the concentration and had
to be removed. In such cases, the difference between the concentration values
assessed with the two fitting routines also tended to differ more, with the single-
parameter fit yielding slightly higher concentrations.

While the assessed concentrations agree well for the measurement shown
in Figure 11, they both deviate substantially from the concentration marked
on the bottle, that is 1%. Though there is an uncertainty in the latter (±1 %)
and in other parameters such as the pressure, this is not enough to explain the
discrepancies. The biggest uncertainty is likely due to the finesse. The finesse
used in the fits was obtained from a measurement of the cavity mode widths
performed a few months earlier, but there is some uncertainty in what factors
might influence the finesse so the accuracy of the measured concentration can
not be reliably evaluated at this point. There is also the possibility of a leak
or malfunction of the gas supply system. While no signs of this were found,
the obtained concentration values could be both considerably higher and lower
than expected, depending on the measurement. The finesse could not have var-
ied that significantly between measurements, which raises suspicion about the
reliability of the gas supply system. For the moment, it suffices to conclude that
the concentration assessments obtained with the two fitting routines agree.

It was noticed that the two-parameter routine generally performed worse
on measurements where the obtained CO2 concentration was higher. This could
possibly be related to the decrease in performance with increasing pressure, since
higher concentration in some respects gives similar effects as a higher pressure
(e.g. see eqs. 3 and 26).

As can be seen in figure 11d, the phase found by the two-parameter fitting
routine agrees nicely with the pre-calculated phase. This serves as further sup-
port for the accuracy of the model, though it could be claimed that using the
modeled phase in the base line might to some extent have biased the result in
favor of the model. The agreement between the two phase curves also deterio-
rated in the measurements where the overall performance of the two-parameter
fit was worse.

Even when the performance of the two routines was comparable, the much
longer computation time strongly disfavors the two-parameter fit, especially
since the pre-calculated phase had to be provided in both cases. Another ad-
vantage of using the single-parameter fit was its lower sensitivity to the initial fit
values, compared to the two-parameter routine. In the single-parameter fit, the
intensity baseline removed from the data could readily be updated after each
iteration (i.e. updating Σ(ν) in eq. (55)) which further increased the stability
with regard to the initial concentration value. This was made into a default fea-
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ture of the routine since it barely affected the computation time. In this way, the
fitting routine could arrive at the correct concentration when the initial value
was more than twice the assessed value (e.g. 2% instead of 1%). The opera-
tion of updating the baseline proved less suitable to the two-parameter routine,
heavily increasing computation time and yielding no clear improvement.

Not unexpectedly, including the locking points as fitting parameters in the
single-parameter fit drastically increased the sensitivity to the initial values of
both the concentration and the locking points. Since the number of fitting pa-
rameters has now increased from two to three, it might seem that not much has
been gained with the new model, as the goal was partly to reduce the number
of fitting parameters and thus the sources of uncertainty. However, the con-
centration was found to depend very weakly on the locking point positions. If
the concentration is not precisely known beforehand, a practical strategy would
therefore be to first perform the fit with the locking points fixed at their ex-
pected positions. The obtained concentration can then be used as the initial
value when running the fit a second time, optimizing the locking points.

5.2 The locking point positions

Regarding the observed shifts of the locking points, there is some uncertainty
in determining the expected locking points during the measurements, related to
the precision of the mechanical tuning of the mirrors. In addition, the peaks in
the cavity transmission shown in the background of Figure 12 sometimes shifted
slightly (up to 0.5 nm) if the comb was unlocked and then relocked even with-
out changing the tuning. These shifts might be expected to be limited by the
bandwidth incident on the detectors which was roughly estimated to be about
0.3 nm. Overall, an upper bound for the uncertainty in the expected locking
point was taken to be given by the FWHM of the intensity peaks. There are
several instances where the fit-optimized locking points are outside this interval,
leading to the conclusion that the shifts are a real physical effect. There thus
seems to be some interaction between the locking point positions that affects
both of them. The question is whether this is due to the dynamics of the comb
and the cavity or an effect arising in the electronics.

It should be pointed out that there is a slight difference in the definition of
a locking point between the dispersion model and the actual locking mechanism.
The model defines a locking point as the zero crossing of the non-resonant de-
tuning component, ignoring the analyte part. The shifts of the cavity modes due
to the transitions occur on small wavelength scales (seen as the rapid variations
of Φa(ν) in Figure 8) and so should average to zero if the bandwidth incident
on the detectors is large enough. The estimated incident bandwidth is about
equal to the typical distance between absorption lines, so the analyte-induced
shift of the phase curves should probably be small. In any case, the resulting
shifts of the locking points should be more random in their directions than what
was found in the measurements. Also, there is no clear reason why the shifts
should be larger for the current lock.

The observed shifts seemed to appear regardless of whether the comb was
locked with the locking points close together or whether they were initially far
apart and then tuned closer to each other while locked. That should rule out
any interference of the correction signals while locking, as well as any limit in the
tunability of the comb parameters while locked. Having the locking points far
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apart increases the mismatch between frep and the FSR at the locking points,
which is quantified by the slope of the phase curves at the zero crossings. A
higher slope of the detuning curve means a quicker walk-off of the cavity modes
seen by the detectors, though it is difficult to see why this should improve the
locking.

Several of the zero crossings in Figure 12 completely miss the detector of
the current feedback loop, suggesting that the comb lines are in fact not exactly
on resonance with any of the cavity modes seen by the detector. This could
be explained by voltage offsets in the error signals as indicated by Figure 13
for the current lock. There seems to be a small shift in the PZT-locking point
as well but it is not clear whether this is within the uncertainty due to the
fit and the width of the detector. Positive offsets in the PZT error signal was
found to increase frep when locked, which should introduce positive frequency
offsets at the PZT-loop detector. Even though positive error signal offsets could
thus apparently explain the observed shift in locking points, there is no clear
reason why these offsets should be introduced by the locking points being close
together.

Another possibility is that the effects of the correction signals on the pa-
rameters frep and fceo interact to give rise to a final configuration that is in
some sense a compromise between the feedback loops. The detuning is typically
positive at both detectors meaning that both feedback loops should be trying
to shift the comb lines downwards in frequency. Hence, it does not appear like
the correction signals are counteracting each other by trying to shift the comb
lines in opposite directions. However, the control scheme is quite complicated
since for example the pump laser current affects both frep and fceo but in dif-
ferent directions. The gain is also different in the two feedback loops. The final
configuration of the comb laser parameters could depend on how much tuning
is required by the servos to reach this configuration, or put another way, how
far off the values of frep and fceo at the moment of locking are from the values
yielding a perfect match at the locking points. If this is the case, it might not be
the separation between the locking points in itself that is the critical factor, but
rather the tuning of frep and fceo required to reach this configuration. These
parameters can be tuned in a larger range by means other than the ones used
for locking, and investigating how this would effect the locking point shifts could
be enlightening. The observations might be due to a combination of this and
other mentioned factors such as error signal offsets, etc.

Finally, it should be pointed out that the validity of some aspects of the
dispersion model, for example the assumption that Φb(ν) is independent of crel
and therefore that ∆Φ is the same in both the absorption and the reference
spectrum, is a bit uncertain. Also, the optimum locking point positions were
only the values that optimized the fit over the whole measured wavelength inter-
val, and might not be an infallible measure of the actual locking point positions.
The fit quality often deteriorated slightly when the locking points were close
together, which made optimizing the locking points a little more difficult. It
could be that discrepancies between the model and the actual dispersion had a
bigger impact at these combinations of locking points which partly manifested
itself as the observed locking point shift. However, it seems unlikely that this is
the sole cause, or even a significant contributing factor to the shifts, since the
agreement between the measurements and the model was quite good even for
these locking point combinations.
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A model was created for simulating the cavity dispersion in a Fabry-Pérot cav-
ity, starting from measurements of the frequencies of the cavity modes. The aim
was to use the simulated dispersion as an input parameter when performing fits
to cavity-enhanced absorption spectra. Pre-modeling the phase detuning of the
transmitted comb lines from the cavity modes, and fitting only with respect to
the analyte concentration yielded results matching or surpassing those obtained
when including the dispersion as a fitting parameter. The most obvious advan-
tage of the former approach, i.e. the single-parameter fit, is the computation
time, which is reduced by about a factor of ten compared to the two-parameter
routine. The single-parameter fit also outperforms the two-parameter routine
in terms of versatility, displaying greater stability towards varying analyte con-
centrations, initial fit values and likely also varying pressure.

A slight complication is that simulating the phase detuning requires rather
precise and accurate knowledge of the locking point positions. There appears
to be a systematic shift of the locking points as defined in the dispersion model,
compared to those determined during the measurement, which is not just a re-
sult of the limited precision in determining the latter. This shift was found to
depend on the distance between the locking points. It was concluded that some
additional measurements are required to determine the exact cause for this.
However, the results indicate that when the locking points are set more than
10 nm apart, the shifts are negligible, and optimization of the locking points in
the dispersion model might not be required at all.
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