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Abstract

With the drone industry’s recent explosive advancement, aerial photography is
becoming increasingly important for an array of applications ranging from con-
struction to agriculture. A drone flyover can give a better overview of regions
that are difficult to navigate, and is often significantly faster, cheaper and more
accurate than man-made sketches and other alternatives. With this increased
use comes a growing need for image processing methods to help in analyzing
captured photographs.

This thesis presents a method for automatic location detection in aerial pho-
tographs using databases of aerial photographs and satellite images. The pro-
posed pipeline is based on an initial round of tests, performed by using existing
feature detection, description and matching algorithms on aerial photographs
with a high degree of similarity. After which further modifications and improve-
ments were implemented to make the method functional also for handling aerial
photographs with a high level of inherent differences, e.g., viewpoint changes,
different camera- and lens parameters, temporary objects and weather effects.

The method is shown to yield highly accurate results in geographical regions
containing features with a low level of ambiguity, and where factors like view-
point difference are not too extreme. In particular, the method has been most
successful in cities and some types of farmland, producing very good results
compared to methods based on camera parameters and GPS-location, which
have been common in automatic location detection previously. Knowledge of
these parameters is not necessary when applying the method, making it appli-
cable more generally and also independently of the precision of the instruments
used to determine said parameters.

Furthermore, the approach is extended for automatic processing of video streams.
With lack of available ground truth data, no definite conclusions about absolute
accuracy of the method can be drawn for this use case. But it is nevertheless
clear that processing speeds can be greatly improved by making use of the fact
that subsequent video snapshots have a large graphical overlap. And it can
indeed also be said that, for the tested video stream, using a type of extrapo-
lation can greatly reduce the risk of graphical noise making location detection
impossible for any given snapshot.



Sammanfattning

D̊a drönarindustrin växer s̊a det knakar, har flygfoton blivit allt viktigare för
en rad applikationer i v̊art samhälle. Att flyga över ett sv̊arnavigerat omr̊ade
med en drönare kan ge bättre översikt och är ofta snabbare, billigare och mer
precist än skisser eller andra alternativa översiktsmetoder. Med denna ökade
användning kommer ocks̊a ett ökat behov av automatisk bildprocessering för
att hjälpa till i analysen av dessa fotografier.

Denna avhandling presenterar en metod för automatisk positionsbedömning av
flygfoton, med hjälp av databaser med flygfoton och satellitfoton. Den presen-
terade metoden är baserad p̊a inledande tester av existerande feature detection,
feature description och feature matching algoritmer p̊a ett n̊agot förenklat prob-
lem, där givna foton är väldigt grafiskt lika. Efter detta implementerades yt-
terligare modifikationer och förbättringar för att göra metoden mer robust även
för bilder med en hög niv̊a av grafisk diskrepans, exempelvis skillnad i synvinkel,
kamera- och linsparametrar, temporära objekt och vädereffekter.

Den föreslagna metoden ger nöjaktiga resultat i geografiska regioner med en pro-
portionellt stor mängd grafiska särdrag som enkelt kan särskiljas fr̊an varandra
och där den grafiska diskrepansen inte är allt för stor. Särskilt goda resul-
tat ses i bland annat städer och vissa typer av jordbruksomr̊aden, där meto-
den kan ge betydligt bättre resultat än metoder baserade p̊a kända kamera-
parametrar och fotografens GPS-positionering, vilket har varit ett vanligt sätt
att utföra denna typ av automatisk positionsbestämning tidigare. Dessutom är
den presenterade metoden ofta enklare att applicera, d̊a precisionen för diverse
mätinstrument som annars m̊aste användas när fotot tas inte spelar in alls i
metodens beräkningar.

Dessutom har metoden utökats för automatisk processering av videoströmmar.
P̊a grund av bristfälligt referensdata kan inga definitiva slutsatser dras ang̊aende
metodens precision för detta användningsomr̊ade. Men det är änd̊a tydligt att
beräkningstiden kan minskas drastiskt genom att använda faktumet att tv̊a
p̊aföljande ögonblicksbilder har ett stort grafiskt överlapp. Genom att använda
en sorts extrapolering kan inverkan fr̊an grafiskt brus ocks̊a minskas, brus som
kan göra positionsbestämning omöjligt för en given ögonblicksbild.



Acknowledgements

I extend my deepest gratitude to Carmenta AB for the opportunity to work on
this exciting project with them and for all the resources and material that they
have produced to aid me in my work. I would like to, in particular, thank Vil-
liam Aspegren at Carmenta who has acted as my supervisor and mentor during
this process. Without his diligence and assistance in implementation matters, a
lot of time would have been spent on the wrong things. A thanks also to Tobias
Moberg and Karl Hedlund at Carmenta for their support and comments during
this project.

Additionally, I’m deeply grateful for the help I have received from friends and
family during this time—in particular my partner Petra Paatero, who has been
a constant source of inspiration and important critique, and my mother Eva
Fromholz for her keen eyes and valuable comments regarding this report.

Finally, I would also like to thank Haidar Al-Naseri and Eddie Wadbro. Haidar
for his comments during the writing process, and Eddie for going above and
beyond as examiner of this thesis.



Contents

1 Introduction 1
1.1 Background and research question . . . . . . . . . . . . . . . . . 1
1.2 Scope . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.2.1 Goals . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.3 Disposition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.4 Nomenclature . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Theory 5
2.1 Strategy outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Feature detection . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.2.1 Scale-space . . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.2.2 Corners, edges and blobs . . . . . . . . . . . . . . . . . . 9
2.2.3 Harris–Stephens corners . . . . . . . . . . . . . . . . . . . 11
2.2.4 Laplacian of Gaussian and Determinant of the Hessian . . 12
2.2.5 Determinant of the Hessian . . . . . . . . . . . . . . . . . 12
2.2.6 FAST and AGAST . . . . . . . . . . . . . . . . . . . . . . 13

2.3 Feature description . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.3.1 SIFT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.3.2 SURF . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.3.3 KAZE and AKAZE . . . . . . . . . . . . . . . . . . . . . 18
2.3.4 BRIEF . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
2.3.5 BRISK and FREAK . . . . . . . . . . . . . . . . . . . . . 19

2.4 Feature matching . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.4.1 Brute force . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.4.2 KD-tree and best-bin-first searches . . . . . . . . . . . . . 22
2.4.3 Match filtering . . . . . . . . . . . . . . . . . . . . . . . . 22

2.5 Approximating homographic transforms . . . . . . . . . . . . . . 23
2.6 Measures of accuracy . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.6.1 Error in the homographic transform . . . . . . . . . . . . 24
2.6.2 Matching score . . . . . . . . . . . . . . . . . . . . . . . . 24
2.6.3 Efficiency . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
2.6.4 Recall and precision . . . . . . . . . . . . . . . . . . . . . 25
2.6.5 Transform error . . . . . . . . . . . . . . . . . . . . . . . . 25

2.7 Modifications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.7.1 Affine invariance . . . . . . . . . . . . . . . . . . . . . . . 26
2.7.2 Uniform competency . . . . . . . . . . . . . . . . . . . . . 27
2.7.3 Other modifications . . . . . . . . . . . . . . . . . . . . . 28

3 Method 29
3.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.2 Initial tests . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.3 Improvements and further testing . . . . . . . . . . . . . . . . . . 31

3.3.1 Determining “reasonableness” . . . . . . . . . . . . . . . . 31
3.3.2 Data collection . . . . . . . . . . . . . . . . . . . . . . . . 33

3.4 Data presentation and analysis . . . . . . . . . . . . . . . . . . . 34
3.5 Prototype implementation: Using homograpy approximation for

location detection . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.6 Georeferencing a video stream by extrapolation . . . . . . . . . . 35



4 Results 37
4.1 Initial test results . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
4.2 Test results after improvements . . . . . . . . . . . . . . . . . . . 41
4.3 Prototype results . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
4.4 Video streams . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

5 Discussion 55
5.1 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
5.2 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

Bibliography 59



1 Introduction

Mankind has for millennia been using tools and abstract concepts for naviga-
tion in both short- and long-distance travel. One of our main tools used for
this purpose are maps. It is unclear, and of not much importance, exactly
when mankind started developing cartography, and even though the field has
expanded immensely over the past several thousand years, the concept of a map
remains largely the same [1]. Traditionally, maps act as reference sheets for
where something can be found in relation to something else. A map can be as
simple as a rough sketch of how to get from point A to point B, or as compli-
cated as a global digital database of stitched-together satellite images captured
from metallic marvels floating millions of meters above the surface of the earth.

Where maps have previously mainly been made by humans for interpretation
by other humans, the digital age has introduced a large shift. Modern com-
puter systems automatically perform complicated analyses, which might take a
human hours, in seconds. With more smart systems sharing our roads, seas and
airspace, maps are increasingly leaving the hands of humans to instead be used
by computers.

1.1 Background and research question

Our airspace in particular is recently exploding with activity—drones meant for
high altitude flight are more accessible than ever [2]. These drones are often
equipped with camera units used for, among other things, surveying, construc-
tion, agriculture, and quite commonly hobby photography [3]. Safe to say, aerial
photography is on the rise.

Most applications have one thing in common—knowing the geographical posi-
tion of a given photo with high precision can be extremely important. For this
purpose, many geographical information systems today offer methods based on
manually appointed landmarks [4], defined with the help of geographical refer-
ence data which can be found from a multitude of sources [5–7].

This manual process, although often rather accurate, is costly and completely
unfeasible for processing large sets of data. With that in mind, automatic
methods based on camera parameters and GPS-location have been devised [8].
Although cost-efficient and able to process large sets of data, these methods are
dependent on the equipment used to gather the necessary information. With
this in mind, a striking question arises:

Is it possible to automatically determine the geographical location
depicted in a given aerial photograph using only information avail-
able from another aerial photograph or satellite image as reference?

Computer vision is a field of ever increasing importance in many technical ap-
plications, however its use in aerial photography comes with many problems
[9]. In particular, many computer vision approaches are designed and evaluated
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with ground-level photographs as their main source of input data, making ex-
isting comparisons of different algorithms not directly applicable. Additionally,
conventional computer vision approaches usually involve deep learning in one
form or another, using a set of learning data as basis for object recognition in an
image, meaning that large sets of training data would be necessary in order to
establish reference objects in a given geographical zone [10]. Producing this type
of data involves a lot of work, which could prove worthwhile given that input
images would only be provided within a well defined type of geographical region.

However, in order to really answer the question posed above, one can not expect
to have access to any data other than the photograph at hand, along with the
satellite image in question. This means that a more fundamental approach for
automatic image-image comparisons needs to be investigated. Feature detec-
tion is one of the most central aspects of modern computer vision systems and
is commonly performed as a pre-processing step in object recognition [11, 12]. In
general, feature detection algorithms can be applied to any image, and features
can be matched between two similar images in order to find correspondences
[12]. This makes feature detection a potentially suitable approach for solving
the problem.

This project has been conducted in collaboration with Carmenta AB. Carmenta
is an international front-runner in geospatial data processing and visualization,
and as such has a natural interest in the image processing field. The company
has contributed with support, material and essential data for this thesis.

1.2 Scope

The scope of the project has been aligned with a main goal: to produce a pro-
totype program that can, using Carmenta’s software suite as base, generate
automatically georeferenced aerial photos given source aerial photos and refer-
ence images.

The purpose of this thesis is to establish a concrete method for automatic geo-
referencing of aerial photos, and in doing so improve accuracy and over-all refer-
encing speed. Many approaches exist that could potentially be applicable, but
in this thesis focus will lie primarily on feature detection, feature description
and feature matching algorithms and various modifications that can be applied
to them in order to fit tested aerial photographs better.

For this purpose, accuracy will be prioritized over speed, at least initially. While
speed will be a key factor in future applications, initially a sufficiently accurate
method will need to be established.
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1.2.1 Goals

The main goal has been divided into several sub-goals. These goals have been
phrased as follows:

• Implement and test feature detection algorithms on aerial photogra-
phy.

• Create a prototype software that can reliably position and orient a
given aerial photograph onto a given reference map within a reason-
able time frame.

• Present an analysis of the reliability, accuracy and speed of the pro-
totype.

• Determine and present feasible ways to improve the prototype’s reli-
ability, accuracy and speed in the future.

Additionally, a secondary goal was defined, to be worked towards given suit-
able project conditions—i.e., given an accurate enough method for handling
drone photographs can be constructed: investigate the possibility of extending
functionality to processing video streams in a reasonable time frame.

1.3 Disposition

This thesis report has five main sections labeled Introduction, Theory, Method,
Results and Discussion. After this introductory section, in Theory, section 2, I
start by giving a brief outline of steps that can be combined to conclusively find
the necessary translation, rotation and warp to extract the location depicted in
an image relative to a reference image. At the same time I will not focus too
much on the mathematical theory behind geometric transforms. I then continue
by discussing keypoint detection on a conceptual level, before going into several
specific methods for keypoint detection. In much the same way feature descrip-
tion will be handled, first discussing description on a conceptual level, before
giving a rather detailed explanation about all the individual steps performed in
one popular algorithm in order to give the reader an idea about how feature
description can be done in practice. For other descriptors, explanations will be
kept more brief, and focus will lie on benefits and deficits of each algorithm.
After this, methods for feature matching and measures of accuracy will be pre-
sented briefly, before I finally discuss various proposed modifications that may
make feature detection methods more robust and efficient, focusing mainly on
the topic of aerial photography. The theory section is not supposed to be com-
pletely self-contained, while still giving the reader a good general understanding
of the theoretical background for this thesis.

In Method, section 3, the general steps taken during this project is described—
including performed tests, data-sets and notes on implementation. Section 4
deals with the results produced throughout the project. Finally, in section 5
the produced results are discussed further, along with general conclusions about
the project and future work.
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1.4 Nomenclature

In table 1 is presented a list of mathematical notation standards used in this
thesis.

Table 1: Table of mathematical notations.

Object Notation

Integer p
Vector p
Descriptive index pA
Matrix H
Eigenvalue λ
Norm || · ||d
Mathematical set {·}
Vector space R
Hessian H
Gradient ∇
Image (2D signal) I(x, y)
Function depending on a parameter t I(x, y; t)
Partial derivative ∂xI, Ix or ∂I

∂x
n standard deviations from mean σn
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2 Theory

Photographs are images depicting scenes from the real world, and are the re-
sult of light from a scene hitting a light-sensitive surface. The information
imprinted on the light-sensitive surface becomes a planar projection, visually
similar to the real world scene. Photographs are most widely represented in the
form of multidimensional digital matrices, where each dimension (called chan-
nel) corresponds to light intensity in a region of the visual spectrum.

Humans have a remarkable, intuitive, understanding how these images corre-
spond to real world scenes. We are easily able to compare and determine how
graphical features in an image correspond to real world features, even if there are
variations that make the image differ, sometimes substantially, in appearance.
Children quickly learn how the star-shaped block fits into the star-shaped hole,
but the neural system handling these visual comparisons is extremely complex.

2.1 Strategy outline

Let’s take a step back and look at the pinhole model. The pinhole model is a
way of describing how three-dimensional objects are projected onto a plane. A
schematic is presented in figure 1 below.

Figure 1: A pinhole model schematic. Note that the true image plane in reality is
positioned to the left of the optical center.

A ray is emitted or reflected from a real-world object straight towards the opti-
cal center, passing through the image plane onto which it is projected, together
with all other rays emitted towards the optical center. We see that the way that
an object is projected onto the image plane depends on the angle and distance
that the object has relative to the optical center.

Essentially, all lines that run through the optical center can be seen as a space
itself. This space is commonly referred to as the projective space of, in this case,
R3.
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The fundamental theorem of projective geometry states that, given two projec-
tive frames of a projective space P , there is exactly one homography of P that
maps the first frame onto the second one. What this essentially means for this
thesis, is that given two separate images of the same planar surface, there is
always a transform that makes us able to transform one image onto the other.
Essentially, any point x = (x, y, 1) in an image A can be found at position x′

given by the relation

x′ = Hx, (1)

in image B, where the equality is valid up to scale (x′ =
[
x′, y′, w

]
), and the

homography H is a non-singular 3× 3 matrix. The ultimate goal of this thesis
becomes to construct a computationally feasible method in order to efficiently
find an approximation of H that connects an aerial photo with a given reference
image, where both depict the same, approximately planar, surface. In figure 2
four different types of 2D transforms are exemplified.

Figure 2: Four different 2D transforms. The top transform, labeled “perspective”
corresponds to transforming each point in the smaller square with the same 3 × 3
homography H, as in equation (1). The bottom three transforms are special cases of
the perspective transform.

As an example, the Euclidean transform in figure 2 corresponds to a multipli-
cation of each point x in the original square with a matrix

x′ =

 cos θ sin θ a
− sin θ cosθ b

0 0 1

x, (2)

where θ is the angle of rotation around the origin, a is the translation in x-
direction and b is the translation in y-direction. As such, a Euclidean transform
has 3 degrees of freedom (more complex transforms have more degrees of free-
dom). So, what information is necessary a priori in order to find an accurate
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approximate homographic transform that connects images A and B? In essence,
it suffices to find four pairs of corresponding points that exist in both A and
B. These points can then be used to solve a system of equations for the eight
unknown elements of H (a homography can be known up to a scale factor, so
only eight unknowns are necessary to solve for) [13]. Finding points from image
A that correspond to points in image B is a well studied problem [14]. We
now enter the realm of feature detection. Feature detection aims to find points
with a high level of uniqueness that are robust to transformations—so called
keypoints. Often the keypoints are then given a unique identifier called a de-
scriptor, containing information regarding their surroundings. Finally, the best
matches between the descriptors from image A and image B are found.

In summary: detection, description and matching are the steps that will be taken
in order to acquire four corresponding points in A and B. A rough conceptual
pipeline is presented in figure 3. I will now go more into detail about the theory
behind each of these three steps, and also give some concrete examples for how
this is done in the context of raster graphics.

Figure 3: A sketch of steps that conceptually should be possible to combine in
order to georeference a given image. “kp” stands for keypoints and “des” stands for
descriptors. This pipeline has acted as a basis for the work throughout this thesis,
where initially abstract steps have been investigated, developed and concretized based
on research and implemented tests.
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2.2 Feature detection

In raster graphics, an image is represented by a matrix, each element containing
information about intensity (white-intensity, or sometimes even color-intensity)
about a small area of an image. For the sake of the argument, let’s consider a
point in raster graphics to be one pixel. Consider the images in figure 4.

(a) The sky (b) A horse [15]

Figure 4: Two images containing pixels with very different level of uniqueness.

By visual inspection, it is clear that pixels in figure 4a depicting the sky are
very hard to distinguish from one another, meaning that they have a low level
of uniqueness. Even if some of the pixels have different intensities, there are
quite many containing at least very similar data. Say information regarding a
particular feature was given—for the sake of the argument one single pixel, in
image 4a. A query “The pixel is blue with RGB-values (27, 58, 162), and all of its
surrounding pixels have the same RGB-values.” narrows down the search-space,
but likely, many potential pixels remain. Whereas in the horse image 4b, even
if there are large patches of relatively homogeneous color and intensity, many
pixels should be able to be identified from their color and neighbors alone. This
is an extreme example, but it illustrates the basic concept of what keypoints
actually are—points that are easy to distinguish from their surroundings given
relevant information about them. Again, there are many ways of determining
and defining these types of points (or more generally, regions).

As we quickly realize, if we were to zoom in close enough into the horse 4b,
we would encounter the same problem as for the sky 4a. As Tony Lindeberg
phrases it, “An inherent property of real-world objects is that they only exist
as meaningful entities over certain ranges of scale” [16]. In order to be able
to extract discriminating features from an image, scale needs to be taken into
account. Many methods for extracting keypoints discussed in this thesis are
constructed to be resilient to changes of scale.

2.2.1 Scale-space

Now that it is clear that scale plays a central role in feature detection, let
us try to concretize the concept of scale by introducing scale-space. Any two-
dimensional signal f : R2 → R has a scale-space representation L : R2×R+ → R
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defined by

L(x, y; t) =

∫
(ξ,η)∈R2

f(x− ξ, y − η)g(ξ, η; t)dξdη, (3)

where g : R2 × R+ → R denotes the Gaussian kernel

g(x, y; t) =
1

2πt
e−(x

2+y2)/2t, (4)

and where the variance t = σ2 is a positive, real number called the scale param-
eter [16]. In the context of raster graphics, f(x, y) could represent the intensity
of a pixel in an image at position x = (x, y). We see also that the definition (3)
is the convolution g(x, y; t)∗f(x, y), and I will use this form going forward. The
scale-space representation L can also be acquired as the solution of the linear
diffusion equation [16]

∂tL =
1

2
∇2L, (5)

with initial condition L(x, y; t0) = f(x, y). Due to the fact that ∂(g ∗ f) =
∂g ∗ f = g ∗ ∂f , the scale-space derivative at a scale t can be computed as the
convolution of the original image f with the Gaussian derivative kernel at that
scale [16]

Lxα,yβ (x, y; t) = ∂xα,yβL(x, y; t) = (∂xα,yβg(x, y; t)) ∗ f(x, y). (6)

Here, α and β are the order to which differentiation is performed for x and y
respectively. This is important because, at their very core, many feature detec-
tion algorithms aim to find points that exhibit strong rate of change (or in the
case of regions, exhibit strong rate of change at the border of that region) at
a particular fixed scale. Having an efficient way of computing the scale-space
representation of an image will help tremendously when constructing various
differential invariants that are useful for finding robust and unique points. An
example of such an invariant is the Laplacian, ∇2L = Lxx+Lyy. Another is the
determinant of the Hessian, det(HL). Both of these operators are widely used
in feature detection and we will come back to their characteristics in sections
2.2.4 and 2.2.5 respectively.

Important to note when it comes to efficiency is that g(x, y; t) is a known func-
tion, and its derivatives for different orders of x and y can be approximated and
stored prior to computing the scale-space representation of an image, making
computation of the derivative of L much faster.

2.2.2 Corners, edges and blobs

In the previous sections, I’ve used the term keypoints as a catch-all term when
talking about features in an image, but in reality there are many different types
of methods to extract features from an image—some of which are better at
extracting a single point. There are three main types of feature detectors:

9



corner detectors, edge detectors and blob detectors. The names are rather self-
explanatory, but I will now briefly describe the three types.

Corner detectors find points that exhibit corner-like characteristics, commonly
points which exhibit a strong response to some differential operator. The name
originates from the early days of automatic feature detection. One example of
a crude algorithm that extracts corners is the Moravec corner detector method.
Movarec proposed moving a window around in an image, and if the contents
of the window changes drastically when moved in all directions from a single
pixel, the pixel is marked a corner feature [17]. This is very literal, as corners
of objects tend to produce strong responses for this type of method.

Figure 5: Window moving in images. In the leftmost image, moving the window
doesn’t change the contents of the window. In the middle image, moving the window
in along the line does not change the contents of the window. In the rightmost image,
moving the window in any direction changes the contents of the window. One could
therefore, crudely, say that in the third image there is a corner inside the window.

The Moravec method is shown visually in figure 5. The middle image of the fig-
ure shows some interesting properties—moving the window along one line does
not change the contents of the window. This type of feature can be interesting
in certain contexts, and is what is called an edge feature.

The third type of features, blobs, aim at dealing with larger regions in an im-
age with differing properties compared to surrounding regions. In particular,
intensity is used as a common property to use as a metric—distinguishing be-
tween bright blobs and dark blobs. At different scales of the same image, blobs
of smaller or larger sizes are visible, and this again shows the importance of
multi-scale approaches. Given a blob existing at some level of scale, there is in
general a corresponding blob at both a slightly finer and slightly coarser scale
[18]. Meaning that blobs can indeed be seen as entities with volume in scale-
space. The benefit of blobs is that they can describe large regions of an image
with only one single entity—this can be useful for, e.g., analyzing topological
properties in an image. Individual local point features may be lost with this
approach. However, for many applications, blob detector approaches can also
be used to detect individual points [19].

Different types of differential operators have stronger or weaker responses to
edges, corners and blobs. Some operators even have strong responses to several
types of features (e.g., the unsigned Hessian D1L which responds both cor-
ners and blobs [20]). It is clear that, depending on the application, different
approaches yield better results. Generally, feature detectors are in fact com-
plementary, meaning that, disregarding computation time, using different types
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of feature detectors produces better results than using only one [21]. In some
situations it might even be suitable to suppress certain responses from a feature
detector in order to acquire only features of a certain type. For instance, in
Lowe’s Scale-Invariant Feature Transform, edge responses are suppressed [19].

2.2.3 Harris–Stephens corners

Harris and Stephens developed a method that improved upon the Moravec
method presented roughly in figure 5 by considering what they called the local
auto-correlation energy [22]

E(x, y) =
∑
u,v

w(u, v)(I(x+ u, y + v)− I(u, v))2, (7)

where (u, v) denotes a neighborhood to a point (x, y) in the image whose in-

tensity in that point is represented by I(x, y), and w(u, v) = e−(u
2+v2)/2σ2

is a
smooth Gaussian window. The sum in equation (7) is a double-sum going over
both u and v. By Taylor expanding I(x+ u, y + v) around (u, v) to first order
we get I(x + u, y + v) ≈ I(u, v) + Ix(u, v)x + Iy(u, v)y. As such, the energy E
can also be represented as a vector-matrix multiplication like

E(x, y) =
[
x, y
]
M
[
x, y
]T
, (8)

where M is what is called the structure tensor defined by

M =
∑
u,v

w(u, v)

[
Ix(u, v)2 Ix(u, v)Iy(u, v)

Ix(u, v)Iy(u, v) Iy(u, v)2

]
. (9)

The eigenvalues of M determine what type of feature, if any, is depicted at
a point p = (x, y). If both |λ1| ≈ |λ2| ≈ 0 then no feature is detected. If
|λ1| ≈ 0 and |λ2| >> 0 or vice versa, an edge feature is detected. And finally,
if both |λ1| >> 0 and |λ2| >> 0 a corner feature is detected [22]. These three
scenarios are equivalent to E(x, y) changing very little given a perturbation in
the image patch around (x, y), E(x, y) changing very little only when given a
small perturbation along an edge, and finally E(x, y) changing significantly given
any perturbation in the image patch, respectively [22]. In reality, computing
the eigenvalues of M is a rather expensive operation, so Harris and Stephens
suggest to instead define the “cornerness” measure as

R = det(M)− k trace2(M), (10)

where k is a tunable sensitivity parameter. The cornerness measure R is posi-
tive in a corner region, negative in an edge region, and small in a flat region [22].

This method was developed during the 1980’s, and a lot has happened since
then regarding computers and the development of the field of feature detec-
tion. Harris-Stephens corners are not invariant to scale-changes nor other affine
transformations. As such, this method is largely obsolete at this point.
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However, there exist many modifications to the Harris-Stephens method that
improves its accuracy and robustness to transformations. One example of such
a method is the Harris-Laplace method, which builds upon the regular Harris-
Stephens method by combining it with the theory from section 2.2.4 (as the
name would suggest). This is done in order to improve the method’s robustness
to changes of scale. Further modifications can be done in order to make the
method also invariant to affine transformations [23]. I shall not go more into
detail about the theory behind either of these modifications here, but will talk
more about general modifications that can be done in section 2.7.

2.2.4 Laplacian of Gaussian and Determinant of the Hessian

As mentioned briefly in section 2.2.1, the Laplacian is a differential operator,
which when applied to L(x, y; t) gives

∇2L(x, y; t) = Lxx(x, y; t) + Lyy(x, y; t), (11)

where, as before, L(x, y; t) is the scale-space representation of an image at a
particular scale t. The name stems from the fact that the differential operator
∂xαyβ applied to L(x, y; t) is equivalent to convolving the original image f(x, y)
with the Gaussian derivative kernel (see equation (6)). Keypoints are commonly
extracted by finding scale-space extrema to a scale-normalized variant of the
Laplacian operator

∇2
normL = t(Lxx + Lyy), (12)

in order to pick the optimal scale at which a point is the most distinct [16]. A
point in scale-space is surrounded by 8 neighbors at the same scale and 9 neigh-
bors at the neighboring scales each, making up a scale-space cube of 27 points.
The center of that cube is a maximum if it has a larger value of ∇2

normL than all
of its 26 neighbors, or a minimum if it conversely has a smaller value of ∇2

normL.

In many applications, an approximation of the Laplacian of Gaussian approach
called the Difference of Gaussian is used. It follows from the fact that L(x, y; t)
satisfies the diffusion equation that

1

2
∇2
normL(x, y; t) = t∂tL(x, y; t) ≈ t

∆t
(L(x, y; t+ ∆t)− L(x, y; t)), (13)

where the last approximation is done using a forward difference scheme. As such,
two scale-space representations at any two different scales (in particular t and
t+ ∆t) can be subtracted in order to get an approximation of ∇2

normL(x, y; t).

2.2.5 Determinant of the Hessian

Another type of differential operator that can be used for feature detection is
the determinant of the Hessian matrix det(HL) (looking back at the Laplacian
of Gaussian operator, it is easy to see that it corresponds, in fact, to the sum of
the two eigenvalues of the Hessian matrix, λ1 +λ2, for the scale-space represen-
tation). The Hessian is suitable for feature detection because of its inherently
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strong response to changes in scale-space. As the reader may be familiar, the
determinant of the Hessian is defined by

det(HL) = LxxLyy − L2
xy = λ1λ2. (14)

By evaluating det(HL) at a point, it can be either classified as a dark blob
(maximum) if det(HL) > 0 and HL is positive definite, a bright blob (mini-
mum) if det(HL) < 0 and HL is negative definite, or a saddle-like feature if
det(HL) < 0 and HL is indefinite. The fact that det(HL) only gives a strong
response if there is significant change in both x and y direction makes it a more
discriminating operator than the Laplacian of Gaussian [24]. This in turn could
make it more suitable for feature detection.

2.2.6 FAST and AGAST

The main purpose of this detector is to improve the speed of feature detection
by foregoing differential operators all together (there are other methods than
FAST that do this, but in this thesis, FAST or modifications of FAST are the
only ones that are investigated). FAST stands for Features from Accelerated
Segment Test, and works by evaluating pixels in a Bresenham circle around a
given pixel in an image. A Bresenham circle is the optimal way a circle can
be represented in raster graphics—because of the nature of pixels (them being
square), actual circles are impossible to construct in a raster image. Figure 6
illustrates a Bresenham circle of radius r = 3 pixels.

Figure 6: A Bresenham circle of radius r = 3, the same size which is used in the
FAST algorithm. The candidate pixel p being evaluated is marked in blue.

The segment test classifies a pixel p at position (x, y) a corner if there exists
a set of n contiguous pixels in the Bresenham circle with r = 3 that all have
higher intensity than I(x, y) + η, where η is a suitable threshold, or conversely
if there are n contiguous pixels that all have lower intensity than I(x, y)−η [25].
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By choosing the order in which pixels are evaluated in the Bresenham circle in a
clever way, the amount of pixel-checks needed at each candidate point is greatly
reduced. Starting from one pixel and going clockwise around the Bresenham
circle, points 1, 5, 9 and 13 are checked first. At least three of these pixels must
satisfy the same of the above two conditions in order for a candidate point to be
able to potentially be considered a corner. From there, if the condition holds,
pixels in between the pixels that satisfied the condition are checked. Otherwise
the next candidate point is evaluated.

Unfortunately, this test has some weaknesses, among which the biggest issue
for this project is the fact that multiple features could be detected adjacent
to one another. Recall that this is not possible for, e.g., Laplacian of Gaus-
sian, because in order for a pixel to be extracted, it must be an extremum in
its surrounding scale-space cube. The segment test thus has bigger tendency
for detected features to lump together into small groups. Preferably matches
should be evenly distributed in the image for getting a good approximation of
the homography H. If most features are highly centralized in small clusters,
then minor image distortions in those regions can have a large impact on those
regions’ descriptors. This in turn can lead to many feature mismatches.

In order to get around this issue, non-maximal suppression is used. The idea
of non-maximal suppression is to try to suppress any points that are not “good
enough” keypoints using a score function. There are many ways this score
function can be defined [25]. To give the reader an intuition of what a score
function can be, one simple example could be “The maximum value of n for
which a pixel p is still a corner”. The score function actually used in FAST is

V = max

( ∑
x∈{Sbright}

|Ip→x − Ip| − η,
∑

x∈{Sdark}

|Ip − Ip→x| − η
)
, (15)

where Ip→x is the intensity at a point x in the contiguous set of pixels in the
Bresenham circle that are deemed to be either brighter ({Sbright}) or darker
({Sdark}) than the candidate pixel p, and again η is the threshold value [25].
For detected corners that have an adjacent detected corner, V is evaluated, and
the pixel with the lower value of V is no longer considered a corner.

The segment test is then accelerated using machine learning. Using the algo-
rithm on test-data relevant to the data that the algorithm is supposed to be
used on, an optimal search pattern in the Bresenham circle is constructed for
each individual application. However, this is only efficient if FAST is meant to
be used on relatively similar pictures over and over. For this reason, a modi-
fied version of FAST named AGAST was developed with the intention to make
FAST adaptive to different types of data as it is being processed. This is done
by constructing two specialized decision trees as each individual pixel is being
examined, and switching between the trees dynamically. By doing this, AGAST
manages to be faster and exactly as accurate as FAST in all situations where
the image tested is not consisting of white noise [26]. In this project, the images
tested are not white noise, so the AGAST algorithm will be the algorithm used
in all tests instead of FAST.
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2.3 Feature description

After robust and relevant keypoints are extracted, one might think it would
be as easy as to compare keypoints acquired from image A with image B and
be done with it. But in general, the points in themselves do not carry enough
information to be discriminatory enough for there not to be many potentially
good matches for each keypoint in ordinary photographs. Most photographs
have much detail, and each individual detail might have several keypoints in
them—each of those keypoints likely being quite similar. This shows the neces-
sity of somehow attaching additional information to each point.

Many different ways of attaching additional information to a keypoint has been
proposed and new improvements and modifications are constantly appearing,
but in general it comes down to storing information about the keypoints’ im-
mediate surroundings in a long vector called a descriptor. What type of infor-
mation is stored in the descriptor determines how well they hold up to various
transforms and noise, much like with the keypoints themselves. One type of
information that most descriptors contain is the orientation of the keypoints.
This is done in order to achieve rotational invariance. Computing the orienta-
tion of a keypoint can be done in many different ways [27], and I’ll be describing
some of them in detail in the coming sections.

Figure 7: Keypoints detected in the horse image 4b using the determinant of the
Hessian. In the figure, both points that correspond to bright and dark blobs (points)
are represented. Surrounding each keypoint is a circle representing the scale at which
it was detected. Larger circles correspond to higher scales. The line in each circle
represents the orientation of the keypoint, which in this case was computed using
the SIFT descriptor strategy. The descriptors used in this thesis are not extended
to function on color-space images, and as such all images are converted to grayscale
before they are processed.

In general, the information available to a descriptor algorithm is the positions
of a set of keypoints, along with the scale at which each individual keypoint was
detected (provided by the output of the keypoint detection step). In figure 7

15



we see the keypoints and the scales they were detected at computed using the
determinant of the Hessian operator outlined in section 2.2.5. I will now describe
in closer detail how the different descriptors tested in this thesis are built up
and what they describe. Worth noting is that many of these descriptors are
originally presented including a particular method for keypoint detection. I will
also briefly mention what type of detector that they were originally presented
with (if any), but the reader should keep in mind that these methods are highly
modular, and do not inherently require any particular detector to function.

2.3.1 SIFT

SIFT, Scale-Invariant Feature Transform, is a family of feature descriptors ini-
tially introduced in 2004 by David G. Lowe. SIFT is considered by many to be
the algorithm to beat, and is often used as a reference point when construct-
ing new descriptors. As the name would suggest, SIFT features are robust to
changes of scale, but indeed also rotation, while being highly accurate and rel-
atively fast to compute [28]. This makes SIFT widely applied in the field of
feature detection [29].

The method was originally presented using a difference of Gaussian approach
for detection of keypoints [28], as in section 2.2.4. Furthermore, Lowe carefully
details how parameters like scale sampling frequency, etc., were chosen based on
a large set of different types of images with added noise and viewpoint change,
among other variations [19]. Going forward in this thesis I will be using the
same choice of all relevant algorithm-specific parameters for my difference of
Gaussian keypoints.

After extrema in scale-space have been found, further sub-pixel refinements are
done for improved accuracy. Taylor expanding the scale-space representation
L of the image up to second order around the point (x, y) at a set scale t,
henceforth labeled (x, y; t) yields

Ltaylor(x) ≈ L+
∂LT

∂x
+

1

2
xT

∂2L

∂x2
x, (16)

where L is evaluated at a point (x, y; t), and x = (x′, y′; t′) is the scale-space
offset from (x, y; t). An extremum x̂ is then found by setting the derivative of
Ltaylor(x) w.r.t. x to zero, and solving x̂. Points that are not distinct enough
(|Ltaylor(x̂)| < ε, where ε is a threshold) are discarded [19].

As mentioned in section 2.2.2, SIFT uses edge suppression [19]. This is the next
step of the algorithm. It might seem unintuitive at first to remove keypoints—
especially when I’ve previously stated that keypoint detectors in general are
complementary, making it sound like more keypoints are always better. How-
ever, this is not the case. Keypoint detectors are complementary only if the
points that they detect are all relatively unique, and, this can not be stressed
enough, robust to transformations and noise. The difference of Gaussian op-
erator has strong edge responses [30], even if the edge is poorly determined
(e.g., low contrast or noisy), in general producing better results if these edge
responses are suppressed. The eigenvalues to the Hessian matrix of the scale-
space representation HL as presented in equation (14) come in handy here.
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The determinant det(HL) = λ1λ2 gives a strong response if there is significant
change in both x and y direction, whereas trace(HL) = λ1 + λ2 gives a strong
response if there is significant change in either x or y direction. This is useful
for determining which responses are edges and which are corners. Let r be the
ratio between the two eigenvalues, λ1 = rλ2. By constructing the ratio

(trace(HL))2

det(HL)
=

(rλ2 + λ2)2

rλ22
=

(r + 1)2

r
<

(rc + 1)2

rc
, (17)

we see that all that is required is to decide a critical value for rc, for which the
keypoint is considered too edgy [19]. The choice of rc should depend on the
application, as it can both be used to remove points that are highly susceptible
to noise, but really also to remove any point located along an edge.

The two final steps of SIFT consist of orientation assignment and the actual
descriptor construction. Starting with orientation assignment, for each keypoint
(which have at this point been localized at a sub-pixel and inter-scale level) the
smoothed image L(x, y; t) with the closest scale is chosen and the orientation
θ(x, y) (the scale t is omitted from the equation) for a point is computed by

θ(x, y) = tan−1
(
L(x, y + 1)− L(x, y − 1)

L(x+ 1, y)− L(x− 1, y)

)
. (18)

A histogram of 36 bins of 10° each is then formed using the gradient orienta-
tions from all pixels within a region of the keypoint. Peaks in the histogram
are then used to determine the orientation of the keypoint. If there are more
than one peak in the range of 0.8h where h is the height of the highest peak,
additional keypoints are constructed at that position, each with different orien-
tation governed by their individual peak. Additional parabolic interpolation is
done around each peak of at least 0.8h in order to improve orientation accuracy
further [19].

Finally, a local image descriptor is constructed for each keypoint. Lowe proposes
to use the gradient magnitudes in a region surrounding a keypoint, based on
models of biological vision. The gradient magnitudes are computed using a cen-
tral difference scheme. In a square window of pixel width w = 16, the gradient
magnitude at each pixel is calculated and then weighted using a circular Gaus-
sian as in equation (4), using σ = w/2. In doing this, the positions closer to the
keypoint are weighted higher than positions further away. The results are then
gathered into a w/4×w/4 histogram, each with 8 possible orientations, making
for a 128-dimensional descriptor vector. The descriptor is then normalized to
reduce the effect of affine illumination changes. By then thresholding the ele-
ments of the descriptor so that no single element may be larger than 0.2, effects
of non-linear illumination changes are also reduced [19, 28]—if one element in
the descriptor is disproportionally larger than the other values, it can also be
disproportionally affected by changes in illumination.

2.3.2 SURF

SURF stands for Speeded Up Robust Features, and is a descriptor algorithm
presented in 2006 aiming to outperform SIFT. The method uses a determinant
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of the Hessian approach to find robust keypoints as described in section 2.2.5.
By pre-computing the second order Gaussian derivatives (recall, the Gaussian
derivative can be used instead of the derivative of the scale-space representation
as described by equation (6)) and storing numerical values in a 9×9 matrix, an
approximation of HL can efficiently be computed.

A descriptor is then constructed using Haar-wavelet responses in x and y di-
rections in a region around a given keypoint (with size of the region depending
on the scale at which the keypoint was found) [29]. The region is divided into
4× 4 sub-regions, and the Haar-wavelet responses dx and dy and their absolute
values are summed up for each sub-region, meaning that for each sub-region the
information stored is

v =
[∑

dx,
∑

dy,
∑
|dx|,

∑
|dy|
]
, (19)

resulting in a 64-dimensional descriptor. There are many proposed variations,
with differently sized sub-region, or storing negative values of dx and dy separate
from positive values, making for a more detailed 128-dimensional descriptor [29].

The SURF algorithm has proved to be comparatively worse accuracy-wise than
SIFT in most situations, but is often significantly faster [29, 31].

2.3.3 KAZE and AKAZE

KAZE is an algorithm that builds upon the concepts used in SIFT and SURF
by considering the luminance of an image over increasing scales using non-linear
diffusion filtering. In doing this, noise in the image can be blurred to a different
degree than important information, making for more accurate feature detection
[32]. The process involves an iteration scheme to solve the diffusion equation
for L in equation (5) modified with a conductivity function c(x, y, t)

∂L

∂t
= ∇ · (c(x, y, t) · ∇L) (20)

where c(x, y, t) can be either a scalar- or a tensor-valued function [32]. One
example of such a function is

g2 =
1

1 + |Lσ|2
k2

, (21)

where k is a constant contrast factor that defines the level of diffusion and Lσ
as before is the normal scale-space representation at a given level σ. Effectively,
the way that scale-space is constructed is how KAZE differs from SIFT and
SURF. Features are then detected using the scale-normalized determinant of
the Hessian, and descriptors are computed using a modified variant of SURF
[32], however, the concept of using non-linear scale-spaces can of course be ap-
plied to different types of descriptors [33].

Accelerated-KAZE has since been presented, which constructs the non-linear
scale-space more efficiently using FED (fast explicit diffusion) [34], and con-
structs a binary descriptor vector by pair-wise intensity comparisons called
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Modified-Local Difference Binary within a region around each keypoint instead
of using the SURF descriptor [35]—this approach was inspired by the BRIEF de-
scriptor in section 2.3.4. Matching binary descriptors requires fewer operations
than non-binary descriptors as we will see in section 2.4.

2.3.4 BRIEF

There are many binary descriptors used in the field of feature detection, and
BRIEF (Binary Robust Independent Elementary Features) is perhaps the sim-
plest one. It works by creating a bit-vector for pair-wise intensity comparisons
within a Gaussian smoothed region around each detected keypoint in an image.
The BRIEF test τ on an S × S region p is defined as

τ(p,x1,x2) =

{
1 if I(x1) < I(x2)

0 otherwise
, (22)

where I(x) is the pixel intensity at position x = (x, y) in the region p after
smoothing and where x1 and x2 are two sets of points in that region (the first
point in x1 and the first point in x2 is what is called a pair) [36]. The number
of pairs tested nd determines the size and accuracy of the descriptor. What
remains then is the method to choose pixel pairs. The authors of BRIEF opted
for a random approach—however, the test-pattern clearly has to stay consistent
for all keypoints within any two images.

This method has some major downfalls. Primarily, it is not rotationally invari-
ant, meaning that if, e.g., two features in image A and image B truly correspond,
but the orientation of the features are different, BRIEF would not consider those
features to be a match. This makes the method suitable only in situations where
rotation of objects is not a big problem, and important points always appear
oriented the same way. BRIEF was developed as a tool to be used in situations
where computational power is very limited. However, the point where BRIEF
excels more than any other descriptor method is in its simplicity, both in im-
plementation and in design, making it a suitable gateway into the following two
methods.

2.3.5 BRISK and FREAK

BRISK continues to develop the concepts from BRIEF by choosing sampling
pairs more carefully. BRISK is, like BRIEF, a binary descriptor that uses in-
tensity comparisons in pixels surrounding the keypoint. The pattern can be
viewed in figure 8.
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Figure 8: Sampling pattern in the BRISK algorithm [37]. The keypoint is located
in the center, with sample points marked in blue surrounding it. In red is marked
the scale of the Gaussian used to smooth the region around each sampling point. The
radius of the red marked regions are proportional to the distance between their center
points and the keypoint. Larger radius corresponds to stronger smoothing.

BRISK then continues by defining two different sets of pairs, short-distance
pairs {S} and long-distance pairs {L} according to thresholds that depend on
the scale at which the keypoint is found. The long-distance pairs {L} are then
used to determine the orientation of a point by averaging the local gradient
directions

g =

(
gx
gy

)
=

1

nL

∑
pi,pj∈{L}

g(pi,pj), (23)

where pi and pj are two points in a pair, nL is the amount of long-distance
pairs, and g(pi,pj) is defined as [37]

g(pi,pj) =
pi − pj
||pi − pj ||2

(L(pi, ti)− L(pj , tj)). (24)

When the orientation has been computed for a given keypoint, the sampling
pattern is rotated to match the keypoint, and a pair-wise intensity compari-
son as in section 2.3.4 is performed between short-distance neighbors {S}, and
stored in a descriptor [37]. The descriptor has the same length as the BRIEF
descriptor, and is thus by definition as fast to match, while at the same time
being invariant to rotation.

Another binary descriptor based loosely on the BRISK descriptor is the FREAK
descriptor, which also uses a sampling pattern of points located on concentric
circles around a keypoint. The algorithm aims to mimic the way the human
visual system works. FREAK and BRISK are overall very similar, but FREAK
manages to achieve even better accuracy in many situations compared to its
counterparts [38].
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2.4 Feature matching

Feature matching is the third and final step necessary in finding keypoints xA
and xB that correspond from two images A and B. Two keypoints are deemed
matching if they are the nearest neighbors in the descriptor-space used to de-
scribe them, i.e., the distance a between the two descriptors

a = ||d(xA)− d(xB)||d, (25)

is minimized for xB ∈ {K}B , where {K}B is the set of all keypoints found
in image B, d(x) is the descriptor corresponding to keypoint x, and || · ||d is
a suitable norm to measure the distance between that type of descriptors. In
this situation, the nearest neighbors are deliberately defined so that there might
be several viable matches between keypoints in image A to one particular key-
point xB in image B. It might be the case in some applications that one would
like to minimize the total distance between all matches in the sets of keypoints,
while enforcing that only one match is given for each keypoint in each of the sets.

For the descriptors treated in section 2.3, it is suitable to use the L2-norm
and the Hamming-distance for non-binary descriptors and binary descriptors
respectively. The Hamming-distance is defined as the number of 1-results when
performing v⊕w where v and w are binary vectors of equal length and ⊕ is the
XOR operator [39]. It is clear that the number of operations necessary for com-
puting the L2-norm of a descriptor is much larger than the number of operations
necessary for computing the Hamming-distance between two descriptors.

2.4.1 Brute force

In order to find the two nearest neighbors exactly, for any given keypoint xA
in A, all keypoints xB in B must be examined, and the distance between each
keypoint computed. This operation is O(nB) multiplied with the distance cal-
culation, which is approximately O(3nd) for L2-norm and O(nd) for Hamming-
distance, where nd is the dimension of the descriptor. In total, matching all
keypoints from A should then take approximately O(3nAnBnd) operations for
non-binary- and O(nAnBnd) operations for binary descriptors.

For large, detailed aerial photographs reducing the number of operations for
matching becomes essential as execution time starts becoming a problem. Two
obvious ways to do this is to reduce the size of the descriptors or to use binary
descriptors. This makes for faster comparisons between two descriptors, but
only partially solves the problem—to keep good accuracy, the descriptor must
still include enough relevant information to make it discriminating.

A more generally suitable way to handle the problem of large matching times
for large feature sets is to organize the data in a way such that a search can be
performed more efficiently, and another is to, instead of computing the nearest
neighbors for each keypoint exactly (by brute force), find good ways to approx-
imate the nearest neighbor for each keypoint [40]. This way, not all possible
combinations have to be checked, at the cost of potentially introducing errors.

21



2.4.2 KD-tree and best-bin-first searches

One way to perform fast searches in high-dimensional spaces is to construct a
k-dimensional binary search tree, where k is the dimension of the descriptor-
space. In doing this, the closest points in the k-d space to the query point can
be examined first, which makes for a more efficient search [41].

Such a tree can be constructed in the following way: consider a set of N points
in Rk. To start, the data is split on dimension i for which the variance of the
data is maximal. At the median m of the data in dimension i, a cut is made—
making an equal number of data points fall on either side of the cut. A node
is created to store i and m. The process then iterates on each half of the data,
ending up with a balanced binary tree of depth d = log2N [42].

A k-dimensional tree can then be searched either extensively for the nearest
neighbor, or approximately for a closely neighboring data point (or, if lucky, the
actual nearest neighbor) [42]. Generally, a backtracking, depth first branch-and-
bound search is performed to find the nearest neighbor to any given query point.
Iterating over the tree, the distance ε to the currently found nearest neighbor is
stored, and whenever a new nearest neighbor is found with a smaller ε, branches
that correspond to distances longer than this can be pruned off, and no longer
need to be searched [43].

Again, extensive searches are generally slow for searches in high dimensional
spaces, and as such, the best-bin-first approach has been suggested [40, 42],
which uses a priority queue to choose which branches to examine first. Initially,
a single traversal following only one branch through the tree is done, adding
all unexplored branches in each node to a priority queue. The branch with the
closest center (recall that the median is stored when constructing the tree) to the
query point is then traversed, again adding all unexplored branches encountered
to the priority queue [40]. This iteration continues until a predetermined number
of leaves have been examined, meaning that the search will essentially always
take a set amount of time, and then return the best approximation acquired
throughout the search.

2.4.3 Match filtering

Finding the nearest neighbor in descriptor space clearly yields the best possible
match for any given descriptor. However, there are some issues to still keep
in mind with a set of nearest neighbors. First, the set of nearest neighbors
will be as large as the number of features in the query image (in this case, the
non-referenced aerial photo), which in some situations can be of the order of
magnitude of 106 or even greater. Another issue is that there might be several
almost as good descriptors in the set, meaning that small variations or noise in
the input data could yield a different match (potentially positioned in a com-
pletely different region of the image).

For this purpose, Lowe has presented a simple test that can be used for filtering
out matches that one can be more confident about than others from the full
set of matches. The test is called Lowe’s ratio test, and consists of two simple
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steps. First, not just the nearest neighbor, but the two nearest neighbors for
all descriptors are collected. Second, for each descriptor where the nearest- and
next-nearest neighbors are close enough in that descriptor space, the match is
discarded [19].

This simple process removes a large portion of the false positives while discarding
very few true positives according to Lowe [19]. The main cost of applying this
filter lies in having to gather not only the nearest neighbor, but also the second
nearest neighbor during feature matching. One might at first glance assume that
this would effectively double the time for matching, but this is in general not
the case. When applying a brute-force approach, all combinations of descriptors
have to be checked anyway, meaning that finding the second nearest neighbor
is effectively free. And when doing a best-bin-first search in a KD-tree, the
currently found nearest neighbor is stored at each iteration, meaning that the
only difference is that slightly fewer branches can be pruned off whenever a new
nearest neighbor is found (in particular, the branches that are closer than the
previous nearest neighbor but further than the new nearest neighbor).

2.5 Approximating homographic transforms

When a set of matches has been acquired, we wish to use the matches to esti-
mate a homography between image A and image B with high accuracy. This
can be done by simply choosing each possible set of four matches, computing the
homography from the linear system of equations described in section 2.1, and
then computing the resulting error as the aggregated error (distance) between
the matches after each potential homography. As the reader might realize, this
exhaustive, combinatorial search is extremely slow for large sets of matches.
Another way is to use all matches available in order to solve the system of equa-
tions approximately using, e.g., a least-squares approximation, that is finding x
(a vector representing the elements of the homography H) that minimizes the
residual vector

||r||2L2 = ||b−Ax||2L2. (26)

However, when only a small fraction of all matching pairs are correct, this ap-
proach will be extremely error prone, as the solution will be valuing correct and
incorrect matches the same. It should prove useful to try to combine the two
approaches to find an approximate solution using mostly inliers.

RANdom SAmple Consensus, or RANSAC for short, is an iterative process
used for estimating parameters to a mathematical model from a experimental
data containing outliers [44]. In the context of homography estimation from
feature matches, by randomly choosing four matches, a homography H1, is
found by solving a linear system of equations using the corresponding points
in those matches. The number of outliers is then estimated as the number of
paired points that have a distance greater than some threshold T between them
after the found homography is applied. The number of outliers N1 and the
homography estimate H1 are stored, four new matches are chosen at random,
and the process begins again. The iteration is performed a set number of times
[45]. All the inliers from iteration i which exhibited the largest number of inliers
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are then used in order to estimate a least-squares solution to the linear system
of equations [46]. By increasing the number of iterations, the accuracy of the
homography estimation can be increased at the cost of computation time.

2.6 Measures of accuracy

In order to evaluate the performance of feature detection-, description- and
matching algorithms, we must define measures that describe desirable proper-
ties of any given method. Most important in the metrics of choice, is that they
should be able to be used in deciding on an algorithm that is more robust, more
accurate and faster on average than another.

Where no information regarding camera parameters and GPS-location are avail-
able, a ground truth homography Htrue is acquired by manually extracting
corresponding points from the query- and training images.

2.6.1 Error in the homographic transform

Perhaps the most central measure of accuracy chosen for this project is the
error in the approximated homographic transform Happr. In order to get an
error estimation for Happr, a value for the true homography Htrue is necessary.
The value for Htrue is computed numerically given corresponding points from
the two images using the method described in section 2.1. In order to reduce
the impact of elements in H that are by nature larger than other elements, the
logarithm of all elements in Happr and Htrue is computed, before measuring the
Frobenius-distance between the two matrices ||Hlogappr − Hlogtrue||F , defined
by

||A||F =

√√√√ m∑
i=1

n∑
j=1

|aij |2, (27)

where A is a matrix and aij is the element placed on row i and column j in
A. This, in fact, could give a quite good absolute metric of how competent a
method is for this particular use case.

2.6.2 Matching score

Where the error in the homographic transform gives a general idea about how
good the algorithm is, it is also of interest to see how well each matching pair
of features pA and pB correspond in the two images. It is clear that it isn’t
feasible nor fair to, in person, visually inspect images tested for which features
that seem to have been matched correctly, as has been done in the past [25]. In
order to fairly and automatically determine if a feature pair actually matches,
Mikolajczyk et al. define two points in a pair as truly corresponding, given the
true homographic transform Htrue connecting them, using what they call the
overlap error [21]: an ellipsoidal region of equal area around both of the features
is extracted. The a priori known homography Htrue is applied to the relevant
point and its surrounding region. The overlap is then defined by

ε =
RµA ∩RHTµBH

RµA ∪RHTµBH

, (28)
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where Rµ is an elliptic region. In other words, the overlap is defined by the
intersection of the elliptic regions after the transform Htrue has been applied,
divided by the union of the same area. If the overlap error is below a threshold,
1 − ε < ε0 the points are considered to be truly corresponding. The matching
score is then computed as the number of corresponding matches divided by the
number of elements in the smaller of the number of features in either image
[21]. I’ve chosen in this study to use a region size depending on the resolution of
the input images, and ε0 = 0.8. This, in order to get a statistically reasonable
number of corresponding matches for a suitable image pair.

2.6.3 Efficiency

Efficiency is a broad term. I have decided to define efficiency so that it can be
used to describe how discriminatory a given method is, relating the number of
found matches that survived all match-filters to the smaller of the number of
features in either image. In this thesis, Lowe’s ratio test (described in section
2.3.1) is used as the main filter for removing initially acquired matches. Stating
this definition of efficiency mathematically could be done as

e =
Total number of output matches

The smaller of the number of features in either image
. (29)

A method with high efficiency as defined above should prove more robust to
minor variations in the input images. Lowe’s ratio test discards nearest neighbor
matches if the second nearest neighbor in descriptor space is close enough to the
nearest neighbor. As such, defining efficiency this way, really gives more of an
indication of the uniqueness of matches generated by a particular descriptor.

2.6.4 Recall and precision

Recall and precision are widely used measures in the context of searches, in
order to describe how much of the relevant data a given query resulted in. The
two values are defined as [47]

recall =
Total number of documents retrieved that are relevant

Total number of relevant documents in the database
, (30)

precision =
Total number of documents retrieved that are relevant

Total number of retrieved documents
. (31)

In this case, the “total number of documents retrieved that are relevant” are
defined by the true correspondences as defined in section 2.6.2, the “total number
of relevant documents in the database” by the number of features in the training
image (i.e., the referenced satellite photo) and finally the “total number of
retrieved documents” by the total number of found matches.

2.6.5 Transform error

After initial tests had been performed, an increasing need for a less abstract
transform error than the homography error defined in section 2.6.1 arose. A
simple localization error of each corner point after applying Htrue on the original
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image I(x, y) compared to when applying Happr was devised. So, the error εT
could simply be defined as

εT =

4∑
i=1

||ca,i − ct,i||L2, (32)

where ca,i and ct,i are a pair of corresponding image-corners numbered i, a
signifies the corner after applying the transform Happr and correspondingly for
t after applying Htrue, and || · ||L2 is the L2-norm. One issue with this, however,
is that transforms Happr resulting in polygons with a much smaller area than
polygons resulting from applying Htrue will have a relatively small εT if they are
translated within the region of the true polygon. This quality can be improved
by additionally penalizing εT depending on the difference of the two polygons’
area. So, additionally, a multiplicative penalty m is applied to εT , where I define
m as

m = 1 + p

(
|Aappr −Atrue|

Atrue

)2

, (33)

and where p is a penalty factor, Aappr is the area of the polygon resulting from
applying Happr on the initially rectangular image, and Atrue is the correspond-
ing area after applying Htrue. If the two areas are identical, the multiplicative
penalty is clearly identity, corresponding to no additional penalty.

2.7 Modifications

There is a plethora of potentially suitable modifications that can in general be
implemented in order to make detectors and descriptors more robust, more ac-
curate and faster. Some examples for specific feature detectors and descriptors
are given in sections 2.2 and 2.3, but there are also more general modifications
that can be implemented in order to make algorithms, e.g., illumination invari-
ant [24], affine invariant [48], or less susceptible to noise making them more
fitting for long-distance images [49].

2.7.1 Affine invariance

Making detectors and descriptors more robust to affine transformations could
prove to be key for aerial photography, as there in general can be quite large
affine variations in a given image when compared to the area that the image
depicts on a map.

A-SIFT, Affine-SIFT, is a modification to the SIFT descriptor that is in general
applicable to any descriptor. The A-SIFT method has been shown to have a
potentially big impact on feature matching between images with large changes
of viewpoint angle for a wide variety of images [50]. Essentially, a wide range of
affine transformations are simulated for the given input pictures, all keypoints
are stored for each transformation, and then described. This is a relatively high-
cost procedure. Depending on how frequently samples are taken for changing
angles, orders of magnitude more keypoints and descriptors are extracted when
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using this affine sampling method, which affects the speed of all steps in the
pipeline. Additionally, it is of great importance that poor matches are filtered
out prior to homography estimation because of the potentially large set of out-
liers. Some ways to do filtering are, e.g., Lowe’s ratio test as in section 2.4.3
and ORSA [50, 51]. Algorithm 1 outlines a simplified version of the algorithm
described in [50] that will be used in this thesis.

Algorithm 1: Affine sampling algorithm

Input: Image u, tilt sampling step δt =
√

2, tilt sampling range n = 5,
rotation sampling step factor b = 72, a detector method DET (),
a descriptor method DES()

Output: Affine invariant keypoints and descriptors
1 kpnorm =

[
empty vector

]
2 des =

[
empty vector

]
/* loop over tilts */

3 for t=1,δt, δ
2
t , . . . , δ

n
t do

/* when t==1 (no tilt), no need to simulate rotation */

4 if t == 1 then
/* compute keypoints and store them */

5 kpnorm ← DES(u)
/* compute descriptors and store them */

6 des← DET (u, kpnorm)

7 else
8 for θ = 0, b/t, 2b/t, . . . , kb/t (such that kb/t < 180) do

/* rotate image with bilinear interpolation */

9 ur = rot(u, θ)
/* anti-alialising filtering with Gaussian kernel */

10 uf = G0.8tur
/* tilt image by the current amount */

11 ut = tilt(uf , t)
12 kp = DET (ut)
13 des = DES(ut, kp)

/* normalize the coordinates of the keypoints back

from ut to u */

14 kpnorm ← normalize(kp)

15

After gathering keypoints and descriptors using algorithm 1, the keypoints and
descriptors are matched using a matching algorithm of choice.

2.7.2 Uniform competency

When applying feature detection algorithms on large, detailed images with
a large number of keypoints, there is an increasing density of descriptors in
descriptor-space, making noise and distortions have a bigger impact on key-
point matches. Thus, an increasing need for being able to detect and discard
features based on their distinctiveness arises. One proposed method for this is so
called uniform competency [49], which aims to examine all detected keypoints,
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giving them a competency score. An image is then divided into a grid based on
its resolution, and in each sub-region, the keypoints with the lowest competency
scores are discarded.

Three criteria are used in the uniform competency framework to determine the
competency of a given keypoint x: Robustness, spatial saliency and feature size.
Robustness in this context refers to the measure used by the detector in order to
extract keypoints—e.g., the magnitude of det(HL) in the context of the deter-
minant of the Hessian detector. A high value of det(HL) corresponds to good
robustness.

Spatial saliency is the second criterion used. Sedaghat and Mohammadi describe
that “For successful local feature correspondence, the detected features should
have sufficient levels of information content.” [49] One way to define spatial
saliency is using the weighted maximum phase alignment, WMAP for short,
which uses a monogenic representation of an input signal defined by

fM (x, y) =
[
f(x, y), f(x, y) ∗ h1(x, y), f(x, y) ∗ h2(x, y)

]
, (34)

where h1 and h2 are spatial representations of a Reisz transform [52]. Averaging
the spatial saliency for each pixel within a region of a detected keypoint is then
used as its spatial saliency measure [49].

Feature size, making up the third criterion, is scored for each individual detected
feature. Features detected at very high or very low scales should in general be
suppressed, and as such, the size is scored as the difference between the scale at
which a feature is detected and the average scale of all features detected [49].

The three scores are then compiled into a competency value for each feature,
and features with the lowest competency value in each sub-area of an image are
deleted. For the purpose of this thesis, spatial saliency will not be considered
as quality measure because of its complex implementation scheme, and as such
only the remaining two quality measures will be used for uniform competency
filtering in the extracted features.

2.7.3 Other modifications

There are many established, minor, modifications that require less implemen-
tation work that can be implemented in order to potentially improve accuracy
and execution times.

RootSIFT is a modification to any histogram-based descriptor, aiming to im-
prove accuracy by, instead of measuring the euclidean distance between de-
scriptors, measuring the Hellinger distance, which has been proven to be more
accurate for histograms produced by SIFT. It can be shown that using the
Hellinger kernel to measure the distance between two SIFT descriptors is equiv-
alent to measuring the Euclidean distance between the corresponding RootSIFT
descriptors defined by, starting out with SIFT descriptors, first L1-normalizing,
and then computing the square-root of each element of the descriptors [53].
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3 Method

There is a wide variety of algorithms available for feature detection and de-
scription, where different algorithms are particularly suited for different types
of applications and data. With this in mind, an initial testing framework was
developed in order to narrow down the playing field and choose one or two
algorithms to move forward with and potentially improve further for aerial pho-
tography. A set of detector- and descriptor combinations out of those described
in sections 2.2 and 2.3 were chosen based on the merit of their supposed spe-
cializations. The exact combination of detectors and descriptors can be found
in section 4.1. Each combination was judged based on the criteria outlined in
section 2.6.

The algorithms performing best over all in the initial tests were then chosen
as potentially suitable algorithms for automatic georeferencing, before further
refining, modifications, calibrations and testing was performed in order to de-
termine if it was possible to acquire stable results and accurate homographic
transforms for a variety of input images along with their corresponding map
regions.

3.1 Implementation

Implementation and optimization of the outlined detectors and descriptors is a
highly non-trivial and very time-consuming process. As such, in this project I
decided to make use of the open source libraries OpenCV and FLANN for my
feature detection, description and matching needs.

OpenCV, Open Source Computer Vision Library, is a widely used open source
library for computer vision applications in established companies around the
world [54]. OpenCV is written in C++ and contains Python bindings for easy
scripting. The library provides highly optimized implementations of all of the
base methods that were tested in this thesis. One of the main drawbacks with us-
ing OpenCV rather than coding everything from scratch is that making changes
in the source code isn’t always an easy task, making it hard to perfectly adjust
everything to suit one’s needs. However, by aligning the study to fit with the
available ready-implemented algorithms, the thesis could be focused more on
the actual study rather than reinventing the wheel.

FLANN, abbreviating Fast Library for Approximate Nearest Neighbors, is an
open source library for nearest neighbor searches in high dimensional spaces
[55]. Like OpenCV, FLANN is written in C++ with Python bindings, making
the two of them work very well together.

Scripting and programming has been done in Python, C++ and C#, with no
modifications of the source code provided in OpenCV or FLANN.

3.2 Initial tests

A set of photographs of different geographical areas captured with a drone were
used for the initial tests. The purpose of these tests were to examine how robust
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each algorithm was in extracting features from a set of aerial photographs with
a high level of similarity. Photographs were intentionally chosen to be grainy,
blurry and taken from a strong viewpoint angle, as these were variations that
were deemed to be potentially troublesome, and also common for photos cap-
tured with a camera attached to a drone.

Descriptors in section 2.3 were chosen for this study based on their widespread
use in applications and in literature, while aiming to test methods that are cre-
ated for fast feature extraction but also methods created with high accuracy in
mind. The lack of initial knowledge regarding the difficulty of feature match-
ing in aerial photography made it important to not dismiss algorithms based
on their initially perceived flaws. A similar argument holds also for detector
algorithms presented in section 2.2.

By constructing a script for automatic data-collection using the same input
images for a variety of detector-descriptor combinations, data was quickly and
consistently collected.

For one initial test, two images were sent as input to a given detector-descriptor
combination. One plain source photo, taken with a camera mounted on a drone,
and one manually georeferenced (using meta-data provided in the image file) ref-
erence photo constructed using the source photo. This means that, for initial
tests, two photos that are exactly connected by a homographic transform were
used as input (the only difference being that one of them has been warped and
rotated with said homography). This makes for a good initial test-bed for algo-
rithms, as ground truth can easily be established, and data can be collected to
compare the algorithms as in section 2.6. In figure 9 is an example of what an
input image pair looked like for the initial tests.

(a) Source image. (b) Reference image.

Figure 9: Two versions of the same original photograph, both cropped. (a) portrays
approximately the same location as (b), where (b) represents the orientation (a) would
have if it were placed on a given world map.

Photographs of different geographical locations including a scrapyard, a sub-
urban city area as in figure 9, a farm area and a large building complex were
tested. With the true georeferencing known prior to testing, a true homography
Htrue could be computed for each image set by establishing four corresponding
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points in the image sets and solving the system of equations discussed in section
2.1. The true homography Htrue could then be used for computing the vari-
ous scores and approximation errors for each algorithm as in sections 2.6.1-2.6.4.

Measurement data was gathered using the image sets for all chosen detector-
descriptor combinations. The results are presented in section 4.1.

3.3 Improvements and further testing

After choosing algorithms to move forward with, additional improvements were
implemented in order to obtain accurate results also for drone-satellite input.
The graphical content in these types of images are typically very different—
variations include viewpoint changes, illumination, temporary objects, camera
aperture differences, along with many more variations. Also, satellite images
used for this study are orthorectified, meaning that all points in an image ap-
pear to be captured straight from above.

Modifications outlined in section 2.7 were implemented and tested for the al-
gorithms chosen for further improvements using the new type of input images.
Also, further calibration of algorithm-parameters was done—detector thresh-
old, descriptor length, diffusion function (as described in section 2.3.3), number
of search-trees, and search-tree iterations were adjusted for improved accuracy.
Finally, one additional improvement which is discussed below in section 3.3.1,
was implemented, before test results were gathered.

3.3.1 Determining “reasonableness”

For several of the input images tested, it was quickly found that even if no ac-
curate homographic transform H could be found, some, or in some cases many,
matches acquired were in fact very good. However, existing outliers reduce the
accuracy of the homography estimation—often to the point that the resulting
transformed image A′ is completely unreasonable. It became clear that math-
ematically concretizing what constitutes a reasonable transform in this context
could contribute to producing accurate results in some situations.

To align with this purpose, a set of rules were constructed based on the type
of expected input and output. First, the aerial photograph A is assumed to
be almost entirely contained within the provided map B. This is a reasonable
assumption—if A is completely graphically detached from B, clearly B isn’t a
suitable map to be used for georeferencing A. Secondly, B is assumed to not
cover too large of a geographical area—if this is the case, there will be a high
ambiguity in the features found in B relative to those found in A, which has a
tendency to make for a high rate of false positives, which in turn will naturally
lead to an inaccurate homography approximation. Third, the aspect ratio of A′

(applying the found homography H on A yields A′) is assumed to be similar
enough to the aspect ratio of A. If this is not the case, the viewpoint angle of
the scene in A differs vastly from the viewpoint angle in B, which also naturally
leads to an inaccurate approximation of H because of the detection algorithms’
inherent weaknesses to viewpoint changes. Aspect ratio is in this context used
for a lack of a better term of phrase, as the transformed image is a quadrilateral
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and not a rectangle. Finally, all corners of A′ are assumed to lie not too far
outside B.

A found transform that does not satisfy each assumption in the rule set is
deemed unreasonable. In many cases a relatively small subset of found matches
are potentially introducing large errors in H—so large in fact, that the transform
can easily be deemed unreasonable using the rule set, which is computationally
extremely cheap to evaluate for a given H. A natural expansion appears to be
to in some way select a suitable subset of matches (out of the matches that
survive Lowe’s ratio test, described in section 2.4.3, which is always used in this
thesis after acquiring a set of matches as an initial filter step).

Two methods of sub-set selection were tested, one deterministic and one stochas-
tic. The deterministic approach is simple. By looping over sub-regions in the
image, all matches within a single sub-region are removed, and a new homogra-
phy Hs computed using RANSAC. If Hs is not reasonable, another sub-region
is tested. Iteration is performed until each sub-region has been examined. The
stochastic variant, which is also very simple, chooses a random subset of the
matches (a sub-set size of 90% of the matches were used here) after which a
transform Hs is computed using that sub-set. This is often a good approach, as
when correct matches are removed, the resulting homography Hs is likely to be
deemed unreasonable using the rule set, whereas when false-positive matches are
removed, the resulting homography will likely be improved. The iterations are
performed until a reasonable transform is found, or a maximum number of iter-
ations have been reached. The deterministic variant is presented in algorithm 2.

Algorithm 2: Deterministic reasonable transform algorithm

Input: Images A and B, keypoint sets kp1 and kp2, set of matches m
Output: Reasonable homography transform Hs

/* compute initial homography using full set of matches */

1 H = find homography RANSAC(kp1,kp2,m)
2 bool unreasonable = is unreasonable(A, H)
/* loop while unreasonable */

3 while unreasonable do
4 set subregion size()
5 if subregion size < minimum subregion size then
6 return null

/* loop over subregions a in image A */

7 for a in A do
/* construct a set of matches excluding current region

*/

8 m temp = m\ma

/* compute a new homography */

9 Hs = find homography RANSAC(kp1,kp2,m temp)
10 unreasonable = is unreasonable(A,Hs)
11 if not unreasonable then
12 return Hs
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Both of these approaches are relatively cheap computationally when compared
to detection, description, matching and also tested modifications like the affine
sampling simulation in section 2.7.1 and the uniform competency filter in section
2.7.2. While at the same time, found transforms that are accurate, and thus
deemed reasonable by definition of the rule set, are unaffected. For these reasons,
this step should prove suitable for the final prototype implementation given that
it gives improved results for any of the images tested.

3.3.2 Data collection

For the secondary tests, the input images were more realistic when compared to
the proposed use-case. An input image of the same type as in the initial tests
was given, together with a cropped section from an orthorectified satellite image
of the same area. A corresponding example to figure 9 can be seen in figure 10.

Figure 10: A cropped part of a reference map used for secondary testing. The map
contains the region in figure 9b together with surrounding data. This type of image
was used in place of an image of type 9b.

Initially, several different types of geographical locations were tested in order to
get an idea for what types of input photographs the modifications perform well.
However, measurement data has only been gathered from image-sets where a
reasonably accurate homography can be found, as in other cases the generated
data is largely nonsensical (with extremely high variance), making graphs less
informative.

Chosen algorithm-specific parameters were varied linearly around their default
value one-by-one, and the measures defined in section 2.6 were evaluated for each
variation. No proper parameter-space optimization was performed, as this was
deemed to lie outside the scope of this study. Finally, for one specific image set,
the method was run with default values for each parameter 250 times in order
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to get reliable statistics concerning the method’s stability for one representative
image input. The same type of run was again performed with a set of “optimal”
parameters found from the parameter-variation.

3.4 Data presentation and analysis

With measured data collected for different image sets, algorithms and calibra-
tion parameters comes the question of how to present the data in order to be
able to draw reasonable conclusions from it. For the purpose of the initial tests,
because of the nature of the variations (different algorithm types), constructing
bar graphs for the different measurements should prove suitable. One bar graph
containing the results for all detector-descriptor combinations for each measure-
ment type and image set was constructed. Each algorithm was then ranked in
each category-image combination, and the ones with the over-all highest ranking
were considered for further improvements (see section 4.1 for concrete results).

For secondary testing, the statistical data collection resulted in 250 data points
for each algorithm modification and for each of the metrics in section 2.6. These
results were then presented in simple scatter plots, and as points with error bars.
It quickly became apparent which algorithm provided on average the best re-
sults.

During the parameter variation, with only one algorithm to work with and
mostly numerically varying parameters (e.g., number of search-iterations, de-
tector threshold, etc.), point graphs with error bars (including interpolation in
situations where relevant) instead became the most natural choice for data pre-
sentation. By collecting the average of each individual measure in section 2.6
for a variety of images, a potentially optimal parameter set was chosen.

3.5 Prototype implementation: Using homograpy approx-
imation for location detection

After an accurate homography approximation has been acquired for a given
input aerial photo using the constructed method, one final step remains—to
define how to find the geographic position of the photograph. This is a compar-
atively straight forward step, compared to the procedure involved in finding an
accurate homography.

On a conceptual plane, finding the geographic position of the photograph could
be done by applying the found homographic transform to all four corner points
{c} of the input image A, computing the distance in pixels from each corner
to one known reference position pr in the orthophoto B, whose coordinates are
known. With a known real-world resolution for the orthophoto, the pixel-to-
distance transformation is a simple multiplication by a known scalar, s. Real
world distances can then be transformed to the coordinate system of interest
using more complicated formulae, depending on the coordinate reference system
in which pr is given.

The intention of the prototype software was to construct a user-friendly appli-
cation, where images could be loaded on-the-fly, drawn on a world map, and
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georeferencing data for non-georeferenced images be computed and saved in ac-
cordance with industry standards.

Because the norm is to store georeferencing data as a bounding box with accom-
panying x- and y-resolutions [56] (rather than all corner-coordinates individu-
ally), in practice the image is better first transformed in its entirety, and then
bounding values xmin, xmax, ymin and ymax computed in an analogous way
as the corners above. This makes for fewer values to store and less processing
involved for drawing the image out on its geographical location, but the image
must be stored in its transformed raster state with a transparency channel.

The bulk of these computations were performed using Carmenta Engine, which
has built-in functionality for, among many things, coordinate transforms be-
tween different coordinate reference systems, pixel-to-coordinate transforms,
reading and writing geodata from files, along with methods for drawing and
tiling for easy viewing.

3.6 Georeferencing a video stream by extrapolation

Another interesting consideration for this project is that of georeferencing of
video streams. Two consecutive frames in a given video stream that is captured
“organically” with a video-enabled camera are inherently going to be very sim-
ilar given that no extreme camera movements relative to the camera’s frame
capture rate (the frequency at which frames are captured with the camera) are
performed. Because of this property, it should be possible to, comparatively
easily, acquire the relative homography between two frames captured within a
reasonable time frame.

Given an initial non-georeferenced snapshot S1 (one single frame) from the video
stream and a georeferenced reference image, an initial geographical calibration
can be performed. In doing this, the video stream is “anchored” to a real-world
location. With a set sampling frequency, fs, subsequent snapshots can then be
extracted from the video stream, compared with the previous snapshot, and a
relative homography H(i+1)i from the subsequent snapshot S(i+1) to the previ-
ous snapshot Si be computed.

A simple extension of the pipeline up until this point was implemented, that
after an initial calibration with a snapshot of a video stream with a reference
image, performs simpler comparisons between each two subsequent frames in
the video stream, that forgo the affine sampling simulation. After each trans-
form has been found, it is applied to the current snapshot. The process is then
repeated until re-calibration is necessary or the algorithm fails to find reasonable
transforms. However, it was quickly found that this naive extension introduces
too large numerical errors at each iteration to be useful.

By instead only storing the relative homographies at each iteration, without
progressively applying it to the current frame, less numerical errors are intro-
duced, while at the same time comparison between two subsequent snapshots
is less error-prone as subsequent snapshots have a significant, almost identical,
graphical overlap (with some noise). When the whole video stream has been
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stepped through and all relative transforms have been stored, each snapshot
can be multiplied with its corresponding complete transform H, placing it in
its approximated location in the same reference system as the reference image.
Because of the nature of transformation matrices, a snapshot’s complete trans-
form can be acquired by simply multiplying up all previous transforms before
the snapshot of interest. Call the homography between S1 and the given ref-
erence image H1r. The absolute location of an arbitrary snapshot Sn is then
given by Hn(n−1) . . .H21H1rSn = HSn.

Considering only the relative location for each subsequent snapshot also makes
the process highly parallellisable. Two given frames can be compared completely
separately from whatever other computations are going on in the program, as
long as the order of the found homographies is kept consistent.

For each extrapolated snapshot, the necessity for re-calibration increases, as
errors will propagate from each snapshot to the next, meaning that even if the
relative error in the approximated location is very small between two consecutive
snapshots, the longer the extrapolation is performed, the larger the error in
localization will become. The incremental errors stem mainly from the feature
matching (performed with the approximate KD-tree algorithm) and also the
homography approximation (performed with the RANSAC algorithm). Round-
off errors are also introduced when multiplying up the transformation matrices
for each subsequent snapshot. However, these round-off errors should prove
less problematic compared to the errors introduced when transforming each
snapshot as in the more naive extension—which can drastically change regions
surrounding any given keypoint, which in turn can change the descriptor for
that keypoint, increasing the risk for a mismatch. This in turn makes for a
larger set of outliers contra inliers, which makes RANSAC have a higher risk of
failing to find a good set of inliers.
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4 Results

Results of the initial tests remain largely unused after choosing a base-algorithm
to continue improving for aerial photographs. Nevertheless, for the sake of
completeness, some of the results from the initial tests are presented in the
following section, 4.1. Results more tightly connected to actual georeferencing
of aerial photography are instead presented in section 4.2.

4.1 Initial test results

The following figures present the homography error and matching score for the
first two image sets used for initial tests—the scrapyard set and the suburban
city set, henceforth labeled 0 and 1 respectively. A color gradient is used for
additional readability. Red bars correspond to poor results relative to blue bars.

Figure 11: Matching score for image set 0. KAZE produces the highest matching
score for this image set.
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Figure 12: Error in the homographic transform for image set 0. As one can see by
the scale of the y-axis, all tested algorithms produce a homographic transform with
very low error.

Figure 13: Matching score for image set 1. KAZE produces the highest matching
score also for this image set.
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Figure 14: Error in the homographic transform for image set 1. KAZE produces the
homography with the lowest error for this image set.

As the reader might notice from these figures, one descriptor algorithm is miss-
ing. BRIEF could not produce adequate results for any image set tested, and as
such has been omitted completely to make the bar graphs more legible. From
figures 11-14 alone, KAZE seems to do very well when it comes to accuracy,
giving the best results for the matching score for both image sets 0 and 1, while
also producing the lowest homography error for image set 1. These results are
effectively replicated for the other tested image sets.

As for the final three measures discussed in section 2.6, again KAZE does very
well compared to its contenders in all regards, as can be seen in figures 15-17
for image set 1. Note that all results from the initial testing framework were
generated using OpenCV’s default values for all algorithm-specific parameters—
which, as far as I can tell, are directly chosen from the articles in which each
specific algorithm was presented originally.
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Figure 15: Precision for image set 1. KAZE has the highest precision for this image
set.

Figure 16: Recall for image set 1. KAZE has the highest recall for this image set.
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Figure 17: Efficiency for image set 1. SIFT has a slightly higher efficiency than
KAZE for this image set.

The three algorithms that performed best over-all were, in order of best to
third-best, KAZE with a total ranking of 207/247, Harris-Laplace FREAK
with 197/247 and SIFT with 188/247. Because of the generally uniform re-
sults from the initial tests, KAZE and SIFT performing extremely well for all
image sets tested, KAZE along with SIFT were chosen for further examination
and improvement for the use in aerial photography matching with orthorec-
tified satellite photos. The over-all robustness of KAZE, combined with its
decent execution time (usually being ranked somewhere in the middle of the
tested combinations), makes it an ideal candidate for handling the inherent
graphical differences in the two types of photographs examined in this study.
SIFT was chosen as another potential candidate based on its widespread use in
applications and research, mainly as a reference point for the continued work.

4.2 Test results after improvements

Some of the modifications outlined in sections 2.7 and 3.3.1 resulted in significant
improvements when applied to the base algorithms KAZE and SIFT. In figures
18-20 are some examples of program-outputs at this stage for a couple of different
modifications applied to KAZE.
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Figure 18: Example output of method for scrapyard image set. No applied modifica-
tions present, simply the base KAZE algorithm for feature detection and description,
best-bin-first search in KD-trees for matching, and RANSAC for homography esti-
mation. Colored borders in left and right image correspond. Location detection not
successful here.

Figure 19: Example output of method for scrapyard image set. Applied modifications
to KAZE are: Affine sampling simulation in section 2.7.1, henceforth labeled A-KAZE.
Colored borders in left and right image correspond. Location detection is not successful
here, as the image has been transformed to lie along one straight line.

Figure 20: Example output of method for scrapyard image set. Applied modifications
to KAZE are: Affine sampling simulation in section 2.7.1 and reasonableness check
in section 3.3.1, henceforth labeled AR-KAZE. Location detection is very successful
here, as the image has been transformed to a very tiny quadrilateral positioned in the
middle bottom part of the reference image.
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Figures 18-20 are merely examples of the results produced by the methods
tested, but the reader should keep in mind that results akin to those in figure 18
are what comes from applying regular KAZE or any other tested base-algorithm
on all image sets used in this thesis.

An image set over a suburban city was used for gathering statistically significant
data. The images are presented in figure 21.

(a) Photograph captured from drone. (b) Reference map, collected from
USGS’s EarthExplorer database of

orthophotos [7].

Figure 21: Input data used for statistical data collection.

Figures 22-23 present the homography errors and transform errors from 250 runs
gathered using regular KAZE, A-KAZE, AR-KAZE, UC-KAZE (Uniform Com-
petency KAZE), AUC-KAZE (Affine Uniform Competency KAZE), RootAR-
SIFT (Affine Reasonable SIFT matched with Hellinger distance measure) and
finally wAR-KAZE (AR-KAZE using Weickert’s diffusivity function for con-
structing the non-linear scale space—this was found to give the best results
during the variation of parameters, which will be discussed later in this section)
respectively, for the images in figure 21.
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Figure 22: Homography errors for 250 runs for several modified versions of KAZE,
and also SIFT.

Figure 23: Transform errors for 250 runs for several modified versions of KAZE, and
also SIFT. Results above the red line (corresponding to ten times the median value) are
considered as outliers and are not taken into consideration in the standard-deviation
nor mean. Note the logarithmic y-scale.

It is directly clear from figures 22-23 that AR-KAZE outperforms all other
modification-combinations tested with quite a large margin. It is also worth
pointing out, that even if the method in most situations manages to accurately
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locate the photo, there are outliers in which the method fails. A transform
error εT > 2 usually makes for rather poor localization from visual inspection,
but as an incorrect area penalizes the total transform error, one outlying corner
can give large transform errors while the output looks accurate except for one
individual corner. Similar scatter-plots can be seen also for the other measures
outlined in section 2.6. Matching scores for the runs are presented in figure 24.

Figure 24: Matching scores for 250 runs for several modified versions of KAZE, and
also SIFT.

wAR-KAZE produces the highest matching score on average, with the lowest
standard deviation out of the tested modifications. However, in this respect
wAR-KAZE only performs marginally better than AR-KAZE.

Figure 25 illustrates the distribution of the transform errors for AR-KAZE (fig-
ure 23) in higher detail, where the amount of runs has been increased in order
to more clearly see the distribution of outcomes.
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Figure 25: Distribution of transform errors presented as a bar plot. It seems at a
first glance that there are quite well-defined “modes” that the solution jumps between,
resulting in a high number of similar outcomes, and some outcomes at neighboring
values that are most likely very similar to the peaking transforms. There is a high
density of outcomes between εT = 0.0 and εT = 0.25. Values εT > 1.75 are increasingly
rare and are omitted for visibility.

The results from figures 22-23 are condensed into points with σ1 error-bars in
figures 26-27.

Figure 26: The mean homography errors for each combination, with σ1 drawn in
red.
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Figure 27: The mean transform errors for each combination, with σ1 drawn in red.

One interesting thing to note from figures 23 and 27, is that AUC-KAZE in
general produces very poor results, but has some outliers for which it manages
to find the location of the photograph very accurately. This behavior is not
true for, e.g., KAZE (which produces very poor results throughout). Again,
AR-KAZE handles this image very well on average, with a transform error
median(εT ) = 0.3696, mean(εT ) = 0.5760 and σ1(εT ) = 0.5980.

Looking at the matches found in the given image set, it is clear that there
are still improvements that can be made. One type of outliers that should be
reasonably easy to catch and remove is when a small cluster of features in one
image are matched to features that are very spread out in the other image. This
is obviously not feasible for multiple reasons. One being that, even though the
method is relatively robust to changes in scale, extreme scale changes are still
problematic, which makes this type of situation inherently difficult, which in
turn should raise some suspicions regarding to how accurate those matches are.
In figure 28 such a cluster is illustrated.

Figure 28: A dense cluster of features in the bottom left corner of the left image that
is matched to highly spread out features in the right image.
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Moving on, as discussed in section 3.3, some algorithm-specific parameters were
varied linearly around their default values. Figure 29 is an example of the most
striking result for the tested images.

Figure 29: The mean transform error over all image sets where the base algorithm
AR-KAZE with default parameter choices finds a good solution, while testing four
widely used diffusivity functions c(x, y, t) in equation (20). “G2” is the default function
used in OpenCV.

It is clear from figure 29 that using Weickert’s diffusivity function gives satisfac-
tory results for many of the tested images, whereas the others clearly have some
outliers. However, as seen in figure 23, the results are not significantly better in
regards to the transform error, for the image set used (figure 21). And as this
image set was considered to be representative, the default “G2” function as in
equation (21) was determined as the most suitable one. If time had allowed,
more rigorous statistical data would have been collected also for the parameter
variation. An optimal choice of parameters could potentially have improved
performance at least marginally.

Finally, the less important but still important, execution times are found in
figure 30.
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Figure 30: The execution times in seconds for each run for every algorithm tested in
the secondary tests.

Some interesting behaviour can be seen regarding the execution time for the
different tested algorithms. Execution times for one run clearly increased with
each sequential run. My best guess would be that this has to do with either
memory-leaks (leading to more faulty reads over time) or over-heating of the
central processing unit. Looking at AR-KAZE in particular, there are two
distinct modes which the program jumps between, seemingly at random—one
with a lower computation time and one with a higher computation time. The
runs with a higher computation time are runs where the initially found transform
is deemed unreasonable, and subset selection is initiated. However, factors like
background processes on the computer also play a role in these execution times,
meaning they should in general be taken with a grain of salt. An average run
for AR-KAZE takes approximately 75 seconds for the tested image, but again,
this is highly dependent on properties of the images (resolutions in particular),
and also of course the CPU specs for the computer. Still, it gives a general idea
about the run-time for such a program for a set of representative images.

4.3 Prototype results

The implemented prototype uses what has been labeled as AR-KAZE through-
out the past sections. This might be a suitable time to review the complete
pipeline of the finished prototype from start to finish. The finished pipeline
is presented in figure 31, and should be seen as a more detailed and extended
version of the initial rough sketch in figure 3.
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Figure 31: An illustration of the final pipeline used for georeferencing. Note that the
affine sampling simulation step iterates until a pre-determined set of affine transforms
have been applied, meaning that the sub-loop drawn on its right represents the steps
performed at each iteration in the affine sampling simulation, aggregating keypoints
and descriptors at each iteration.

An application using the pipeline in figure 31 was written in C# with the .NET
framework. The main aim of the application was to make a user-friendly GUI
that handles user input, loading images, performing the necessary computations
according to the pipeline, and drawing results in the correct real-world position.
A screen-capture of the finished application can be viewed in figure 32.
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Figure 32: Example of prototype application in-use. An orthographic reference photo
is loaded along with a non-georeferenced photo. “Compute georeference” performs the
finished AR-KAZE algorithm on the two input images and outputs the approximated
corner locations for the drone photo relative to the reference photo, which are then
converted to real-world coordinates as in section 3.5. The coordinates are then used
to draw the previously non-georeferenced photo on a layer above the reference photo
in the correct real-world position, which in turn is drawn on a layer above a rough
background world-map. The previously non-georeferenced photo is drawn with 50%
opacity for easier comparison with the underlying reference data. At this point, the
photo is written to a GeoTIFF file with the relevant metadata according to industry
standards.

Results for the image set in figure 32 are strikingly accurate from pure visual
inspection, and it is easy to see how the results are significantly better than the
“ground truth” georeference, as can be seen in figure 33.
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Figure 33: Drawing the ground truth image (in this case, based on camera- and
GPS-location for the drone in question) in its real-world location shows clearly the
improved accuracy when using the proposed pipeline for this particular image set (see
figure 32). The overlay is drawn with 50% opacity for easier comparison with the
underlying reference data.

This in turn raises the question if it might indeed be the case that using We-
ickert’s diffusivity function instead of G2 would in the end really yield more
accurate results, as all errors are computed with respect to the given “ground
truth” georeferenced image. The data generated using camera parameters and
GPS-location initially seemed like a good enough base-plate for what an accu-
rate georeference should be, but as we can clearly see in this case, the conceived
method yields a more accurate localization for these images, meaning that an
error ε = 0 does not actually yield the best possible result, as one might intu-
itively expect. However, with this in mind, constructing a non-linear scale space
using Weickert’s diffusivity function is a bit more time consuming than G2, as
seen in figure 30.

4.4 Video streams

Initially, an extension of the pipeline in figure 31 was implemented (the details
are discussed in section 3.6). Snapshot-snapshot comparisons were done us-
ing SIFT (instead of KAZE) for increased speed, as SIFT also performed very
well for all images tested in the initial tests (see section 4.1). A video stream
covering the same area as the photographs in figure 21 was used for testing.
Snapshots were taken at 5-frame intervals, which was deemed frequent enough
for two subsequent frames to contain largely the same graphical information for
the tested video. However, even with high sampling frequency, this approach
quickly derails, giving poor results after only a few iterations.
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By instead only looking at the relative transform at each iteration (only actu-
ally applying the found transformations after processing the full stream), re-
sults greatly improved. Highly satisfactory results could be produced for the
full tested video stream sampled at the same 5-frame intervals, resulting in 160
frames of georeferenced output video. After parallellizing the process, the pro-
cessing time for tested video stream totaled 330 seconds, a large portion of which
consists of the initial calibration step (where the first frame is compared with
the available reference image). Before parallellizing, processing the same video
took close to 630 seconds. Again, the computation times are highly dependent
on the resolution of the input. Figure 34 illustrates the accuracy of the extrap-
olation after 160 snapshots using the same reference data as in figure 21.

Figure 34: Extrapolated solution after 160 snapshots. The bottom third of the
background layer is used as reference data, the top two thirds of the background layer
is only for illustrating accuracy. The positioning is slightly off, and more so the further
up in the image. This likely has to do with camera aperture and perspective—parts
that are further up are also further away from the drone that captured the image, which
in turn makes those sections of the image more warped. Overall, the positioning is
very good.
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Processing the same video stream by comparing each subsequent snapshot with
the reference image (even if features of the reference image only need to be
extracted once) would take approximately 11000 seconds (rounded down to the
nearest thousand), based on the time to collect features from the same reference
image added to the time to detect features in a given snapshot for the 160 snap-
shots along with matching between features from each frame to features in the
reference image. This additionally comes with the risk that any given snapshot
is blurry or otherwise problematic, making it highly error prone. This is much
less of a problem for two subsequent snapshots in the video stream, which are
inherently extremely similar—even if they are blurry, they are likely “similarly
blurry”. The accuracy of the extrapolation for the same video stream after 100
snapshots, when the location is still detected in the vicinity of the used reference
data, is illustrated in figure 35.

Figure 35: Extrapolated solution 100 snapshots after a calibration (recall, snapshots
are taken at 5-frame intervals). In a similar fashion to figures 32-33, the overlay is
drawn with 50% opacity. The positioning is extracted with very high accuracy.

With the lack of available ground truth data for the tested video stream, it is
impossible to say exactly how good the approximated georeference for the full
video stream is, how error is aggregated over time, and how often re-calibration
is necessary. But as a proof of concept, it is clear that there is a lot of poten-
tial for future applications and improvements, visually judging the accuracy in
figures 34-35.
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5 Discussion

At the outset of this project, there were four clear goals, defined in section
1.2.1. In addition to these project goals, I had a clear goal in mind with this
report—namely to give the reader an overview in the subject of feature de-
tection, description and matching, along with some concrete examples of how
algorithms in each branch work. And in doing this, give the reader the base
understanding necessary to draw own conclusions pertaining to the suitability
of the approach taken in this project applied to georeferencing of aerial photog-
raphy. I have also strived to give the reader opportunities for further reading
and possibly even continued work on this problem.

The initial tests in section 4.1 proved vital in developing an understanding for
how feature detection works in general, and also in particular the strengths and
weaknesses of both the approach and the tested algorithms when applied to
aerial photography. From figures 15 and 16 it is clear that even when the input
data is highly graphically similar (recall, one image is warped with a perspec-
tive transform), not even close to a majority of the found matches are correct
matches. Because of the nature of RANSAC this is not an insurmountable prob-
lem, but when the precision is extremely low, problems arise—choosing 4 inliers
at random from a set of points with 95% outliers (mismatches) is extremely
rare. With a clear performance gradient among the tested algorithms for the
underlying input data, the choice of detection algorithm still became relatively
easy.

Changing the reference image to an orthographic satellite photo added an ad-
ditional layer of difficulty, which proved to be non-trivial to handle. No tested
base feature detection algorithm provided features that, when matched with the
KD-tree best-bin-first algorithm, could be used to compute a sufficiently accu-
rate homography using RANSAC. Among the several tested improvements and
modifications, the affine sampling simulation presented in algorithm 1 proved to
have the largest impact. Even then, with a proportionally smaller set of outliers
(the matching score in figure 24 shows how A-KAZE has a higher rate of inliers
than KAZE), a good enough set of points in order to be able to compute an
accurate homography estimate was not always found (4/10 images tested com-
monly gave accurate results).

In some situations (in particular, 3/10 image sets tested in this thesis), using
reasonable assumptions regarding the types of images input into the pipeline
and expected output, a subset of matches can be constructed with a higher rate
of inliers contra outliers, which makes it possible to use RANSAC to acquire a
good homography estimate. However, in image sets with graphical features with
too high ambiguity (e.g., woodland or some types of farmland areas), this seems
to not be enough. With a high ambiguity in the features, more features are also
filtered out with Lowe’s ratio test (see section 2.4.3), sometimes leaving only a
handful, or in extreme cases zero, matches, which makes accurate homography
estimation unlikely or impossible.

Also worth pointing out is that, because of the inherent differences between the
two types of photographs examined in this study, there are graphical features
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that exist in one photo but not the other. These features are guaranteed to be
outliers given that they survive Lowe’s ratio test (it could be interesting for a
future study to determine how to discard this type of feature in an efficient way
by, e.g., examining other types of filters). One example the reader might keep
in mind is that buildings are, in most cases, represented graphically by their
roofs in the orthographic reference photos. Whereas in the tested drone photos
there are roofs and walls and all other types of components that make out the
surface of a building.

It has anecdotally been found from results in this study that it is often the case
that these features appear in confined regions. This is one of the reasons that
one might expect that the tested method for deterministic match-subset selec-
tion improved results for some inputs. A spatially confined set of mostly outliers
being removed from the match-set can thus, in some situations, be enough to
converge to an accurate solution.

There is a clear trend in the results from the tested images which implies that
this type of approach is not suitable for low-altitude flight in situations where
there are large elevation changes in the depicted scene. For most tested images
in these types of environments, the proposed method fails. One simple expla-
nation might simply be that large areas of the reference images are blocked by
these elevations, making for a large amount of features that have no correspon-
dence in the reference image, which makes for a higher rate of outliers. This
effect is increased in situations where photos are collected at a strong tilt angle.

Initially, it was assumed that the results would yield less accurate results than
the available “ground truth” data at hand. However, as presented in figures 32
and 33, this is not always the case, which in turn makes it less clear exactly
which configuration of the final pipeline is the most efficient, in particular in
situations where the defined error values are very low. But in the spirit of con-
sistency, the ground truth data is still considered an optimal fit in order to be
able to make any conclusions, and thus AR-KAZE is still the most accurate
method with respect to the tested image, based on figure 23.

Over-all, the referencing speed and accuracy of the pipeline is, where applicable,
comparable to or in many cases quite a bit better than, the manual referencing
process in my experience. The pipeline is automatic and does not require any
additional information regarding the drone’s exact position, or camera param-
eters from the capture device. When it comes to processing video streams, the
method is orders of magnitude faster than manual georeferencing, while being
able to catch the high level of detail necessary in order to determine graphical
differences between two consecutive frames, making it particularly attractive.

It is also clear that, for some types of video-input, it is possible to extrapolate
and find accurate positioning far outside of the area covered by the reference
data, and still recover the location of the image with rather high accuracy, as
seen in figure 34. Given that initial calibration leads to an accurate enough
georeferenced snapshot, this should also in general be possible for any relatively
short video segment, where snapshots are taken at such a frequency that sub-
sequent snapshots have a significant graphical overlap. However, in situations
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where this is not the case, the errors in the calibration step seem to be signif-
icantly amplified at each iteration, which can quickly make the extrapolation
inaccurate.

5.1 Conclusion

In conclusion, the proposed method is suitable for performing graphical com-
parisons between given aerial photographs in order to approximate georeference
information for photographs where no such data is available, given that the
graphical content of the photographs has a decently large overlap with a low
level of ambiguity. This is indeed as much as one could have been able to hope
for, and answers the initial research question from section 1.1.

5.2 Future work

There are many points where this study could have gone on a tangential track
in order to improve the resulting method. I will here discuss a few of those
considerations, and what supposed benefits could come from them.

As I have mentioned previously, there are inherent graphical variations in the
tested images (viewpoint, camera- and lens-parameters, temporary objects,
weather conditions, etc.). A large set of difficulties come with each of these
variations, and it is non-trivial to determine how to approach these issues with-
out a detailed understanding of how they individually influence the features in
the images. However, a couple of things have become apparent to me during
this thesis.

First, there are inherent outliers that have no correspondence in the reference
photo. Matches with these features will, if they survive the filtering step, al-
ways be outliers (even if they are not deemed as such by the criteria used in
RANSAC). So it should prove useful to somehow find this type of outliers and
discard them. The naive approach that I proposed in section 3.3.1 works if
many of these outliers are contained within one single region of the image or if
the number of outliers is just slightly too large for RANSAC to produce a good
fit within the given number of iterations. However, this is obviously not always
the case.

One behavior that has been observed, is that there often exists “feature-clusters”
which are often not matched to a similarly sized feature-cluster in the corre-
sponding other image (see figure 28). This could possibly be used as a means of
discrediting, or even discarding, the features contained in that cluster. A highly
localized cluster in image A should be matched to a similar highly localized
cluster in image B, given that the images A and B cover roughly the same area.
This should be true for all detected clusters, and as such seems like a natural
approach for outlier removal.

Another core consideration for future work would be that of machine learning,
which could also have been a suitable entry-point for this thesis. In particular,
using object detection for georeferencing instead of, or together with, features.
For instance, it might be conceivable that one could classify object types in both
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a test image and a training image, define the localization of these objects, and
use the object positions as search regions in a feature detection pipeline. In this
pipeline, feature matches could be acquired only from objects classified to be of
the same type. With a smaller set of features for matching in each object type,
features have a higher level of uniqueness, meaning that there might be more
correct matches, and indeed more matches that survive Lowe’s ratio test.

It is also conceivable that it could be possible to recognize also shapes and pat-
terns, which could prove useful in narrowing down search regions and finding
correspondences for transform approximation.

The main issue with a machine learning approach for this thesis, is that of find-
ing good labeled learning data for teaching the model relevant object types that
are useful not only in only some very defined types of regions. And when dealing
with such large objects as roofs of buildings, the training set might have a large
variety, which could make relevant object types hard to train.

When it comes to the execution time for the pipeline, there are obviously major
improvements to be done. In particular, image processing problems are often
well suited for parallellized operations, and feature detection, description and
matching algorithms are no exception. There is lots of existing research on the
use of GPUs in feature detection and description, and it has been shown to
lead to drastically improved processing times [57]. There are also ready-made
GPU implementations for some algorithms in OpenCV [58]. However, not for
the pipeline proposed here.

Additionally, the parameter variation in this study is far from robust, and was
mainly conducted to see if there are some obvious improvements that could be
simply acquired by a change of one or a couple of these parameters. It should
prove useful to conduct a proper optimization of the algorithm specific parame-
ters. It might prove an issue that the optimized parameters for the algorithm in
this application is dependent on the geographical region depicted in the image.
If so, parameter optimizations for different types of regions could be conducted,
so that an optimal set of parameters can easily (perhaps even automatically) be
chosen depending on input.

Finally, the video streaming application could be improved upon. Determining
suitable re-calibration intervals, or being able to dynamically determine when
re-calibration is necessary, could make the approach suitable for real-time ap-
plications with drone flyovers. This is especially true with improved speed from
additional parallellization work.
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