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Abstract

Bacteria can quickly spread throughout the human body, making certain diseases hard or
impossible to cure. In order to understand how the bacteria can initiate and develop into an
infection, microfluidic chambers in a lab environment are used as a template of how bacteria
reacts to different types of flows. However, accurately tracking the movement of bacteria is
a difficult task, where small objects has to be captured with a high resolution and digitally
analysed with computationally heavy methods. Popular imaging methods utilise digital
holographic microscopy, where three-dimensional movement is captured in two-dimensional
images by numerical reconstruction of the diffraction of light. Since numerical reconstructions
become computationally heavy when a good accuracy is required, this master’s thesis work
focus on evaluating the possibility of using convolutional neural networks to quickly and
accurately determine the spatial properties of bacteria. By thorough testing and analysis of
state of the art and old networks a new network design is presented, designed to eliminate
as many imaging issues as possible. We found that there are certain network design choices
that help with reducing the overall error of the system, and with a well chosen training set
with sensible augmentations, some networks were able to reach 60% classification accuracy
when determining the vertical rotation of the bacteria. Unfortunately, due to the lack of
experimental data where the ground-truth is known, not much experimental testing could
be performed. However, a few tests showed that images of high quality could be classified
within the expected range of vertical rotation.
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Sammanfattning

Bakterier kan snabbt sprida sig genom människokroppen, vilket försv̊arar starkt möjligheter-
na att kurera vissa sjukdomar. För att f̊a en inblick i hur bakterier kan initiera och utvecklas
till en infektion används som mall laborativa uppställningar med vätskekanaler i mikroskala
när man söker först̊a hur bakterier reagerar p̊a olika typer av flöden. Att sp̊ara dessa rörelser
med god säkerhet är dock en utmaning, d̊a man experimentellt söker f̊anga sm̊a skalor med
hög upplösning, som sedan ska analyseras med datorintensiva metoder. Populära avbildnings-
metoder använder sig utav digital holografisk mikroskopi, där tredimensionella rörelser kan
f̊angas med hjälp av tv̊adimensionella bilder genom att numeriskt återskapa ljusets bryt-
ningsmönster mot objekten. Eftersom dessa metoder blir beräkningstunga när god säkerhet
krävs s̊a utforskar detta examensarbete möjligheterna att utnyttja faltningsnätverk för att
snabbt och säkert bestämma vertikalrotationen hos bakterier avbildade med holografi. Ge-
nom nogranna tester av moderna samt äldre nätverk s̊a presenteras en ny nätverksdesign,
utvecklad i m̊al med att eliminera s̊a m̊anga avbildningsproblem som möjligt. Vi fann att
vissa designval vid nätverksutvecklingen kan hjälpa med att reducera klassificeringsfelen gi-
vet v̊art system, och med en väl utvald träningsmängd med lämpliga justeringar s̊a lyckades
vi n̊a en klassificeringssäkerhet p̊a över 60% med vissa nätverk. P̊a grund av bristande ex-
perimentellt data där de riktiga värdena är kända s̊a har ingen utförlig experimentell analys
utförts, men n̊agra tester p̊a experimentella bilder i god kvalité har visats ge resultat som
tyder p̊a en korrekt analys inom den förväntade vertikalrotationen.
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Chapter 1

Introduction

1.1 Background

By tracking bacteria in a lab environment we can gain understanding in how bacteria attaches
to inner cell walls and resists fluid shear forces, in for example the urinary tract [1]. If
we have a fundamental understanding of the bacterial movement, restricting attachment
would greatly hinder the bacteria’s ability to stay inside the body. To track bacteria in
an experimental setting, imaging is usually done with a method called digital holographic
microscopy (DHM), which instead of capturing light reflected/transmitted from the surface of
a microscopic object, captures the diffraction patterns of light scattered against microscopic
objects [2]. The advantage of this method compared to standard imaging techniques is that
the bacteria does not need to be in the focal plane to be captured accurately. Furthermore,
three-dimensional information can be retrieved from two-dimensional holographic images by
special methods utilising the known behavior of scattered light.

In the Biophysics and Biophotonics research group at Ume̊a University, a DHM imaging
method using multiple wavelengths has been developed [3]. By using multiple wavelengths,
the focal plane can be determined for objects of any shape. This means that the phase
properties of any object imaged using DHM can be retrieved, an important feature when
considering the aforementioned bacteria motion [4]. Numerical gradient descent methods
and template matching are common methods to determine position and phase of the bacteria
[2]. These methods give good results, however, these methods are usually computationally
heavy. Because of this, the analysis is difficult to do in real-time without powerful computer
systems. Real-time analysis is an important goal since adjustments, further experiments and
discussions can be performed directly in the lab.

Real-time computations has played an important part in many modern technologies.
For example, quick image recognition is an essential feature in self-driving cars, where to
identify the position of the vehicle on the road, what rules apply by analysing the road signs
and avoiding collisions by identifying pedestrians and other vehicles [5]. These tasks are
accomplished by artificial neural networks, more specifically convolutional neural networks,
which are machine learning networks that can recognise features from images and categorise
the content.
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1.1. BACKGROUND CHAPTER 1. INTRODUCTION

If bacteria imaged using DHM has a different diffraction pattern dependent on the ori-
entation of the bacteria, we should be able to use artifical neural networks to correctly
identify spatial features from different diffraction patterns. In fact, research that combines
holographic imaging and neural networks has shown great promise. One paper showed that
neural networks could reconstruct holographic images, i.e. retrieve the original image of an
object from the holographic image of the object [6].

In this master’s thesis work, we will explore the possibility of using neural networks to
identify the orientation of bacteria in holographic images. By thorough testing a convolutional
neural network will be designed that is robust to effectively and accurately identify the
properties we seek. When we have found a network which is designed to specifically tackle
our problem, we will make the network as robust as possible against variations in the input
data.

1.1.1 Aim

The task is to develop an artificial neural network using a suitable programming language
which can determine the orientation in three dimensions of bacteria imaged using digital
holography. This information is important for tracking the development of microscopic ob-
jects in three dimensions. In addition, important special features of the neural network will
be

• Usable for a researcher in the biophysics field with no knowledge of CNN’s or the
underlying code.

• Modular and well documented to simplify integration in future projects.

The code should be easy to combine with other particle-tracking software such as UmU-
Tracker to work as a pipeline to track the movement of bacteria in real-time [7].
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Chapter 2

Theory

2.1 Digital holographic microscopy

Digital holographic microscopy (DHM) is a tool that captures the movement of nano particles.
Instead of capturing the light reflected off an object, DHM captures light scattered off the
object using a laser and a microscope. A schematic image of a simple DHM-setup is seen
in figure 2.1, where a laser light is directed on the semi-transparent bacteria. The scattered
and remaining light after absorption is picked up by a microscope connected to a camera.

(a)

Laser

Glass

Glass

Sample

Bacteria

Objective

(b)

Figure 2.1: (a) A schematic of a digital holographic imaging setup. The sample (fluid with bacteria) is
contained by two pieces of glass. (b) a processed experimental image taken using DHM. Note the rings which
occurs due to diffraction of the laser beam against the bacteria.

There are advantages using DHM compared to other techniques. For example, the bac-
teria does not have to be in focus to be captured accurately. Also, since the light will scatter
at different places along the object, the light will not scatter uniformly. This non-uniform
scattering will interfere with itself, as seen in figure 2.1b. In figure 2.2 we see how a bacteria
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2.1. DIGITAL HOLOGRAPHIC MICROSCOPY CHAPTER 2. THEORY

can be rotated relative to the microscope connected to the detector. Numerical methods
can reconstruct the placement of the object relative the focal plane. This means that the
placement in the z-direction can be identified along with the placement in the x-y-plane [3].

(a)

Bacteria

Detector

L W

z

x
φ

∆fl

(b)

Detector

Bacteria

y

xθ

Figure 2.2: Schematics illustrating the different orientations of the bacteria. In (a) an image of the bacteria
from the side is shown. The bacteria has a length L and a width W . zfl is the focal length and φ is the
vertical rotation of the bacteria. In (b) we see the bacteria from a top-view (looking from the laser source).
θ is the horisontal rotation of the bacteria.

2.1.1 Image post-processing

The accuracy of image analysis is highly dependent on image quality and since noise is always
present in experiments, some post-processing of the experimental images is required. The
main post-processing method we will use is background subtraction. Since diffraction is
captured, any small variations and dirt will show up as unwanted interference on the optics
and will blur the images. These errors are mainly static (the dirt usually stays in the same
place for all images), and background subtraction is good at removing static variations.

Consider a holographic image taken without any sample. We call this the background
image B. Then for any image I taken of the sample in the same exact setup, the foreground
mask F can be retrieved by

F = |I −B| > τ (2.1)

for a given threshold τ . This foreground mask then contains the pixels in the image I that
are significantly different from the background. Thus, by elemental multiplication of the
foreground mask and image I the final image is retrieved.

4



CHAPTER 2. THEORY 2.2. DISCRETE DIPOLE APPROXIMATION

2.2 Discrete dipole approximation

As will become clear when we discuss the artificial neural networks later in section 2.3, we
require many sample images to train our network to reach a good identification accuracy.
However, getting a large amount of sample images from experiments is highly unpractical,
since we either need to know with a good accuracy the rotation of the bacteria from the
experimental images or in some way rotate it to our desired angle before imaging. Further-
more, for each angle we need roughly a thousand images for different sized bacteria placed
at different focal lengths.

To solve this problem, we will synthetically generate data that we can mass produce use
to train the network. A well developed method is the discrete dipole approximation (DDA),
where the scattering and absorption of light can be simulated for any geometry [8]. This is
achieved by approximating the geometry by a finite set of electric dipoles, as shown in figure
2.3.

Figure 2.3: A visual representation of the idea behind the discrete dipole approximation. Shown is the
computational grid with a capsule shaped object as an overlay on this grid. The filled grid squares represent
the finite set of dipoles which approximates the wanted shape.

Each of the filled squares in figure 2.3 represents an electric dipole. Since the solution to
Maxwells equation is known for a simple dipole, only the interaction between the scattering
from all the dipoles needs to be calculated, rather than the scattering for the arbitrary
object. These calculations are complicated, and the reader is recommended to read [9] for
more information.

2.2.1 Using the discrete dipole approximation

The discrete dipole approximation is suitable given our problem, but complicated to im-
plement and computationally heavy [9]. Thankfully, there are available programs such as
ADDA (Amsterdam Discrete Dipole Approximation) [10]. In ADDA, you specify the type
and orientation of the object you want to calculate the scattering against. The program then
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2.3. ARTIFICIAL NEURAL NETWORKS CHAPTER 2. THEORY

calculates the components of the scattering matrix S for a half-sphere behind the object
(azimuthal and polar angles between 0-360 degrees and 0-90 degrees, respectively) [10]. The
scattering matrix S is defined by its components

S =

[
S2 S3
S4 S1

]
. (2.2)

The components of the scattering matrix is used when expressing the relationship between
the incoming and scattered electromagnetic waves by the following equation[

E‖sca
E⊥sca

]
=

exp(ikscar)

−ikscar
S

[
E‖in
E⊥in

]
, (2.3)

where the suffixes sca and in denotes the scattered and incoming electromagnetic waves,
respectively, ksca = 2π

λ is the wave number of the scattered wave and r is the radial direction
at a given azimuthal and polar direction [10].

Since we know the wavelength of the incoming wave and the scattering matrix in every
direction, we can calculate the scattered waves from every outgoing direction. Then we simply
choose a plane where our theoretical detector is placed and retrieve the electromagnetic field
at that plane. By this method, we can very easily change the size of the detector area and
the placement of the focal plane. The intensity maps of the scattered light is captured with
DHM. To retrieve the intensity the following relationship can be used

I ∼ E2, (2.4)

where E is the amplitude of the incoming and scattered electromagnetic waves, since both
parts will reach the detector [11]. The result from this equation is normalised by division
of the largest value in the intensity matrix to get data which is comparable to experimental
images.

2.3 Artificial neural networks

Artificial neural networks are computational networks inspired by how neurons are wired in
the brain. In a human brain, neurons are connected by volatile connections, i.e., connections
are constantly changing as new are made, old removed and current moved. This biological
process allows us humans and other species to learn from our sensory inputs. In artificial
neural networks, a similar approach is applied.

The structure of artificial neural networks is based on ’layers’, where each layer corre-
sponds to a row of neurons, see figure 2.4. Each of these layers are connected such that every
node in a layer is connected to each node in the following layer, and each node in that layer
is connected to each node in the next layer, and so on.

6



CHAPTER 2. THEORY 2.3. ARTIFICIAL NEURAL NETWORKS

Output #1

Output #2

Input layer

Hidden layer

Output layerInput #1

Input #2

Input #3

Input #4

Figure 2.4: A schematic drawing of a typical neural network with one hidden layer. Every neuron in one
layer is connected to each neuron in the following layer. The input layer takes values from features of the
problem to be identified, such as color, size, etc. Hidden layers are layers between the input and output layer.
In this network there is only one hidden layer, which is usually too small for most practical applications.
Marked in red is a neuron with its incoming and outgoing connections.

The state of each neuron is represented by a value. This value is a function of the incoming
connections and is propagated through the outgoing connections, which means that Every
neuron in one layer effects every neuron in the following layer. To control by how much each
connection has a weight. We denote the state of n neurons in the first layer as x ∈ Rn, and
y ∈ Rm in the second. The neuron states in the 1st and 2nd layer are connected by:

y = Wx (2.5)

where W ∈ Rm×n is the weight matrix. Each component wij in the weight matrix corresponds
to the weighted connection from node i in the first layer to node j in the second layer.

In our brains, each neuron does not activate for any kind of external response. Rather,
certain neurons activate only when a certain threshold of input activity is registered, which
allows different sections of our brains work on different types of tasks. To add this behaviour
to our artificial neural network, so-called activation functions are used. Activation functions
also serve a secondary purpose in our mathematical model, which is that they introduce a
non-linearity to the system. Without these non-linear functions we could collapse the whole
multi-layer network to one single layer, since the output would be connected to the input only
by a series of matrix-multiplications. This non-linearity allows the network to identify more
complex systems (such as images) where the input and output has non-trivial connections.

There are many types of activation functions. Two common choices are the Sigmoid
function and the Rectified Linear Unit (ReLU). These are shown in figure 2.5.
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2.3. ARTIFICIAL NEURAL NETWORKS CHAPTER 2. THEORY

(a)

f(x) = 1
1+e−x

(b)

f(x) = max(0, x)

Figure 2.5: Two activation functions commonly used in artificial neural networks. (a) The sigmoid function,
(b) The ReLU function

From the shape of these functions, the output from the activation functions are heavily
dependent on a small region around x = 0. There is thus a threshold where the neuron will or
will not activate at a given input. This replicates the behaviour in our brains and introduces
non-linearity. Using our current example of two layers with n and m neurons, the output for
neuron i in the second layer is

yi = f
( m∑
j=0

xj + b
)
, (2.6)

where b is a new constant called the ’bias’. This is constant is unique for each layer of the
neural network. The total output in one layer will be

y = f(Wx + b). (2.7)

If a network has p number of layers the output will be connected to the input by

xout = Wp(f(Wp−1(. . . f(W2(f(W1xin + b1)) + b2))) + bp−1) + bp. (2.8)

The network is designed so that the last layer xout has the same amount of neurons as
the number of classes. Each output neuron thus represents a class that the network tries to
identify. For easier analysis of this output it is useful if the values in the last layer follows a
probability distribution. To achieve this, the softmax function is applied.

x̂iout =
ex

i
out∑

j e
xjout

(2.9)

which is also called the normalized exponential function. It takes the exponential of the values
in xout and normalises by division of all the exponentials. This will which will transform the
output to numbers between 0 and 1 with a sum of 1.

To train the network a method called backpropagation is used. This method requires us to
know the ground truth (the correct class) of the data used to train the network. Let us denote
the output from our network as y, which is a vector with values ranging between 0 and 1 and

8



CHAPTER 2. THEORY 2.3. ARTIFICIAL NEURAL NETWORKS

with a total sum of 1. We denote the expected output vector as e = [0, 0, . . . 0, 1, 0, . . . 0, 0],
where the 1 is at the index corresponding to the correct class to our training input. The
error of the guess is defined by the cross-entropy function

ECE = −
C∑
i

ei log(yi), (2.10)

where C is the number of classes. This function can be imagined as the loss between two
distributions, where y is from an unoptimised distribution (the set of imperfect classifications)
and e is from the wanted distribution (the known classification of the input).

Since we have a good understanding of how our network is built with weights, biases
and activation functions, we express the change in total loss with respect to every weight by
using the chain rule. By building a matrix Wi that contains all of the weights at step i in
the system and denoting the Jacobian J = ∂ECE

∂W we can calculate the next weights Wi+1 by

Vi = µVi+1 + αJ

Wi+1 = Wi −Vi

where µ and α are constants called momentum and learning rate. V is a matrix often denoted
as a sort of ”velocity”. This is because this extra term changes the weights each iteration
not only by the Jacobian, but also by the last change. This gives the system a sort of
”momentum”, where it can skip local minima when finding the minimum of the system. The
learning rate will affect how large an impact the Jacobian will have on the next matrix of
weights. A more detailed explanation on how exactly the Jacobian is constructed and how
gradient descent methods can find the solution minimising the error of the system can be
read in the review paper by P. Mehta et. al. [12].

2.3.1 Convolutional neural networks

If we want our artificial neural network to learn the differences between holographic images
of bacteria we would need to define a way to format our images as input to the network.
This input should at a minimum contain all of the pixels in an image, since we cannot
understand beforehand what parts of the image is of importance. However, if we consider
small images of size 300×300 we would require 90000 input neurons. Furthermore, in images
there are usually correlations between different pixels that define edges of objects or regions
of certain colour etc. With this naive input method, these correlations would not necessarily
be identified. By simply learning the distribution of pixels on an image it would be very
rigid when for example the image has been scaled, since scaling could introduce interpolation
errors. To overcome these issues, a subset of artificial neural networks called convolutional
neural networks (CNN) will be used. Instead of directly connecting each neuron to every
other neuron we instead consider kernels which finds features groups of pixels. An example
showing this process is shown in figure 2.6.

9



2.3. ARTIFICIAL NEURAL NETWORKS CHAPTER 2. THEORY

Figure 2.6: A schematic image of a typical convolutional neural network identifying features in a holographic
image. Shown are kernels (the smaller square boxes) which performs a dot-product between the values in the
kernel and the pixel values. This is summed and structured as a new matrix, which are called feature maps.
By having a set amount of kernels for each convolutional layer, we get multiple feature maps from just a
one-dimensional image, where different features are found in every feature map. The last black bars are
fully-connected layers, identical to the standard layers presented in figure 2.4. The goal of these layers is to
simply interpret the output from the feature maps.

The kernels at each convolutional layer is set to a fix size, usually not larger than 10 ×
10. The components of the kernels consists of weights, and are trained similarly to how
regular artificial neural networks are trained by backpropagation [12]. In a convolutional
layer, the kernels slides across the input matrix (image or feature map) and performs a dot-
multiplication between every value in the kernel and the encompassing area on the input
matrix, see figure 2.7. For a 3 × 3 kernel, each pixel in the resulting feature map will be a
sum of all 9 terms after the dot product. So each pixel in the resulting feature map will be
a sum of regions of pixels. This means that the weights can be adjusted such that essential
features are found in the input image, thus the name ’feature map’.

There are two important terms when discussing convolutional layers - stride and padding,
both of wich are illustrated in figure 2.7. Stride tells us how many pixels the kernel moves
when sliding across the input matrix. If the stride is 1, the feature map will be the same size
as the input matrix since each pixel in the input matrix will be at the centre of a convolution.
However, if the stride is larger than 1, for example 4, the feature map will be a quarter of
the size of the input matrix (see figure 2.7). Padding is performed when the kernel is outside
the image, i.e. if the kernel is larger than 1 × 1 and is positioned on the edge of the image.
Most commonly, the image is convolution is configured to accept this dot-product and just
pads the image with 0 values as to not have an effect on the convolution.

10
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0 0
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Figure 2.7: Schematic visualising a kernel (red grid) sliding across an image (black grid) with padding (grey
grid) and a stride of 4 pixels.

Similarly to the artificial neural network each pixel in the feature maps are applied with
an activation function. Convolutional layers are not the only layers in a CNN, but many
networks are mainly built from those layers. Other layers act in a similar way, but with
different outputs. The most important types are

Max-pooling layer - Performs a convolutional similar to a convolutional layer, but
rather than summation of the dot-product the max-pooling layer rather outputs the
maximum input pixel. A 2 × 2 kernel with a stride of 2 would thus downsample an
image by a factor of 2, where the output is the strongest pixels in the input matrix. This
layer is useful for downscaling an image, where emphasis is put on the most important
features in the original image.

Addition layer - With feature maps as inputs, the addition layer simply adds and
normalises all of the feature maps from the different inputs. A requirement is that
every input has to have the same amount of feature maps. Common when there are
multiple parallel paths in a network.

Concatenation layer - Similar to addition layer, but instead of adding the feature
maps together, concatenates them to a much larger matrix of feature maps.

As displayed in figure 2.6, the convolutions are fed into a normal artificial neural network
(here called ’fully-connected layers’), which has the task to classify the image from the down-
sampled data. One way to think about this structure is to imagine the convolutional layers

11



2.4. ANALYSING THE NETWORK OUTPUT CHAPTER 2. THEORY

as our eyes ’processing’ what we are seeing. This processing is then fed into our brains which
identifies objects in the image, represented by the fully-connected layers. When training
convolutional neural networks there are certain parameters that can be modified to adjust
the training process:

Mini batch - Due to restrictions in computer memory, the whole training set can not
be considered for one iteration of the backpropagation algorithm. To solve this, mini
batches are used, which are small sub-sets of the training set.

Epoch - One epoch is defined as the number of iteration it takes in order to go through
the whole training set, i.e., one epoch is roughly equal to training set/mini batch size.

Validation and training sets - The training data is typically split into two parts -
a training and a validation set, which are usually from the same set of images. The
network uses the validation set to calculate the loss and to adjust its weights. By this
method, we work against over fitting since we are not validating on the same set as we
are training on.

Drop factor - The learning rate is multiplied by this factor for every specified number
of epochs. This is useful, since initial learning requires large steps to quickly minimize
the cost function, later in the learning, smaller steps is better at fine-tuning the training
to reach an even better minima.

2.4 Analysing the network output

As described, the output from the network after validation is a probability distribution of the
different classes in the problem set. We will later see that the training images are quite similar
to classes close to the class the image belongs to. This means that the probability distribution
will in theory be centered around a value, closely resembling a Gaussian distribution. Because
of this, it makes sense to not handle the classification only as a simple binary comparison, but
also as a distribution with a mean and a standard deviation. Given our discrete probability
function F (X) with the classes X we get the mean E(X) by

E(X) =
∑

all classes

XF (X) (2.11)

and the standard deviation σ(X) by

σ(X) =
√
V (X) =

√
E(X2)− E2(X), (2.12)

where the first term on the left-hand side is defined as

E(X2) =
∑

all classes

X2F (X). (2.13)

Using these definitions, we can determine that a correct classification of the network should
contain the ground-truth within two standard deviations.
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Chapter 3

Method & Results

3.1 Digital holographic microscopy

We configured DHM-setup as schematically shown in figure 2.1. The laser light source is
a THORLABS M470F1 laser diode operating at 470 nm. The laser is guided through a
fiber optics cable type M28L01, reaching a culminator. The light from the culminator is
sent through a prepared sample (preparation explained below) to an Olympus UPlanSApo
60X/1.20 water immersion objective, which is mounted on a Olympus IX71 microscope. We
capture images using an Hamamatsu Digital Camera C11440.

We prepared the samples using a thin glass plane with two pieces of double-stick tape
applied to form a small channel length-wise along the glass plane. We adhered another glass
plane to the tape to form a thin rectangular chamber with openings on both sides. We
mixed a bacterial colony of E.coli. with 18.2MΩ distilled water, and with a pipette, filled
the chamber between the two glass planes with this mixture. Once the chamber was filled
we sealed it with Dow Corning high vacuum grease.

The sample was fixed in the aforementioned setup. To capture the images, we used the
software HCImageLive developed my Hamamatsu. Firstly, we adjusted the lens so that most
of the bacteria in the sample is in focus. Then we imaged the sample at 1 µm steps away
from this focus point. This gives us a set of images with different diffraction patterns of the
same bacteria.An example of an experimental image can be seen in figure 2.1b.

In order to get data where the vertical angle is known approximately, we prepared a
sample with poly-l-lysene. E.coli. attaches to this enyzyme. By finding bacteria with only
one end stuck to the enzyme, the height from the bottom to the top of the bacteria can be
found noting how many incremental steps of known distance is required to move the focus
from the bottom to the top of the bacteria.

3.2 Generating synthetic data

As shown in figure 2.2, there are multiple degrees of freedom that has to be considered for
each bacteria. Our main focus is the vertical rotation angle φ. However, simply training
the network on images where only the vertical angle is changing will yield a very unstable
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network that is more sensitive to variations than we can accept. By considering multiple
parameters for our training set, the stability of the network will increase. We will consider
the following parameters:

• vertical rotation of the bacteria between 0 and 90 degrees with 0.1 degree increments,

• laser source with a wavelength of 470 nm,

• aspect ratios 2, 3, 4 and 5,

• distances 5-50 micrometers from the focal plane with 5 micrometer steps.

The aspect ratio is defined as the quotient L/W defined in figure 2.2a. Using these parameters
we simulate all configurations of the bacteria using ADDA (see section 2.2). The output from
the simulation is the components of the scattering matrix S as in equation 2.2 at polar angles
between 0−90 degrees and azimuthal angles 0−360 degrees. Using the software MATLAB, we
calculate ksca and r was for all angles. By solving equation 2.3, the perpendicular components
of the scattered electromagnetic wave is retrieved, which gives the intensity map as given in
equation 2.4.

Some examples of the holographic images for a bacteria at different vertical rotations can
be seen in figure 3.1.

14
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(a) (b) (c)

Figure 3.1: Examples of the resulting synthetic holographic images created using ADDA and MATLAB.
The first row is a schematic illustration of the bacteria (green) rotated relative to the optics (blue), whilst the
bottom row is the resulting image from the ADDA simulation. Note that the bacteria in the upper row are
shown from the side whereas the synthetic images are imaged from the top, i.e. the optics are placed below
the illustrations pointing up.

It is clear that a bacteria with the same position in the xyz-plane has a significantly
different holographic pattern if the vertical angle changes. The bottom left image in figure
3.1a shows that the diffraction at both ends of the bacteria will interfere to create a non-
symmetric pattern. In the bottom middle image the interference is slightly shifted. This
happens since the diffraction occurs at two separate points in the z-direction. The path
difference between the two ends will create an asymmetric pattern. When the bacteria is
oriented at 90 degrees, the diffraction is symmetric and similar to a sphere (see figure 3.1c).

3.3 Computing and framework

For initial testing and smaller training sessions we will use a PC with an Intel i7 4770
(2 × 4 cores) CPU, 16 GB of ram and an NVidia GTX 650 (384 cores). When training on
larger images and bigger networks, we will required a more powerful computer to reduce
the computation time. For this, we will utilise the computing power at High-Performance
Computing Center North (HPC2N) at Ume̊a University [13]. Using the cluster Kebnekaise,
each training session can utilise one node on GPU-volta with an Intel Xeon Gold 6132 (2×14
cores), 192 GB of ram and an NVidia V100 (5120 cores). This approximates roughly to a
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speed increase by a factor of 5120/384 ≈ 13.
We initially considered two popular frameworks for training neural networks, the Deep

Learning Toolbox and Tensorflow developed by MATLAB and Google, respectively [14] [15].
After some discussions within the research group and careful considerations of usability and
flexibility the Deep Learning Toolbox in MATLAB was chosen since the language was more
familiar in the research group and it is considerably easier to get started with. It also has
built-in support for network designers that speed up the design process considerably.

3.4 Initial testing

To get an idea of how well a convolutional neural network can learn the subtle differences in
the synthetic data we will start with a very famous network, AlexNet [16]. AlexNet structure
is show in figure 3.2 below.
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Figure 3.2: The basic network structure of AlexNet. Each yellow block is a convolutional layer (Conv), red
blocks are max pooling layers and purple blocks are fully-connected layers (Fc). Here we see the image as
an input to the first convolutional layer (Conv 1), working itself down to the final softmax-layer, where we
have made the modification of only identifying 19 classes, corresponding to 19 different vertical angles. The
original network has a classification size of 1000. More information about the different layers can be read in
the original article [16].

Since we want a substantial set of images for each class, we divided the data into 19
classes. Each class corresponds to a 5-degree interval where for example the class ’25’ is all
images of bacteria at a vertical angle larger than 20 and less then or equal to 25 degrees.
Using this separation, each class has 500 synthetic images for each aspect ratio, so 2500 for
each class if every aspect ratio is used.

We trained the network for 100 epochs using a stochastic gradient descent method and a
batch size of 32 images, momentum at 0.9, shuffling of the training images each epoch and
an initial learning rate of 0.01 with a drop factor of 0.25 every 20 epochs. The validation
accuracy is shown in figure 3.3.
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Figure 3.3: Training results from training AlexNet to identify the vertical angle in the synthetic images.
The upper and lower graph shows the validation accuracy and loss per iteration, respectively. Each region I,
II, ... have different learning rates, where an initial learning rate of 0.01 decreases by a factor of 1

4
in each

region.

As is clear from the figure, the network performs very well on the training data. In fact,
after only 1000 iterations the validation accuracy is above 80% and after 4500 iterations well
above 95%. This combined with a small validation loss indicates there is a large enough
difference between the classes for the network to be sure in its decision.

When we now understand that a well-performing famous network can learn our synthetic
images accurately, it is of interest to see how far we can reduce the network and still keep
a high accuracy. Since our images is within a closed set the extra layers in AlexNet might
not be required, and shallow networks perform classification much faster than deep networks.
Furthermore, by starting at a small network we can get an understanding of which features
are found by the network, and with this knowledge expand the network. We designed ’Sim-
pleNet24’, a very simple network with only a few convolutional layers and 24 kernels for each
of these layers, of which structure is described in figure 3.4.
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Figure 3.4: Schematic image of SimpleNet24. It is a very standard network with convolutional layers follwed
by max-pooling layers. The image is analysed and effectively sub-sampled down to a manageable size, which
is then supplied to our fully-connected classification end. More information about the different layers can be
seen in table A.1 in appendix.

This kind of network is a typical example of how a convolutional neural network can be
structured. Each convolutional layer is followed by a max pooling layer, which quickly sub-
samples the image to a manageable size. In comparison to AlexNet in figure 3.2, there are
no convolutional layers in series without pooling layers between. We trained SimpletNet24
using the same training data and settings as for AlexNet. The training results are shown in
figure 3.5.
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Figure 3.5: Training results from training SimpleNet24 to identify the vertical angle in the synthetic images.
The upper and lower graph shows the validation accuracy and loss per iteration, respectively. Each region I,
II, ... have different learning rates, where an initial learning rate of 0.01 decreases by a factor of 1

4
in each

region.

An important difference between these two networks is the fact that AlexNet is a pre-
trained network, trained on the ImageNet-dataset in the MATLAB implementation, which
consists of over a million images which are distributed between a thousand separate classes.
In theory, this means that AlexNet should be faster at learning important features in our
images, and the only training required is to fine-tune these kernels for our problem. This is
what we observe if we consider the first region in figures 3.3 and 3.5. For SimpleNet24, the
accuracy is quite low until about iteration 1500, where the network starts to consistently find
features in the images due to a well-directed step in the stochastic gradient descent solver.
However, in AlexNet, this behaviour is observed already at the first iteration. This might
be an indication that features in our problem is quite similar in comparison to the random
objects in the Imagenet dataset.

3.5 Two more networks

The two networks in section 3.4 are good examples of a well-defined, not too complex network
(AlexNet) compared against a very simple network (SimpleNet24). At the other end of the
spectrum, there are classes of ’super deep’ networks that have so many layers that special
structures called ’residual structures’ are required to optimize the networks. One of these is
called ResNet50 [17]. This network consists of 50 layers, structured in a way as to evaluate
features in the image residuals rather than features in the original image. An image residual
is the difference between the original input and the resulting feature map after a set of
convolutions.
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Due to the sheer size and complexity of this network, the structure is omitted here but can
be found in the original article by Kaiming et. al. [17]. Similarly to MATLABs implementa-
tion of AlexNet, ResNet50 is trained on over one million images from the ImageNet databas.
We trained this network on our training images and got a similar validation accuracy as
compared to AlexNet.

In an article published in 2018 by Wang et. al. a network called eHoloNet was presented
[6]. The goal of this network was to train a neural network to efficiently reconstruct the
originals from holographic images. Since the problem they sought to solve is not too different
from our problem, we designed a network with the name ’ParallelNet’, based on parts of the
eHoloNet structure. The network is shown in figure 3.6.
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Figure 3.6: The basic structure of ParallelNet. The input image is subsampled by factor of 1, 2, 4 and 8
to four separate parallel paths. Each of these paths further subsample the image down to 32 × 32, and are
added together to be fed into the fully-connected layers. More information about the network structure can
be seen in table A.2 in appendix.

The main distinguishing feature of this network is the parallel channels that extrude from
the input image. For each of these channels, the image is down-sampled using max-pooling
layers by a different factors of 2. This means that the image is analysed at different scales,
the main idea being that the network can learn the image at different scales, which should
help with the robustness of the network. We trained this network similarly as the earlier
networks and reached a similar accuracy, which means that we are able to reach the same
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accuracy as a well-known pre-trained network with our own network given our problem.

3.6 Sensitivity studies

In the experimental data, the bacteria can move in and out of focus and rotate in the
horisontal plane. Since our training (synthetic) data is computationally constructed without
any noise or unwanted disturbances it is important to evaluate how well the network can
handle situations that might occur in an experimental setting. There are three different
variations we want to consider:

Noise - as is obvious from the right image in figure 2.1 experimental images have a
speckle-type noise. The network has to be able to filter these disturbances to find the
essential features for each class.

Horisontal rotational invariance - as seen in figure 2.2, the bacteria can also rotate
in the horizontal x-y-plane. The network has to be able to correctly determine the
vertical angle at any horisontal rotation.

Crop invariance - in a tracking setting we can not always guarantee that a sufficiently
large area around the bacteria is retrieved, as such, the network should be able to find
large and small enough features to analyse the images at various scales.

Omitted from this list is the z-position of the bactera, i.e. the relative distance from the focal
length. This is a part of our dataset, so the network should in theory be able to distinguish
between bacteria at different vertical positions.

We recall that the output from the network is a probability distribution of all the classes
as defined in equation 2.9. Since the classes are based on a gradual, continuous change
the classes are closely related to nearby classes. However, the classification result from the
network does not always follow this behaviour, as shown in figure 3.7
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Figure 3.7: Prediction scores from the softmax output as defined in equation 2.9 from classification of three
different images. In the left-most image, we also see a fitted Gaussian distribution with a mean of 34 and a
standard deviation of 2.5. This is the most common classification, mostly due to the fact that our training
data is similar to classes closer to the class it falls into. In the middle and right-most images we note that
this distribution is mostly lost, and we have several peaks spread out and in the case of the right-most image,
a wide and flat distribution.

In our tests, most of the distributions are similar to the left-most distribution in figure
3.7, which has a Gaussian-like shape. But sometimes a bigger uncertainty (and thus, a bigger
loss) yields distributions that look more like the middle and right-most distributions in figure
3.7. With this in mind, we still consider a classification where the scores are interpreted as
having a mean and a standard deviations as defined in equation 2.11 and 2.12, in addition
to the standard binary classifications.

Three algorithms were designed to perform the sensitivity studies. These are based on
the training data set, but with random disturbances applied. The algorithm for testing the
sentivity against scaling is presented in algorithm 1.
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Algorithm 1 Test the network sensitivity to cropping

1: list images . A list of the training images
2: int n . Number of iterations
3: for i = 1 to n do
4: for image in images do
5: remove← rand(0, 100) . Random number between 0 and 100
6: image← imcrop(image, remove)
7: pred← classify(image, network) . Classify the cropped image
8: if |µpred − image.angle| ≤ 2σpred then
9: accd(remove)← acc(remove)+1

10: end if
11: if pred = image.vert then
12: accb(remove)← acc(remove)+1
13: end if
14: occ(remove)← occ(remove)+1 . Number of occurences
15: end for
16: end for

Note that in this algorithm we fill a vector with the number of correct predictions using
the distribution model and simply binary prediction, i.e., if the maximum probability from
the probability distribution is equal to the correct value. We also count the number of
occurrences of each random perturbation, which allows us to plot the classification accuracy
for each random perturbance. The algorithms for horizontal rotation and noise are very
simila, but with different changes applied to the images. These algorithms can be found in
appendix A.4. Note that when testing the accuracy against horizontal rotation an additional
step is required where half of the image is cropped. If this cropping is not performed, large
regions with no information in the corners of the images will appear. Since these regions
will be picked up by the networks as edges they have to be removed. To be consistent, the
same half cropping is performed at all horizontal rotations, even if only images as 45-degrees
requires cropping at this scale.

These tests were performed for AlexNet, SimpleNet24, ResNet50 and ParallelNet. The
image set consisted of all the training images, a set of roughly 9000 images. This was
iterated for 10 iterations for each network and each test as to get a large sample for each
random disturbance. The results are presented in figure 3.8. It is important to note that
the accuracy versus horizontal rotation is heavily affected by the cropping that is required
to remove unwanted black areas on the images, so the maximum accuracy will be lower than
expected.
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Figure 3.8: Results from sensitivity studies on AlexNet ( ), SimpleNet24 ( ), ResNet50 ( )
and ParallelNet ( ). (a) is the accuracy of the network against image cropping, (b) against horisontal
rotation of the images and (c) against a gaussian noise applied on the images. The binary accuracy is based
on if the network makes an exact prediction, and the confidence accuracy is if the prediction is within two
standard deviations of the correct value.
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We see that for AlexNet and ResNet50 the validation accuracy increases dramatically
when the probability spread is taken into account. For example, in figure 3.8b, the accuracy
against horisontal rotation for AlexNet and ResNet50 increases from an average of about 25
percent to an average of about 60 percent. The accuracy taking uncertainty in to account is
based on the idea that the output predictions follows a Gaussian distribution. However, this
is not always the case as we saw in figure 3.7. It is thus unclear to determine if the increase
in accuracy in these two networks is because the prediction is close to the real value or if the
probability distribution has a wide profile - or in the worst case, two maxima several classes
away from each other. It is interesting that the accuracy for ParallelNet and SimpleNet24
has a minimal accuracy increase between these two validation methods. This result tells us
that the networks have a very narrow spread in the probability density even with perturbed
data, albeit with inaccurate predictions.

In figure 3.8a we see that as more of the image is removed, the accuracy of the networks
decreases. This is not unexpected, since the networks could have during training relied on
information far away from the centre of the images to pick up differences. As can be seen
in figure 3.1, the diffraction far away from the bacteria changes more drastically than the
centre. Comparing the networks we see that SimpleNet24 underperforms by a large margin,
and the remaining networks have a similar drop-off curve. However, ParallelNet arguably
has the least drop-off since after about 50 percent of the image is removed the accuracy from
AlexNet and ResNet50 dies off quite quickly, whilst ParallelNet still decreases somewhat
linearly. ParallelNet seems to perform more consistently than the other networks.

Continuing to figure 3.8b we observe interesting patterns in the accuracy, especially for
AlexNet and ResNet50. These oscillations are more prevalent when uncertainty is taken
in to account. These oscillations have peaks around 45, 135, 225 and 315 degrees. This
is exactly 45 degree steps around the centre. What is even more interesting is that these
two networks have their worst prediction around 0 degrees, which is the same horisontal
angle as they are trained against. An idea of why this is happening could be explained
by studying the synthetic data in figure 3.1. Along the horizontal axis of these images, we
have ’tails’ of diffraction that bends when the bacteria is changing vertical angle. In the
horisontal rotation sensitivity test, about half of the image is cropped to remove unwanted
black borders. This means that when the image is rotated at 45-degree increments, these
’tails’ are more prevalent since the length is longer across the diagonal than across the sides
of the image. It is hypothesised that AlexNet and ResNet50 relies heavily on these ’tails’ to
correctly identify the vertical angle of the bacteria, which is further supported by the fact
that they change most drastically as the bacteria is rotated and cropped. For ParallelNet,
we see a logical pattern, where there is a peak around 0 degrees and a smaller peak at 180
degrees. This second peak occurs since the image is mirrored along one axis (see figure 3.1),
but since the image is not perfect mirror-symmetric it has less accuracy when classifying this
image.

Figure 3.8c shows interesting results that might seem counter-intuitive. All of the net-
works follow a similar exponential decrease, but the most simple network, SimpleNet24,
outperforms all other networks by a large margin, whilst ParallelNet falls behind ResNet50
by a smaller margin. To better understand why this occurs, we need to take a look at the
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activations at the first convolutional layer in each network, which are simply the feature
maps after a convolution with the input image. The activation image shows what features
the networks are focusing on. In figure 3.9, the max activations (the activations that has the
largest effect on the following convolutional layer in the network) are shown for each network
when classifying a synthetic image with noise applied.

(a)

AlexNet

(b)

SimpleNet24

(c)

ResNet50

(d)

ParallelNet

Figure 3.9: The maximum activations from the first convolutional layer from the networks (a) AlexNet,
(b) SimpleNet24, (c) ResNet50 and (d) ParallelNet. The visualisation of the activations from AlexNet and
ResNet50 has a perceivable ’depth’. This is since both of those networks are designed to analyse RGB images
with three channels, which means that the activations will reflect this behaviour. The orange lines represent
the horizontal axis of the images, for clarity.

In figure 3.9a-d we see a pattern that we expected from the earlier discussion about the
’tails’ along the horizontal axis of the images, which are more strongly defined in AlexNet
and ResNet50 than compared to SimpleNet24 and ParallelNet. However, note that in all
of the networks with the exception of ParallelNet these features are more effectively filtered
out from the noise, where in ParallelNet we instead see a very strong activation around the
centre of the image. This would explain the stronger accuracy against cropping and weaker
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accuracy against noise for ParallelNet as shown in figure 3.8, since relying more on general,
central features would be better in a situations where most of the image is cropped out.

A potential solution to this insensitivity is to train the network against data that has a
random noise filter applied. With this in mind, we train the same networks, however with a
random Gaussian noise with a mean of 0 and a variance between 0 and 10−3 applied to all
of the training images. The sensitivity against noise this new training in mind can be seen
in figure 3.10 below.

Figure 3.10: Results from sensitivity studies on AlexNet ( ), SimpleNet24 ( ), ResNet50 ( )
and ParallelNet ( ). In this case the networks are trained on training data that has a random Gaussian
blur applied. Note the drastic increase in accuracy for ParallelNet when compared against figure 3.8(c).

There is a drastic change in accuracy for all the networks except for SimpletNet24, where it
stays at around 70% as in figure 3.8c. This can be attributed to the few layers in SimpleNet24,
where there is not enough room to pick up on essential features that might be blurred by
the noise. The other networks reach a similar accuracy, where ParallelNet is slightly worse
than the two other networks. However, since ParallelNet was most stable against scaling as
in figure 3.8a, we will still consider it as a viable network. The new max activation filter and
the old for ParallelNet is shown in figure 3.11 below. The intensity across the horizontal axis
shows that ParallelNet trained on noisy data can more easily distinguish the fringes from
the noise, and thus puts more emphasis on activation maps finding these features, whilst
ParallelNet trained on data without noise has more emphasis on clear, undisturbed patterns
in the middle of the image.
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(a) (b)

Figure 3.11: The maximum activation from the first convolutional layer from (a) ParallelNet without and
(b) with random noise applied to the training data. The orange lines represent the horisontal axis in the
image, and the intensity across this axis is shown in the plots below the images. Note that for the right figure,
there are more clear oscillations further away from the centre, and more noise in the left figure.

3.7 Parallelnet extended

We showed that Parallelnet was one of the more stable networks against cropping, and
considering the logical error when the image was rotated horisontally and that the response
was very good when the network trained against noisy data we will base our next network
design on this network. In the already mentioned eHoloNet, the images were quite large
compared to our networks (768x768 pixels vs. around 250 pixels in our networks). Therefore,
our new network takes images with a larger resolution (768x768 pixels) as input. The hope is
that by using images with a finer detail, the network will more easily pick up finer details that
might be required to effectively see differences between the classes. Also, since we now will
use larger images, we can sub-sample the images further. The first version of parallelnet had
an input size of 256x256, which meant that only a sub-sampling of 8 will reduce the image
down to a resolution of 32x32. With these larger images, a sub-sampling of 32 will reduce
the image down to a resolution of 24x24. The new network thus has 6 parallel channels,
compared to the 4 channels before. By having more channels, we hope that the network
will more efficiently learn differences both in the small variations in the interference pattern,
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and also in the size and placement of the ’blob’ in the centre (see figure 3.9) to thus be less
sensitive against scaling. The structure is very similar to ParallelNet as shown in figure 3.6,
and the layers are shown in table A.3 in appendix.

So far, the size of the kernels have been chosen arbitrarily based on recommendations.
For the new network we want to chose these kernel sizes more intelligently. Consider figure
3.12, which shows a holographic image with example kernels of different sizes. Note that the
regions that the larger kernel covers are not only of higher resolution, but also captures a
part of the holographic wave pattern in the image. The idea is that by using kernels that
can completely encompass important basic structures the network will learn to identify these
patterns and use that information to correctly classify images.

Figure 3.12: Visualising the difference when choosing kernel sizes. Shown are two kernels, one larger than
the other, and the region which the kernels capture. The bigger kernel clearly captures larger features such
as diffraction lines, where the smaller kernel does not find the features as easily.

We trained this network, ParallelNet extended, on HPC2N, which took roughly 7 hours.
The training results are very similar to the training results from AlexNet in figure 3.3, however
it stabilised closer to 100% accuracy with fewer oscillations.

An additional fine tuning to our network that we introduce is training with image aug-
mentation. The idea behind image augmentation is to randomly augment the data in order to
increase the training set and robustness of the network against variations. For each image, a
random augmentation is applied which is specified by the user. Given our earlier discussions,
the augmentations applied were chosen to be:

• Gaussian noise with a mean of 0 and a random variance between 0 and 10−3,

• Random horisontal rotations between 0-360 degrees

• Image scaling between a factor of 2 and 5.

The last augmentation serves two purposes - to teach the network to pick up features on
smaller scales and to remove the borders that appear due to the horisontal rotations (as
explained earlier). That is why the scaling starts at a factor of 2 and not 1. It is also
worthwhile to mention that in images from real experiments the features far away from the
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bacteria is mostly dispersed by noise, and features in the middle are of more importance. The
images of our synthetic data covers a much larger region around the bacteria than required,
so a scaling by a factor of two is very reasonable. The training results are shown in figure
3.13. This training session shows similar results as SimpleNet24 in figure 3.5, but stabilizes
at a lower accuracy and a higher loss. This is not too unexpected, since we are introducing
quite a few augmentations, covering a large region.

Figure 3.13: Training results from training ParallelNet extended to identify the vertical angle in augmented
synthetic images. The upper and lower graph shows the validation accuracy and loss per iteration, respectively.
Each region I, II, ... have different learning rates, where an initial learning rate of 0.01 decreases by a factor
of 1

4
in each region.

To get a fair comparison, we trained all of the networks were similarily using augmentation
for the same number of iterations. The sensitivity for these newly trained networks are shown
in figure 3.14 below.
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Figure 3.14: Results from sensitivity studies on AlexNet ( ), SimpleNet24 ( ), ResNet50 ( ),
ParallelNet ( ) and the extended ParallelNet ( ), where all of the networks are trained on augmented
data. (a) is the accuracy of the network against image cropping, (b) against horisontal rotation of the images
and (c) against a gaussian noise applied on the images. The binary accuracy is based on if the network
makes an exact prediction, and confidence accuracy is if the prediction is within two standard deviations of
the correct value.
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On average, the validation accuracies between the networks were 82% for AlexNet, 75%
for SimpleNet24, 80% for ResNet50, 74% for ParallelNet and 86% for ParallelNet extended
after training. It is clear that all of the networks, maybe with the exception of SimpleNet24,
responds quite well to training with augmented data. In figure 3.14a there is a clear peak
for all the networks around 20-50 percent, the exact region where the cropping was applied.
It is interesting that the accuracy has a drop-off when the crop region decreases, since we
still have the same amount of information left. Some explanations for why this happens
could be that the network is sensitive to the size of the fringes, the centre of the holographic
image, or that fringes further away from the image interfere with the classification. Another
interesting behaviour is observed in image 3.14b, where there are clear peaks at 0, 90, 180
and 270 degrees. It seems to be easier for the network to learn features which are ordered in
90-degree steps from one another.

ParallelNet extended is outperformed by AlexNet and ResNet50 when the cropping region
decreases as shown in figure 3.14a and for all horisontal rotations in figure 3.14b. However,
during the training process, ParallelNet extended outperformed AlexNet by 4 percent and
ResNet50 by 6 percent. It is noteworthy that the validation during training is only tested
on images within the augmentation region, so only between 20-50 percent in figure 3.14a. In
figures 3.14a, c ParallelNet extended performs as well or better than AlexNet and ResNet50
for binary classification. This stability could be an important factor when performing contin-
uous validation, which could explain the increased accuracy for ParallelNet extended during
training.

3.8 Experimental tests

Even if the training process gives us information about the overall classification accuracy of
the network, we need to test the classification against experimental data to understand if
there is something more to consider stability-wise in the network. Our first test exploit that
a set of our experimental data consists of the same sampled imaged at multiple distances
from the focal plane. We cropped a few stationary bacteria manually from the experimental
images, choosing a size that is similar to the network input and synthetic data. One of these
stationary bacteria can be seen in figure 3.15 below. We do not know the ground-truth in
this image, but we can deduce from the first image when the bacteria is in focus that the
vertical angle is less than 45-degrees.

Some automatic particle trackers exist, such as UmUTracker, which can automatically
find and crop objects in video [18]. However, it was outside the scope of this project to
implement an automatic tracker, so the analysis was done by hand. In the field of artificial
neural networks, region convolution neural networks (R-CNNs) is a sub-set of convolutional
neural networks that can find wanted regions in images [19].
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Figure 3.15: A cropped region around a stationary bacteria from a set of experimental images. The first
image in the upper-left corner is the bacteria in focus, and each following image is one micrometer away from
the focal plane.

If our network is stable this bacteria would be classified in the 0-45 degree region, with
the same classification for each image. This test was done on multiple bacteria in different
experimental image sets for different networks. However, most of the classifications gave
similar results, which are exemplified in figure 3.16 below by the Alexnet result.

Figure 3.16: Classification of the verticle angle of the bacteria shown in figure 3.15 using ALexNet. Shown
is the mean classification with error bars at two standard deviations.

At first glance it seems like the network performs well. The classification is below 45-
degrees and is the same independent on the distance from the focal plane. However, almost
any image-set tested either gave a strong classification at 5 or 90 degrees. As these are both
classes at the extreme ends of the spectrum, and since there is a very small spread in the
classification accuracy, the network is most likely overfitted. By studying figure 3.15 there is
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a clear ’blotchy’ noise that encompasses these images. Since these blotches are at the same
intensity for each image even as the distance from the focal plane increases, the diffraction
pattern will be less distinguished from this noise. To evaluate how large of an effect this
noise has on the network classification, we test the classification of the network against a
synthetic image with a similar noise profile. The noise is applied by extracting a random
background region from the experimental data and overlaying it on the synthetic image. In
figure 3.17 this was performed for different noise intensities using ParallelNet extended. The
classification is accurate with no noise applied, and very quickly diverges from the correct
classification after minimal noise is applied.

Figure 3.17: Classification of a synthetic image with an overlay of experimental noise with varying intensities
applied using ParallelNet extended. The correct classification is at 40-degrees, which is accurately predicted
at the first data point.

Even when the network is trained with augmented images, the classification is affected
severely by the ’blotched’ noise seen in the experimental images. To see if this uncertainty
can be removed, the networks were trained with similar augmentation before, but also with
a ’blotchy’ overlay applied. We retrieved this overlay from the experimental images were no
bacteria is present, so an area where we only have the background noise. A few of this areas
were retrieved and randomly fused with the training data at various intensities. We did the
same test as in figure 3.17 for the newly trained networks and the results are shown in figure
3.18. By applying this training, we see that the classification is much improved, even when
the background noise is taken from another region of the experimental images and is not a
part of the training set. It is reasonable to assume that the networks are not learning directly
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on the backgrounds, but rather filtering noise to find important features.

Figure 3.18: Classification of a synthetic image at a vertical angle of 50 with an overlay of experimental with
varying intensities applied. Alexnet ( ), Resnet50 ( ) and Parallelnet extended ( ) all perform well
at all intensities, whilst Parallelnet ( ) and Simplenet24 ( ) slightly overestimates and underestimates
the correct angle.

We calculated the angle of a bacteria in an experimental image using the method explained
earlier in section 3.1. The holographic pattern of this bacteria is shown in figure 3.19a, which
is at a 32(4) degree vertical angle. Unfortunately, classification on this image yielded the
same results independent on where in the experimental image classification was performed.
To do further testing on real experimental images, an image taken from an article by Wang et.
al. (figure 3.19b) was used. This image is considerably more clear than our image, but there
is an obvious similarity between the two. The results during classification, which are omitted
here, strongly suggests that the networks are over-fitted in relation to these experimental
images as well, as the classifications fall on 5 and 90 with very small variances.
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(a) (b)

Figure 3.19: Experimental images from our setup in (a)) and a slightly adjusted image from Wang et.
al. [6]. There are noticably more fringes in the right image compared to our image, with sharper contrast
compared to the background.

An idea of why our network responds poorly against the experimental data may be
explained from the grid resolution whilst performing the DDA to generate synthetic data.

Why our networks respond poorly against the experimental data could be due to the
poor grid resolution whilst generating the synthetic data using ADDA. To test this idea,
we generated a new set of synthetic data using the Python module Holopy. This process
was considerably more computer intensive than previous methods. All of the networks with
the exception of Resnet50 was trained on this new dataset with the same augmentations
as previously. Only AlexNet reached a reasonable classification accuracy of roughly 50-60
percent. SimpleNet24 and Parallelnet only reached an accuracy of max 30 percent and
Parallelnet extended an accuracy of 40-45 percent. Why Alexnet outperforms Parallelnet
extended can be explained due to the fact that the dataset was generated at 400×400 pixels.
Scaling the images up to 768×768 pixels will introduce stronger interpolation errors than
scaling it down to 227×227 pixels. This is something we noticed early on in the project,
where the classification accuracy was noticeably hindered by too much interpolation before
acting as an input to the network.

We classified our experimental image in figure 3.19a using the newly trained networks but
found a similar behaviour as before, the classification is independent on where in the image
the classification is performed. However, when classifying on the Wang et. al. experimental
images (figure 3.20) a different result is obtained. We classified both of these images using
all of the networks, and the results are presented in table 3.1.
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Figure 3.20: Experimental data and the 3D-rendering of deduced bacteria taken from an article by Wang
et. al. [6].

Table 3.1: Classification results on the experimental images as presented in the left-most column in figure
3.20. Upper and lower denotes the upper and lower image, respectively. Confidence and binary classification
is as defined earlier.

Classification Alexnet (°) Simplenet24 (°) Parallelnet (°) Parallelnet ext. (°)

Upper binary 15 5 15 5
Upper conf. 20(20) 20(20) 20(10) 40(20)

Lower binary 50 5 5 5
Lower conf. 51(5) 20(10) 20(10) 30(20)

For most of the networks, the classification is very similar between the two images. How-
ever, for Alexnet, there is a clear distinction between the two images. If the binary classifi-
cation is considered, it classifies the upper image in figure 3.20 as 15 degrees and the lower
as 50 degrees. Considering the 3D-rendering on the right-most side in figure 3.20 these are
reasonable classifications that fall within the range of the bacterial rotation. It seems like
our experimental data (figure 3.19)is at too low of a resolution with too few fringes for our
network to accurately predict the vertical angle.
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Discussion

Without much data where the ground-truth is known, it is difficult to asses the real accuracy
of the network in an experimental setting. We were unfortunately not able to retrieve much
ground truth data, simply due to the erratic movement of bacteria, and as seen in figure
3.19 the quality did in this case not live up to expectations. We were however able to
show that with sensible augmentations and a higher resolution training set that reasonable
classifications of experimental data could be retrieved without a over-fitting behavior.

Throughout the report Parallelnet extended showed promising classification accuracies
compared to the famous, pre-trained networks. For the last tests, Alexnet performed better
than all the other networks, even Resnet50. Why Parallelnet extended started to fail in the
last tests can be attributed to the enlarged input size. In theory, a larger input size should
be a good feature when such subtle features are considered. Unfortunately, our experimental
data could not deliver at such a resolution, so these adjustments could not be properly tested.

This work had as a focus to identify the orientation of bacteria, with the exception of
spatial placement in the image plane. Spot detection and tracking can be a very difficult
subject and would require a whole project in itself to solve accurately. During this project,
the possibility of using region convolutional neural network (RCNN) to track the placement
of bacteria was considered. We found that this method was too sensitive when analysing
the experimental images, as too many non-bacterial spots was picked up by the network.
Furthermore, large datasets are required to get accurate results, which as mentioned earlier,
is not practically feasible at the moment. Furthermore, since there exists other methods of
tracking objects in the imaging plane such as the UmUTracker developed by Wiklund et. al.
[7], it was not worth to put more focus on that aspect during this project.

We had as a goal to find a network that could perform well at certain disturbances, since
most experimental images are not static in all degrees of freedom except for one. With these
disturbances in mind, we taught the networks to be more stable. In figure 3.14, it is clear that
the accuracy against horisontal rotations is by no surprise the hardest to increase, since it
has to evaluate certain symmetric properties along the whole 360-degree rotation. However,
the work of removing these uncertainties can be the task of other machines. Particle trackers
has been mentioned, but there also exists methods of finding the symmetry axis of objects
and rotating them to a required orientation [20]. By minimizing the amount of work the
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network has to take into account, the precision can be increased, and more focus can be put
on classifying through noise. In any case, the network should in most cases still be stable
against these kinds of variations, but the work can be spread to different processes for an
increase in accuracy.

In this work, we used a normal classification layer split in to separate classes. There are
other ways of classifying the output, and one popular classification output is by a regression
layer. A regression layer fits the training data by regression methods with a least-squares
error. This is a suitable method for continuous data (such as rotated images), which is
exactly what we are studying. This type of classification was considered in the early stages
of the project, however, initial testing found it to be difficult to find a converging solution.
An explanation for this could be attributed to the subtle changes between the images when
the angle changes. By grouping the images in to larger classes there is a bigger difference
between the classes. Furthermore, by using the discrete classifications we can easily define
the resolution of the network and analyse the results more easily. However, classification
by regression should not be omitted, and the results from this report is still holds with
this classification. Since the regression layer only changes the loss function and the final
calculations, the kernels in the convolutional layers should be very similar independent on
classification method. For later projects, the already taught networks presented in this work
should allow for better convergence using regression.

We compared the activations from the network against each other to get an idea of what
the network focus on in the images (figures 3.9, 3.11) but it must be said that these are only
rough speculations of what the network do analyse. In reality, the networks have hundreds if
not thousands of feature maps that all work in tandem, and our analysis, where we check the
activations of the first convolutional layers only, tell us really the strongest features in the
input image, and therein lies one of the many the difficulties of designing neural networks.
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Conclusion

Convolutional neural networks show great promise at identifying spatial properties. Even
with heavily augmented data, networks could reach an accuracy of over 60%. We also showed
that simple networks could perform as well or even better than deep networks. To further
continue this project the current networks could be used in tandem with a particle tracker
for real-time analysis. Furthermore, the horizontal angle classification could be transferred
to a secondary network. This would allow one network to find the horizontal angle, rotate
the image and then find the vertical angle with the other network. With this, the horizontal
angle could be tracked and the accuracy of both steps would in theory increase due to fewer
augmentations in each network.
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Appendix A

Appendix

A.1 SimpleNet24 layers

Table A.1: Detailed list of the layers in SimpleNet24 as structured in figure 3.4.

Layer Type Size Stride Padding Nodes

Conv 1 Convolutional + ReLU 11× 11× 24 1 Zero-padding N/A
Max 1 Max pooling 2× 2 2 N/A N/A
Conv 2 Convolutional + ReLU 7× 7× 24 1 Zero-padding N/A
Max 2 Max pooling 2× 2 2 N/A N/A
Conv 3 Convolutional + ReLU 5× 5× 24 1 Zero-padding N/A
Max 3 Max pooling 2× 2 2 N/A N/A
Conv 4 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
Max 4 Max pooling 2× 2 2 N/A N/A
Fc 1 Fully-connected N/A N/A N/A 1000
SoftMax Fully-connected + Softmax N/A N/A N/A 19
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A.2 ParallelNet layers

Table A.2: Detailed list of the layers in ParallelNet as structured in figure 3.6.

Layer Type Size Stride Padding Nodes

1st path

Conv 1 Convolutional + ReLU 11× 11× 24 1 Zero-padding N/A
Max 1 Max pooling 2× 2 2 N/A N/A
Conv 2 Convolutional + ReLU 5× 5× 24 1 Zero-padding N/A
Max 2 Max pooling 2× 2 2 N/A N/A
Conv 3 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
Max 3 Max pooling 2× 2 2 N/A N/A
Conv 4 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
2nd path

Conv 5 Convolutional + ReLU 5× 5× 24 1 Zero-padding N/A
Max 4 Max pooling 2× 2 2 N/A N/A
Conv 6 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
Max 5 Max pooling 2× 2 2 N/A N/A
Conv 7 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
3rd path

Conv 8 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
Max 6 Max pooling 2× 2 2 N/A N/A
Conv 9 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
4th path

Conv 10 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
ne Add Addition layer 32× 32× 24 N/A N/A N/A
Fc 1 Fully-connected N/A N/A N/A 100
SoftMax Fully-connected + Softmax N/A N/A N/A 19
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A.3 ParallelNet extended layers

Table A.3: Detailed list of the layers in ParallelNet extended. The paths are parallel as ParallelNet in figure
3.6

Layer Type Size Stride Padding Nodes

1st path
Conv 1 Convolutional + ReLU 20× 20× 24 1 Zero-padding N/A
Max 1 Max pooling 2× 2 2 N/A N/A
Conv 2 Convolutional + ReLU 10× 10× 24 1 Zero-padding N/A
Max 2 Max pooling 2× 2 2 N/A N/A
Conv 3 Convolutional + ReLU 5× 5× 48 1 Zero-padding N/A
Max 3 Max pooling 2× 2 2 N/A N/A
Conv 4 Convolutional + ReLU 5× 5× 96 1 Zero-padding N/A
Max 4 Max pooling 2× 2 2 N/A N/A
Conv 5 Convolutional + ReLU 3× 3× 96 1 Zero-padding N/A
Max 5 Max pooling 2× 2 2 N/A N/A
2nd path
Conv 6 Convolutional + ReLU 10× 10× 24 1 Zero-padding N/A
Max 6 Max pooling 2× 2 2 N/A N/A
Conv 7 Convolutional + ReLU 5× 5× 24 1 Zero-padding N/A
Max 7 Max pooling 2× 2 2 N/A N/A
Conv 8 Convolutional + ReLU 5× 5× 48 1 Zero-padding N/A
Max 8 Max pooling 2× 2 2 N/A N/A
Conv 9 Convolutional + ReLU 3× 3× 96 1 Zero-padding N/A
Max 9 Max pooling 2× 2 2 N/A N/A
3rd path
Conv 10 Convolutional + ReLU 5× 5× 24 1 Zero-padding N/A
Max 10 Max pooling 2× 2 2 N/A N/A
Conv 11 Convolutional + ReLU 5× 5× 24 1 Zero-padding N/A
Max 11 Max pooling 2× 2 2 N/A N/A
Conv 12 Convolutional + ReLU 3× 3× 48 1 Zero-padding N/A
Max 12 Max pooling 2× 2 2 N/A N/A
4th path
Conv 13 Convolutional + ReLU 5× 5× 24 1 Zero-padding N/A
Conv 14 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
Max 13 Max pooling 2× 2 2 N/A N/A
Conv 15 Convolutional + ReLU 3× 3× 48 1 Zero-padding N/A
Max 14 Max pooling 2× 2 2 N/A N/A
5th path
Conv 16 Convolutional + ReLU 5× 5× 24 1 Zero-padding N/A
Conv 17 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
Conv 18 Convolutional + ReLU 3× 3× 48 1 Zero-padding N/A
Max 15 Max pooling 2× 2 2 N/A N/A
6th path
Conv 19 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
Conv 20 Convolutional + ReLU 3× 3× 24 1 Zero-padding N/A
Conv 21 Convolutional + ReLU 3× 3× 48 1 Zero-padding N/A
Max 5 Max pooling 2× 2 2 N/A N/A
Conc Concatenation layer N/A N/A N/A N/A
Conv 22 Convolutional + ReLU 3× 3× 256 3 Zero-padding N/A
Fc 1 Fully-connected N/A N/A N/A 4096
Fc 2 Fully-connected N/A N/A N/A 2048
SoftMax Fully-connected + Softmax N/A N/A N/A 19
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A.4 Sensitivity algorithms

Algorithm 2 Test the network sensitivity to horisontal rotation

1: list images . A list of the training images
2: int n . Number of iterations
3: for i = 1 to n do
4: for image in images do
5: rot← rand(0, 360) . Random number between 0 and 360
6: image← imrotate(image, rot)
7: image← imcrop(image, half) . Remove black borders
8: pred← classify(image, network) . Classify the cropped image
9: if |µpred − image.angle| ≤ 2σpred then

10: acc(remove)← acc(remove)+1
11: end if
12: if pred = image.vert then
13: accb(remove)← acc(remove)+1
14: end if
15: occ(remove)← occ(remove)+1 . Number of occurences
16: end for
17: end for

Algorithm 3 Test the network sensitivity to gaussian noise with a mean of 0

1: list images . A list of the training images
2: int n . Number of iterations
3: for i = 1 to n do
4: for image in images do
5: noiseV ar ← rand(0, 10−3) . Random number between 0 and 0.001
6: image← imnoise(image, 0, noiseV ar) . Apply gaussian noise
7: pred← classify(image, network) . Classify the cropped image
8: if |µpred − image.angle| ≤ 2σpred then
9: acc(remove)← acc(remove)+1

10: end if
11: if pred = image.vert then
12: accb(remove)← acc(remove)+1
13: end if
14: occ(remove)← occ(remove)+1 . Number of occurences
15: end for
16: end for
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