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Popular science summary

We often conduct studies to find the causal effect of one variable (treatment) on
some other variable (outcome). Let us call this the average treatment effect (ATE).
We might want to answer questions like:

• By how much does being a smoker increase the risk of getting heart disease?

• How effective is a certain cancer treatment?

• Does an educational math video improve students score on a math exam, and
if so, by how much?

In the ideal case, we would select people to participate in these studies at random
from the population we are interested in studying. However, due to various reasons,
this sampling process will not be completely randomized in many realistic scenarios.
Because of this, the estimated ATE from a study is sometimes unlikely to accurately
reflect the true ATE. When this happens, it could be due to a phenomenon known
as selection bias, which is the main focus of this thesis.

In the simulation study of this thesis, we examine how selection bias affect the
estimated ATE in different realistic scenarios. The results show that selection bias
is usually small, but can still be large enough to be worth taking into consideration
when conducting studies. The size of the selection bias depends on how strong the
causal effects between the different involved variables are.
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Abstract

Due to a phenomenon known as selection bias, the estimator of the average treatment
effect (ATE) of a treatment variable on some outcome may be biased. Selection bias,
caused by exclusion of possible units from the studied data, is a major obstacle
to valid statistical and causal inferences. It is hard to detect in experimental or
observational studies and is introduced when conditioning a sample on a common
collider of the treatment and response variables. A certain type of selection bias
known as M-Bias occurs when conditioning on a pretreatment variable that is part
of a particular variable structure, the M structure. In this structure, the collider
has no direct causal association with the treatment and outcome variables, but it is
indirectly associated with both through ancestors.

In this thesis, scenarios where potential M-bias arises were examined in a simula-
tion study. The percentage of bias relative to the true ATE was estimated for each of
the scenarios. A continuous collider variable was used and samples were conditioned
to only include units with values on the collider variable above a certain cutoff value.
The cutoff value was varied to explore the relationship between the collider and the
resulting bias.

A variation of the M structure known as the butterfly structure was also studied
in a similar fashion. The butterfly structure is known to result in confounding bias
when not adjusting for said collider but selection bias when adjustment is done.

The results show that selection bias is relatively small compared to bias origi-
nating from confounding in the butterfly structure. Increasing the cutoff level in
this structure substantially decreases the overall bias of the ATE in almost all of the
explored scenarios. The bias was smaller in the M structure than in the butterfly
structure in close to all scenarios. For the M structure, the bias was generally smaller
for higher cutoff values and insubstantial in some scenarios. This occurred because
in most of the studied scenarios, a large proportion of the variance of the collider was
explained by binary ancestors of said collider. When these ancestors are the primary
causes of the collider, increasing the cutoff to a high enough value causes adjustment
for the ancestors. Adjusting for these ancestors will in turn d-separate the treatment
and the outcome which results in an unbiased estimator of the ATE.

When conducting studies in pratice, the possibility of selection bias should be
taken into consideration. Even though this type of bias is usually small even when
the causal effects between involved variables are strong, it can still be significant
and an unbiased estimator cannot be taken for granted in the presence of sample
selection.
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Sammanfattning

Titel: Selektionsbias vid skattning av genomsnittliga behandlingseffekter i M- och
butterflystrukturerna.

P̊a grund av selektionsbias kan en estimator som används för att skatta den genom-
snittliga kausala effekten (average treatment effect, ATE) av en behandling p̊a en
utfallsvariabel ibland bli missvisande. Selektionsbias kan uppkomma d̊a urvalspro-
cessen som används för att undersöka en population inte är helt slumpmässig. Det
finns d̊a ingen garanti för att urvalet som valts ut för att undersöka populationen är
representativt för populationen som helhet.

Om bara enheter med specifika värden p̊a en variabel väljs ut till urvalet, och
denna variabel är en s̊a kallad collider, dvs., en variabel som orsakas av b̊ade v̊ar
behandling och v̊art utfall, s̊a uppst̊ar selektionsbias. En specific typ av selektion-
bias, kallad M-bias, uppst̊ar när urvalet betingas p̊a en collider som är en del av en
variabelstruktur känd som M-strukturen. I denna variabelstruktur s̊a har collider-
variabeln ingen direkt orsakseffekt p̊a varken behandlingen eller utfallet men den är
indirekt associerad med b̊ada genom andra variabler.

I denna uppsats genomfördes en simuleringsstudie för att undersöka olika scenar-
ion där eventuell M-bias kan uppkomma. Andelen bias av den sanna ATE beräknades
för varje scenario. En kontinuerlig collider-variabel genererades och bara enheter med
värden p̊a denna collider större än ett specifikt tröskelvärde inkluderades i urvalen.
Tröskelvärdet varierades sedan för att undersöka sambandet mellan collider-variabeln
och felskattningen av den genomsnittliga effekten av behandlingen p̊a utfallet.

En variabelstruktur som kallas för butterfly-strukturen undersöktes ocks̊a p̊a
samma sätt. Butterfly-strukturen är strukturerad likt M-strukturen men med en
viktig skillnad. Den resulterar i s̊a kallad confounding-bias om collider-variabeln
inte justeras för när ATE undersöks.

Resultaten visar att selektionsbias är liten i jämförelse med den bias som kom-
mer fr̊an confounding i butterflystrukturen. I denna struktur medförde en ökning
av tröskelvärdet för urvalsinkludering en väsentlig minskning av den totala biasen
i de flesta scenarion. Biasen var högre i butterflystrukturen än i M-strukturen i
nästan alla scenarion. Den senare strukturen resulterade generellt i en lägre bias
för högre tröskelvärden och var i många scenarion obetydlig för det högsta testade
tröskelvärdet. Risken för selektionsbias bör tas i beaktning när man utför studier i
praktien. Denna typ av bias visade sig vara liten i de flesta fall, även när den kausala
effekten mellan variablerna är stark. Den kan dock vara signifikant och en estimator
utan bias kan inte tas för givet.
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1 Introduction

In causal inference we are interested in the causal effect of a treatment on an outcome.
To measure the causal effect of a binary treatment on an outcome for a certain unit,
we would need to compare the outcome of said unit getting treatment with the
outcome of the same unit not getting treatment at the same point in time. These
outcomes will be referred to as the potential outcomes for a unit [1]. In almost all
practical situations, it is not possible to observe both potential outcomes. This is
often described as the “fundamental problem of causal inference” [2].

One way to try to get around this problem would be to conduct an observational
study, observing units with and without treatment over time, and then estimating the
average treatment effect (ATE) by calculating the average difference of the outcomes
between the treated and the untreated [3]. In this setting, if there are any covariates
(pretreatment variables) that cause both the treatment and the outcome, these would
need to be adjusted for to avoid so called confounding [4]. If we do not adjust for all
the covariates that cause confounding, our estimator of the ATE will be biased. There
is no way to test whether all confounders have been observed, and many statisticians
believe that “there is no reason to avoid adjustment for a variable describing subjects
before treatment” in observational studies [5]. The more covariates we adjust for,
the more reduction of bias due to confounding.

However, because of the possibility of a so-called M structure, illustrated in Figure
1a, many researchers disagree with this approach [6–8]. Here we have, in addition to
the treatment and outcome variables T and Y , two unobserved covariates, U1 and
U2, as well as another variable, W . In this structure, bias of the estimator of the ATE
arises from conditioning on the variable W . This kind of bias is known as selection
bias [9]. Selection bias, the M structure and an M-related structure, butterfly, shown
in Figure 1b, are described in more detail in Subsection 2.4.

In practice, researchers may conduct studies where conditioning on W is forced by
study design or intentionally done to avoid confounding. Here the data at hand might
include M and butterfly structures. In this thesis, a generic simulation study of these
two structures is presented. The size of the resulting bias under different strengths
of the correlations between the involved variables is examined. A similar study was
published by Liu et al. in 2004 [10]. However, in the study by Liu et al., all variables
were generated as binary, and thus, samples were conditioned on a binary collider.
In this thesis, a different sample selection process is used. We use a continuous W
on which we condition our samples. Only units with values on W above a certain
cutoff value are sampled, and the resulting bias of the estimated ATE is measured.
The cutoff value is varied across different scenarios. To our knowledge, this has not
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(a) M structure. (b) Butterfly structure.

Figure 1: The studied structures illustrated with directed acyclic graphs (DAGs).
Arrows indicate causal effects between variables.

been done in any other study. By this study design, we get an understanding of
the relationship between W , the cutoff level, the correlations between the involved
variables and the resulting bias.

1.1 Purpose and aims

The purpose of this thesis is to, through a simulation study, show in what situations
bias arises from non-random sample selection when estimating the ATE in the M
and butterfly structures. We examine the size of the resulting bias under different
strengths on the correlations between the involved variables in both structures. By
doing this, our aim is to get an understanding of how the correlations between
the variables involved in the studied structures relate to the bias. Samples are
conditioned on a continuous collider variable to only include units with values on
the collider higher than a specific cutoff value. This cutoff value is varied across
different scenarios and the association between the collider and the resulting bias is
investigated.
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2 Model and theory

This section begins with a brief introduction to the framework of potential outcomes.
Then follows descriptions of directed acyclic graphs, sample selection, selection bias,
the M structure and the butterfly structure.

2.1 The framework of potential outcomes

In this thesis, the model we use to define our parameter of interest, the ATE, is the
framework of potential outcomes [3]. Suppose we are considering a population of
N units indexed by i = 1, 2, ..., N . To indicate whether or not a unit i receives the
binary treatment we define:

Ti =

{
1, if unit i recieves treatment
0, otherwise.

For each unit, we define its two potential outcomes. We let Yi(1) represent the
potential outcome of unit i if the unit receives treatment, and Yi(0) the potential
outcome of unit i if the unit does not receive treatment. Since a unit cannot have
multiple levels of treatment at the same time, we can now express the observed value
of the outcome for unit i as:

Yi = TiYi(1) + (1− Ti)Yi(0).

In addition to this, we observe Xi = (Xi1, Xi2, ..., Xip), a vector of p covariates for
unit i, thus, the observed data is (Yi, Ti, Xi). From this point, we drop the index i
from each variable where it is redundant. The causal parameter of interest in this
thesis is the ATE of T on Y . It is defined as:

ATE = E[Y (1)− Y (0)].

We make two assumptions in order to identify the ATE. One is that there are no
unmeasured confounders. Confounders being covariates that cause both T and Y .
This is sometimes referred to as unconfoundedness [1]. Given that the measured
covariates, X, are known, the potential outcomes and T are independent.

Y (1), Y (0)⊥⊥T |X. (1)

The other assumption is that, given the covariates X, the probability of receiving
treatment is positive for every unit. If this is true we say that there is overlap. This
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means that every unit, no matter its covariates X, have a chance to receive either
treatment or control [2].

0 < Pr(T = 1|X = x) < 1.

If the assumption of unconfoundedness holds, we can express the conditional means
of the potential outcomes given the covariates in terms of the observed data:

µ0(x) = E[Y (0)|X = x] = E[Y (0)|X = x, T = 0] = E[Y |X = x, T = 0] (2)

µ1(x) = E[Y (1)|X = x] = E[Y (1)|X = x, T = 1] = E[Y |X = x, T = 1]. (3)

If in addition to this, the overlap assumption also holds, we can identify the ATE
with the observed data by expressing it as a contrast of Equation 2 and 3 averaged
over the population [1]:

ATE = Ex[E[Y |X = x, T = 1]− E[Y |X = x, T = 0]]

= Ex[E[Y (1)|X = x, T = 1]− E[Y (0)|X = x, T = 0]]

= Ex[E[Y (1)|X = x]− E[Y (0)|X = x]]

= E[Y (1)− Y (0)].

We also define three additional covariates for each unit; U1, U2 and W . We let U1

and U2 be binary and W continuous. Here, U1 and U2 are unobserved covariates and
W a covariate for which sample conditioning is done with different cutoff values, c.

To estimate the ATE we need to take a sample from the population of interest.
To indicate whether or not a unit i is included in our sample we use:

Si =

{
1, if unit i was included.
0, otherwise.

In the sample, we let n be the number of units, n0 be the number of untreated units
and n1 be the number of treated units.

2.2 Directed acyclic graphs

To visualize causal effects between variables in this thesis we use directed acyclic
graphs (DAGs). The purpose of this subsection is not to give a strictly formal
definition of DAGs and the properties related to them, but to describe DAGs in a
way such that the reader can understand the concept behind them.

DAGs consist of two main elements, nodes (the letters) and edges (the arrows), see
Figure 2. Nodes represent random variables, which may be observed or unobserved.
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(a) (b)

Figure 2: Examples of a directed acyclic graphs (DAGs). In (a), the DAG displays
a causal path from A to B through C and D. In (b), C is a common effect (collider)
of A and B.

The variables can have any distribution (continuous or discrete). Edges represent
direct causal effects. In Figure 2a, A has a causal effect on C, C has a causal effect
on D and D has a causal effect on B. These effects may have any functional form
(nonlinear or linear) and they may differ in magnitude across different units. If an
edge is missing between two variables, it means there is no causal effect between
those variables. For example, Figure 2b excludes the edge between A and B [11].

Recall that in the previous section, we stated two assumptions to be able to
identify the ATE with observed data. One was the unconfoundedness assumption,
Equation 1. To be able to identify the ATE, we need our treatment and our potential
outcomes to be conditionally independent. By looking at DAGs, we can get a better
understanding of when this assumption is fulfilled. A fundamental concept for doing
this, is the concept of d-separation [12].

The d-separation criterion tells us, in the graphical context of DAGs, when we
have conditional independence between a pair of variables, given a set of covariates
[12]. In our case, we want T to be conditionally independent of Y (1) and Y (0) given
a set of observed covariates, X. Pearl [13], defines d-separation as follows:

Definition (D-separation): A set Q of nodes is said to block a path v if
either:

i v contains at least one arrow-emitting node that is in Q

ii v contains at least one collision node that is outside Q and has no de-
scendant in Q.

If Q blocks all paths from X to Y , it is said to “d-separate X and Y ” and
then, X and Y are independent given Q, written X⊥⊥Y |Q.

To illustrate this by example, consider the DAG in Figure 2a. Here, the sets {C},
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Figure 3: In the upper DAG, the path between A and B gets blocked when D is
adjusted for. In the lower DAG, adjusting for C results in correlation between A and
B.

{D} and {C,D} block the path from A to B. From this, we interpret that A⊥⊥B|C
and A⊥⊥B|D holds. In a causal inference context, if we wanted to estimate the ATE
of A on B we would need to adjust for C or D to be able to identify the ATE. In the
case where both C and D are unobserved variables, we would not be able to identify
the ATE of A on B with our data.

Now consider the DAG in Figure 2b. Here the path between A and B is blocked
by the empty set {∅} but not by the set {C}. Why doesn’t {C} block the path?
It is because the path contains a collision node (collider) C, and in the case where
Q = {C}, that node is in Q. As a consequence of this, we know A⊥⊥B will be
satisfied, but A⊥⊥B|C may not. If we in this scenario wanted to estimate the ATE
of A on B, we should be careful with how we select our sample. If we only sample
units with specific values on C, we run the risk of not being able able to identify
the ATE because of selection bias. Sample selection and selection bias is discussed
further in the upcoming subsections.

In the DAGs in this thesis, adjustment for a variable is illustrated by putting
the corresponding node inside a square, as shown by the DAGs in Figure 3. Here,
dashed lines indicate correlations created by adjusting and grayed out arrows show
that adjusting emits said arrows.

2.3 Sample selection

Sometimes when conducting studies in practice, complete random sample selection
is not possible. Due to numerous reasons, we may be conditioning on one of our
covariates when sampling. For example, we may not be allowed to include people
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Figure 4: Adjusting for a common effect (collider) W of T and Y modifies the
correlation between T and Y . When such correlation does not exist in the population,
adjusting for W gives the illusion that it does.

under eighteen years of age in our study due to legal reasons. Assume we condition
our sample on W by only sampling units with a value of W bigger than some constant
c. This would mean that Pr(Si = 1) > 0 if and only if Wi > c. When sampling in
this manner, two important questions arise:

1. Will E[Y (1) − Y (0)|S = 1] 6= E[Y (1) − Y (0)]? In general for a conditioned
sample, this will be the case. This is less problematic if E[Y (1)− Y (0)|S = 1]
is a parameter of a relevant study population.

2. Can E[Y (1) − Y (0)|S = 1] be identified with observed data? If selection bias
is present, it cannot and this is further described in the next subsection.

2.4 Selection bias

Selection bias is referred to as bias caused by conditioning on common effects [9].
Consider the scenario in Figure 4. Say we want to study the causal effect of T on Y .
In this example there is no causal effect present, but if we condition our sample on
W , a common effect of both T and Y , the correlation between T and Y will differ
from the correlation in the population.

Lets proceed with a numerical example of this in a case where all variables are
binary. We let T , W and Y be binary with probabilities in accordance with Table 1.
First we consider the case in which we do not condition our sample on W . Here we
assume a simple random sample.
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Table 1: Formulae used for numerical example of selection bias.

Probability Formula

Pr(T = 1)
1

1 + exp(−β0T )

Pr(Y (1) = 1)
1

1 + exp(−β0Y 1)

Pr(Y (0) = 1)
1

1 + exp(−β0Y 0)

Pr(W = 1|T, Y (1), Y (0))
1

1 + exp(−β0W − β1WT − β2W (TY (1) + (1− T )Y (0)))
,

Note here that TY (1) + (1− T )Y (0) is the observed value of Y

Example: Bias of the ATE with a simple random sample

We use the following estimator of the ATE:

ÂTE =
1

n1

∑
i:Ti=1,Si=1

Yi −
1

n0

∑
i:Ti=0,Si=1

Yi.

To simplify, ÂTE is the mean of the treated minus the mean of the untreated in our
sample. Here, ÂTE is a consistent estimator of ATE when:

ATE =E[Y (1)|T = 1]− E[Y (0)|T = 0].

Since the expected value of a bernoulli distributed variable is its probability of oc-
curring and we know from our definitions in Table 1 that Y (1)⊥⊥T and Y (0)⊥⊥T we
get:

ATE =Pr(Y (1) = 1|T = 1)− Pr(Y (0) = 1|T = 0)

=Pr(Y (1) = 1)− Pr(Y (0) = 1)

=
1

1 + exp(−β0Y 1)
− 1

1 + exp(−β0Y 0)
.

We know from our definitions that this is the true ATE, and it is only affected by
the values of β0Y 1 and β0Y 0. Because of this, we know that our estimator, ÂTE, is
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an unbiased estimator of the true ATE when using a simple random sample. Now
lets examine the case where we only sample units with W = 1, i.e, we condition our
sample on W .

Example: Bias of the ATE when conditioning on a collider

When sampling in this fashion, we use the following estimator of the ATE:

ÂTE∗ =
1

n1

∑
i:Ti=1,Si=1

Yi −
1

n0

∑
i:Ti=0,Si=1

Yi.

Here ÂTE∗ is the mean of the treated minus the mean of the untreated in our sample

conditioned on W = 1. Now ÂTE∗ is a consistent estimator of ATE∗ where:

ATE∗ =E[Y (1)|T = 1,W = 1]− E[Y (0)|T = 0,W = 1]

=Pr(Y (1) = 1|T = 1,W = 1)− Pr(Y (0) = 1|T = 0,W = 1).

Just like in the previous case, when we did not condition our sample, we know that
the expectation of a Bernoulli distributed variable is its probability. However, we do
not have these probabilities right away from our definitions like in the previous case,
because we cannot assume that Y (1), Y (0)⊥⊥T |W = 1. This means that Pr(Y (1) =
1|T = 1,W = 1) is not equal to Pr(Y (1) = 1). When this is the case, using rules
of conditional probabilities and the fact that Y (1), Y (0)⊥⊥T , we can rewrite the
expression as follows:

ATE∗ =
Pr(Y (1) = 1, T = 1,W = 1)

Pr(T = 1,W = 1)
− Pr(Y (0) = 1, T = 0,W = 1)

Pr(T = 0,W = 1)

=
Pr(W = 1|Y (1) = 1, T = 1)Pr(Y (1) = 1, T = 1)

Pr(W = 1|T = 1)Pr(T = 1)

−Pr(W = 1|Y (0) = 1, T = 0)Pr(Y (0) = 1, T = 0)

Pr(W = 1|T = 0)Pr(T = 0)

=
Pr(W = 1|Y (1) = 1, T = 1)Pr(Y (1) = 1)

Pr(W = 1|T = 1)
− Pr(W = 1|Y (0) = 1, T = 0)Pr(Y (0) = 1)

Pr(W = 1|T = 0)

=
Pr(W = 1|Y (1) = 1, T = 1)Pr(Y (1) = 1)

Pr(W = 1|T = 1, Y (1))
− Pr(W = 1|Y (0) = 1, T = 0)Pr(Y (0) = 1)

Pr(W = 1|T = 0, Y (0))
.
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From here, we expand the denominators by using rules for marginal probability
functions [14]:

ATE∗ =
Pr(W = 1|Y (1) = 1, T = 1)Pr(Y (1) = 1)

Pr(Y (1) = 1)Pr(W = 1|T = 1, Y (1) = 1) + Pr(Y (1) = 0)Pr(W = 1|T = 1, Y (1) = 0)

− Pr(W = 1|Y (0) = 1, T = 0)Pr(Y (0) = 1)

Pr(Y (0) = 1)Pr(W = 1|T = 0, Y (0) = 1) + Pr(Y (0) = 0)Pr(W = 1|T = 0, Y (0) = 0)
.

We can now calculate ATE∗ with our defined functions for the probabilities of our
random variables defined in Table 1, similar to the way we did in the previous case
when we did not condition on W = 1. In other words, we now know that ATE∗ can
be expressed as a function of our defined βs. We define the bias of our estimator
ÂTE∗ as ATE∗−ATE. Note also that ATE∗ depends on all our βs in this setting,
and recall that ATE only depends on the values of β0Y 1 and β0Y 0. We can from this
observation draw the conclusion that there are scenarios where ÂTE∗ is a biased
estimator of the true ATE.

Now contemplate a scenario where we let our βs take on the following values:
β0T = −0.5, β0Y 1 = 1.1, β0Y 0 = −1.2, β0W = −1, β1W = 1 and β2W = 1. Now the
true ATE of our treatment T on our outcome Y equals:

1

1 + exp(−β0Y 1)
− 1

1 + exp(−β0Y 0)
=

1

1 + exp(−1.1)
− 1

1 + exp(−(−1.2))
≈0.519.

Calculating ATE∗ with these βs, we get ATE∗ ≈ 0.456, which gives us a bias of
ATE∗−ATE = 0.456− 0.519 = −0.063. Due to selection bias, our estimator ÂTE∗

has a bias of −0.063 in this given scenario.
In the simulation study of this thesis two variable structures that are known to

cause selection bias are examined. These are the M [15] and butterfly structures.
The structures are compared with different strengths on the correlations between the
involved variables.

2.5 The M structure

If variables are associated in a way that causes the M structure, shown in Figure 5a,
and we condition on the variable W , it creates a special kind of selection bias known
as M-bias. In this situation we condition on a collider that has no direct causal
association with T and Y but is indirectly associated with both through ancestors.
When conditioning on W , a path between the unmeasured variables U1 and U2 is
opened, which in turn leads to changes in the correlation between T and Y . This
type of bias has been shown to be relatively small in comparison with bias resulting
from conditioning on a variable that is directly associated with the T and Y [15].
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(a) (b)

Figure 5: DAGs of the studied structures. The M structure in (a) and the butterfly
structure in (b).

2.6 The butterfly structure

For any collider, W , in realistic scenarios causing the M structure, there is likely to
be concerns that W is also a confounder of T and Y . If we let W be a confounder
in the M structure we get a DAG which looks like a butterfly. This is illustrated in
Figure 5b. In this scenario the collider variable, W , is also a direct cause of both T
and Y . In this situation we get confounding bias if we do not adjust for W , but if
we do, we get selection bias in the same way as in the M structure.

3 Simulations

To be able to study the relationship between the collider variable, the correlations,
the cutoff levels and the resulting bias in the M and butterfly structures, a simulation
study was conducted. We start this section by describing the design of the simulation
study. In the end of the section, results from the simulations are presented.

3.1 Design

This subsection describes the design of the simulation study. The dependencies
between the variables are illustrated and the data generating processes are described
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for the variables in the studied structures, Figure 5. The programming language
R [16] was used for all data generation and analysis.

Monte Carlo simulations [17] were used by repeatedly sampling from these vari-
able structures in different scenarios. The sampling process was made non-random
by conditioning the samples with varying cutoff levels on the continuous variable W .
Data sets containing the random variables T , Y (1), Y (0), U1, U2 and W were gener-
ated for both structures. The variables T , U1 and U2 were chosen to be binary and
the collider variable W as well as the potential outcomes Y (0) and Y (1) were made
continuous. The binary variables were generated with probabilities according to the
formulae in Table 2. The continuous variables W , Y (1) and Y (0) were generated
according to Table 3, where εW ∼ N(0, σεW ) and εY ∼ N(0, σεY ).

Table 2: Formulae used to calculate probabilities for binary variables in the simu-
lation study. M denotes that the formula is used for the M structure and B denotes
it is used for butterfly.

Probability Formula

Pr(U1 = 1)
1

1 + exp(−β0U1)

Pr(U2 = 1)
1

1 + exp(−β0U2
)

Pr(T = 1|U1)M
1

1 + exp(−β0T − β1TU1)

Pr(T = 1|U1,W )B
1

1 + exp(−β0T − β1TU1 − β2TW )

Table 3: Formulae used to generate continuous variables in the simulation study.
M denotes that the formula is used for the M structure and B denotes it is used for
butterfly.

Variable Formula

W β0W + β1WU1 + β2WU2 + εW

Y (1)M β0Y (1) + β1Y U2 + εY

Y (0)M β0Y (0) + β1Y U2 + εY

Y (1)B β0Y (1) + β1Y U2 + β2YW + εY

Y (0)B β0Y (0) + β1Y U2 + β2YW + εY
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These parameters give a constant true ATE of β0Y (1)−β0Y (0) for both structures.
To examine the influence of different parameters on the size of the bias, the β′s in all
formulae and σεW were varied and chosen to match different scenarios in each of the
causal structures. A base scenario was used with values deemed realistic and non-
extreme, and then simulations were ran in various alternative scenarios by changing
one parameter at a time while keeping the others at the levels in the base scenario.
This resulted in 17 scenarios for the M structure and 21 for butterfly, all displayed in
Table 4 and 5. Selection bias was estimated in accordance with the following steps
for each of the 38 scenarios:

1. From the way the data set was generated, the true ATE was calculated by
taking the difference between β0Y (1) and β0Y (0) defined in Table 3:

ATE = β0Y (1) − β0Y (0).

2. A data set with 10000 observations was generated with parameters matching
the scenario.

3. A cutoff level, c, for conditioning on W was chosen and a sample was selected
from the data set containing all units with a value of W above c:

Si =

{
1, W>c.
0, otherwise.

In the same way as in Subsection 2.4, the ATE of T on Y was estimated as
follows:

ÂTE∗ =
1

n1

∑
i:Ti=1,Si=1

Yi −
1

n0

∑
i:Ti=0,Si=1

Yi.

4. Step 3 was repeated with different cutoff values on W .

5. Steps 2 to 4 were repeated 1000 times.

6. Steps 1 to 5 results in 1000 estimates of the ATE for each cutoff value. For
each cutoff value the following was done:

• An estimate of the ATE was retrieved for given cutoff by taking the av-
erage of all 1000 estimates.

• The standard error (SE) of ÂTE∗ was estimated for given sample size by
calculating the standard deviation of the 1000 estimates.
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• The percentage of bias of the estimator for the ATE was estimated ac-
cording to: ̂bias% =

mean(ÂTE∗)− ATE
ATE

. (4)

Table 4: Parameter values used in simulations for the M structure with base and
alternative values. The parameters are found in Tables 2 and 3. Here OR is odds
ratio. For example, OR(U1−T ) = 3 indicates that the odds of T become three times
bigger per unit increase in the variable U1. The value of β1T in Table 2 was chosen
to match the OR in this table.

Parameter Base scenario Alternatives

Pr(U1 = 1) 0.5 0.1, 0.9
Pr(U2 = 1) 0.5 0.1, 0.9
Pr(T = 1|U1 = 0) 0.4 0.1, 0.7
β0W 10
β0Y (1) 10

β0Y (0) 5

σεW 1 0.2, 5
σεY 1
β1W (U1−W ) 5 -5, 1

β2W (U2−W ) 5 -5, 1

β1Y (U2−Y ) 5 -5, 1

OR(U1−T ) 3 0.5, 10

To be able to test all scenarios with the same cutoff values and still get simulated
observations above the cutoffs, we adjusted β0W in Table 3 so that the expected value
of W would be the same in all scenarios. Consider the formula for W given in Table
3. To get the same expected value of W in all scenarios regardless of the values of
β1W and β2W and no matter the probabilities of U1 and U2, β0W was calculated
with:

β0W = µW − β1WP (U1 = 1)− β2WP (U2 = 1),

where µW was the chosen expected value. See Appendix A1 for more details.
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Table 5: Parameter values used in the simulations for the butterfly structure with
base and alternative values. The parameters are found in Tables 2 and 3. Here OR
is odds ratio. For example, OR(U1−T ) = 3 indicates that the odds of T become three
times bigger per unit increase in the variable U1. The values of β1T and β2T in Table
2 were chosen to match the odds ratios in this table.

Parameter Base scenario Alternatives

Pr(U1 = 1) 0.5 0.1, 0.9
Pr(U2 = 1) 0.5 0.1, 0.9
Pr(T = 1|U1 = 0,W = 0) 0.1 0.05, 0.2
β0W 10
β0Y (1) 10

β0Y (0) 5

σεW 1 0.2, 5
σεY 1
β1W (U1−W ) 5 -5, 1

β2W (U2−W ) 5 -5, 1

β1Y (U2−Y ) 5 -5, 1

β2Y (W−Y ) 0.5 -0.5, 0.1

OR(U1−T ) 3 1/3, 9

OR(W−T ) 1.2 0.8, 1.4

3.2 Results

In this subsection the results from the simulations are presented. Table 6 displays
the results from scenarios in the M structure while Table 7 does the same for the
butterfly structure. The tables show the estimated ATE, along with an associated
SE and percentage of bias for different cutoff levels in each scenario.

We start by presenting the results from the M structure. In the case of the base
scenario, the M-bias was negative for cutoffs seven and ten, but as the cutoff was
increased to thirteen, we got no M-bias (0.008% with a SE of the estimated ATE of
0.044). The size of the M-bias decreased as we increased the cutoff in most scenarios.
For the base scenario, this is illustrated for a wider range of cutoff values in Figure
6. In this figure, the butterfly structure shows a steady reduction in bias as the
cutoff increases. In the case of the M structure, the bias gets larger going from a
cutoff of six to about eight, and then it starts to decrease. Why this is the case
will be discussed further in Section 4. Exceptions to this phenomenon were found in
the scenarios where Pr(U1) or Pr(U2) equals 0.1. In these scenarios the bias was
highest for a cutoff of ten, the middle of the three cutoff values. When the standard
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Figure 6: A comparison between estimated ATE in the M and butterfly structures.
The estimated average treatment effect is shown on the Y-axis and the cutoff level
on W used for conditioning samples is shown on the X-axis. The base scenarios were
used for both structures.

deviation of εW was increased to five, the effect on the M-bias from changing the
cutoff value was smaller compared to other scenarios. This is likely because a smaller
proportion of the variance of W is explained by U1 and U2 in this scenario.

In scenarios with only positive causal associations we can see that the bias was
negative for the M structure, indicating that we are underestimating the ATE. This
changed as we modified the associations between variables to be negative as in the
scenarios OR(U1−T ) = 0.5, β1Y = −5, β1W = −5 and β2W = −5. In these scenarios,
the estimate of the ATE was bigger than the true ATE for cutoff values that resulted
in a substantial M-bias.

In the butterfly structure the estimated ATE was higher than the true ATE in
most scenarios, with the exceptions of when either of the causal effects from W on Y
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or from W on T were negative. In all scenarios for this structure, the size of the bias
decreased as we increased the cutoff. This makes sense as confounding is the main
source of bias in this structure. Increasing the cutoff gets us closer to adjusting for
W which would remove all bias resulting from confounding.

Table 6: Results from the simulations for each scenario in the M structure. Bias % is
the percentage of bias, calculated in accordance with Equation 4. Here, mean(ÂTE∗)
shows the estimated ATE and the SE column displays in the estimated standard error
of ÂTE∗.

Bias % mean( ̂ATE∗) SE( ̂ATE∗) cutoff scenario

-11.721 4.414 0.058 7 base
-7.028 4.649 0.066 10 base
-0.008 5 0.044 13 base
-2.055 4.897 0.058 7 Pr(U1 = 1) = 0.1
-7.944 4.603 0.05 10 Pr(U1 = 1) = 0.1
-3.647 4.818 0.086 13 Pr(U1 = 1) = 0.1
-2.502 4.875 0.06 7 Pr(U1 = 1) = 0.9
-0.028 4.999 0.039 10 Pr(U1 = 1) = 0.9
-0.027 4.999 0.045 13 Pr(U1 = 1) = 0.9
-2.084 4.896 0.045 7 Pr(U2 = 1) = 0.1
-8.645 4.568 0.064 10 Pr(U2 = 1) = 0.1
-4.054 4.797 0.15 13 Pr(U2 = 1) = 0.1
-2.288 4.886 0.032 7 Pr(U2 = 1) = 0.9
-0.024 4.999 0.031 10 Pr(U2 = 1) = 0.9
-0.031 4.998 0.044 13 Pr(U2 = 1) = 0.9
11.437 5.572 0.061 7 β1W = −5
6.724 5.336 0.067 10 β1W = −5
-0.019 4.999 0.042 13 β1W = −5
-3.242 4.838 0.06 7 β1W = 1
-0.524 4.974 0.033 10 β1W = 1
0.058 5.003 0.048 13 β1W = 1
11.71 5.585 0.058 7 β2W = −5
7.006 5.35 0.066 10 β2W = −5
0.039 5.002 0.043 13 β2W = −5
-3.277 4.836 0.06 7 β2W = 1
-0.633 4.968 0.08 10 β2W = 1
0.046 5.002 0.122 13 β2W = 1
-12.2 4.39 0.058 7 σεW = 0.2

Continued on next page
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Table 6 – Continued from previous page

Bias % mean( ̂ATE∗) SE( ̂ATE∗) cutoff scenario

-6.996 4.65 0.066 10 σεW = 0.2
-0.039 4.998 0.042 13 σεW = 0.2
-2.914 4.854 0.066 7 σεW = 5
-3.171 4.841 0.074 10 σεW = 5
-2.685 4.866 0.084 13 σεW = 5
-10.034 4.498 0.078 7 Pr(T = 1|U1 = 0) = 0.1
-5.649 4.718 0.085 10 Pr(T = 1|U1 = 0) = 0.1
0.018 5.001 0.047 13 Pr(T = 1|U1 = 0) = 0.1

-12.459 4.377 0.07 7 Pr(T = 1|U1 = 0) = 0.7
-7.784 4.611 0.081 10 Pr(T = 1|U1 = 0) = 0.7
-0.003 5 0.062 13 Pr(T = 1|U1 = 0) = 0.7
7.574 5.379 0.063 7 OR(U1−T ) = 0.5

4.548 5.227 0.073 10 OR(U1−T ) = 0.5

0.019 5.001 0.048 13 OR(U1−T ) = 0.5

-24.319 3.784 0.058 7 OR(U1−T ) = 10

-15.661 4.217 0.069 10 OR(U1−T ) = 10

0.005 5 0.061 13 OR(U1−T ) = 10

11.692 5.585 0.06 7 β1Y (U2−Y ) = −5

6.935 5.347 0.069 10 β1Y (U2−Y ) = −5

-0.024 4.999 0.043 13 β1Y (U2−Y ) = −5

-2.315 4.884 0.025 7 β1Y (U2−Y ) = 1

-1.376 4.931 0.031 10 β1Y (U2−Y ) = 1

0.015 5.001 0.043 13 β1Y (U2−Y ) = 1
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Table 7: Results from the simulations for each scenario in the butterfly structure.
Bias % is the percentage of bias, calculated in accordance with Equation 4. Here,
mean(ÂTE∗) shows the estimated ATE and the SE column displays in the estimated

standard error of ÂTE∗.

Bias % mean( ̂ATE∗) SE( ̂ATE∗) cutoff scenario

76.422 8.821 0.087 None base
35.231 6.762 0.091 7 base
24.145 6.207 0.107 10 base
16.176 5.809 0.133 13 base
69.887 8.494 0.089 None Pr(U1 = 1) = 0.1
35.972 6.799 0.085 7 Pr(U1 = 1) = 0.1
24.693 6.235 0.095 10 Pr(U1 = 1) = 0.1
16.275 5.814 0.119 13 Pr(U1 = 1) = 0.1
70.431 8.522 0.089 None Pr(U1 = 1) = 0.9
33.032 6.652 0.094 7 Pr(U1 = 1) = 0.9
22.919 6.146 0.113 10 Pr(U1 = 1) = 0.9
15.352 5.768 0.152 13 Pr(U1 = 1) = 0.9
61.353 8.068 0.068 None Pr(U2 = 1) = 0.1
31.877 6.594 0.074 7 Pr(U2 = 1) = 0.1
22.532 6.127 0.088 10 Pr(U2 = 1) = 0.1
15.282 5.764 0.126 13 Pr(U2 = 1) = 0.1
61.597 8.08 0.065 None Pr(U2 = 1) = 0.9
29.025 6.451 0.06 7 Pr(U2 = 1) = 0.9
20.325 6.016 0.069 10 Pr(U2 = 1) = 0.9
13.959 5.698 0.086 13 Pr(U2 = 1) = 0.9
64.087 8.204 0.089 None β1W = −5
34.181 6.709 0.089 7 β1W = −5
26.3 6.315 0.101 10 β1W = −5

19.251 5.963 0.119 13 β1W = −5
64.883 8.244 0.087 None β1W = 1
32.331 6.617 0.089 7 β1W = 1
22.202 6.11 0.1 10 β1W = 1
14.709 5.735 0.123 13 β1W = 1
43.806 7.19 0.059 None β2W = −5
25.027 6.251 0.073 7 β2W = −5
20.098 6.005 0.091 10 β2W = −5
15.581 5.779 0.117 13 β2W = −5
56.682 7.834 0.075 None β2W = 1

Continued on next page
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Table 7 – Continued from previous page

Bias % mean( ̂ATE∗) SE( ̂ATE∗) cutoff scenario

28.529 6.426 0.08 7 β2W = 1
19.893 5.995 0.098 10 β2W = 1
13.564 5.678 0.138 13 β2W = 1
48.934 7.447 0.076 None σεW = 0.2
9.344 5.467 0.076 7 σεW = 0.2
18.513 5.926 0.094 10 σεW = 0.2
0.015 5.001 0.055 13 σεW = 0.2

140.873 12.044 0.109 None σεW = 5
64.07 8.203 0.112 7 σεW = 5
52.972 7.649 0.133 10 σεW = 5
43.741 7.187 0.16 13 σεW = 5
76.858 8.843 0.085 None Pr(T = 1|U1 = 0,W = 0) = 0.05
37.815 6.891 0.084 7 Pr(T = 1|U1 = 0,W = 0) = 0.05
26.029 6.301 0.093 10 Pr(T = 1|U1 = 0,W = 0) = 0.05
17.302 5.865 0.111 13 Pr(T = 1|U1 = 0,W = 0) = 0.05
77.794 8.89 0.092 None Pr(T = 1|U1 = 0,W = 0) = 0.2
33.737 6.687 0.103 7 Pr(T = 1|U1 = 0,W = 0) = 0.2
23.054 6.153 0.126 10 Pr(T = 1|U1 = 0,W = 0) = 0.2
15.654 5.783 0.174 13 Pr(T = 1|U1 = 0,W = 0) = 0.2
64.928 8.246 0.099 None OR(U1−T ) = 1/3

35.978 6.799 0.091 7 OR(U1−T ) = 1/3

27.535 6.377 0.097 10 OR(U1−T ) = 1/3

20.23 6.011 0.11 13 OR(U1−T ) = 1/3

75.715 8.786 0.088 None OR(U1−T ) = 9

31.533 6.577 0.095 7 OR(U1−T ) = 9

20.495 6.025 0.113 10 OR(U1−T ) = 9

13.067 5.653 0.149 13 OR(U1−T ) = 9

-88.14 0.593 0.23 None OR(W−T ) = 0.8

-38.979 3.051 0.326 7 OR(W−T ) = 0.8

-29.359 3.532 0.441 10 OR(W−T ) = 0.8

-21.017 3.949 0.625 13 OR(W−T ) = 0.8

104.632 10.232 0.086 None OR(W−T ) = 1.4

46.895 7.345 0.123 7 OR(W−T ) = 1.4

32.728 6.636 0.181 10 OR(W−T ) = 1.4

22.579 6.129 0.319 13 OR(W−T ) = 1.4

43.714 7.186 0.062 None β1Y (U2−Y ) = −5

24.929 6.246 0.073 7 β1Y (U2−Y ) = −5

Continued on next page
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Table 7 – Continued from previous page

Bias % mean( ̂ATE∗) SE( ̂ATE∗) cutoff scenario

19.944 5.997 0.089 10 β1Y (U2−Y ) = −5

15.6 5.78 0.126 13 β1Y (U2−Y ) = −5

63.385 8.169 0.059 None β1Y (U2−Y ) = 1

31.249 6.562 0.056 7 β1Y (U2−Y ) = 1

22.506 6.125 0.061 10 β1Y (U2−Y ) = 1

15.969 5.798 0.079 13 β1Y (U2−Y ) = 1

-43.799 2.81 0.06 None β2Y (W−Y ) = −0.5

-25.05 3.747 0.072 7 β2Y (W−Y ) = −0.5

-20.068 3.997 0.087 10 β2Y (W−Y ) = −0.5

-15.595 4.22 0.121 13 β2Y (W−Y ) = −0.5

28.416 6.421 0.056 None β2Y (W−Y ) = 0.1

11.225 5.561 0.07 7 β2Y (W−Y ) = 0.1

6.427 5.321 0.088 10 β2Y (W−Y ) = 0.1

3.443 5.172 0.114 13 β2Y (W−Y ) = 0.1

4 Discussion

With our simulations, we demonstrated that conditioning a sample on a collider in
the M and butterfly structures could result in a biased estimator of the ATE.

In the butterfly structure, we get bias from two sources. From conditioning on a
collider, W , and from not fully adjusting for a confounder, also W . Here, one may ask
the question following question: In general, is bias resulting from confounding larger
than bias resulting from conditioning on a collider? To answer this question, we
compared the results from the different structures in scenarios where all correlations
between the involved variables are positive, see Tables 6 and 7. For the butterfly
structure, we unanimously observed a positive bias in these scenarios. For the M
structure on the other hand, the bias was always negative or non-existent. These
differences between the structures indicate, in the explored scenarios for the butterfly
structure, that confounding bias was substantially larger than selection bias. In
the scenarios where all correlations are positive, the positive bias from confounding
exceeded the negative bias from conditioning on a common effect, resulting in a
positive bias overall. This goes in line with previous studies by Liu et al. [10],
Greenland [15] and Cole et al. [18] which all suggest that conditioning on a common
effect of two variables can introduce selection bias, but the size of the bias is relatively
small compared to confounding bias.

Now looking at all scenarios for the butterfly structure. In these scenarios, the
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Figure 7: Adjusting for U1 or U2 blocks the path between T and Y in the M
structure, created by adjusting for W . In other words, U1 and U2 d-separate T and
Y .

size of the bias decreased as the cutoff level was increased. A possible explanation
to this is that increasing the cutoff decreases the range of possible values on W for
sampled observations. Thus, we get closer to adjusting for W (which would remove
all bias resulting from confounding). This is visualized for the base scenario in Figure
6. Hence, our empirical investigations indicate that adjusting becomes less important
when a bigger range of values on W are excluded in the sampling process.

Looking at the results of the simulations for the M structure, we can see that in
most scenarios in this structure, the bias decreased as the cutoff increased. Consider
a scenario from this structure where all causal correlations between variables are
positive. When increasing the cutoff in this scenario to a high enough level, one
would expect to almost exclusively find units where U1 = 1 and U2 = 1, since these
variables cause an increase in W . When this happens, we are not just getting closer
to adjusting for W as we increase the cutoff. We are also getting closer to adjusting
for U1 and U2, even though U1 and U2 are unobserved. Adjusting for U1 or U2 would
block the path between T and Y , as shown in Figure 7. This makes the assumption of
unconfoundedness, Y (1), Y (0)⊥⊥T |X, hold and thus, the true ATE can be identified.
We know that conditioning on W opens a path between U1 and U2, but that does
not matter here, because adjusting for U1 or U2 d-separates T and Y .

But what about scenarios that still resulted in bias even with a cutoff set high?
For example, in the scenario where σεW = 5, this was the case. Here we are increasing
the innate variance of W that cannot be explained by U1 or U2. As a result of this,
we are more likely to find units where U1 or U2 are equal to zero even when W take
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on high values. We never end up in the same situation as in the base scenario, where
we are basically adjusting for U1 and U2 when the cutoff is set to thirteen, and thus
we still get bias.

For the M structure, we observed that all relations needed to be strong in order
to get any substantial M-Bias. For example, looking at the scenarios were β1W = 1
and β1Y = 1, the cutoffs resulting in the highest percentage of bias produced only
−3.242% and −2.315% respectively. Most other scenarios resulted in an M bias over
10% for at least one of the three cutoffs. This is consistent with previous studies by
Greenland [15] and Liu et.al [10].

Several limitations with this simulation study are acknowledged. First, general-
izations from the results should be made with caution. Even though many scenarios
were considered, correlations between involved variables may vastly differ from the
scenarios in this study. Second, since U1 and U2 are unobserved variables, there is
no way to tell if one is actually dealing with an M or butterfly structure from gath-
ered data in realistic situations. Third, there is likely to exist additional variables
affecting the involved variables in the studied structures in ways not considered in
this thesis.
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Appendix

A1 Same E(W) regardless of scenario

Let W be generated in the way of Table 3. We want to find a β0W so that the expected value of W
equals a chosen value, µW , regardless of the values of β1 and β2.

µW = E(W ) =E(β0W + β1WU1 + β2WU2) = β0W + β1WE(U1) + β2WE(U2).

Solving for β0W :

β0W = µW − β1WP (U1 = 1)− β2WP (U2 = 1).
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