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Abstract 

This study aims to find the model which generates the best volatility forecasts of single stock returns on 

the Swedish Market. The models are estimated using an in-sample dataset of daily observations from 

2010.01.01 to 2018.12.31, they produce out-of-sample forecasts during the period 2019.01.01 to 

2019.03.31 which are evaluated against a proxy for daily realized volatility using 4 loss functions. The 

forecasts are also evaluated against daily implied volatilities. The models considered in this study are 

ARCH(1), GARCH(1,1), EGARCH(1,1) and Implied Volatility measures. The study finds that, in the 

evaluation against daily realized volatility, the EGARCH(1,1) generates the best forecasts, which is 

consistent with literature. However, results indicate that the naïve ARCH(1) outperforms the 

GARCH(1,1) which is not consistent with previous research. In the evaluation against implied 

volatilities, the ARCH(1) specification performed the best. Although, the differences in the losses of the 

different ARCH-family models were often very small.  
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1 Introduction 

Volatility is a key determinant in various aspects of financial markets, such as risk management 

and the pricing of derivatives. Volatility is not a variable which is readily observable on the 

market, therefore it must be estimated, and therefore, it is crucial to have a sufficient method of 

estimating and forecasting volatility as accurately as possible. This task engages plenty of 

people, academics and financial professionals alike and over the years there have been many 

different categories of models developed. 

In the literature, there are two main categories used to forecast volatility, time series models 

based on historical information sets and volatility forecasting models based on traded option 

prices (Poon & Granger, 2003, p. 482). Within the time series category there are those which 

are based on previous standard deviations, such as the Moving Average, Exponential 

Smoothing, Simple Regression, Autoregressive Moving Average (ARMA) and Exponentially 

Moving Average (EWMA). There are also the more sophisticated ARCH-family of models, the 

Autoregressive Conditional Heteroscedasticity (ARCH) model was first introduced by Engle 

(1982). This category of models formulates conditional variance of returns through maximum 

likelihood processes, as opposed to using sample standard deviations (Poon & Granger, 2003, 

p. 484). Later, Bollerslev (1986) extended the concept of the ARCH model and formulated the 

Generalized Autoregressive Conditional Heteroscedasticity (GARCH) model, this model 

allows additional dependencies on previous lags of conditional variance. The GARCH model 

came to be very popular and widely used in research (Poon & Granger, 2003, p. 484). One 

extension to the GARCH model is the EGARCH model introduced by Nelson (1991), this 

model was designed to capture the asymmetry in negative and positive shocks. The other major 

category of models derives the implied volatility from traded option prices via the Black-

Scholes Model of option pricing (Poon & Granger, 2003, pp. 485-486).  

There has, to my knowledge, been little research on volatility models for single stocks in the 

Swedish market, this paper aims to remedy that. Thus, the purpose of this study is to examine 

which model can deliver the best forecasts of volatility for single stocks on the Swedish stock 

market.  

The sections of this paper are organised as follows. Section 2 describes the literature review. 

Section 3 describes the data and method used in this study. Section 4 contains the results and 

discussion. Section 5 contains closing remarks. 
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2 Literature Review & Theoretical Background 

2.1 Background 

Volatility is an important concept to consider when making investment decisions, and when it 

is interpreted as uncertainty it is a key input in portfolio creation where one must balance the 

expected return to the associated risk level of any given asset. Because of this central role, it is 

imperative to have accurate ways of estimating and forecasting volatility. In order to discuss 

estimation and forecasting volatility it is important to start with a clear definition of what it is. 

When used in finance, volatility generally refers to the standard deviation or variance computed 

from a sample of observations (Poon & Granger, 2003, p. 480). However, volatility is a latent 

variable and thus unobservable, it must therefore be estimated and forecasted within the context 

of an assumed statistical model.  

Because volatility is unobservable, there is no absolute and objective measure to be found, 

rather we can see how well the selected model can explain the volatility of observations in 

sample data. That is, volatility realized by the underlying process of the model. Although, this 

realized volatility can still only tell us what the volatility had been during the period used for 

estimation. (Alexander, 2008, pp. 93-94) 

The most basic approach to computing volatility is outlined in by Hull (2012, pp. 303-305). 

The standard way to calculate volatility from a sample of historical observations on stock prices 

(𝑆𝑖)  is to calculate the standard deviation (𝑠) of the sample. 

𝑠 = √
1

𝑛 − 1
∑(𝑢𝑖 − �̅�)2

𝑛

𝑖=1

 

where daily returns are defined as 𝑢𝑖 = 𝑙𝑛 (
𝑆𝑖

𝑆𝑖−1
)  for observations 𝑖 = 1, 2, . . . , 𝑛  and �̅�  is the 

sample mean. The sample mean is often assumed to be zero when estimating historical 

volatilities (Hull, 2012, p. 305). Volatility per annum is calculated by multiplying the standard 

deviation (𝑠) with the square root of the number of trading days, i.e. 𝑉𝑜𝑙𝑎𝑡𝑖𝑙𝑖𝑡𝑦 𝑝𝑒𝑟 𝑎𝑛𝑛𝑢𝑚 =

 𝑠 √𝜏  where 𝜏 is the number of trading days. (Hull, 2012, pp. 303-305).  
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This simple volatility measure is a correct dispersion measure for some distributions but not all. 

Depending on the underlying stochastic process and whether parameters vary with time or not, 

distributions other than the normal- or t distribution may be observed. Therefore, it is key to 

find the appropriate distribution or price mechanic. (Poon & Granger, 2003, p. 480) 

If asset returns are 𝑖𝑖𝑑 (independent and identically distributed), then the long-term variance 

could simply be derived as a multiple of the single period variance, but this is not the case for 

many time series (Poon & Granger, 2003, p. 481). In fact, assuming that returns are 𝑖𝑖𝑑 implies 

that volatility is constant and disregards the fact that returns are dependent on previous 

information and implies that volatility is constant (Alexander, 2008, p. 92). 

There are several well observed features which appear in financial time series, some of these 

are features such as fat tail distribution of risky asset returns, volatility clustering, asymmetry, 

mean reversion and co-movement across assets and financial markets (Poon & Granger, 2003, 

p. 481). These make estimation and forecasting more complicated. However, models have been 

developed to handle these issues. For example, GARCH manages to capture thick tailed returns, 

and volatility clustering (Bollerslev, et al., 1994, p. 2969), and many other versions of GARCH 

have been developed to handle other particular issues. 

There are two main categories of models examined below. Firstly, there are two categories of 

time series models, the first of which is based on the standard deviations in historical data and 

the second makes use of conditional variance. Secondly, there are the models which derive 

volatility forecasts from option prices. There are alternative categories of models, however, 

they are not covered within the scope of this study. 
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2.2 Time Series Models 

2.2.1 Models based on Historical Standard Deviations 

Within this category of models, the starting point is that the standard deviation 𝜎𝑡−𝜏  for all 𝜏 >

0 can be known or estimated at time 𝑡 − 1. There are several formulations within this 

framework most notably models such as Moving Average, Exponential Smoothing, Simple 

Regression and Autoregressive Moving Average (ARMA). One common example in this 

category being the Exponentially Weighted Moving Average (EWMA) where more recent 

observations are given greater weights while older ones are discounted. (Poon & Granger, 2003, 

p. 483) 

Forecasting volatility via the Moving Average (MA) model is done by creating an average of 

historical standard deviations. The model is specified as: 

�̂�𝑡 =
(𝜎𝑡−1 + 𝜎𝑡−2+. . . +𝜎𝑡−𝜏)

𝜏
 

where 𝜎𝑡 is the sample standard deviation of period t returns and �̂�𝑡 is the forecast (Poon & 

Granger, 2003, p. 507). In this model the forecasted volatility is therefore based solely on the 

previous 𝜏 standard deviations within the sample. Older standard deviations which occur before 

the 𝑡 − 𝜏 are thus excluded from the model and no longer have any effect. 

In a similar fashion, the Exponential Smoothing (ES) model also solely depends on previous 

standard deviations. In this model, all historical standard deviations are used. The model is 

specified by: 

�̂�𝑡 = (1 − 𝛽)𝜎𝑡−1 + 𝛽�̂�𝑡−1 

where 𝛽 is a parameter (0 ≤ 𝛽 ≤ 1) (Poon & Granger, 2003, p. 507). In the scope of this model, 

through 𝛽, weights are assigned to the sample standard deviation and the previous forecast of 

volatility. Through the previously forecasted term, all previous sample standard deviations are 

subsequently contained.  

Much like the two previously mentioned models, the Exponentially Weighted Moving Average 

(EWMA) forecasts volatility based on previous sample standard deviations. This model places 

greater weights on observations which are closer to the present. The model is specified by:  

�̂�𝑡
2 = 𝜆𝜎𝑡−1

2 + (1 − 𝜆)𝑟𝑡−1
2  
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where 0 < 𝜆 < 1, and 𝜆 is a constant, often called a smoothing constant or the rate of decay 

(Alexander, 2008, pp. 120-121). Since 𝜆𝑛 → 0 as 𝑛 → ∞, older observations will be weighted 

such that they are negligible. 𝜆 is attached to both terms in the right-hand side of the model. As 

stated by Alexander (2008, p. 121), a high 𝜆 gives little reaction to market events via the second 

term but great persistence in volatility, conversely a low 𝜆 gives a large reaction to market 

events but effects of yesterday’s volatility fades away quicker. 

The Simple Regression (SR) is yet another example in this category, this model makes use of 

expresses volatility as a function of past volatility along with an error term.  This model is 

specified as: 

�̂�𝑡 = 𝛾1,𝑡−1𝜎𝑡−1 + 𝛾2,𝑡−2𝜎𝑡−2+. .. 

where 𝛾1,𝑡−1 is the previous volatility in period 𝑡 − 1 (Poon & Granger, 2003, p. 507), in this 

case �̂�𝑡 has to be approximated. 

Throughout this category of models, successful application of out-of-sample forecasts is 

dependent deciding on the optimal lag length or weighting scheme and minimization of 

forecasting errors in the sample (Poon & Granger, 2003, p. 483). 

 

2.2.2 Models based on Conditional Variance 

The main difference between the previous group of time series models and this one is that these 

do not make use of past standard deviations but rather conditional variance (ℎ𝑡) of returns via 

maximum likelihood procedures (Poon & Granger, 2003, p. 484).  

𝐸[𝜀𝑡
2|𝐼𝑡−1] = ℎ𝑡 

where         ℎ𝑡 = ℎ𝑡(𝐼𝑡−1) 

and the error term, 𝜀𝑡, is white noise.  

𝜀𝑡|𝐼𝑡−1 ~ 𝑁(0, ℎ𝑡) 

The conditional variance will change at every point in time because it depends on the history 

of returns up to that point. The dynamic properties of returns at a point in time is conditional 

on the available information up to that point. This information is called the information set, 

denoted by 𝐼𝑡−1 which contains all the past observations on returns up to and including time 

𝑡 − 1. (Alexander, 2008, p. 132) 
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2.2.2.1 ARCH Specification 

The first example in this category of models is the Autoregressive Conditional 

Heteroskedasticity model, 𝐴𝑅𝐶𝐻(𝑞), introduced by Engle (1982) in which the conditional 

variance of returns (ℎ𝑡) is based on 𝑞 past squared returns. Allowing for conditional variance 

of the white noise term to change over time, the errors themselves are generated through an 

𝐴𝑅(𝑞) process (Hamilton, 1994, p. 658). The 𝐴𝑅𝐶𝐻(𝑞) specification for conditional variance 

is defined as follows: 

ℎ𝑡 = 𝜔 + ∑ 𝛼𝑖

𝑞

𝑖=1

𝜀𝑡−𝑖
2  

where 𝜔 > 0 and 𝜔 =  𝛾𝑉𝐿. 𝛾  and 𝛼  are parameters. 𝜀 is an unexpected shock. 

𝑉𝐿 is the long-run variance rate and 𝛾 is the weight associated with it (Hull, 2012, p. 500). Thus, 

the estimated variance obtained from the 𝐴𝑅𝐶𝐻(𝑞)  model depends on the long-run variance 

and 𝑞 observations on previous returns, with increasingly smaller weights assigned to 

observations further back in time. In this way, the model gives higher importance to 

observations closer to the present and accounts for the presence of a long-term volatility level. 

The model manages to capture the effect of volatility clustering via the lagged error term. 

Depending on the number of lags specified in the model, there may be a loss of accuracy in 

estimation because  𝑞 +  1 parameters must be estimated.  

 

2.2.2.2 GARCH Specification 

Bollerslev (1986) later worked on an extended version of the model and developed the 

Generalized Autoregressive Conditional Heteroskedasticity model, 𝐺𝐴𝑅𝐶𝐻(𝑞, 𝑝), where 

additional dependencies are permitted on 𝑝 lags of past conditional variance. The simple and 

symmetric version, 𝐺𝐴𝑅𝐶𝐻(1,1), is the most popular and suitable to many time series (Poon 

& Granger, 2003, p. 484). One benefit in using the GARCH specification is that relatively few 

parameters need be estimated. 

A GARCH model consists of two equations: a conditional variance equation and a conditional 

mean equation. The conditional variance and volatility are conditional on the information set. 

The process is neither identically distributed nor independent because the conditional variances 

at different points in time are related. (Alexander, 2008, p. 135). 
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The 𝐺𝐴𝑅𝐶𝐻(𝑞, 𝑝) specification for conditional variance is defined as follows: 

ℎ𝑡 = 𝜔 + ∑ 𝛼𝑖

𝑞

𝑖=1

𝜀𝑡−𝑖
2 + ∑ 𝛽𝑗ℎ𝑡−𝑗

𝑝

𝑗=1

 

𝜀𝑡|𝐼𝑡−1~𝑁(0, ℎ𝑡) 

where 𝜔 =  𝛾𝑉𝐿. 𝛾, 𝛼, 𝛽 are parameters, these can be interpreted as weights assigned to the 

long-run average variance, to previous shocks and to previous conditional variances. These 

weights must sum to unity, which implies that: 

𝛾 + 𝛼 + 𝛽 = 1 

𝜀𝑡 denotes the market shock or unexpected return and is assumed to follow a conditional normal 

process with zero expected value and time varying conditional variance. Thus, conditional 

variance is dependent on the long-run average level of variance through the first term on the 

right-hand side, on the previous market shock through the second term and on previous 

conditional variance through the third term.  

The conditional mean equation specifies the behaviour of returns 

𝑟𝑡 = 𝑐 + 𝜀𝑡 

where c is a constant. Since the OLS estimate of 𝑐 is �̅�, the sample mean, we can rewrite the 

conditional mean to the mean deviation 𝜀𝑡 = (𝑟𝑡 − �̅�). (Alexander, 2008, p. 136) 

The parameters in the symmetric GARCH case are restricted to be: 

𝜔 > 0,     𝛼, 𝛽 ≥ 0,     𝛼 + 𝛽 < 1   

This ensures that the unconditional variance is finite and positive, and further that the 

conditional variance always will be positive (Alexander, 2008, p. 136).  

The GARCH model accounts for the fact that volatility is observed to be mean-reverting by via 

the long-run average level of volatility denoted 𝜔 =  𝛾𝑉𝐿, when  𝑉 > 𝑉𝐿, the variance 

approaches the long-run average from above and when  𝑉 < 𝑉𝐿, the variance approaches the 

long-run average from below (Hull, 2012, p. 503). 
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2.2.2.3 EGARCH Specification 

Due to the popularity of the 𝐺𝐴𝑅𝐶𝐻 model there exist a plethora of different variations of the 

model developed to deal with specific issues. Within the scope of this study the Exponential 

GARCH (𝐸𝐺𝐴𝑅𝐶𝐻) model developed by Nelson (1991) is particularly interesting since it 

accounts for asymmetry in stock returns. This specification captures the fact that a negative 

shock leads to higher conditional variance in the subsequent period than a positive shock would 

(Poon & Granger, 2003, p. 484).  

The EGARCH model successfully accounts for the so-called leverage effect. As Alexander 

(2008, p. 149) describes, when the price of a stock falls, its debt to equity ratio will increase 

and since debt financing generally takes time to change the firm becomes more leveraged which 

increases the uncertainty and volatility increases. However, there is no corresponding reaction 

to an increase in stock price. Thus, the model must differentiate between a price increase and a 

price decrease.  

The difference in sign is achieved not by imposing restrictions on the parameters, as was done 

in GARCH but rather through formulating the conditional variances in terms of log variance as 

opposed to variance itself (Alexander, 2008, p. 151). This reformulation implies that conditional 

variance no longer is bound by the nonnegativity constraints, which are present in GARCH. It 

allows for random oscillatory behaviour in the variance process and also makes estimation 

easier (Nelson, 1991, p. 4). The 𝐸𝐺𝐴𝑅𝐶𝐻 specification used in this paper for conditional 

variance and conditional mean are as defined follows: 

𝑙𝑛(𝜎𝑡
2) = 𝜔 + 𝑔(𝑧𝑡−1) + 𝛽𝑙𝑛(𝜎𝑡−1

2 ) 

𝑟𝑡 = 𝑐 + 𝜎𝑡𝑧𝑡 

𝑍𝑡 ~ 𝑁𝐼𝐷(0,1) 

where 𝑔(𝑧𝑡) is an asymmetric response function and 𝑧𝑡 is assumed to be a 𝑖. 𝑖. 𝑑 random variable 

and 𝛽 is a parameter (Alexander, 2008, pp. 151-152). In this specification, the logged 

conditional variance is made up of three parts, a long-term log variance in the first term, an 

asymmetric response function in the second term and the previous logged conditional variance 

in the third term.  
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2.3 Implied Volatility Models 

The approach of this category of models is significantly different from those previously 

examined. Rather than using time series on historical standard deviations or conditional 

variances of returns, this category utilizes the market pricing of options to calculate implied 

volatility. Because the option price observable on the market is a result of the actions of all 

market actors, the implied volatility which can be calculated from it can be viewed as the market 

participants’ expectation about what the future level of volatility of a should be (Poon & 

Granger, 2003, p. 489). 

In order to illustrate how implied volatilities can be calculated, one must start by describing 

what options are and how they are priced. Option contracts are financial derivatives, that is, the 

value of the option contract is derived from an underlying asset, a stock for example.  

Ownership of a call (put) option contract grants the holder the right but not the obligation to 

buy (sell) an asset at the options’ expiration date for the options’ strike price. The two most 

common versions of options are European style and American style options, the only difference 

is that American style options can be exercised before the expiration date whereas European 

style can only be exercised at expiration. (Hull, 2012, p. 194) 

It turns out that pricing the options was rather difficult, but in the 1970’s Fischer Black, Myron 

Scholes and Robert Merton created a hugely influential model through which one could price 

European stock options. This model came to be known by as the Black-Scholes-Merton model. 

(Hull, 2012, p. 299) 

Hull (2012, p. 309) outlines the assumptions underlying Black-Scholes-Merton model as 

follows:  

1. The stock price follows the process: 𝑑𝑆 = 𝜇𝑆𝑑𝑡 + 𝜎𝑆𝑑𝑧 

2. The short selling of securities with full use of proceeds is permitted 

3. There are no transaction costs or taxes. All securities are perfectly divisible 

4. There are no dividends during the life of the option 

5. There are no riskless arbitrage opportunities 

6. Security trading is continuous 

7. The risk-free rate of interest, r, is constant and the same for all maturities. 

The first assumption states that the stock price of the underlying asset (𝑆) behaves as geometric 

Brownian motion.   𝑑𝑆 = 𝜇𝑆𝑑𝑡 + 𝜎𝑆𝑑𝑧 
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which can be rewritten in terms of the growth rate of the stock as: 

𝑑𝑆

𝑆
= 𝜇 𝑑𝑡 + 𝜎𝑑𝑧 

The variable 𝜇 is the stock’s expected rate of return, the variable 𝜎 is the volatility of the stock 

price. The equation essentially states that the expected rate of return for the stock in the short 

term is equal to a predictable term (called the drift rate) and a stochastic term (called the 

variance rate). The stochastic term introduces positive and negative shocks by adding variability 

to the growth of the stock price.  

By applying Itô’s lemma, one can derive the process followed by the natural logarithm of S 

when S follows the process in the first assumption. The process followed by 𝑙𝑛(𝑆) is 

𝑑 𝑙𝑛𝑆 = (𝜇 −
1

2
𝜎2)𝑑𝑡 + 𝜎𝑑𝑧 

That is, the natural logarithm of stock price follows a generalized Wiener process with a 

constant drift rate of 𝜇 −
1

2
𝜎2 and a constant variance rate of 𝜎2. This implies that the 𝑙𝑛(𝑆) 

has a normal distribution and 𝑆 has a lognormal distribution. 

𝑙𝑛𝑆𝑇 ~ ∅ [𝑙𝑛 𝑆0 + (𝜇 −
𝜎2

2
) 𝑇, 𝜎2𝑇] 

where 𝑆𝑇 is the stock price at a future time 𝑇, 𝑆0 is the stock price at time 0. The Black-Scholes-

Merton model assumes that stock prices are lognormally distributed. Ergo, 𝑙𝑛𝑆𝑇 is normally 

distributed. (Hull, 2012, pp. 292-293)  

From the underlying price mechanism and the assumptions outlined previously the pricing 

formula was developed. The Black-Scholes-Merton model is used to price European call and 

put options and is specified as follows: 

𝑐 = 𝑆0𝑁(𝑑1) − 𝐾𝑒𝑟𝑇𝑁(𝑑2) 

𝑝 = 𝐾𝑒𝑟𝑇𝑁(−𝑑2) − 𝑆0𝑁(−𝑑1) 

where  

𝑑1 =
𝑙𝑛 (

𝑆0
𝐾⁄ ) + (𝑟 + 𝜎2

2⁄ ) 𝑇

𝜎√𝑇
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𝑑2 =
𝑙𝑛 (

𝑆0
𝐾⁄ ) + (𝑟 − 𝜎2

2⁄ ) 𝑇

𝜎√𝑇
= 𝑑1 − 𝜎√𝑇 

𝑐 is the price of a call option, 𝑝 is the price of a put option, 𝑆0 is the price of the underlying 

asset at time 0, 𝐾 is the strike price of the option, 𝑟 is the continuously compounded risk-free 

interest rate, 𝑇 is the time to maturity of the option and 𝜎 is the stock price volatility. The 

function 𝑁(𝑥) is the cumulative probability distribution function for a standardized normal 

distribution. (Hull, 2012, pp. 313-314) 

By making use of this pricing equation one can notice that most of the variables are observable 

in a market setting, the only missing piece of the puzzle is an estimate for volatility. The risk-

free interest rate can be proxied by the zero-coupon risk-free interest rate (Hull, 2012, p. 314). 

Due to the fact that all but one variable are observable, through iteration, one can find the 

implied volatility which would satisfy the equation. In this way, the pricing formula is used to 

calculate the volatilities implied by the price of the option price and, because the option price 

is the result of the transactions of market actors the resultant implied volatility is viewed as the 

markets opinion of the stock volatility. 

 

2.4 The contribution of this study 

There have been a large number of models developed in order to handle different conditions 

and features observed on various markets over the years. The purpose of this study is to 

investigate which model can create the best forecasts of volatility for singular stocks in the 

Swedish stock market. That is, which model is able to forecast most closely to the realized 

volatility observed in the market. 
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3 Data & Method 

3.1 The Data 

The main type of data used in this study was daily closing price data on Swedish large cap 

stocks across different industry sectors trading on Nasdaq Stockholm. The daily price data was 

collected from Nasdaq Nordic Ltd (Nasdaqomxnordic.com, 2019). The companies, their 

symbols and sectors are listed in the table below, the associated sector is collected from each 

respective information sheet in Nasdaq OMX Nordic. 

Table 1. Stocks 

Symbol Stock Sector 

AAK AAK* Food & Beverage 

ABB ABB Industrial Goods and Services 

AZN AstraZeneca Health Care 

BETS Betsson B* Travel & Leisure 

BILL Billerudkorsnäs* Basic Resources 

BOL Boliden* Basic Resources 

ELUX Electrolux A Personal & Household Goods 

ERIC Ericsson B Technology 

GETI Getinge B Health Care 

HEXA Hexagon Technology 

HOLM Holmen B* Basic Resources 

ICA ICA Gruppen Retail 

JM JM* Real Estate 

LUPE Lundin Petroleum Oil & Gas 

NCC NCC A Construction & Materials 

NDA Nordea Bank ABP Banks 

PEAB Peab B* Construction & Materials 

SWMA Swedish Match* Personal & Household Goods 

TEL2 Tele2 A Telecommunications 

TIETO Tieto Oyj Technology 

Note: *Data on implied volatilities was not collected for the following. Thus, only ARCH-class 

models were estimated and used to generate forecasts for these stocks. 
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The dataset contains daily observations on the closing price, high price and low price for each 

stock. In total there are 2323 observations per stock, divided into an estimation sample during 

the period 2010.01.01—2018.12.31 (2260 observations) and an evaluation sample (63 

observations) from 2019.01.01—2019.03.31. 

The other key piece of information in this study was data on implied volatility from options. 

The best-case scenario would have been to collect the data on the underlying options themselves 

and work backwards to calculate the implied volatilities. That procedure would have required 

historical data on the underlying asset price, the strike price, expiration time, a proxy for the 

risk-free interest rate and the option price. Most of these variables were available, but not all, I 

was unable to recover historical prices for at-the-money options. Therefore, I had to turn to the 

next-best scenario which in this case was to use time series data on daily implied volatility 

based on at-the-money continuous call options which were available via Datastream/Eikon, this 

data is sourced from Thomson Reuters. 

 

3.2 Method 

From the multitude of available models to use, this study will investigate some of the ARCH-

class models as well as estimates based on implied volatilities. Due to its popularity and 

ubiquity GARCH(1,1) is one of the models included in this study, it has a proven track record 

and handles features often observed in financial time series data, such as fat tails, volatility 

clustering and mean reversion. The simple ARCH(1) model was also selected in order to 

provide a basis for comparison to the other models. A third contestant in the ARCH family is 

the EGARCH model which was also selected. That model was selected because it incorporates 

asymmetry and is able to handle the leverage effect, as described previously. The GARCH(1,1) 

specification is often top performing, but as Hansen & Lunde (2005, p. 887) found when 

analysing IBM stock returns, the GARCH(1,1) specification was inferior to one which could 

incorporate a leverage effect. This study will also investigate the how well implied volatility 

from at-the-money options can be used to forecast volatility. 

In order to test the data for ARCH effects the 𝐴𝑅𝐶𝐻𝐿𝑀 test was used. The Lagrange Multiplier 

(LM) test for ARCH (also known as the 𝐴𝑅𝐶𝐻𝐿𝑀 test) was originally devised by Engle (1982). 

The 𝐴𝑅𝐶𝐻𝐿𝑀 test is used to check whether the heteroscedasticity is serially correlated or not, 

that is, if heteroskedasticity can be predicted by previous values of squared residuals 

(Bollerslev, et al., 1994, p. 2974). The null hypothesis of this test is that there are no ARCH 
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effects present and subsequently, the alternative hypothesis is that there are ARCH effects 

present. This test was run on the data, the chi2 scores for each of the stocks is presented in table 

2 below. 

Table 2. ARCHLM 

ARCHLM (1 Lag) 

Symbol Chi2   Symbol Chi2 

AAK 25.101*   HOLM 57.937* 

ABB 22.333*   ICA 27.534* 

AZN 0.284   JM 38.611* 

BETS 16.681*   LUPE 4.864** 

BILL 8.054*   NCC 0.095 

BOL 21.839*   NDA 1717.270* 

ELUX 1.349   PEAB 94.978* 

ERIC 0.017   SWMA 10.149* 

GETI 2.543   TEL2 0.013 

HEXA B 9.590*   TIETO 9.281* 

Note: * significant at the 1% level, ** significant at the 5% level.  

Stocks for which the null hypothesis cannot be rejected are coloured grey. 

 

Because most stocks exhibit statistically significant scores, the null hypothesis can be rejected 

for most of them. This implies that there is serially correlated heteroskedasticity in the stock 

returns and ARCH-class models are appropriate. 

Ordinarily, the implied volatilities would need to have been derived from the variables of option 

pricing, however, since the time series were readily available already calculated that was not 

necessary. Instead the time series were simply imported to the STATA and compared to the 

corresponding realized volatility model and evaluated via the loss functions. 

 

3.2 Estimation 

In order to be able to make forecasts on the future volatility one needs estimates for the 

parameters. For each stock, each daily observation is assigned a time value 𝑡, the parameters 

are then estimated on the in-sample, i.e. observations 𝑡 =  1, . . . , 𝑇 where 𝑇 is the 2260th, and 

final observation. The ARCH-family models are all estimated in STATA using a maximum 
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likelihood. In the case of the GARCH(1,1) model this implies maximizing the value of the log 

likelihood function: 

𝑙𝑛 𝐿(𝜃) = −
1

2
∑ (𝑙𝑛(ℎ𝑡

2) + (
𝜀𝑡

ℎ𝑡
)

2

)

𝑇

𝑡=1

 

where 𝜃 = (𝜔, 𝛼, 𝛽) (Alexander, 2008, pp. 137-138). Through this procedure the parameters 

of the model can be estimated. This is the same for the other ARCH-models as well, although 

there are differences amongst them. In practice this is done by statistical software, estimation 

results for the various models are available in the Appendix, in tables A1 to A3. 

By this procedure, the observations in the estimation sample are used to estimate the parameters 

for each of the models. These estimated parameters are then used in the models to generate one-

day ahead forecasts, the way in which this is done is explained subsequently. 

 

3.3 Forecasting 

Parameter estimation is carried out as described above, after which conditional variances are 

forecasted for T + 1 to T + 63 (i.e. the evaluation sample). The historical observations are 

available at time 𝑇 and the parameters can be estimated using the available information leading 

up to that point. Because the estimated parameters along with the estimated shocks 𝜀�̂�
2 and 

conditional variance ℎ̂𝑇 are known at time 𝑇, the GARCH(1,1) model can be used to generate 

a one-step ahead forecast of conditional variance for T + 1. As outlined in Alexander (2008, p. 

142), the one-step ahead volatility is:  

ℎ̂𝑇+1
2 = �̂� + �̂�𝜀�̂�

2 + �̂�ℎ̂𝑇
2  

Forecasts further in the future will be dependent on the one-step ahead forecast of  ℎ̂𝑇+1. Thus, 

the subsequent forecasted daily variances from day 𝑇 + 𝑆 + 1 is given by: 

ℎ̂𝑇+𝑆+1 = �̂� + (�̂� + �̂�)ℎ̂𝑇+𝑆
2  

Similarly, the EGARCH model also creates a one-step ahead forecast which can be extended 

into the future. The one-step ahead forecasted conditional volatility at time 𝑇 is: 

ℎ̂𝑇+1 = 𝑒𝑥𝑝(�̂�)𝑒𝑥𝑝(�̂�(𝑧𝑇))ℎ̂𝑇
2�̂�

 

In the same way as previously, the subsequent forecast for 𝑇 + 𝑆 + 1 is given by: 
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ℎ̂𝑇+𝑆+1 = �̂�(�̂� − 𝛾√2/𝜋)ℎ̂𝑇
2�̂�

 

where 𝐶 is a constant and 𝛾 a parameter (Alexander, 2008, p. 155). Using these forecasting 

procedures, we can generate series of conditional variance beyond the estimation sample. These 

are then to be compared to the selected proxy for observed realized volatility.  

Whereas the ARCH-class models make use of the one-step ahead forecasted conditional 

volatility, the historical standard deviation models, as discussed previously, use a different 

method. The moving average models provide estimates for the current covariance matrix which 

is subsequently used in generating forecasts and due to the underlying assumption of 𝑖. 𝑖. 𝑑  

returns, this current estimate then is extended into the future (Alexander, 2008, pp. 129-130). 

This implies that the further into the future the current estimate is extended, the less accurate 

the forecast will be. 

The implied volatility models work in yet another way, because the implied volatilities are 

derived from option contracts with maturity dates in the future, the volatility levels obtained 

through the process outlined previously will be forecasted implied volatilities. The forecast 

horizon of the implied volatilities is dependent on the time to maturity of the option contract in 

question. 

 

3.4 Realized Volatility 

In order to be able to evaluate the forecasts produced by the various models there must be 

something to compare it to, in this case, that something is realized volatility. Realized volatility 

for a given day is calculated from intra-day data, this measure illustrates how much the stock 

price varies during that day. Before more sophisticated methods were available, squared daily 

returns based on closing prices have conventionally been used by researchers as a proxy for 

daily volatility (Poon & Granger, 2003, p. 492). This approach has long proved to be a noisy 

proxy and other methods have been developed. One such approach which has become preferred 

is using high frequency data (Poon & Granger, 2003, p. 492). 

It would be optimal to use high frequency data on stock prices when calculating intraday 

volatility, because this would allow for a clearer picture of what the price fluctuations looked 

like during the day. As outlined by Hansen and Lunde (2005, p. 881), this would entail 

collecting price data at three-minute intervals during the day. That would imply collecting 

hundreds of observations throughout the trading day from which realized volatility could be 
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calculated. In contrast to the standard version this requires much more data. However, using 

high frequency data is not without its share of problems, such as market microstructure effects 

which can be caused problems such as bid-ask bounces (Hansen & Lunde, 2006, p. 132). There 

is also the issue of data availability, often there are few free sources from which one can collect 

high frequency data. In this circumstance, high frequency data for the relevant stocks and during 

the appropriate period of time was unavailable to me.  

The next best alternative was to use the intra-daily log range method outlined by Parkinson 

(1980). Parkinson finds that this measure to outperforms the standard of using squared returns 

as a proxy for realized volatility, a conclusion which is shared by Patton (2011, p. 253) who 

finds that less noisy volatility proxies such as the intra-daily range leads to less distortion. The 

intra-day range method makes use of the daily logged high and low prices to calculate realized 

volatility for any given day. Since this method includes two observations on prices per day it 

gives more information about intra-day price variation than would be available if one just used 

the closing price. The daily realized volatility is calculated in the following way: 

𝑅𝑉𝑡 = 𝑚𝑎𝑥 𝑙𝑛(𝑆𝑡) − 𝑚𝑖𝑛 𝑙𝑛(𝑆𝑡) = 𝑙𝑛 (
𝑆𝑡,ℎ

𝑆𝑡,𝑙
) 

where 𝑆𝑡,ℎ signifies high price and 𝑆𝑡,𝑙 signifies low price. 

Because the intra-day range method is most feasibly implemented in practice and does seem to 

outperform the standard version, it will be used as a proxy for realized daily volatility and as 

such it will be the main point of comparison for the forecasts in this study.  

For the stocks where the data is available, the forecasted volatilities will also be evaluated 

against the daily implied volatilities, in addition to the evaluation against realized volatility. 

This second comparison illustrates how well the different models can forecast daily implied 

volatilities. Because the implied volatilities can be interpreted as the market participants 

expectation of future volatility (Poon & Granger, 2003, p. 489), the results of the comparison 

shows which of the models performs the best in forecasting the market’s expectation of future 

volatility.  

 

3.5 Forecast Evaluation 

In order to see which of the selected models perform the best, some measure has to be used to 

evaluate the forecasts, this is done by using loss functions. There are a number of different ones 
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referred to in the literature and it is not immediately clear which one is the best. In this study 

four different loss functions will be considered. The value calculated through the four loss 

functions is compared across the different models for each of the stocks in order to be able to 

determine which of the models performs the best for each loss function.  

For the equations below, 𝑛 is the number of forecasts to be evaluated, 𝑅𝑉𝑡
2 is the realized 

volatility at time 𝑡 and �̂�𝑡
2 is the forecasted volatility at time 𝑡. The loss functions below are 

based on definitions in Hansen & Lunde (2005, p. 877). All the loss functions work by 

calculating the difference between the forecasted daily volatility and the realized volatility to 

which it is compared. For the evaluation against implied volatility, the realized volatility is 

switched with daily implied volatilities, otherwise, the loss functions are defined in the same 

way. 

First, there are two versions of the common measure, mean-squared-errors (MSE), these are 

defined as:  

𝑀𝑆𝐸1 = 𝑛−1 ∑(𝑅𝑉𝑡 − �̂�𝑡)2

𝑛

𝑡=1

 

𝑀𝑆𝐸2 = 𝑛−1 ∑(𝑅𝑉𝑡
2 − �̂�𝑡

2)2

𝑛

𝑡=1

 

Mean-squared errors are quadratic loss functions, they disproportionately assign larger weights 

to large forecasts in comparison to mean-absolute errors, and are appropriate to use when large 

errors are disproportionately more severe than smaller ones (Brooks & Persand, 2003, p. 5). 

The second pair of loss functions to be used are, mean-absolute-errors (MAE), these are defined 

as: 

𝑀𝐴𝐸1 = 𝑛−1 ∑ |𝑅𝑉𝑡 − �̂�𝑡|

𝑛

𝑡=1

 

𝑀𝐴𝐸2 = 𝑛−1 ∑ |𝑅𝑉𝑡
2 − �̂�𝑡

2|

𝑛

𝑡=1

 

These are measures for the absolute average difference between the realized volatility and the 

forecasted volatility. In contrast to mean-squared errors, these are more robust to outliers 

(Hansen & Lunde, 2005, p. 877).  
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4 Results 

The forecasts generated across the selected models are evaluated against the daily realized 

volatilities and the implied volatilities through the different loss functions. This illustrates how 

the forecasted variances deviates from the realized variances proxied by the inter-day log range 

and the implied volatilities, respectively. 

For each of the stocks, the conditional volatilities were forecasted, and the losses calculated. 

This was repeated for each of the types of the ARCH-models. To illustrate this, the results for 

an example stock, Lundin Petroleum (LUPE), are shown in table 4. The smallest loss value 

implies that the forecast was closest to the daily realized volatility, this value is coloured grey 

in the table. Therefore, in the example of Lundin Petroleum, the EGARCH model generated the 

best forecasts for three of the loss functions while the ARCH model performed the best for one 

loss function. The results for all the other stocks are available in the appendix, in Tables A4(a) 

and A4(b). 

Table 4. Forecasted losses compared to Realized Volatilities  

Lundin Petroleum (LUPE) 

  MSE1 MSE2 MAE1 MAE2 

ARCH 0,0001381 0,00000055 0,0090430 0,0004969 

GARCH 0,0001363 0,00000056 0,0087983 0,0004856 

EGARCH 0,0001349 0,00000056 0,0086479 0,0004787 

 

In this comparison, the differences between the loss values generated by each of the models 

were often very small. As is shown in Table 4, the difference between the forecast performance 

across the models for MSE2 comes down to 0,0000001. It is possible that some of these 

miniscule differences are due to errors in numerical computation. Thus, although the ARCH 

specification receives a credit in this regard for generating the smallest loss in MSE2, the actual 

performance across the models were very similar. 

Initially the same procedure was replicated in the stocks for which the implied volatility data 

was available. That is, the implied volatilities were compared to daily realized volatility via the 

loss functions.  However, in comparison to the ARCH-class models, the losses calculated using 

implied volatilities were higher for all the stocks compared across all models, often much 

higher. 
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The ARCH-class forecasts were also compared to the implied volatility observations. In doing 

this, the results will show which of the models is able to generate forecasts that are the closest 

to the observed implied volatilities. In the same way as previously, the models were estimated, 

forecasts generated, and loss values calculated across the different models. Table 5 shows the 

results for the example stock Lundin Petroleum; the lowest loss value is coloured grey. The 

results for the rest of the stocks are found in the Appendix, in table A5. As shown in table 5, 

for the example stock, the ARCH generates the lowest loss values for each of the loss functions 

when forecasts are compared to implied volatilities.  

Table 5. Forecasted losses compared to Implied Volatilities 

Lundin Petroleum (LUPE) 

  MSE1 MSE2 MAE1 MAE2 

ARCH 0,1111714 0,0166509 0,3307706 0,1255036 

GARCH 0,1114676 0,0166574 0,3312260 0,1255299 

EGARCH 0,1114333 0,0166574 0,3311756 0,1255299 

 

The differences between the loss values in this evaluation also comes down small discrepancies 

across the models, albeit not as extreme as in the comparison against daily realized volatility. 

As is shown in table 5, the difference between the best performing ARCH specification and the 

next best performing EGARCH specification for the MSE1 measure is a mere 0,0002619, again 

there is a risk of computational errors when looking at differences as small as these.  

 

The results were then compiled based on the amount of lowest losses per stock and loss 

function. The model which generated the lowest loss value was given a point, for each stock a 

maximum of four points were possible. Although the results appear drastic when they are 

presented in this way, the difference between producing the best forecasts in terms of the 

smallest possible loss values often came down to extremely small differences in loss values, as 

mentioned previously. However, in order to compare the forecasted volatilities, they had to be 

ranked according to the amount of loss, even if the differences are small. Table 6 presents the 

results when forecasts are evaluated against daily realized volatility and table 7 presents the 

results when forecasts are evaluated against implied volatilities.  
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Table 6. Scores: Losses to Realized Volatility 

Through this system of awarding 

points, the models are compared 

across the twenty different stocks. 

The total amount of points in this 

comparison is 80. As can be seen in 

table 6, the EGARCH specification 

generates the best forecasts in 47,5% 

of the cases. The ARCH specification 

generates the best forecasts in 

44,375% of the cases and the GARCH 

specification generates the best 

forecasts in 8,125% of the cases. The 

half point for Tieto implies that the 

ARCH and GARCH forecasts 

generated loss values of equal size, 

see table A4(b) in the Appendix for 

more information. 

These results indicate that the 

EGARCH specification can generate 

the forecasts which are closest to the 

daily realized volatilities. Because of 

its ability to account for features in the 

stock market, this is what would be 

expected and consequently in line 

with previous research. However, the 

results also indicate that forecasts 

generated through the ARCH 

specification perform well when 

evaluated against daily realized volatility. In fact, the ARCH specification outperforms 

GARCH by a rather large margin. This is an unexpected result which is counter to previous 

research, the more naïve ARCH model should not be able to outperform the more complex 

specifications. 

Comparing Forecasts to Realized Volatility via 

Loss Functions 

Stock 

Symbol 
ARCH GARCH EGARCH 

AAK 4 0 0 

ABB 4 0 0 

AZN 0 0 4 

BETS 0 0 4 

BILL 0 0 4 

BOL 4 0 0 

ELUX 4 0 0 

ERIC** 0 n/a 4 

GETI 1 0 3 

HEXA 0 0 4 

HOLM 4 0 0 

ICA 2 2 0 

JM 4 0 0 

LUPE 1 0 3 

NCC 0 0 4 

NDA 0 0 4 

PEAB 4 0 0 

SWMA 2 0 2 

TEL2* n/a 2 2 

TIETO 1,5 2,5 0 

SUM 35,5 6,5 38 

Note: * ARCH could not be estimated, ** GARCH 

could not be estimated. 
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Table 7. Scores: Losses to Implied Volatility 

The different forecasts were also 

evaluated against implied volatilities 

for the twelve stocks where that data 

was available. The points were 

assigned in a similar fashion as 

previously and the results compiled in 

table 7, the total amount of points 

available in this comparison is 48. The 

results for each stock and loss function 

are available in table A5 in the 

Appendix.  

These results present a rather different 

story. In forecasting volatility 

compared to implied volatilities, the 

ARCH specification performed the 

generated the best forecasts in 52,1% 

of the cases. The GARCH 

specification generated the best 

forecasts in 33,3% of the cases while 

the EGARCH specification only 

proved the best in 14,6% of the cases. 

In this comparison the simple ARCH 

specification generated the best 

forecasts in a majority of cases, 

beating both GARCH and EGARCH 

by large margins. This, again, is counter to previous studies where the more complex 

specifications of GARCH and EGARCH should demonstrate more explanatory power than the 

simpler alternative.  

When comparing the magnitudes of the losses when the forecasts are evaluated against realized- 

and implied volatility one can observe that magnitude of the losses differ greatly. For instance, 

when examining the first version of mean-squared-errors (MSE1) for the example stock Lundin 

Petroleum, the difference in the loss value is great across the models, this is shown in table 8. 

Comparing Forecasts to Implied Volatilities via 

Loss Functions 

Stock Symbol ARCH GARCH EGARCH 

ABB 4 0 0 

AZN 0 4 0 

ELUX 4 0 0 

ERIC** 0 n/a 4 

GETI 0 4 0 

HEXA 4 0 0 

ICA 4 0 0 

LUPE 4 0 0 

NCC 1 0 3 

NDA 4 0 0 

TEL2* n/a 4 0 

TIETO 0 4 0 

SUM 25 16 7 

Note: * ARCH could not be estimated, ** GARCH 

could not be estimated. 
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Table 8. Comparison of loss magnitudes 

The losses calculated when evaluating 

against realized volatility are much smaller 

than those calculated when evaluating 

against implied volatilities. This implies 

that the models much more aptly estimates 

and forecasts the daily realized volatilities. 

This can also be seen when looking at figure 1 which shows line graph of the evaluation sample 

(i.e. 2019.01.01 to 2019.03.31) of the example stock, Lundin Petroleum.  

Figure 1. Volatility comparison, Lundin Petroleum (LUPE)  

In figure 1 the forecasted volatilities 

are generated using the EGARCH 

specification. Based on this figure, 

the forecasted volatilities are 

evidently much closer to realized- 

than implied volatilities. The 

difference in magnitude seems to be 

the same for the all ARCH-class 

models.  

Due to the large disparity, it seems 

likely that there might be some problem with the underlying data itself. Because the implied 

volatility data was collected as a ready-made series, I could not calculate it myself and there 

may be inconsistencies that are not accounted for. The other alternative, of course, is that all 

the models generated far too small forecasted volatilities. 

The results presented in this study, whether they are evaluated against daily realized volatility 

or implied volatility seems to indicate that the ARCH specification is generating more accurate 

forecasts than it should be in theory, this is surprising. However, when evaluating the model 

forecasts against the intra-day logged range as a proxy for daily realized volatility, the 

EGARCH specification generates the most accurate forecasts in 47,5% of cases. The top 

performance of the EGARCH specification is consistent with pervious research which seem to 

indicate that models which account for asymmetry should do well in forecasting stock returns. 

The counterintuitive ARCH performance implies that one should exercise caution in application 

of these results. 

Lundin Petroleum (LUPE) 

  MSE1 (RV) MSE1 (IV) 

ARCH 0,0001381 0,1111714 

GARCH 0,0001363 0,1114676 

EGARCH 0,0001349 0,1114333 
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5 Conclusion 

This study examines some of the most popular models used in estimating and forecasting 

volatility in single stocks on the Swedish stock market, especially the symmetric ARCH-family 

models ARCH(1), GARCH(1,1) and EGARCH(1,1) are considered. Measures of implied 

volatility obtained through the Black-Scholes-Merton option pricing model are also considered. 

The forecasted volatilities are evaluated against daily realized volatility using four loss 

functions. The forecasts generated by the ARCH-class models are also evaluated against the 

implied volatilities using the loss functions for the stocks where that data is available.  

Often, the difference in the calculated losses when compared across the models came down to 

very small disparities. Thus, although only one model could be the top performer for any stock 

and loss function, the difference to the next best performance was often very miniscule. When 

the forecasts are evaluated against daily realized volatility, the EGARCH(1,1) specification 

generates the most accurate forecasts. This is consistent with previous literature, which 

indicates that models which account for features such as asymmetry and the leverage effect 

should be superior when modelling volatility in stock returns. However, the results indicate that 

forecasts generated by the ARCH(1) specification produces the next best forecasts, beating the 

GARCH(1,1) by a fairly large margin. This is surprising, the simple ARCH(1) should not be 

able to outperform its more complex extension. 

When the forecasts are evaluated against implied volatility, the ARCH(1) specification 

produces the closest forecasts in the majority of cases (52,1%). In this comparison, 

GARCH(1,1) specification outperforms EGARCH(1,1), although the best forecasts are 

produced by the simple ARCH(1). The magnitudes of the loss values observed when evaluating 

the forecasts against realized- and implied volatilities differ substantially, and it seems as if the 

forecasts are much closer to the daily realized volatilities. Therefore, the forecast performance 

while evaluating against daily realized volatility is most relevant. The model which produced 

the most accurate forecasts in that category was the EGARCH(1,1) model.  

In this study, only large cap stocks were considered, for the future it would be interesting to see 

whether one would find differing results while examining small- and medium cap stocks as 

well. Further, one interesting extension would be to examine if there are industry specific 

features which impact volatility, in such a case it would be interesting to investigate differences 

between the model performance across industry sectors. In this study, the next best options for 

calculating realized volatility and implied volatility was chosen out of necessity. It would be 
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interesting to see if other results were found if high frequency data was available in order to 

calculate realized volatility and if historical option prices were available to calculate the implied 

volatilities.  

Volatility forecasting is an interesting field of research. Due to its significance and the key role 

it plays in finance, it is likely that new volatility forecasting models will be developed to deal 

with observable phenomenon of financial markets in years to come. 
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Appendix 

Table A1. Estimated ARCH(1) Coefficients 

ARCH(1) 𝝎 𝜶 

AAK .0001772* .1452591* 

ABB .1486936* .0001475* 

AZN .0001649* .0946134* 

BETS .0002975* .285272* 

BILL .0003245* .1545564* 

BOL .000429* .1544566* 

ELUX .0003472* .0822983* 

ERIC .0003633* .0070527 

GETI .0002717* .3135903* 

HEXA .3036806* .0002901* 

HOLM .0001567* .2014273* 

ICA .1732618* .001829* 

JM .0003323* .1711415* 

LUPE .533822* .0002924* 

NCC .0004521** .0364693* 

NDA 1.009612* .0001827* 

PEAB .0002419* .2643465* 

SWMA .0001571* .1199295* 

TEL2**** n/a n/a 

TIETO .137251* .0002678* 

Note: * one percent significance level, ** five percent significance level, *** ten percent 

significance level. **** ARCH parameters could not be estimated. Parameter which are not 

statistically significant at the 1-, 5- or 10 percent level are coloured grey. 
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Table A2. Estimated GARCH(1,1) Coefficients 

GARCH(1,1) 𝝎 𝜶 𝜷 

AAK .00000477 .1854857* .7975793* 

ABB .0000104 .1206949* .8254368* 

AZN -.0001887* 2.012437* .0423338* 

BETS .0002859* .2819481* .0309268 

BILL .00000858 .1253825* .8534715* 

BOL -.000251* .0982145* 1.408946* 

ELUX -.0001386** .0839445* 1.305017* 

ERIC**** n/a n/a n/a 

GETI -.0001067* .1921307* 1.152103* 

HEXA .0000256 .2583472* .7058966* 

HOLM .0000422* .2051582* .5858238* 

ICA .0000467* .1893603* .6215425* 

JM .0000371* .1536343* .7578368* 

LUPE .0000555* .3170703* .6073858* 

NCC -.0014065* .0312799* 3.979187* 

NDA .0001903* 1.010515* -.0007174 

PEAB .0000841* .2208941* .5205977* 

SWMA .0001019* .1213406* .3164147* 

TEL2 .0006296* -.0025115* -1.253247* 

TIETO -.00000858 .1325939* .9196776* 

Note: * one percent significance level, ** five percent significance level, *** ten percent 

significance level. **** GARCH parameters could not be estimated. Parameter which are not 

statistically significant at the 1-, 5- or 10 percent level are coloured grey. 
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Table A3. Estimated EGARCH(1,1) Coefficients 

EGARCH(1,1) 𝝎 𝜶 𝜸 𝜷 

AZN 4.534139* -.0070528* .1182574* 1.524694 

ELUX 1.300605*** -.0040609 .2356525* 1.162407* 

ERIC 5.005004* .069867* .0756884* 1.630909* 

GETI 2.808127* -.0549741* .2678134* 1.351792* 

NCC -5.611002* -.2496748* .1306236* .2671224* 

TEL2 4.049534* -.0960258* .113244* 1.500404* 

JM -1.663277* -.0548023* .358752* .787232* 

BOL 3.624772* -.0405262* .1881041* 1.477278* 

HOLM -1.987736* -.0872631* .3881896* .7681206* 

BILL -.2778664 .0453873** .2465274* .9647446* 

PEAB -1.907122* -.0455443** .38927* .7643984* 

SWMA -4.511287* -.224082* .2269468* .4774499* 

AAK -.1765278 -.0498019* .3385012* .980016* 

BETS -6.44659* -.0103924 .482009* .1758109* 

ABB -.1840587 -.0749645* .230856* .9787615* 

HEXA -.2672996 -.1084611* .4013179* .9661259* 

ICA -1.898563* -.1343765* .3290974* .7737481* 

LUPE -.286986 -.0259211** .4680891* .9630166* 

NDA -.4382187* .0265734 1.879181* .9794077* 

TIETO -.1275251 -.0488901* .255907* .9819971* 

Note: * one percent significance level, ** five percent significance level, *** ten percent 

significance level. Parameter which are not statistically significant at the 1-, 5- or 10 percent 

level are coloured grey. 
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Table A4(a). Forecasts evaluated against daily Realized Volatility (stocks A-H) 

Forecasts compared to Realized Volatilities 

   MSE1 MSE2 MAE1 MAE2 

AAK 

ARCH 0,000056400 0,000000129 0,004860300 0,000176100 

GARCH 0,000064900 0,000000139 0,005202600 0,000185300 

EGARCH 0,000064600 0,000000139 0,005130800 0,000182900 

        

ABB 

ARCH 0,000042300 0,000000098 0,004217700 0,000145200 

GARCH 0,000045000 0,000000101 0,004332300 0,000148100 

EGARCH 0,000045200 0,000000101 0,004346300 0,000148300 

        

AZN 

ARCH 0,000089800 0,000000315 0,005844500 0,000241800 

GARCH 0,000088100 0,000000313 0,005473200 0,000229500 

EGARCH 0,000086600 0,000000311 0,005396100 0,000226900 

        

BETS 

ARCH 0,000525800 0,000007370 0,141625000 0,001100000 

GARCH 0,000525300 0,000007370 0,014147200 0,001099600 

EGARCH 0,000521600 0,000007360 0,013898000 0,001087400 

        

BILL 

ARCH 0,000157500 0,000000817 0,008586600 0,000477800 

GARCH 0,000158700 0,000000818 0,008665500 0,000480500 

EGARCH 0,000156000 0,000000809 0,008526800 0,000474700 

        

BOL 

ARCH 0,000085500 0,000000299 0,006886500 0,000333300 

GARCH 0,000087600 0,000000305 0,006903900 0,000334900 

EGARCH 0,000088300 0,000000304 0,006934500 0,000336000 

        

ELUX 

ARCH 0,000072500 0,000000201 0,006445900 0,000274700 

GARCH 0,000075700 0,000000208 0,006662700 0,000283400 

EGARCH 0,000076300 0,000000209 0,006682500 0,000284500 

        

ERIC** 

ARCH 0,000066300 0,000000203 0,005661200 0,000259200 

GARCH n/a n/a n/a n/a 

EGARCH 0,000061000 0,000000185 0,005557400 0,000255600 

        

GETI 

ARCH 0,000610700 0,000023300 0,010603800 0,001019800 

GARCH 0,000643200 0,000023400 0,011076600 0,001044800 

EGARCH 0,000614700 0,000023100 0,010552800 0,000981700 

        

HEXA 

ARCH 0,000115600 0,000000658 0,006934000 0,000354500 

GARCH 0,000117200 0,000000651 0,007016100 0,000350100 

EGARCH 0,000112300 0,000000624 0,006889000 0,000337300 

Note: *GARCH estimation was not possible for this stock. The model which generated the lowest loss 

value per loss function is coloured grey. 
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Table A4(b). Forecasts evaluated against daily Realized Volatility (stocks H-T) 

Forecasts compared to Realized Volatilities 

   MSE1 MSE2 MAE1 MAE2 

HOLM 

ARCH 0,000076700 0,000000193 0,005889000 0,000235200 

GARCH 0,000079900 0,000000196 0,006086200 0,000239700 

EGARCH 0,000081500 0,000000198 0,006124400 0,000239900 

        

ICA 

ARCH 0,000062800 0,000000228 0,004903700 0,000178600 

GARCH 0,000064000 0,000000233 0,004753700 0,000174800 

EGARCH 0,000071200 0,000000249 0,004814000 0,000177400 

        

JM 

ARCH 0,000136700 0,000000503 0,008537300 0,000444500 

GARCH 0,000144600 0,000000521 0,008721000 0,000451300 

EGARCH 0,000145900 0,000000524 0,008637100 0,000448100 

        

LUPE 

ARCH 0,000138100 0,000000552 0,009043000 0,000496900 

GARCH 0,000136300 0,000000560 0,008798300 0,000485600 

EGARCH 0,000134900 0,000000560 0,008647900 0,000478700 

        

NCC 

ARCH 0,000068800 0,000000182 0,006552200 0,000266400 

GARCH 0,000074600 0,000000196 0,006835400 0,000280700 

EGARCH 0,000065000 0,000000177 0,006414200 0,000263600 

        

NDA 

ARCH 0,008337800 0,000396900 0,058317500 0,010386600 

GARCH 0,008318900 0,000396300 0,058072800 0,010359800 

EGARCH 0,005694400 0,000169100 0,052345500 0,007428500 

        

PEAB 

ARCH 0,000079100 0,000000221 0,006292100 0,000278200 

GARCH 0,000082200 0,000000227 0,006429900 0,000282800 

EGARCH 0,000081000 0,000000224 0,006398200 0,000281700 

        

SWMA 

ARCH 0,000153700 0,000000550 0,008412700 0,000382800 

GARCH 0,000152500 0,000000548 0,008461100 0,000385300 

EGARCH 0,000149400 0,000000531 0,008627500 0,000386000 

        

TEL2* 

ARCH n/a n/a n/a n/a 

GARCH 0,000042100 0,000000064 0,005346400 0,000185800 

EGARCH 0,000043700 0,000000066 0,005310600 0,000184200 

        

TIETO 

ARCH 0,000139000 0,000000775 0,006799900 0,000363400 

GARCH 0,000135300 0,000000762 0,006800300 0,000363400 

EGARCH 0,000138900 0,000000773 0,006836300 0,000364700 

Note: *ARCH estimation was not possible for this stock. The model which generated the lowest loss 

value per loss function is coloured grey. The lighter shade of grey for the TIETO stock implies an equally 

low loss value using ARCH and GARCH. 
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Table A5. Forecasts evaluated against daily Implied Volatilities 

Forecasts compared to Implied Volatilities 

    MSE1 MSE2 MAE1 MAE2 

ABB 

ARCH 0,0436671 0,0025594 0,0206871 0,0489349 

GARCH 0,0437705 0,0025600 0,2071349 0,0489414 

EGARCH 0,0438026 0,0025602 0,2072004 0,0489427 

AZN 

ARCH 0,0398155 0,0023792 0,1945182 0,0450597 

GARCH 0,0397155 0,0023783 0,1943390 0,0450552 

EGARCH 0,0397349 0,0023786 0,1943919 0,0450585 

ELUX 

ARCH 0,0589068 0,0057721 0,2349911 0,0678733 

GARCH 0,0589983 0,0057728 0,2352005 0,0678799 

EGARCH 0,0591245 0,0057740 0,2354575 0,0678879 

ERIC** 

ARCH 0,0951311 0,0132528 0,3010789 0,1066335 

GARCH n/a n/a n/a n/a 

EGARCH 0,0950419 0,0132510 0,3008795 0,1066215 

GETI 

ARCH 0,0830523 0,0119165 0,2749841 0,0936204 

GARCH 0,0829603 0,0119135 0,2748717 0,0936013 

EGARCH 0,0833943 0,0119246 0,2758885 0,0936921 

HEXA 

ARCH 0,0637381 0,0066857 0,2441951 0,0732248 

GARCH 0,0639939 0,0066882 0,2447431 0,0732409 

EGARCH 0,0641255 0,0066915 0,2450383 0,7326310 

ICA 

ARCH 0,0262685 0,0010816 0,1584845 0,0307400 

GARCH 0,0264148 0,0010823 0,1589686 0,0307528 

EGARCH 0,0264890 0,0010827 0,1591995 0,0307588 

LUPE 

ARCH 0,1111714 0,0166509 0,3307706 0,1255036 

GARCH 0,1114676 0,0166574 0,3312260 0,1255299 

EGARCH 0,1114333 0,0166574 0,3311756 0,1255299 

NCC 

ARCH 0,0402244 0,0029750 0,1938730 0,0485637 

GARCH 0,0403114 0,0029752 0,1940521 0,0485638 

EGARCH 0,0402307 0,0029746 0,1938452 0,0485547 

NDA 

ARCH 0,0529258 0,0086177 0,2082315 0,0738140 

GARCH 0,0530520 0,0086222 0,2084965 0,0738414 

EGARCH 0,0542228 0,0089148 0,2139761 0,0767496 

TEL2* 

ARCH n/a n/a n/a n/a 

GARCH 0,0048591 0,0048591 0,2287604 0,0631851 

EGARCH 0,0557876 0,0048592 0,2290428 0,0631942 

TIETO 

ARCH 0,2392547 0,0049587 0,2392547 0,0670670 

GARCH 0,0588087 0,0049585 0,2392156 0,0670643 

EGARCH 0,0588469 0,0049589 0,2392858 0,0670665 

Note: *ARCH estimation was not possible for this stock, **GARCH estimation was not possible for this stock. 

The lowest loss value for each stock and loss function is coloured grey. 


