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Abstract
Bundle adjustment (BA) is a photogrammetric method for optimal estimation of parameters from image measurements. The parameters include 3D coordinates of objects points (OP). The result of the bundle
adjustment process is a vector of estimates and its covariance matrix, C.
The elements of this matrix contain quality indicators of the estimation.
By looking for the elements with the highest values, the most problematic parameter can be removed. The matrix C is created by inversion
of the systems normal matrix, N, which is sparse. However, inverting
N directly is intractable since the inverse is generally dense. In many
cases, only the diagonal blocks of C are needed. This thesis evaluates
algorithms that compute only the 3-by-3 blocks of C that correspond to
the OPs. The algorithms utilize the Cholesky factor for efficiency. The
results show that if N is permuted into an arrowhead shape and the sparsity of the Cholesky factor is properly exploited, then it is possible to
efficiently compute the 3-by-3 diagonal blocks of the posterior covariance matrix.
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1 Introduction
1.1

Background

Photogrammetry is the technique of estimating 3D information in photographs and creating 3D models of real-world objects. Common areas of use include, e.g., archaeology (Grün
et al., 2004; Vacas-Madrid et al., 2015), human modeling (Remondino, 2006), medicine
(Douglas et al., 2003), architecture (Hashim et al., 2012), forensics (Rudin et al., 2005),
traffic monitoring (Yaping et al., 2007), and the creation of topographic maps (Feurer et al.,
2015).
Bundle adjustment (BA) is a photogrammetric method to estimate parameters for both
camera and 3D coordinates of points in objects in an optimal way. The parameters are
divided into the camera’s internal orientation (IO), external orientation (EO), and the object points (OP). The Bundle adjustment solves the inverse problem of computer graphics:
Given the 2D images, estimate the 3D coordinates and the scene structure. The result of the
BA process is a vector of estimated parameters and its covariance matrix.
The Covariance matrix, C is an important quality indicator of the result of the BA process.
It is formed by the inverse of the normal matrix, C = (J T J)−1 . The matrix J is known as
the design matrix or Jacobian and contains the partial derivatives of the projection model
with respect to the parameters to be estimated. The size of J depends on the number of
parameters and observed image points and can be very large but the matrix is typically
sparse.
The variances of the estimated OP appear in C as 3-by-3 diagonal blocks. Large variance
values may indicate a poorly estimated point that should be removed. After removal, the BA
process would be restarted. The covariance matrix is dense, so computing the whole matrix
is intractable. However, in many cases, only the diagonal 3-by-3 blocks are of interest.

1.2

Aim

The primary aim of this thesis is to evaluate methods for fast computation of the diagonal
3-by-3 blocks in the matrix C. A secondary aim is to use similar techniques to find the
3-by-3 blocks with the highest trace.
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1.3

Related work

Ila et al. (2017) created an incremental algorithm using the Schur complement to solve the
bundle adjustment problem. By reusing the Schur complement for covariance recovery, the
algorithm does not require extra factorization and has low cost in comparison to established
methods.
Polic et al. (2018) created an SfM algorithm for uncertainty propagation from features to
parameters. No approximation of the natural form of the covariance matrix was needed still
allowing thousands of cameras.
Takahashi et al. (1973) created a method for sparse inversion of matrices. The method first
LDU factorizes the matrix and then combines the inverses of these parts into a new matrix.
In this way only selected parts of the matrix inverse can be computed instead of the full
inverse. Vanhatalo and Vehtari (2008) created an additive sparse Gaussian process that can
model both long and short length-scale phenomena. They used the sparse inverse algorithm
from Takahashi in the analysis of their proposed model.
Wu et al. (2018) created a fast, numerically stable version of the subspace tracking algorithm
API (Approximated power iteration) by using a simpler derivation. The proposed method,
FAPI, has the same complexity as API but avoids computing the inverse square root. It
applies the matrix product directly to ensure the orthonormality of the subspace basis matrix
at each recursion.
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2 Theory
2.1

Linear estimation theory

Unless otherwise stated, this section follows Förstner and Wrobel (2016).
Presume the vector b is an observation of the stochastic vector b with the distribution
b ∼ N (µb ,Cbb ),

(2.1)

where µb is the mean and Cbb is the covariance matrix of b.
The parameter µb is described by the linear transformation
µb = Aµx ,

(2.2)

where A is the design matrix, and µx is the unknown parameter to be estimated.
The difference between the model and the observed values is the residual vector
v = b − µb = b − Aµx ,

(2.3)

creating the distribution v ∼ N (0,Cbb ).
−1
as a weight matrix, the Mahalanobis
By using the inverted covariance matrix W = Cbb
distance of the residuals can be minimized

(b − Ax)T W (b − Ax).

(2.4)

This result in the weighted normal equations
AT WAx = AT W b.

(2.5)

When this system is solved the result is the estimated parameters
x̂ = (AT WA)−1 AT W b = Pb.

(2.6)

If the design matrix is exact, then the covariance matrix for the estimation is computed by
Cx̂x̂ = PCbb PT .

3

(2.7)

−1
Since W = Cbb
the covariance matrix can be written,
−1 −1
Cx̂x̂ = (AT Cbb
A) .

(2.8)

In this case x̂ is also the maximum likelihood estimation of x.
Often the true covariance Cbb is known up to a scale factor and can be written as Cbb = σ20 Sbb .
−1
−1
Replacing W = Cbb
in Equation 2.6 with W = Sbb
gives the same estimate for x̂ because
2
the σ0 terms cancels out,
−1 −1
x̂ = σ20 (AT Sbb
A)

1 T −1
−1 −1 T −1
(A Sbb )b = (AT Cbb
A) A Cbb b.
σ20

(2.9)

This means only the relative size of the error is important. To estimate Cx̂x̂ , σ20 needs to be
estimated using
σ20 =

−1
(b − Ax)T Sbb
(b − Ax)
,
r

(2.10)

where r = m − n is the redundancy. Now Cx̂x̂ can be estimated as
−1 −1
A) .
Ĉx̂x̂ = σ20 (AT Sbb

2.2

(2.11)

Bundle adjustment

Bundle adjustment (BA) is a process of calculating the 3D coordinates of object points
(OP) through images. It also computes the pose of the camera called the external orientation
(EO). If self-calibrating BA is used, the camera’s internal orientation (IO) is also calculated,
as well as, e.g., scale factors and radial distortion. The word bundle means that there is a
bundle or ray from the camera’s projection center through the image coordinate of the OP
to its real 3D coordinate. This is called the collinearity model with equation

r11 (X − X0 ) + r12 (Y −Y0 ) + r13 (Z − Z0 )
,
r31 (X − X0 ) + r32 (Y −Y0 ) + r33 (Z − Z0 )
r21 (X − X0 ) + r22 (Y −Y0 ) + r23 (Z − Z0 )
i 0
y =c
,
r31 (X − X0 ) + r32 (Y −Y0 ) + r33 (Z − Z0 )

i 0

x =c

(2.12)

where i x0 , i y0 are the inhomogeneous image coordinates, X = [X Y Z]T are the scene point
coordinates, ZO = [XO YO ZO ]T are the coordinates of the camera’s projection centre and
c is the principal distance. The scalars ri j are the elements of the rotation matrix R that
transforms the image points to the object coordinate system.
Because BA solves all parameters simultaneously, it is preferred over other photogrammetric methods in situations where the number of images is high. These situations happen when
the geometric complexity is high, e.g., when complete cities and landscapes are modelled
or when the accuracy needs to be high. In the former situation, a large number of images
4

Figure 1: Bundles of rays between object points (i), the observations (it) and the projective
center of the camera (t). From Förstner and Wrobel (2016). Used with permission.

are required because at least three images of the same OP are desired. In the latter, a smaller
object might need a closer distance, necessitating a higher number of images. Other situations are SLAM, where a video camera might be used to compute the orientation of the
vehicle or when stitching together images found on the internet.
In all the above cases there are large numbers of observations and unknowns giving rise to
large systems of equations. Because of outliers and the nonlinear nature of the models, it
is not possible to use any direct methods to solve these systems. However, since an OP is
only seen in a few of the images, the systems are generally sparse. For a more complete
description of BA see Förstner and Wrobel (2016) and Remondino (2006).
In a typical set up where BA is used, there are scene features i, images t and the observations
it of the features in the images. The scene as a bipartite graph can be seen in Figure 1. There
can also be control points i0 where the coordinates are known, which can be 3D points from
a map. There can also be information about the position of the camera, t0 , e.g., from a GPS
system.
The theoretical equation to be solved is
l˜it = fit (k̃it , p̃it ),

(it) ∈ ε

(2.13)

where l˜it is the vector of true observations, k̃it is a vector of 3D coordinates, p̃it is a vector
of projections of the images and ε is the set of observations. The function fit transforms k
and p into images coordinates. After adding a term for the error, this transformation leads
to the linear system
l˜it + eit = lit = Ax̂,

(2.14)

where A is the design matrix containing the partial derivatives of the vectors k and p, and
x̂ is the vector of unknown parameters to be estimated. To solve the system that forms is
to minimize the difference between the transformation and the known image coordinates l,
called the re-projection error. Since A contains the first derivatives, it is the jacobian J of
the system. It is sparse and has the structure seen in Figure 2.
The system is solved with the linear least squares method to find the minimum. Since the
model is non-linear, the Hessian in the method must be approximated. This is achieved by
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Figure 2: Structure of the design matrix J. From Förstner and Wrobel (2016). Used with
permission.

Figure 3: Structure of the approximated Hessian, forming the normal matrix N = J T W J.
From Förstner and Wrobel (2016). Used with permission.

combining the design matrix J and a weight matrix W that is the inverse of the variances,
to form J T W J = N. This forms the normal equations for the system and its structure can be
seen in Figure 3. The solution to Equation 2.14 is
x̂ = (J T W J)−1 (J T W l),

(2.15)

where x̂ is the estimated parameters. This approach is similar to how x̂ is estimated in
Equation 2.6, but is the non-linear equivalent with a first order estimation using the Jacobian.
The first order estimate of the covariance matrix, Ĉx̂x̂ can be found by using
Ĉx̂x̂ = (J T W J)−1 .
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(2.16)
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Figure 4: Structure of the normal matrix N from the C AMCAL data set (see Section 4.2).
The structure is similar to Figure 3. The upper left part is sparse and consists of
3-by-3 diagonal blocks that correspond to object points. The lower right part is
also sparse and consist of 6-by-6 diagonal blocks that correspond to the camera
EO parameters. The lower left and upper right parts are dense. The overall
sparsity structure of the matrix has the shape of an arrowhead.
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Figure 5: The Cholesky factor, L, of the normal matrix from Figure 4. The upper and lower
left parts has similar structure to N, except that the 3-by-3 diagonal blocks are
now lower triangular. However, the lower right part is now triangular and dense.

2.3

The Cholesky factor

To create the covariance matrix, C, the normal matrix N (Figure 4) must be inverted. In
the bundle adjustment process, N is large and therefore expensive to invert. A Cholesky
factorization creates a lower triangular matrix L (Figure 5), where N = LLT . The Cholesky
factorization works on all symmetric matrices that are positive definite (SPD). It also guarantees that a matrix is SPD if the Cholesky form can be found. For more details, and how
to compute the Cholesky factor, see (Watkins, 2004).
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In general, a symmetric system Ax = b can be solved with L and its transpose in two steps.
First an intermediate vector y is produced by solving Ly = b. This is used in the next step
to solve Lx = y, forming the result x. Since L is lower triangular, the first step is solved by
forward substitution, and the second step by back substitution.
A general sparse matrix has a dense inverse. However, if the matrix can be permuted into
an arrowhead before the Cholesky factorization, some of the sparsity can be preserved in
L. For these matrices the time for computing the Cholesky factor is reduced from O(n3 ) to
instead depend on its sparsity.
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3 Algorithms
The algorithms in this chapter are divided into three main groups. The first group consists
of the four proposed algorithms and the second group is the existing Matlab implementation SparseInv. All these algorithms create a covariance submatrix. The last group is
Block Solve, an algorithm that inverts the Cholesky factor by utilizing its sparsity structure
(Figure 6b).

3.1

Introduction

The four proposed algorithms uses the Cholesky factor, L, by first inverting it using the
Matlab backslash operator. From the inverted L, an extraction matrix E takes out only the
part corresponding to the OP, producing the matrix U = E T L−1 E (Figure 6a). A covariance
matrix containing only the OP, Ckk , can then be computed with just the transpose of U,
Ckk = U T U.
All four proposed algorithms create Ckk , but in different ways. Algorithm 1 first creates a
complete inverse and then extracts the OP. Algorithm 2 directly creates a block diagonal
matrix by iteration. Algorithms 3 and 4 both uses columns of U and then element wise
multiplication to create the diagonals and off-diagonals of Ckk . There are also two types of
0
structure of Ckk produced by the algorithms. A block diagonal version with notation Ckk and
00
a strictly diagonal version with notation Ckk .
In difference to the other algorithms described in this chapter, Block Solve doesn’t produce
a covariance matrix. Instead it is another way of computing U. As seen in Figure 6b, L is
divided into four parts, where one is sparse and two are dense. This allows Matlab to chose
the most ideal solver for the different areas of the matrix. Block Solve can if needed be used
in the other proposed algorithms to compute U, instead of using the backslash operator.

3.2
3.2.1

Algorithms
Submatrix inversion

Algorithm 1 computes the 3 × 3 diagonal blocks corresponding to the OP by first computing
Ckk = U T U. Before creating Ckk , N is Cholesky factored into N = LLT and permuted into
the form seen in Figure 4. The matrix U is then created as described in Section 3.1. The
submatrix Ckk can now be created in two more steps involving only U and its transpose. The
0
result Ckk is created by taking out the block diagonal entries.
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Algorithm 1 Submatrix inversion
0

function Ckk = SUBINV(N)
Np ← perm(N)
L ← chol(Np )
!
Im×m
E←
0

. Permute N
. Lower Cholesky factor of Np
. n × m identity matrix to extract submatrix

(n−m)×m

U ← Solve LU = E
Ckk ← U T U
0
Ckk ← blockdiag(Ckk , 3)
end function

3.2.2

. Submatrix U is n × m

Submatrix block inversion

Algorithm 2, submatrix block inversion, is an iterative version of Algorithm 1. In each
iteration, an n × 3 extraction matrix Ei is multiplied by the inverse of L and LT in two steps
to form the 3 × 3 block Zi . The process blockbuild adds all these blocks on the diagonal
0
to form the final block diagonal submatrix inverse Ckk .
Algorithm 2 Submatrix blockinversion
0

function Ckk = SUBINVBLOCK(N)
Np ← perm(N)
L ← chol(Np )


0
3(i−1)×3



Ei ← 
 I3 
0

. Permute N

3(n−i×3)×3

. m is the size of the submatrix

for i=1,...,m/3 do
Ui ← Solve LUi = Ei
Zi ← UiT Ui
end for
0
Ckk ← blockbuild(Z1 , ..., Zn )
end function

3.2.3

0

. Build Ckk from its diagonal blocks Zi

Vectorized diagonal submatrix inversion

Algorithm 3, the vectorized diagonal algorithm, computes only the diagonal entries of Ckk .
These entries correspond to the posterior variances of the OP. First, the entrywise product
is used on the columns of U to square all entries. The columns are then summed, giving the
variances as a 1 × m row vector. Lastly, this vector is made into the strictly diagonal matrix
00
Ckk .
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Algorithm 3 Vectorized diagonal submatrix inversion
00

function Ckk = VECDIAGSUBINV(N)
Np ← perm(N)
L ← chol(Np )

. Permute N
. Lower Cholesky factor of Np

E ← In×m

. E is the identity matrix with size n × m

U ← Solve LU = E

. Submatrix U is n × m

H ← U ◦U
ck ← colsum(H)
00
Ckk ← spdiags(ck )
end function

3.2.4

. Use the Hadamard product on U
. Sum all columns into row vector
. Create diagonal matrix from vector

Vectorized diagonal submatrix blockinversion

Algorithm 4 is a block diagonal version of Algorithm 3. It multiplies different columns of
U to create the off-diagonal entries of the block. This gives 5 vectors of size m, where 4 are
off-diagonal entries and the 5th is the diagonal. The 5 vectors are then made into the m × m
0
block diagonal submatrix Ckk
Algorithm 4 Vectorized diagonal submatrix blockinversion
0

function Ckk = VECDIAGSUBINVBLOCK(N)
Np ← perm(N)
. Permute N
L ← chol(Np )
. Lower Cholesky factor of Np
E ← In×m
. E is the identity matrix with size n × m
U ← Solve LU = E
. Submatrix U is n × m
uk = Uk
. k is columns of U
u11 ← colsum(U ◦ U)
. The Hadamard product gives the diagonal entries of C
u12 ← colsum(u1 ◦ u2 )
. ui j gives entry ij in C
u13 ← colsum(u1 ◦ u3 )
u23 ← colsum(u2 ◦ u3 )
0
Ckk ← spdiags(u11 , u12 , u13 , u23 ) . Create a block diagonal matrix the diagonals ui j
end function

3.2.5

Sparse inverse

The sparse inverse algorithm of Takahashi et al. (1973) computes a subset of entries from the
inverse Z of a real sparse matrix Y . Algorithm 5 describes the algorithm which is composed
of three major steps. The matrix Y is first permuted into Yp using a suboptimal ordering
algorithm to reduce fill ins. Next, the permuted matrix Yp is LDLT factored. Finally, a
subset of entries, Zi j , is recursively computed from the inverse of Yp . A variation of this
algorithm is used in Vanhatalo and Vehtari (2008) and the SuiteSparse toolbox in Matlab
contains an implementation called SparseInv.

11

Algorithm 5 Takahashi sparse inverse for symmetric matrices
0

function Ckk = SPARSEINVERSE(Y)
Y ← suboptimal(Y )
. Suboptimal ordering to reduce fill in
L, D ← Cholesky factor of Y
. LDLT factorization
−1
−1
W ←D L
. Lower triangular with diagonal 1/dii
T ← I − LT
. Strictly upper triangular matrix
for p = n down to 1 do
. Rows p
for q = n down to p + 1 do
. Columns q
if p == q then
Z pp ← W (p, p) + ∑k T (p, k)Z(p, k)
. Diagonal entries of Z
k>p

else
Z pq ← ∑k T (p, k)Z(k, q)

. Off diagonal entries of Z

k>p

end if
end for
end for
0
Ckk ← Z
end function
3.2.6

Block solve of LU = E

It is possible to use the fact that the lower Cholesky factor, L, of N is in part sparse and in
part dense. The largest part is the sparse tri diagonal upper left part of L (Figure 6b). The
bottom part is dense, but is much smaller. Algorithm 6 computes U by block wise forward
substitution. Matlab will choose a sparse and a dense solver for the sparse and dense blocks,
respectively.
Algorithm 6 Block solve of LU = E
functionU = BLOCKSOLVE
 (L, E)
A3n×3n 0
L←
. Decompose L into 4 parts. A is sparse, B and C are dense
Bk×3n Ckk
 
UA
U←
. Decompose unknown vector U into 2 parts
U0
 
EA
E←
. Decompose E into 2 parts
E0
AUA ← EA
. UA is solved by a sparse solver
CU0 ← E0 − BUA
 
UA
U←
U0
end function

. U0 is solved by a dense solver
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(a) U matrix

(b) Division of the Cholesky factor into 4 regions,
where A is sparse and B and C are dense

Figure 6: (a) The inverted Cholesky factor with number of columns corresponding to OP
(U). (b) Division of the Cholesky factor, L, for the Block Solve algorithm.
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4 Experiments & Results
In this section the different algorithms are compared in two separate experiments. The
primary outcome is the performance of each.

4.1

Experimental setup

The implementations of the algorithms were made in Matlab. All tests were conducted on
a Laptop with an Intel Core i5-8350U processor (1.7 GHz, 4 cores) and 16 GB memory,
using Matlab 2019a.
The tested algorithms are listed below and are described in Section 3.
invN - Matlab inversion using the backslash operator to form the submatrix E T N −1 E - The
baseline.
SMI Submatrix inversion - Full covariance submatrix (Algorithm 1).
SMIblock Submatrix block inversion - Iterative block covariance submatrix (Algorithm 2).
VDSIDiag Vectorized diagonal submatrix inversion - Diagonal (Algorithm 3).
VDSIBlock Vectorized diagonal submatrix block inversion - Block diagonal (Algorithm 4).
SI Sparse inverse - Matlab implementation of Takahashi et al. (1973) (Algorithm 5).

4.2

Datasets

There are six datasets in Table 1 from four different sources (Figure 7).
• C AMCAL (Börlin and Grussenmeyer, 2014, 2016), 21-image camera calibration project
(Figure 7a).
• ROMA (Börlin and Grussenmeyer, 2013; Börlin et al., 2018), 60 close range images
of the Arco di Constantino monument in Rome, Italy (Figure 7b).
• ROMASELF (Börlin and Grussenmeyer, 2013), a version of ROMA with self-calibration
adjustment.
• ROMAVARIANT (Börlin et al., 2018), image-variant version of ROMASELF .
• S T P IERRE (Murtiyoso et al., 2017), UAV data set of 239 images of the St-Pierre-leJeune church, in Strasbourg, France (Figure 7c).
• SXB (Börlin and Grussenmeyer, 2016), 5-image aerial project of the city of Strasbourg (Figure 7d).
14

Table 1 Datasets used in the experiment. Images, OP, CP and IP are the number of images
in the set, number of object points, control points and image points (observations), respectively. Rays is the average number of IP/OP. Size is the number of rows by columns. The
sparsity of N is the fraction of nonzero entries in the normal matrix.
Dataset

Images

OP

CP

IP

Rays

Size of N

Sparsity of N

C AMCAL
ROMA
ROMASELF

21
60
60
60
239
5

96
26321
26321
26321
17984
1166

4
0
0
0
6
16

2074
90561
90561
90561
196715
4066

20.7
3.4
3.4
3.4
11.0
3.5

423 × 423
79316 × 79316
79325 × 79325
79443 × 79443
55421 × 55421
3576 × 3576

4.5 · 10−1
5.4 · 10−4
7.7 · 10−4
8.9 · 10−4
2.6 · 10−3
1.2 · 10−2

ROMAVARIANT
S T P IERRE
SXB

4.3

Experiment 1: Performance comparison of matrix inversion algorithms

This experiment compares the five algorithms, SMI, SMIblock, VDSIDiag, VDSIBlock
and SI, that inverts the normal matrix N and extracts the OP to create the covariance submatrix Ckk . The baseline backslash operator of N, invN, is used as a comparison. All tests
were repeated 5 times and the average times are presented.
4.3.1

Results

Results of experiment 1 are shown in Table 2. The vectorized algorithm, VDSIDiag was
fastest on the smallest sets, whereas SI was slowest. For larger and more realistic sets, SI is
the fastest algorithm.
The main time of the algorithms is in the computation of U. For the two VDSI algorithms
U stands for between 42-90% of the total time, where S T P IERRE has the largest time.
The time for invN to compute S T P IERRE is not directly available because of the memory
demand for the full inverse. It is however possible to get an idea of the time frame by
calculating a theoretical value. Since the computation of the inverse has O(n3 ) complexity,
the computation time for invN can be calculated from the smaller sets. Using SXB as
a starting point, it has a size of 3576 × 3576 and was computed in 0.64 seconds. The
difference in size between S T P IERRE and SXB is 55421/3576 making the former about
15.5 times larger. Disregarding the sparsity of the matrices, this would give S T P IERRE a
computation time of about 15.53 · 0.64 = 2383 seconds. This value is inserted into Table 2
for a later comparison.

4.4

Experiment 2: Performance comparison with Block Solve

The slowest part of the algorithm from Experiment 1 is the computation of U. Experiment
2 repeats the previous tests, but uses the Block Solve algorithm (Algorithm 6) to compute
U.
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(a) C AMCAL

(b) ROMA

(c) S T P IERRE

(d) SXB

Figure 7: Visualization of the datasets used in the experiments. Blue dots are object points,
cameras or crosses correspond to images and red triangles are control points.

16

Table 2 Results of Experiment 1. Times are averages over five runs and in seconds for each
data set and algorithm. Entries with an * means that the algorithm took too long, or went
out of memory for the respective data set. The time to compute U, used by SMI and the
VDSI algorithms, is also presented. 1 Theoretical value. See section 4.3.1
Algorithm
invN
SMI
SMIblock
VDSIDiag
VDSIBlock
SI
U: L\E

C AMCAL

ROMA

ROMASELF

ROMAVARIANT

S T P IERRE

SXB

0.034
0.021
0.012
0.010
0.012
0.031
0.007

*
*
47.2
5.3
5.6
1.6
4.8

*
*
53.9
5.7
6.2
2.5
5.1

*
*
60.0
9.0
9.7
3.1
8.4

23831
*
96.6
74.5
77.1
8.8
69.3

0.64
0.57
0.054
0.013
0.016
0.055
0.007

Table 3 Results of Experiment 2, using Block Solve to compute U. Only the algorithms
influenced by Block Solve are presented. Times are averages over five runs and in seconds
for each data set and algorithm. Entries with an * means that the algorithm took too long,
or went out of memory for the respective data set.
Algorithm
SMI
VDSIDiag
VDSIBlock
U: Block Solve

4.4.1

C AMCAL

ROMA

ROMASELF

ROMAVARIANT

S T P IERRE

SXB

0.016
0.006
0.007
0.003

*
1.1
1.5
0.7

*
1.2
1.5
0.7

*
1.5
2.0
1.0

*
4.0
5.0
2.7

0.573
0.011
0.015
0.005

Results

The results can be seen in Table 3. The times for the two algorithms that uses U directly,
VDSIDiag and VDSIBlock, are now faster on S T P IERRE than in experiment 1 by about
18.2 and 15.4 times, respectively. VDSIBlock is now faster than SI, making it the fastest
block diagonal algorithm. If only variances are required, VDSIDiag is faster still.
The time for computing U with Block Solve is now about 25.7 times faster than in experiment 1 and explains the VDSI algorithms performance increase. The time for the computation of U for all the datasets is now down to between 33–60% of the total time.
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5 Discussion and conclusion
5.1

Discussion

In the bundle adjustment process, the posterior covariance matrix is of great importance as
a quality indicator. By looking for the variances with the highest value, the parameter that
is most problematic can be removed. After this, the bundle adjustment can start over. Since
the number of parameters to be estimated can be huge and the covariance matrix has the size
of the number of parameters, it could also be huge. If the full covariance was needed in each
bundle adjustment iteration, the process would be unfeasible. Since only the 3 × 3 diagonal
blocks corresponding to the OP are needed from the covariance matrix, any method only
computing these are interesting to evaluate.
The algorithm invN that gives a full covariance matrix is only evaluated as a reference, and
as described above, is far too slow and memory demanding to be of use. Similarly, the SMI
algorithm computes U T U, also giving rise to a full covariance matrix. The actual times for
these two algorithms are therefore not available for the larger sets. A theoretical value was
calculated in Section 4.3.1 for S T P IERRE giving invN a computation time of 2383 seconds.
Clearly too long to be of use.
If the intermediate matrix U is computed using a sparse solver on the whole Cholesky
factor, SI is the fastest algorithm. However, if the density structure of the Cholesky factor
is exploited, VDSIBlock outperforms SI by 8–78%. Furthermore, if only the diagonal
elements are of interest, the VDSIDiag algorithm can reduce the time 14–27% further.
In summary, the computation time for S T P IERRE would take about 2383 seconds for the
baseline invN, 8.8 seconds for SI and 5 seconds for the VDSIBlock algorithm.
These results are similar to Polic et al. (2018), except that they were interested in the external
orientations (EO) instead of the OP.
Ila et al. (2017) were interested in the OP and used the Schur complement to compute them.
However, a direct comparison of the results is non-trivial. Furthermore, their exploitation
of sparsity structure of the Cholesky factor is unclear.

5.2

Conclusion

If the normal matrix N is permuted to be an arrowhead matrix and the sparsity structure
of the Cholesky factor N = LLT is properly exploited, it is possible to compute the 3-by3 diagonal blocks of the posterior covariance matrix efficiently. Furthermore, if only the
diagonal variances are of interest, then some computation may be skipped, further reducing
the computation time.
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6 Future Work
Ila et al. (2017) used the Schur complement to compute the posterior covariances for the
OP. Unfortunately, the performance of their algorithm for covariance recovery is not described. However, it is possible to implement their algorithm in Matlab and then compare
the performance of their solution with this.
The number of parameters in bundle adjustment can be very high. In most realistic situations, it is considerably higher than in the sets used here. It would be interesting to use very
large sets and see how the best algorithms in this thesis scale.
SI implements the algorithm of Takahashi et al. (1973) in C as a MEX file. The VDSI algorithms are implemented completely in Matlab. In would be interesting to create a Matlab
version of SI using the adapted algorithm of Vanhatalo and Vehtari (2008). VDSI and Takahashi et al. (1973) could then be compared side by side for performance. Another approach
would be to transform the VDSI algorithms into MEX files and then compare performance
directly to SI.
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