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Abstract
This report set out to evaluate control parameters used in a genetic algorithm
in the use-case of providing an area with semi-realistic mobile coverage. The
parameters evaluated consisted of the selection method, mutation probability,
crossover probability and initial population size. The parameters were evaluated
in terms of mean time to achieve a pre-set coverage threshold.
The genetic algorithm will be used to generate a model of telecom infrastructure
that can be used in simulation purposes, where the usage of the real-world
infrastructure is considered illegal.
The study found a set of control parameters that completed the given task many
times faster than the initial parameters. The final set of parameters consisted of
Binary Tournament selection method, 30% mutation probability, 90% crossover
probability, and a population size equal to the problem dimension. In conclusion,
the study propose additional work to be done to possibly find even more efficient
set of parameters, as the scope of this study virtually eliminates the chance of
finding a global maximum.
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1 Introduction
“… I have called this principle, by which each slight variation, if useful, is preserved, by the term
of Natural Selection.”- Charles Darwin

1.1

Background

Genetic algorithms first emerged in 1960, introduced by scientist/psychologist John Henry
Holland as an alternative to traditional deterministic algorithms which rarely perform well
on high-complexity problems like The Traveling Salesman and Knapsack. Rather than linearly
searching for a single correct answer, genetic algorithms utilize search-based optimization to
locate an optimal or near-optimal solution [8].
Genetic algorithms (henceforth referred to as GA) are a class of probabilistic optimization
functions that are inspired by the natural selection of nature, or survival of the fittest. A
GA iterates sets of candidate solutions with likely improvements across the board between
generations as a result of the implemented mating and mutation features that the GA utilize.
Depending on how the algorithm is implemented, each stage in the life-cycle of a GA might
look radically different and cater to different classes of problems. It is, therefore, necessary to
make educated choices on its components when designing a GA for a specific type of problem.
This paper attempts to examine and compare various settings that can be tuned in a GA. The
settings will be evaluated for the use case of providing a geographic area with a satisfying and
semi-realistic amount of mobile network coverage. This will be achieved by measuring the
performance of the different settings in terms of, among other attributes, generated coverage,
and elapsed time to reach termination. There are several variables in a GA that can alter the
final outcome, for example, the percentages of crossover and mutation probability, and the
size of the initial population.
The inspiration for this thesis was supplied to us by Tieto, a multi-national consultant company,
which in Umeå specializes in telecommunication.

1.2

Purpose and Research Questions

To simulate a real-life event, such as a terrorist attack or a natural disaster, and evaluate the
effects of extraordinary load on a network in the test-environment available at Tieto, a mobile
network model is required. The model should properly portray the characteristics and general
layout of a real network without imitating it entirely. This look-alike model is needed because
it is not legal to simulate event on the real network, jeopardizing the exposure of critical
infrastructure position and capacity.
Currently, Tieto uses a simple model for its radio base-station (henceforth referred to as RBS)
and cell placement in its simulations. The present solution randomly situates a single RBS in
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each meta-area present in the simulation. Naturally, this is not very faithful to the real world,
where numerous towers construct a joint coverage bed across multiple layers of cells. A more
realistic model is requested to generate simulation results more consistent with reality.
This thesis will attempt to design a GA that can calculate a semi-realistic and satisfying
solution to the RBS-problem. The RBS-problem is defined as providing a topological area with
mobile coverage, minimizing expenses while satisfying the traffic needs. In this study, the
RBS-problem is simplified to the problem of covering any given topological area in mobile
coverage cells, represented as circles (not accounting for expenses, technical aspects etc. see
section 6.1). During the process, we will experiment, evaluate, and document the performance
of different settings of the GA in order to find the components that produce the best result in
terms of time consumption.
1.2.1

Research question

- How do different settings of a genetic algorithm compare in terms of time consumption when
optimizing the RBS-placement problem?
1.2.2

Hypothesis

According to Zhong et al. [16], the best performing selection method across most cases is
tournament selection. We believe that this will be the case in this project as well. The population
size is a bit trickier to find a good estimate. One could argue that a small population would be
optimal due to fewer calculations, but at the same time, the diversity could be jeopardized if
the population is too thin. We speculate that a population of around ten times the problem
dimension will be optimal. Concerning mutation and crossover rate, Grefenstette [5] concludes
that at least one of these variables must be high if the population size and/or problem dimension
is low. Since this is most certainly the case in this project (an area is averaging at around ten
towers), our hypothesis is that the mutation rate and crossover will both have to be relatively
high to achieve satisfying results.

1.3

Delimitations

The process of placing RBSs and cells in a real-life environment while having to consider all
the obstacles and technical problems that comes with real-life implementation is a daunting
task. A GA handling all these variables and constants would not be feasible to evaluate in
the time frame of this project. The problem will, therefore, be reduced to a more abstract
form of RBS-positioning, where certain aspects are sifted out of the evaluation process. These
delimitations are described below.
1.3.1

Micro level positioning

When positioning RBSs in the real world, there are multiple aspects to take into consideration.
Parameters such as vertical elevation, major highways, and radio shadow should all be accounted for when deciding on a fitting location for a RBS. This is, however, a major investment,
both in computational power as well as development time. It is also a far more daunting task
to develop a GA for this problem, should these aspects be accounted for. To combat these
issues, the problem at hand will have to be stripped down. The scope of parameters in this
thesis will therefore only include area and population network coverage, without any care of
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where (as in top of a hill, ground level or even in the water) the RBS would be placed in an
actual scenario of implementation.
1.3.2

Technical aspects

Following the downsizing of the positioning problem, the tower and cell infrastructure is also
somewhat simplified to fit in the scope of this project. To generate a fully realistic model,
different technical choices would have to be made for each candidate RBS, such as transmissionbandwidth, type of RBS (e.g., LTE/4G, UTS/3G) and service capacity. These attributes will
all be generalized into a single type of tower, to drastically reduce the number of possible
solutions. There will only be a single tower type T with a greater variance in range than usual
to compensate the lack of multiple tower types. In addition, all towers will hold exactly three
cells each. A cell is a confined area into which a tower channels its mobile coverage.
1.3.3

Cell radius

In order to not generate an too over-simplified and unrealistic solution, the cells surrounding
a tower can be altered independently in terms of radius. The location of the cells belonging to
a single tower will however be moved in unison, taking one of four possible constellations, as
can be seen below in figure 1.

Figure 1: The four possible constellations of the cells surrounding a RBS.

The angular distance between cells will be
static at approximately 120 degrees (see figure 2). The radius of the cells will, as previously mentioned, be dynamic. An active
GA will have the ability to change cell radii
and positioning during its execution, possibly producing a cell arrangement more suited
to the current topological prerequisites.
1.3.4

Size of processed areas

Running calculations on enormous areas,
such as the entirety of Umeå Municipality,
is predicted to be far too memory and time
consuming to be feasible. Generating a single
Figure 2: Each cell of a single tower has a separate
result, never mind the number of iterations
adjustable radius (R1-R3). The angles berequired to generate statistically significant
tween them (A1-A3) are static.
data, would simply not be possible to achieve
on areas larger than a certain threshold. To
counteract this, calculations will be done on
meta-areas of manageable sizes. This is spec-
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ulated to be a far more robust and useful approach. The downside is that, while the areas are
processed at a higher rate, the ”leaking” coverage from neighboring areas will not be accounted
for when planning the layout for any given area.
1.3.5

Chromosome representation

In a GA, it is common to represent the solutions as some sort of numerical entity. Bit strings are
the most common way used by researchers because of its simplicity, traceability, and memory
efficiency [7]. In cases where it is impractical to convert a solution to a bit string, it is possible
to directly manipulate a real value in the GA. This method was introduced directly to deal
with order-based, real parameter solutions (such as graph coloring and bin-patching). Some
opinions, such as that of the paper originating from Univ. Illinois [1], say that a real-coded
solution does not yield as good result as the binary implementation, despite many real-world
problems have been solved by it. There does not seem to be a clear consensus in this matter
[11], so in the case of this thesis where it is practically not feasible to convert a solution into a
binary string, the solutions will be manipulated as is.
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2 Related work
Most of the work done in the GA field of study addresses very specific purposes for the GA
usage, similarly to this thesis. For example, Miller [12] describes the process of combining
neural networks with GAs, and Nagrenda et al. [13] explore an improved GA for the specific
purpose of designing composite panels, neither of which can be confidently applied to RBSpositioning. It is therefore rarely a possibility to draw conclusions concerning specifics from
related projects. What another study found to be the best design for their GA might not be
true in this case, since the design of a GA is heavily dependant on the problem it aims to solve.
Man et al. [11] describes GA as a complete entity, and such, their work is a primary source
to this thesis since it touches the concept of GAs in a more general sense (e.g., limitations,
challenges, capabilities).
Most sources that touch on both GAs and positioning of RBSs can be found on the more
advanced side of the spectrum, where parameters such as transmission frequency and different
types of equipment are accounted for. Han. et al. [6] explores the area of utilizing RBSs
with a genetic approach. They take a more realistic approach than this thesis, including the
aforementioned parameters among others.
There are papers that introduce well-developed methods to evaluate GAs in a standard manner.
These can be used as guidance to this thesis. For example, a paper published by Grefenstette et
al. [5] which evaluate numerous permutations of GA control parameters when optimizing
different classes of problems. Other articles, such as the one published by Jabari et al. [9]
in 2013, speculates in the strengths and weaknesses of the different selection methods of a
GA. This offers a good opportunity to make educated predictions on what methods will be
well-performing in our study.
To summarize, there exist much related work in the general area of GAs and their evaluations,
but not that much related work in the specific area of this study. Most of, if not all, the work
that concerns GAs and radio base positioning is far to advanced for what this study attempts
to decide. As such, it is only possible to draw inspiration from the sources we have found,
and not directly imitate methods. The conclusions of the related work we found is not very
relevant either, since the prerequisites of the experiments vary wildly from what this project
is focusing on. The sources that touch on GAs in general, however, can be utilized to form a
well-informed hypothesis on what parameters will be the best performing.
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3 Theoretical Background
GAs is a broad concept, and the implementations can be designed in countless different ways.
In this chapter, GAs in general, as well as the specific components of a GA, will be explained.
The first half of the chapter will go over GAs in general and the different stages of a GA
iteration, while the second half will explain the evaluated selection methods in greater detail.

3.1

Genetic Algorithms

“Genetic algorithms” is an umbrella term depicting algorithms that evolve a set of solutions
into more fit individuals as generations pass, not unlike Charles Darwin’s theory of natural
evolution. GAs can look radically different depending on their implementation. However, all
GAs must implement the following stages in one way or another [15]:
• Generate an initial population of candidate solutions
• Selection of individuals for reproducing
• Crossover techniques for constructing offspring
Some kind of gene mutation could also be beneficial to incorporate during the creation of
new individuals to promote diversity in the population and reduce the chance of premature
convergence of the GA. The pseudo code of the generic GA can be seen in the procedure below.
START
Randomize s e t o f s o l u t i o n s
Evaluate f i t n e s s of population
DO
Select solutions for crossover
Perform c r o s s o v e r with p r o b a b i l i t y X
Perform mutation with p r o b a b i l i t y Y
Evaluate f i t n e s s of population
WHILE t e r m i n a t i o n c o n d i t i o n n o t a c h i e v e d
END
The main idea behind GAs is to use a mixture of randomization and evolution to search a
wide scope of possible solutions while encouraging the fittest (closest to a good solution)
individuals to reproduce and spread their characteristics and at the same time eliminating the
poor individuals. This will result in a procedure that is searching in the general direction of the
current best solution, while also branching out in other random directions due to mutation. The
fitness of the population as a whole will hopefully increase over time until a single individual
is deemed good enough to be presented as a final solution [15].
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3.2

Processes of a GA

As mentioned in Section 3.1, a GA is built upon several different stages that iterate until a
threshold of some kind has been reached. These components of a GA will be described below,
including the purpose and variations available internally.
3.2.1

Population management

Management of the population is the cornerstone upon which a GA rests. A functional GA
must find a way to guide its population towards a better future while avoiding an elitism
takeover, which could lead to an early stagnation. The main aspect to consider is the population
size. A big population promotes diversity and offers a healthy choice of parents when selecting
individuals for mating. The downside is a large amount of information to store as well as
running the risk of too weak improvements across generations (as the selection procedure has
a greater chance of selecting weaker individuals).
Different problems could prefer different population sizes, and such there is no given answer
when deciding on population size. However, some general guidelines can be found in a paper
published by Makyong et al. [10].
3.2.2

Selection of parents

The general idea of the selection phase is to select a number of individuals and let them create
new candidate solutions based on their characteristics. There are many possible ways to alter
this procedure. Both the number of individuals selected, how they are selected and what to do
with the offspring can be adjusted with the intention of finding a better performing selection
phase for a specific GA. Generally, individuals with higher fitness should have a greater chance
of being selected for reproduction.
The selection methods that will be evaluated in this study are described in section 3.3.
3.2.3

Crossover mechanism

The crossover phase is an important part of the GA. This is where new solutions for the
population are created. A poorly implemented crossover could severely disrupt the progress
of a GA. Conversely, a good implementation could skyrocket a GA to its full potential. An
example of how a crossover algorithm could work can be seen in figures 3 and 4 below.

Figure 3: A random crossover point is generated to decide where the parent solutions should
be divided

A randomized crossover point decides where to split the chromosome representations of the
two parent solutions. Given all the permutations of the resulting divided parts of the parents,
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a subset if chosen to construct a number of new solutions, which would be considered the
offspring of the two parent solutions (see figure 4).

Figure 4: Sub-solutions from the crossover divide is constructed into new solutions

3.2.4

Mutation factor

The final stage of a GA iteration is a mutation. This process is randomly performed on some
new offspring to introduce diversity into the population. A mutation can be designed in an
infinite amount of ways, where the only required component of a mutation is that something
in the solution should be randomly moved or changed. Generally, a mutation should be small.
Figure 5 illustrates a mutation, where a single bit of an offspring is flipped.

Figure 5: A single bit is flipped in the mutation phase

A small mutation contributes to the new solution bringing a new perspective to the population,
while still being designed after its parent solutions.
3.2.5

Fitness function

The fitness function in a GA acts as the evaluating stage and deems how fit (well suited to be
presented as a final solution) an individual is. The fitness function is a crucial step of a GA as it
is the sole decider of which individuals are good, and which are not. Altering how the fitness
function evaluates is, therefore, a major variable in how well a GA performs (albeit not one that
will be evaluated in this project). The reason for why the fitness function is not considered in
this study is because a fitness function simply decides if a solution is fit or not, and would not
impact the other parameters whatsoever. The fitness function is completely independent from
the other parameters, and adjusting the fitness function would simply increase or decrease the
run time for all parameter sets by the same amount.

3.3

Selection methods

The six selection methods that are evaluated in this study is described below.
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3.3.1

Tournament selection/Binary tournament selection

Tournament selection is based on picking N random solutions from population P, evaluating
them, and selecting the fittest individual to participate in the upcoming population P + 1. This
process is repeated with the winning solution being put back in P, so that an unique solution
can be selected multiple times. The implementation of tournament selection in this study use
N = 5, resulting in relatively few unfit solutions making it into the upcoming generation (high
selection pressure).
Binary tournament selection is identical to the tournament selection described above with the
exception of fewer candidate solutions participating in the tournament. N = 2 is used, thus
applying a lower selection pressure.
3.3.2

Rank selection

The rank selection method evaluates the fitness score of N candidates solutions and then ranks
them from 1 to N depending on their score. The solution with the lowest fitness score gets
rank 1 and the solution with the highest fitness score gets rank N .

(a) Before ranking (probabilities decided on fitness) (b) After ranking (probabilities decided on rank)
Figure 6: Pie charts depicting the chance of the solutions being selected before (a) and after
(b) the ranking procedure

The ranks of the solutions are then applied as weights in the selection process. As can be
seen in figure 6, only the relative difference in fitness score to other solutions is taken in
consideration, not how big the difference is.
3.3.3

Tournament/Rank selection

This selection method combines the two previously described selection methods. It utilizes
tournament selection up until the most fit solution in the population has reached a pre-set
threshold, and then switches to rank selection.
3.3.4

Roulette wheel selection

The roulette wheel selection method functions like the rank selection method without the
ranking procedure being performed. The fitness of each solution is calculated. Every solution
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will get a probability according to its fitness score when ”spinning the roulette wheel” (picking
a solution for the next generation).

Figure 7: Pie chart showing the probability for each solution to be selected

As illustrated in figure 7 each candidate solution gets a probability determined by its fitness.
The difference between roulette selection and rank selection is that a much fitter solution will
get a much higher chance at being picked in roulette selection, while it would only get one
extra chance at being picked in rank selection.
3.3.5

Better half selection

This selection method evaluates all N candidate solutions and picks the N /2 candidates with
the highest fitness score to be part of the next population.
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4 Method
In this section, the methodology utilized to answer the research question of this thesis will be
covered. The first subsection will describe the hardware that the testing is being performed on,
as well as the program that has been implemented for RBS-positioning. The second subsection
will explain how the tests are designed and why they are designed that way. The third and
fourth subsection will cover the quantity of data needed and how the data will be analyzed,
respectively.

4.1

Test environment

All tests will be run on identical hardware described in table 1.
Table 1 Test environment specifications
CPU
12 x 4.3 GHz Intel Core i7-8700 3.2 GHz

RAM
31.8 GB

OS
Debian 9 x64

The software that contains the GA to position RBSs has been developed in Java 10. The
program contains a few algorithms that, due to the attributes of the problem evaluated,
decrease the speed of execution. Most notable is the implementation of the flood fill-algorithm
(see procedure below). Its purpose is to calculate the inner area of an enclosed area and it is
needed to determine what area a cell covers. Algorithms such as these will surely reduce the
performance of the software, as the generations will pass at a slower pace. However, since the
execution time of all evaluations is reduced by the same amount, the end result should still be
the same as if the evaluation was done on more manageable chromosomes (e.g., bit-strings).
START
I F c u r r e n t p o s i t i o n i s b o r d e r , RETURN
ELSE add c u r r e n t p o s i t i o n t o i n n e r A r e a s e t
PERFORM
PERFORM
PERFORM
PERFORM

FLOOD−F I L L
FLOOD−F I L L
FLOOD−F I L L
FLOOD−F I L L

on
on
on
on

position
position
position
position

RETURN
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one
one
one
one

step
step
step
step

north
south
west
east

4.2

Choice of method

In order to generate fair results with minimal impact from surrounding variables, all tests will
evaluate the GA performance on the same geographical area. Due to it being impossible to test
the GA in all possible scenarios, a “mean-area” have been selected that are in the middle of the
pack both in terms of area and number of towers (problem dimension). The initial radii of the
cells have been scaled down to ensure that a GA cannot be lucky and randomly generate a
satisfying solution instantaneously.
Like Grefensette concludes, the space of a GA is infinite [5]. The possible permutations of
mutation probability, crossover probability, initial population size, etc. simply has no bound.
To counteract this, and design a study that will fit
in the time frame of this project, only a subset of
possible variations of control parameters will be
evaluated. An iterative directional search of the
parameters will be performed, where the parameters are evaluated one at a time and the maximum
performing parameter P(n) will be utilized in the
evaluation of parameter P(n + 1) [4]. This will be
the equivalent of an iterating greedy-search being
performed on the set of control parameters as the
best choice, given the current circumstances, will
always be selected. The parameters that will be
evaluated are:
• Selection method
• Population size

Figure 8: Any cell area that is located outside
of the current target area (here denoted with red stripes) will be subtracted from the coverage evaluation score to discourage gargantuan
cells.

• Mutation probability
• Crossover probability

As can be deduced from figure 9, the traversal
through the search space will likely only explore
a small part of possible sets of control parameters
before convergence. It is therefore likely that it
will miss out on the global maximum solution.
Given the time constraints on this project (as well
as the infinite set of parameter permutations factor), even a local maximum might be too much
to hope for. However, we can surely hope to generate data exhaustive enough to identify the
best performing permutation of control parameters, in terms of mean time to completion,
out of all the permutations tested. The iterations through the search space will continue
until convergence has been reached (no changes on parameters chosen in two consecutive
iterations).

The evaluation of the control parameters will consist of a simple measurement of how quickly
the updated GA can reach a certain coverage percentage. The coverage percentage is calculated such that the ”overflowing” coverage of an area is subtracted from the inner covered
area (to discourage the algorithm from oversizing a single cell to achieve 100% coverage
instantaneously) as can be seen in figure 8.
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Figure 9: Tree structure conveying an example of how the search space will be explored.
Only the best candidate of each parameter will be further evaluated, dismissing
the non-optimal paths of each branch. If the parameters chosen are identical two
consecutive iterations, the evaluation is terminated.

After finalizing the evaluation and selection of control parameters, the final set of parameters
will be evaluated more extensively on a broader set of areas to ensure its scalability and
performance across different scenarios.

4.3

Data collection

Carling and Meng [3] concludes in their article from 2015 that even one hundred test runs
could be seen as an overly pessimistic amount of test runs to achieve acceptable statistical
precision when gathering algorithmic performance data. They argue that an amount as low
as ten test runs would be acceptable. The outcome of the test runs of this project, however,
is largely based on probabilities and chance, due to the non-determinism of a GA. Hence, a
much larger amount of data would be preferable to distinguish reliable patterns in the results.
To fit the time-scale of this project, the amount of test-runs desired (the more, the better) can
not be performed. So to avoid week-long testing sessions, this project is opting to perform
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five-hundred test-runs per parameter (i.e., per leaf in the tree structure seen in figure 9) while
iterating the test-tree.
Each test run will consist of the updated GA chasing a pre-set goal coverage percentage while
being timed. To achieve a perfect one hundred percent coverage will most likely be impossible
to achieve in such a short time span (due to the subtractions explained in figure 8, the cells
would have to cover all pixels inside of the area and zero pixels outside of the area) for all GA
variations, so a percentage of ninety will be the goal limit. The completion time of each test
run will be noted, and a mean time will be calculated. The parameter that generated the lowest
completion mean time will be deemed the currently most optimal parameter of its type.
If the end-result of the testing does not equal the hypothesis, an effort will be made to determine
why the result generated a lower mean time than the hypothesis.

4.4

Data analysis

The results gathered during the experiments will be analyzed and plotted to identify which
parameter tuning that generated the best results. The graphs will also offer a good opportunity
to distinguish general trends in the different settings (e.g., if the coverage percentage keeps
increasing alongside mutation rate).
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5 Results and analysis
Following numerous iterations of
the test tree, a final result was generated. The updated control parameters improved the mean time of
achieving the desired coverage percentage by more than five times,
compared to the initial parameters
used. As can be seen in figure
10 and figure 11, the improvement
across generations is significantly
improved in addition to the shortened run time. The initial parameters required several thousand generations to reach the goal threshold
while the updated parameters generally completed in less than three
Figure 10: Graph depicting the rise of coverage percenthundred generations. One could arage across generations utilizing the initial, nongue that the results generated conoptimal control parameters.
firm our hypothesis on what control
parameters would amount to the shortest mean time to completion, to a certain degree. The
one part of the hypothesis that differed significantly was the population size.

Figure 11: Graph depicting the rise of coverage percentage across generations utilizing the
updated control parameters.

When using the updated control parameters instead of the original, the generations needed to
reach the goal percentage decreased by a large amount, while the elapsed time per generation
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increased. Figure 11 and figure 10 show that the generations needed to achieve the goal
percentage decreased by around two hundred and fifty times. Figure 12 shows that the time
needed only decreased by around five times. The huge increase in the amount of time spent in
each generation is contributed to the increase in mutation and crossover probabilities. The
amount of operations per generation simply is many more with the updated parameters. This
is proven to be beneficial in terms of mean time, as the progress made in each generation
increased so drastically that the increased amount of time spent in each generation is negligible.
In other words, while the time spent in each generation increased, the progress made in a
certain amount of time still improved with the updated parameters.

(a)

(b)

Figure 12: Graph (a) shows completion times of 500 runs with initial parameters. Graph (b)
shows completion times of 4000 runs with updated parameters

The results will be presented in detail in the sections below.

18

5.1

Selection method

The selection method binary tournament was ultimately chosen as the method generating the
lowest mean time. Several of the selection methods tested were performing at a high standard
in the final iteration of the test-tree, with the binary tournament method barely defeating the
rank selection method (see figure 13).

(a)

(b)

Figure 13: Graph (a) and box-plot (b) depicting completions times for the selections methods
across one thousand runs.

According to the project hypothesis, tournament selection would be the top performing
selection method. The results show that the binary tournament selection is performing at a
significantly higher level than the standard tournament selection. It is somewhat surprising
that the difference between two methods that are virtually identical, barring the number of
contestants in the tournament, would perform so differently. We speculate that the reason
why the non-binary tournament performed so bad in comparison to the binary tournament is
a combination of its additional operations required when selecting candidate solutions and
the increased selection pressure. The increased amount of operations could potentially be
negated by selecting a significantly more fit sub-population for the crossover, but the increased
selection pressure proved to be unsuitable when combined with the low population size that
was selected. Given a low population size, a weak selection pressure seems to be necessary to
maintain diversity and avoid premature convergence. In his paper from 1994, Back states that
strong selection pressure usually gives the highest quality of results when used in GAs with
high mutation rate (which surely is the case for this GA) [2]. We believe that a contradicting
result was generated in this project either because the population size tested was too low, or
because the test runs executed too swiftly, thus not giving a stronger tournament selection
enough time to truly shine.
All selection methods completed the clear majority of test scenarios in the final iteration,
except for the roulette method, which failed around thirty percent of the runs. It is noteworthy
that this, fairly popular selection method, did not adapt well to the problem at hand at all.
Roulette wheel combined with different parameters is at the bottom of virtually every aspect
measured. Zhong et al. concluded that the roulette wheel selection method generally is inferior
in terms of convergence success compared to other selection methods, which could explain
this behavior in our tests [16]. The exact data can be found in Appendix A.
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5.2

Population size

The optimal population size in this project proved to be a relatively small size equal to the
problem dimension size. This did not align with the hypothesis, where we speculated that a far
greater population size would be the best performing. It is possible that a greater population size
would scale better in different test scenarios coupled with selection methods that benefit from
a big population. In the tests that were performed in this project, however, small populations
dominated other sizes in terms of mean time. In terms of average completion generation,
however, the results were the opposite, where a greater population completed quicker than a
smaller one (see figure 21 in Appendix A).

(a)

(b)

Figure 14: Graph (a) and box-plot (b) depicting completions times for population sizes equal
to the problem dimension, five, and ten times the problem dimension respectively,
across one thousand runs.

The completion time utilizing different population sizes kept on decreasing as the size dwindled,
hinting that an even smaller size could potentially perform even better (see figure 14). However,
no matter the optimal population size for the test area, we strongly believe that the population
size for actual GA usage would have to be somewhat dynamic. The GA could not possibly
operate on a chromosome with a too low problem dimension while utilizing static settings for
example, since these settings would produce a minuscule population, and as a result, eliminate
all traces of diversity. A minimum, and possibly maximum, limit on population size would
have to be decided. With these in place, a population size equal to the problem dimension size
could be utilized with satisfying results, as the tests showed.

5.3

Mutation and crossover probabilities

The previously selected selection method and population size proved to perform at its maximum
coupled with a high mutation probability as well as a high crossover probability. This aligned
with the hypothesis, where high probabilities were expected to perform well when operating
on chromosomes with relatively few genes, such as in this project.
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(a)

(b)

Figure 15: Graph (a) and box-plot (b) depicting completions times for different mutation
probabilities across one thousand runs.

It should be noted that while a high mutation rate is preferable, there seems to exist an upper
limit since the mean time to completion starts to rise again at above thirty percent.
While the mean time decreased up until thirty percent mutation rate, the amount of negative
outlying results increased alongside mutation probability in all the tests. We speculate that this
is because when the mutation probability increases, there is an increasing chance of destroying
the fittest solutions with mutations. In order words, as the probability increases, the amount of
time the fit solutions are discarded due to mutation also increases. The sweet-spot of mutating
often enough to promote diversity while still keeping the fit solutions mostly intact seemed
to be at thirty percent. The five percent mutation rate was worst performing, solidifying the
claim that a too low mutation rate will not do any good in this particular problem. The thirty
percent mutation rate ended up barely edging out its main competitors (see figure 15).
The crossover probability also aligned with the hypothesis, demonstrating that a high crossover
rate is benefiting to a GA in general. As can be seen in figure 16 below, ten percent probability
barely made it off the ground, while the ninety percent probability performed a good amount
better than the fifty percent chance.
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(a)

(b)

Figure 16: Graph (a) and box-plot (b) depicting completions times for different crossover
probabilities across one thousand runs.
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5.4

Updated parameters performance in Tieto use-case

By using the updated control parameters in the GA, satisfying network coverage could be
achieved on the complete test area of Umeå Municipality.
The circles that are visible in figure 17
represents cells that provide network
coverage. A total area of 99.99% is
served by at least one cell, whereas
94.72% of the total area has excellent coverage served by at least three
separate cells. The solution generated by the GA is using fewer tower
than the amount that is positioned
in the real world.
Naturally, the
solution cannot sustain as many simultaneous users due to the reduced
amount of towers. This was an anticipated variation from the real world
infrastructure, as the GA does not account for people in motion in its current state and thus gravely underestimate the number of people in cities
and on roads. In figure 18 below,
the towers of the existing infrastructure, as well as the towers in the
GA generated solution, can be seen.
While not imitating reality exactly, we
feel that the general characteristics
of the network have been captured
with a greater amount of towers and
smaller cells in heavily populated ar- Figure 17: Mobile network cells covering Umeå Municipality
eas.

Figure 18: The left map is displaying GA generated towers where as the right map displays
real life infrastructure

Given geographical data that includes major roads and population movement, the GA would
surely output a solution even more corresponding to reality.
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6 Discussion
During the course of this project, different settings of a GA have been evaluated with the
use-case of acquiring a set amount of mobile network coverage in the shortest amount of time
possible. In this chapter, final remarks will be made.

6.1

Limitations

The final result clearly exhibits a distinct difference between the different settings of the GA
when optimizing the problem at hand. We were able to distinguish trends in quality of results
with relative ease when trying out different combinations of control parameters. As an example,
the tables shown in appendix A confirms that the test runs utilizing a small population virtually
always outperform bigger populations in terms of meantime to completion. However, the
results were not entirely unanimous, where some parameters exhibited both good and bad
results depending on the other parameters it executed together with. This leads us to believe
that there may be scenarios, where poor-performing parameters outperform outstanding (in
this project) parameters, hidden in the non-explored branches of the testing tree or beyond.
As a direct result of this non-exhaustive exploration of the test-tree, the study in this project
cannot be said to be complete.
Another potential flaw of the study is the number of test runs given each parameter combination.
We feel that five hundred runs do not generate the required amount of data to achieve statistical
certainty on a parameter outperforming another parameter. In appendix A, the data shows
that rank selection and binary tournament are identical down to the third decimal over five
hundred test runs, with binary tournament barely being the better choice in terms of meantime
to completion. In a test scenario with one million test runs instead of five hundred, the results
might look different and reveal other patterns. The number of test runs was chosen purely
according to the time scale of the project, and hence, was a limitation we had to accept.

6.2

Conclusion and Recommendations

Upon reviewing the test data generated in the study, several conclusions could be drawn about
the viability of the different control parameters. First and foremost, the choice of selection
method proved to play a big part in how fast the GA could reach a satisfying coverage. Contrary
to the hypothesis, binary tournament selection and rank selection was the best performing
selection methods in terms of mean time to completion, with regular tournament selection
performing arguably the worst. Jebari et al. concludes that fitness-based selection methods
such as tournament selection/binary tournament selection requires the least amount of time
to complete, but has the highest chance of getting stuck due to lack of diversity [9]. This
aligns with our result, where binary tournament selection performed best with a relatively low
completion threshold. If, however, the completion threshold would be raised, we speculate
that diversity would be of an even greater importance. This would possibly mean that the
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recommended selection methods would change, and probability-based selection methods such
as rank selection would reign supreme due to its higher preservation of diversity. Additionally,
an interesting strategy seems to be combining selection methods, as Jebari et al. [9] proved to
be efficient, and Vafaie et al. [14] suggested. In our study, we combined rank selection with
tournament selection, but it did not outperform pure binary tournament selection. We believe
that another combination of selection methods might be better performing than what we tried,
perhaps even better than binary tournament selection. The population size also proved to be
a big factor in the success of the GA, with the mean time to completion steadily increasing
alongside the size of the population. In other words, a small population was the preferred
choice in this study.
The mutation probability played a smaller part than expected when impacting the average
completion time for a GA in this project. All tested probabilities performed relatively close
to each other, with thirty per cent barely edging out its main competitors. The crossover
probability parameter, however, proved to be a more important choice, as the difference
between the three candidates was quite large (mainly between ten percent and ninety percent).
A large chance of crossover was the best performing, in line with the hypothesis.
In the end, all conclusions that could be drawn from the tests is only valid when considering
the limitations described in section 6.1. They are not guaranteed to be optimal outside the
scope of the limitations, and such, additional tests are recommended to potentially locate
better performing sets of control parameters.
Using the GA with the updated parameters, we were able to generate a satisfying solution
to the problem that was given by Tieto, as can be seen in figure 17 and figure 18. The time
span to generate said solution has been reduced, from a practically unfeasible amount of time
down to a matter of hours (depending on the precision and coverage needed on the cells).
As Grefenstette concluded, it is generally possible to locate many sets of parameters that
perform well in a GA [5]. This proved to be the case in our study also (see Appendix A). Our
final recommended set of parameters is ultimately the fastest, but we found many acceptable
combinations of parameters that might be the best performing if the circumstances and/or
demands change slightly.

6.3

Future Work

There are several aspects that, due to time constraints, could not be explored in this project. For
example, there exist additional selection methods that did not make it into the testing phase
that could be interesting to compare alongside the six included. The other parameters have
been even less explored. Since their possible settings are virtually infinite, much additional
testing and evaluation can be performed.
Like mentioned in section 4.2, the traversal through the test-tree did not explore all possible
permutations of control parameters. This might result in that a better performing combination
of parameters becomes missed. A full exploration of the tree was well beyond the scope of this
project, time-wise, but would be interesting to perform. In addition, more test-runs than the
five-hundred would be preferable to decrease the chance of flukes muddying the final result.
In the aspect of the tower- and cell-placement, this project only scratched the surface with
only accounting for static populations. There are many improvements that can be done to
generate a more realistic infrastructure. Roads and moving population is a good first step.
Topological variables, such as elevation and radio shadow, would be more more advanced to
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account for. A full-blown, fully realistic infrastructure placement is naturally a huge step from
our result, but we feel that there are many steps in the middle that are possible to reach.

27

28

References
[1] Real-coded genetic algorithms, virtual alphabets, and block. Univ. Illinois, Tech. Rep.
90001, Sept. 1990.
[2] Thomas Back. Selective pressure in evolutionary algorithms: A characterization of selection mechanisms. In Proceedings of the first IEEE conference on evolutionary computation.
IEEE World Congress on Computational Intelligence, pages 57–62. IEEE, 1994.
[3] Kenneth Carling and Xiangli Meng. Confidence in heuristic solutions? Journal of Global
Optimization, 63:381–399, 09 2015.
[4] Andrew R Conn, Katya Scheinberg, and Luis N Vicente. Introduction to derivative-free
optimization, volume 8. Siam, 2009.
[5] John J Grefenstette. Optimization of control parameters for genetic algorithms. IEEE
Transactions on systems, man, and cybernetics, 16(1):122–128, 1986.
[6] Jin Kyu Han, Byoung Seong Park, Yong Seok Choi, and Han Kyu Park. Genetic approach
with a new representation for base station placement in mobile communications. In IEEE
54th Vehicular Technology Conference. VTC Fall 2001. Proceedings (Cat. No. 01CH37211),
volume 4, pages 2703–2707. IEEE, 2001.
[7] J. H. Holland. Adaption in natural and artifical systems. Cambridge, MA: MIT Press,
1975.
[8] John H Holland. Genetic algorithms. Scientific american, 267(1):66–73, 1992.
[9] Khalid Jebari and Mohammed Madiafi. Selection methods for genetic algorithms. International Journal of Emerging Sciences, 3:333–344, 12 2013.
[10] K. L. Mak and Y. S. Wong. Population sizing for sharing methods. Design of integrated
production-inventory-distribution systems using genetic algorithm, 1:454–460, 1995.
[11] Kim-Fung Man, Kit-Sang Tang, and Sam Kwong. Genetic algorithms: concepts and
applications [in engineering design]. IEEE transactions on Industrial Electronics, 43(5):519–
534, 1996.
[12] Geoffrey F Miller, Peter M Todd, and Shailesh U Hegde. Designing neural networks using
genetic algorithms. In ICGA, volume 89, pages 379–384, 1989.
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A Average data
In the tables below, all tested parameter permutations are listed with their respective completion
percentage (how many percent of runs completed within the time limit), average time to
completion and average generation at completion. The settings column contains a code that
represents the parameters used by the GA. The code can be explained in the following way:
• 1st number: Selection method
– Binary tournament = 0
– Tournament = 1
– Rank = 2
– Tournament/Rank = 3
– Roulette = 4
– Better half = 5
• 2nd number: Population size
– Equal to problem dimension = 0
– Equal to problem dimension times five = 1
– Equal to problem dimension times ten = 2
• 3rd number: Mutation probability
– 5% = 0.05
– 10% = 0.1
– 30% = 0.3
– 50% = 0.5
• 4th number: Crossover probability
– 10% = 0.1
– 50% = 0.5
– 90% = 0.9
For example, the code 0 1 0.3 0.9 would represent a GA utilizing the binary tournament
selection method, a population size of five times the problem dimension and with a 30% and
90% mutation and crossover probability respectively.
There are four tables where each sorts the data in a different way.
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Figure 19: All tested settings sorted by selection method
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Settings
0_0_0.3_0.9
2_0_0.3_0.9
0_0_0.1_0.9
0_0_0.4_0.9
2_0_0.3_0.5
0_0_0.5_0.9
0_0_0.05_0.9
2_0_0.4_0.5
0_0_0.3_0.5
2_0_0.5_0.5
2_0_0.1_0.5
3_0_0.3_0.9
4_0_0.1_0.5
0_1_0.3_0.9
4_0_0.1_0.9
0_0_0.1_0.5
3_0_0.1_0.5
4_0_0.3_0.9
5_0_0.3_0.9
4_0_0.3_0.1
4_0_0.1_0.1
2_0_0.05_0.5
4_0_0.5_0.1
4_0_0.4_0.1
1_0_0.3_0.9
2_1_0.3_0.5
0_2_0.3_0.9
4_0_0.05_0.1
2_2_0.3_0.5
1_0_0.05_0.1
1_0_0.1_0.5
2_0_0.3_0.1
0_0_0.3_0.1
4_1_0.1_0.1
3_0_0.05_0.1
2_0_0.05_0.1
0_0_0.05_0.1
4_2_0.1_0.1

Completion percentage Average time Average generation
100,00
1,38
252,02
99,93
1,38
243,58
100,00
1,39
678,67
99,60
1,54
204,00
100,00
1,80
787,61
97,80
1,83
181,32
100,00
1,87
1486,77
100,00
1,93
613,96
100,00
1,98
914,32
99,20
2,14
522,39
100,00
2,23
2442,79
99,80
2,25
611,03
86,20
2,37
1703,63
100,00
2,38
117,16
92,60
2,46
911,09
100,00
2,68
2923,92
100,00
2,78
3221,37
69,80
2,79
395,06
98,90
3,07
678,61
59,00
3,17
4745,81
79,73
3,19
11808,33
100,00
3,23
4798,37
41,20
3,37
3253,25
50,80
3,44
4032,90
84,00
3,49
940,81
86,80
3,50
361,13
100,00
3,73
91,56
86,10
3,84
21788,33
92,20
4,05
214,61
98,60
4,80
34327,34
94,40
4,85
5245,84
73,60
5,08
12566,64
65,90
5,31
12905,77
97,80
5,52
5237,01
90,40
5,79
40550,46
84,40
5,99
43764,62
85,00
6,06
44303,46
69,80
7,09
3695,71
Figure 20: All tested settings sorted by average completion time
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Settings
Completion percentage Average time
Average generation
0_2_0.3_0.9
100,00
3,73
91,56
0_1_0.3_0.9
100,00
2,38
117,16
0_0_0.5_0.9
97,80
1,83
181,32
0_0_0.4_0.9
99,60
1,54
204,00
2_2_0.3_0.5
92,20
4,05
214,61
2_0_0.3_0.9
99,93
1,38
243,58
0_0_0.3_0.9
100,00
1,38
252,02
2_1_0.3_0.5
86,80
3,50
361,13
4_0_0.3_0.9
69,80
2,79
395,06
2_0_0.5_0.5
99,20
2,14
522,39
3_0_0.3_0.9
99,80
2,25
611,03
2_0_0.4_0.5
100,00
1,93
613,96
5_0_0.3_0.9
98,90
3,07
678,61
0_0_0.1_0.9
100,00
1,39
678,67
2_0_0.3_0.5
100,00
1,80
787,61
4_0_0.1_0.9
92,60
2,46
911,09
0_0_0.3_0.5
100,00
1,98
914,32
1_0_0.3_0.9
84,00
3,49
940,81
0_0_0.05_0.9
100,00
1,87
1486,77
4_0_0.1_0.5
86,20
2,37
1703,63
2_0_0.1_0.5
100,00
2,23
2442,79
0_0_0.1_0.5
100,00
2,68
2923,92
3_0_0.1_0.5
100,00
2,78
3221,37
4_0_0.5_0.1
41,20
3,37
3253,25
4_2_0.1_0.1
69,80
7,09
3695,71
4_0_0.4_0.1
50,80
3,44
4032,90
4_0_0.3_0.1
59,00
3,17
4745,81
2_0_0.05_0.5
100,00
3,23
4798,37
4_1_0.1_0.1
97,80
5,52
5237,01
1_0_0.1_0.5
94,40
4,85
5245,84
4_0_0.1_0.1
79,73
3,19
11808,33
2_0_0.3_0.1
73,60
5,08
12566,64
0_0_0.3_0.1
65,90
5,31
12905,77
4_0_0.05_0.1
86,10
3,84
21788,33
1_0_0.05_0.1
98,60
4,80
34327,34
3_0_0.05_0.1
90,40
5,79
40550,46
2_0_0.05_0.1
84,40
5,99
43764,62
0_0_0.05_0.1
85,00
6,06
44303,46
Figure 21: All tested settings sorted by average completion generation
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Figure 22: All tested settings sorted by completion percentage
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