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Abstract

Anomaly detection is a huge �eld of research focused on the task of �nding

weird or outlying points in data. �is task is useful in all �elds that handle large

amounts of data and is therefore a big topic of research. �e focus of research of-

ten lies in �nding novel approaches for �nding anomalies in already labeled and

well-understood data. �is thesis will not focus on a novel algorithm but instead

display and discuss the power of an anomaly detection process that focuses on

feature engineering and feature exploration. �e thesis will also compare two

unsupervised anomaly classi�cation algorithms, namely k-nearest neighbours

and principal component analysis, in terms of explainability and scalability. �e

results concludes that sometimes feature engineering can display anomalies just

as well as novel and complex anomaly detection algorithms.
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1 Introduction

Taking care of and handling a large scale system is a di�cult and complex task requiring

many skills and subsystems to accomplish. Entire teams of people are assigned the single job

of keeping a system alive and bug-free. �is manual task becomes more di�cult as the size

of the system increases. To allow for deeper understanding and faster response times to sys-

tem faults, companies employ interpretation systems such as automated anomaly detection

systems [12].

Anomaly detection systems �nd a point or a set of points that di�er signi�cantly to their

superset. As any data set can potentially have anomalous data, the number of use cases for

anomaly detection are limitless. �ese systems have been used for �nding anomalies ranging

from network intrusions to medical issues as Laptev et al. mentions [15]. Both the type of

abnormality the algorithm is looking for and the data available can vary not only from each

di�erent system but from month to month on the same system [15]. �is makes the task of

creating a general anomaly detection system hard. �is means a concrete and simple process

helps in speeding up the application of abnormality detection. However, most work seems

to focus on creating more general or e�cient algorithms instead of focusing on the anomaly

detection process. For example, Laptev et al. made a system that works more generally [15].

Many other works focusing on less general but accurate systems are also introduced (Ahmed

et al. [5] Amarasinghe et al. [6]). In contrast to the papers that introduce novel algorithms,

I will in this thesis propose a anomaly detection process for �nding anomalous time frames

from real-world log data by exploring, engineering and using anomaly detection algorithms

on the engineered data. I will also include a comparison of two algorithms used to �nd anoma-

lies in the data, namely K-nearest neighbours and principal component analysis.

1.1 Problem statement and research question

As stated in the introduction, �nding anomalies is a general task that can be used on many

types of data sets. Most research focuses on the algorithmic part of the anomaly detection

process (as stated in Section 3). �erefore: research in the process of outlier detection is lack-

ing. To help �ll this gap, this paper will focus on the process of anomaly detection, and a

comparison of anomaly detection algorithms instead of introducing or comparing novel al-

gorithms.

�is task will be done by working on a real-world data example to help show that the in-

troduced process works. �e data set comes from ICT Services and System Development.

�ey develop a system to allow university teachers in Sweden to give grades, noti�cations,

administrate courses and other such functions. Each time an action is performed by a teacher

it is stored in a database with its metadata; Including timestamps, the target for the action,

user identi�cation, the university it is coming from, and more. As each university integrates

the implementation of the system on their own, some mishaps does happen and the integra-

tion’s can be faulty. According to the ICT sta� some of these faults leads to actions repeating

themselves unnecessarily. �ese anomalous bursts of data is what the introduced anomaly

detection process should �nd.

In this paper I will introduce a process for �nding anomalies in real-world log data. �is pro-

cess will be applied to the data set from ICT services and system development. �e anomaly

detection will be performed by using k-nearest neighbours and principal component analysis.

�ese algorithms use the same type of input data and outputs the same type of result, namely
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point anomalies, and therefore a comparison in terms of scalability and explainability �ts well

and will be performed.

�e explainability factor is important when trust of the system is valued. i.e. if the system is

making automated decisions as David Gunning at the explainable arti�cial intelligence (XAI)

DARPA project puts it in his presentation on explainable arti�cial intelligence [11]. With the

factor of explainability in mind, the fact that most research that are not surveys only analyses

a single algorithm according to their own metrics (Ahmed et al., Laptev et al., Amarsinghe et

al. [5] [15] [6]) means less research is done on comparing existing algorithms. �erefore the

usage and comparison of two anomaly detection algorithms used on this ICT real-world data

will be done in terms of explainability and scalability. �e explainability factor will be dis-

cussed and compared. �e scalability will be measured by the relationship between problem

size and computation time for �nding all potential anomalies in the data set with the given

problem size. �e scalability in relation to the number of features and the pa�erns in the data

will also be analyzed and discussed.

1.2 Delimitations

�e scope of this thesis aims to introduce a general anomaly detection process with a focus

on displaying the power of feature engineering. It will also give a discussion on how two

algorithms compare in terms described in section 1.1 as well as how they can be combined in

an ensemble to give more con�dence in them being correct.

�is thesis is structured as follows: Firstly, in section 2, an introduction to the subject and

the related background will be had. A�erwards, section 3 contains a description of previous

work done on unsupervised anomaly detection. Section 5 will describe the tools used to per-

form the exploratory analysis and the anomaly detection algorithms as well as the computer

speci�cation used for the test runs. A section about the method used is located in Section 4

a�er of which the results are described in Section 6. Finally, Section 7 shows a discussion and

conclusion to the thesis.

2 �eoretical background

�is section will explain anomaly detection as a whole, the analysis techniques used to explore

the data in this paper as well as the algorithms used to detect anomalies. �is aims to give a

background that is necessary to understand the results and the discussion of the thesis.

2.1 Anomaly detection

Anomaly detection is �nding what elements are anomalous to the set and what elements are

normal. Many algorithms exist to solve this problem but they all depend on di�erent types of

elements and their models [12]. To be able to decide on what algorithm is suitable one has to

de�ne the model of the problem clearly.

Rodrigues et al. describe many types of anomaly models used in network tra�c anomaly

detection but they are applicable to most anomaly model de�nitions [12]. For example, their

de�nition of the three categories of anomalies: point anomalies, collective anomalies, and

contextual anomalies are not limited to only network anomalies. Another good distinction
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Rodriges et al. describes is the di�erence between a false positive and a false negative in

anomaly detection. A false positive is when the algorithm classi�es normal behavior as ab-

normal, which is to be expected for most anomaly detection algorithms. And a false negative

is when the algorithm classi�es an abnormality as normal, this, Rodriges et al. argues is worse

than a false positive [12].

It is important to note that an anomaly is not always malicious but only abnormal accord-

ing to the de�nition. �ey can be caused by many factors including bugs in the system or

human errors. �erefore, it is important to categorize the di�erent types of anomalies to dis-

cern what anomaly could be harmful and what could not be harmful. �is might not always

be possible if we do not know what type of harmful anomaly behavior exists. �at is �ne as

long as it is de�ned and considered for the choice of algorithm.

Whether a malignant anomaly is considered time sensitive or not is also important to de-

�ne since it greatly a�ects the choice of algorithm and its implementation. For example, in

the case of a teacher giving out false grades, it is not important to stop this teacher in a short

time window since the grades are reversible. �is impacts the importance of the speed in

seconds in detecting live anomalies and being able to notify a person who can inspect and �x

the anomaly, or do it automatically if such reaction time is required.

2.2 Exploratory data analysis

For most algorithms, there is no free lunch. �is is true for anomaly detection as well. To

be able to �nd anomalies one has to understand what the anomaly looks like. To be able to

get this understanding of normality a method called exploratory data analysis (EDA) is to

be applied. Not only does EDA aim to maximize the analyst’s insight into the data but also

to uncover the structure of the data, test assumptions, extract the important variables and

provide a model (National Institute of Standards [1]). �e process uses graphics of the data to

give this intuition and knowledge of the data.

2.3 K nearest neighbours

K nearest neighbours (KNN) is a clustering-based classi�cation algorithm that can be used su-

pervised or unsupervised. As the name of the algorithm suggests, it is based on the euclidean

distance between data points. �erefore, all data point features have to be ordinal and be con-

verted to real numbers. When KNN is used in a supervised fashion it is given a training set of

data points labeled with the class they belong to [10]. �e points are ’plo�ed’ in a euclidean

space. Using this map of points and an integer, k, the algorithm can take a new point from

a test set and count the k number of nearest neighbours and what class they belong to. �e

class with the largest number of nearest neighbours de�nes the class of the point to classify.

�e unsupervised method, as presented by Ramaswamy et al. still uses a k constant near-

est neighbours but instead of counting the number of neighbours it counts the distance to

the kth neighbour. �e n number of points with the longest distance to their kth neighbour

are considered anomalous [17]. �is means that the unsupervised method has more param-

eters to change than the supervised method, i.e. k and n instead of only k. Another two

alterations to the KNN anomaly detection method was presented by Angiulli and Pizzuti [7].

�eir alterations used the mean or median distance of all the kth neighbours instead of the

distance to the kth neighbour. �e algorithm alternates between two algorithms depending

on the dimension count. In Ramaswamy et al.’s algorithm, if 4 or more dimensions are used
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Algorithm 1 �e standard pseudocode for KNN where k is the number of neighbours to

consider.

1: procedure KNN(X, S, p) . Classify unknown point p with label z, given points X with

labels Y
2: for each p i in X do
3: calculate distance between p and p i and store in list N
4: end for
5: Select k shortest distances from N
6: return z as majority class from k shortest distances

7: end procedure

Algorithm 2 �e unsupervised anomaly detection k nearest neighbours modi�cation pseudo

code.

1: procedure KNN(X, S, p) . Classify point p with anomaly classi�cation z, given points X
and their anomaly score, S.

2: for each p i in x do
3: calculate distance between p and p i and store in list N
4: end for
5: Select the kth shortest distance from list N as q
6: return anomaly classi�cation z as true if q is bigger than threshold, else false

7: end procedure

the complexity isO(δN 2)where δ is the dimension count and N is the number of points in the

data set, if less dimensions are used a cell-based approach is instead used with a complexity

of O(cδ + N ) where c is inversely proportional to δ and N is linear[17].

Listings 1 and 2 contains the pseudocode for the standard supervised knn classi�cation al-

gorithm and the unsupervised anomaly classi�cation knn algorithm. Both algorithms use a

distance metric to determine the class of the given point. �e di�erence lies in that the un-

supervised algorithm only uses the distance metric while the supervised uses the distance

metric together with the labels of the training points.

2.4 Principal component analysis

Dimensionality reduction is the process of removing or reducing the number of features from

a feature set describing a data point. For example, given a teacher with its height, age and

degree. A dimensionality reduction algorithm might see the height of the teacher as unnec-

essary and remove it.

Principal component analysis (PCA) is foremostly a dimensionality reduction technique used

on multivariate data to allow for either faster run times or easier visualization of data as shown

by Wold et al. [20]. However, it has been used (Shyu et al. [16]) to �nd anomalous data points

in the reduced dimension, which has shown to translate well to the original dimension in

most cases.

PCA works by projecting data points onto one or more principal component vectors and using

these projections and a select few of the principal component vectors to re-plot the data points

in a lesser or the same dimension. When the original point is projected onto components, the

point can be recreated by using the projections as the coordinates for the point. However,
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since components are removed to reduce the dimensionality of the data, information will be

lost. �erefore, it is important to use the components that captures the most variance in the

data to allow the capture of pa�erns and relationships of the data.

A great way to visualize the intuition behind the technique is to think of PCA as creating

an ellipse around the data points as is shown in Figure 1 and then �nding the largest diameter

of the ellipse as the �rst principal component, ex. see the double red line in Figure 1. �e

largest diameter of the ellipse describes the biggest variance in the data and therefore cap-

tures more information about the data than the smaller diameter. �e second largest diameter

would be the second principal component (blue do�ed line in Fig 1), and if this ellipse was

used in higher dimensional data it would go on creating PCs until one principal component

have been selected for each dimension. �e data points are projected onto each principal

component and one or more components are selected based on the amount of information

they contain to represent the data in the lesser dimension. �e selected PCs projections are

then combined to plot the data in a new lesser dimension or to show the reduced features.

Figure 1: A visualization of why principal component analysis works. �e star data points

are of people with the features of their weight and their height on the y- and x-axis.

�e red double line is the �rst principal component and the do�ed blue line is the

second principal component.

Shyu et al. shows how PCA can be used for anomaly detection in their principal component

classi�er (PCC) algorithm [16]. �eir method uses both the �rst few principal components

(major components) accounting for around 50% of the variance in the data and all the com-

ponents accounting for less than 20% of the data (minor components). A distance metric is
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used on the major components, and the minor components separately and compared to their

separate threshold;

q∑
i=1

y2

i

λi
> c1 or

p∑
i=p−r+1

y2

i

λi
> c2

c1 and c2 are the thresholds, q is the number of major components, r is the number of minor

components, and p is the total number of components. yi is the ith component score for the

point to be analyzed and λi is the ith components eigenvalue. If a threshold is exceeded, the

point based on the major and minor components is considered anomalous. If it is not exceeded

it is considered normal. �e thresholds are decided based on the amount of contamination

in the data (number of anomalies to �nd). e.x. the 50 biggest distances are anomalies. �eir

algorithm have a complexity of O(p2n + p3), where p is the number of features and n is the

number of elements in the data to analyze.

3 Related work

As long as cyber security have been a concern for companies, automated detection of cyber

a�acks have also been a priority. Because of this, many di�erent anomaly detection tech-

niques have been researched over the last 20 years. Most of them ([17] [5] [14] [18]) seem

to focus on unsupervised anomaly detection because of the bene�t of discovering unknown

threats and not having to spend time on labeling and classifying data. �is section will give

insight to what work have been done in the anomaly detection research �eld. As the task in

this thesis requires unsupervised detection I will only list work done within the unsupervised

domain. �is paper di�ers from the papers described below in that this paper focuses on the

power of the anomaly detection process and not the power of algorithms.

An interesting approach to detecting collective anomalies using long short-term memory re-

current neural networks with labeled normal and anomalous data is presented by L. Bontemps

et al [9]. �eir approach proved to be e�ective in �nding anomalies but had to sacri�ce suc-

cess rate with false positives. �eir success rate could vary between 86% to 100% of the a�acks

in the set but also found a matching number of false positives between 0 and 63 (0 FPs for 85%

and 63 FPs for 100%). �ey do not tell how many anomalies exist and therefore the number

of false positives does not say much in terms of relativity to the success rate.

Landauer et al. solved two big problems that are common for anomaly detection algorithms,

namely dynamic analysis (to allow for change of the system while still being accurate in

anomaly detection) and online streaming of data (live data feed) to �nd anomalies by using

cluster evolution and time series division of the clusters. �eir approach holds a low false

positive rate up to a success rate of around 70% depending on their threshold.

A time consuming but accurate approach was introduced by Ahmed et al. where they used

a modi�cation of K-means clustering and renamed it X-means clustering [5]. �eir approach

was based on only �nding denial of service a�acks and it shows in their accuracy. However,

the algorithms general functionality seems non-existent. �eir algorithm performed well but

could not perform on live data since it required processing times longer than that of new data

arriving from the computer network they wanted the algorithm to work on. �ere seems to be

a trade o� on accuracy vs. false positives and processing time. Some algorithms like Launder

et al. performed worse than Ahmed et al. but could do so on live tra�c. And as Bontemps et

al. noticed, higher anomaly detection rate sometimes results in more false positives.
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�ese are all advanced speci�c case algorithms that �nds speci�c classes of anomalies in

speci�c domains of data. Contrary to this paper they do not mention the process of anomaly

detection and how a powerful process with less powerful algorithms can produce results as

well.

4 Method

�e following subsection will explain the method used for engineering the data and �nding

anomalies in it as well as the motivation and validity behind the method choice.

4.1 Choice of method

�e methodology will follow the process shown in Figure 2. �e work�ow starts with under-

standing the data via an exploratory data analysis [19]. �is exploratory analysis of the data

will lead to the construction of one or multiple models of the data. �ese models will contain

only the most relevant features that will describe the normality, or abnormality of the data

and the algorithm used to �nd anomalies. �e extracted features will be the basis from which

the algorithm will discover the anomalies. �e model will be based on statistics, intuition

and expert knowledge in the form of what features were extracted or engineered and what

algorithm is used on the features. �e model is further described in Section 6.3

To extract the correct features some assumptions has to be made, not dissimilar to what

Ahmed et al. present in their model construction [5]. �ese assumptions are; a minute frac-

tion of the total data is anomalous and; the anomalous data is statistically di�erent from the

normal data. If an anomalous point di�ers from these assumptions the model might not be

able to �nd it. However, if it follows the assumptions it will be found. �e assumptions di�er

depending on what type of data is analysed. For example Ahmed et al. includes an additional

assumption for similar data to the data used in this paper.

Most research focus less on the modeling and the process of the data and more on describ-

ing novel algorithms and their performance. �ey also use well-known data sets that already

have the important features highlighted (ex. Ahmed et al. [5]) or pseudo generated labeled

data with known anomalies (ex. Laptev. et al.[15]). In contrast, this paper will focus on the

process part and of anomaly detection; And, how features can be re-engineered to give more

information. �e data that is analyzed is also from real-world log systems and have not been

explored. As such the process of modeling and engineering the data might shed some light

on this process not visible from previous work.

�e choice of algorithms comes from the fact that the data is unlabeled and the anomalies in

the engineered data are point anomalies with ordinal features, as such distance based methods

such as clustering �t well as Rodrigez et al. mention in their survey [12]. As both K-nearest

neighbours and principal component analysis are proven unsupervised, point anomaly de-

tection algorithms ([20] [17]) and are relatively simple they are both good for comparison

purposes as well as for �nding the anomalies in the engineered data.
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Table 1 �e raw event data, its format and description.

Data Field Type Description
ls int �e university ID in the ICT system.

seq int �e events number in the production chain.

studentUID hashed string , nullable Unique identi�er for the student the event a�ected.

ts timestamp string �e date when the event was inserted into the database.

type string �e event type

uid hashed string Unique identi�er for the single event.

userUID hashed string �e unique id of the user

userhash hashed string Hashed email address of the user.

usertype string �e type of user. Can be USER or NA

verb string Optional information

4.2 Process proposal

Figure 2: �e process used to discover the anomalies found in this thesis. �e process starts

by receiving raw data and ends in discovering potential anomalies.

�e proposed process used to discover the anomalies found in this paper is depicted in Figure

2. �is process is based on a data exploration work�ow introduced by Monowar Hussain

Bhuyan [8] with additions to include the anomaly algorithmic part. �e process starts by

having some form of raw data. �is data needs reforma�ing in terms of converting strings to

integers, factorizing hashes, normalizing integers and other pre-processing steps necessary to

enable exploratory data analysis. A�er having prepared the data for analysis, the analysis is

done by using exploratory data analysis [1]. If the exploration gave the required insight and

understanding: an algorithm can be selected and the data can be modelled to �t the algorithm.

�is data model is inserted into an anomaly detection model that is the package result of this

entire process. �is model is further described in Section 6.3. If not enough insight is gained,

engineering of the data can be done to gain more insight or new data can be received, both of

which will be edited into the data model. A�er having run the algorithm it will be evaluated as
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accepted or denied. If accepted, the process is done, if not, further exploration or engineering

of the data might be necessary. �is process was followed to try to �nd anomalies in the

introduced data set containing the features seen in table 1.

5 Tools and materials

�is section will describe the tools used to perform the anomaly detection process. �e fea-

tures were explored using jupyter notebook [13], python, pandas, numpy, seaborn and the

python outlier detection library(pyod) [21]. �e choice of tools was made because of them

being open source and having great documentation as well as them all working in python.

�e anomaly detection algorithms was run on 64-bit Windows 10 using an Intel core i7-5600U

CPU and 16 GB of RAM. �e data used for exploration contained all the events from users

generated from the integrated systems between 2016-05-24 and 2019-04-01. �e size of the

analyzed �le is 501 MB with 1 848 120 elements and 10 features.

6 Results and analysis

�e following subsections will introduce the results gained from exploring the data and anoma-

lies found by the algorithms as well as some performance metrics for the algorithms.

6.1 Raw- and engineered data

All kinds of data was gathered from the start of the �rst integration of the ICT university

systems but the data used for this thesis was selected by the experts at ICT and further re-

�ned by my request. Since one university at a time was integrated into the system, each time

a new university was integrated their data was inserted as a batch with the time-stamp be-

ing the time the data was inserted into the database. �is created some spikes (abnormally

large amounts of data in a short time window) in the time-series data and invalidated the time

stamp in the data since the time-stamp was of the insertion and not its original creation.

A�er hearing about the spikes the decision of removing all data available from the spikes

was made. With the spikes removed, the data still includes data from 2016-05-24, to 2019-

04-01 containing all events done by users of the system, a�er their university had integrated

it, and the features describing the event. �e features are described in Table 1. As I am only

interested in �nding poor integration, i.e. spamming of events, what ma�ered most was the

time-stamp. But also context such as, what type of event is spammed, the target, day of week,

time of day, number of di�erent events and the user that created the event. �ese contextual

features ma�ers more since if the same target student is spammed with the same event more

than 10 times a second compared to if the same event is called on ten di�erent users every

second it is more likely to be a case of poor integration. �e �rst case is probably a case of

poor integration while the second could be a batch job. As such, a new data frame was en-

gineered with the features seen in Table 2. �ese new data points are time frames and not

original data points in that they contain multiple events by the same user. �is enables an

easier visualization and intuition on the data while still keeping the university and user that

is responsible for the time frame. As well as allowing for �nding collective anomalies as point

anomalies.
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Table 2 �e engineered features used for anomaly detection, its format and description.

Data Field Type Description
userhash int Factorized userhash.

count int Number of events in a 10-second interval by same user.

DayOfWeek int Day of week. 0 = monday, 1 = tuesday…

count ratio �oat64 �e ratio between number of events and number of student targets.

HourOfDay int �e hour of the day. 0-23

6.2 Exploratory data analysis

By performing the exploratory data analysis on the original data, it is obvious that each uni-

versity integrates the system separately and di�erently. �is is clear in that some universities

have one or a few users that handle every event while other universities have many users

registering few events as can be seen in Figure 3.

Figure 3: Number of unique users for each university and the mean number of events done

by each user of the university plo�ed on the y- and x-axis respectively.

I chose to focus on 10-second intervals to �nd the poor integration and not the amount of

events done by a user. Each 10-second interval contains all the events done by the same user

in that interval. As such the interval can be combined with the day of the week the interval

was on, and what university the interval belongs to as well as the features described in Table

2. �e university, the week day and the number of events done in the time-frame allows for

an intuitive visualization of the data as can be seen in Figure 7. It is worth noting that some

universities with a single super user handling all the events could show up as anomalous if

multiple people are using that user for batch jobs of events at the same time.

What I also discovered by performing exploratory data analysis is that for each time-slice,

the ratio between the number of unique targets for the events and the number of events are

either 0 (no target for the events), 1 (a 1:1 ratio where each event has a unique target) or

0.5 (2:1 ratio where two events are dispatched to every unique target). �is is shown clearly

in Figure 4. While there is some deviation from this pa�ern it is clear that it is more or less
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strictly followed: i.e. there exists no 3+:1 ratio for the bigger event count numbers.

Figure 4: Number of events done in a 10-second interval by the same user and the num-

ber of unique targets for that user in the 10-second interval, on the x- and y-axis

respectively

With this in mind, the fact that something is an anomaly will have more to do with the com-

bination of the selected features than the number of events done in 10 seconds or the ratio

between the number of targets and the number of events. �e fact that something is an

anomaly will instead depend on both the number of events done, the day they were made on,

what university did the event and the other features shown in Table 2. �e fact that other

features than the count a�ributes to a point being an anomaly makes sense in an intuitive

way as well because most people does not work on the weekend, or during late night times,

and some universities might make less bigger event intervals while other makes more smaller

event intervals.

Table 3 �e description of the number of events done in the 10-second intervals.

number of events in 10 seconds

count 1 415 582

mean 1.41

std 2.12

min 1

25% 1

50% 1

75% 1

max 970
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Figure 5: Number of events done per day of the week. Day 0 is monday and day 6 is sunday.

�e analysis shows that most events are posted on the normal weekdays as is visible in Figure

5 and not on the weekends. �is follows my assumptions as the data is from teachers working

in universities and they probably do not work on weekends. �is fact helps in the con�dence

of a point being anomalous if it is anomalous on a Saturday or Sunday.

6.3 Anomaly detection model

�e result of the engineer and model data step seen in Figure 2 should be an anomaly detec-

tion model. �is model should contain a data model, the assumptions of that model and the

algorithm that is used to �nd the anomalies in the data model. �e data model is the set of

features, their type, relationships and the data itself. Formally this model will contain a set of

points, X = {p1,p2, ...,pn}, where px = { f1, f2, ..., fn} where each fi (1 <= i <= n) is a feature

contained in the point px . �e model will also contain f (X ) = {{AS1,AV1}, {AS2,AV2}, ...,

{ASn ,AVn},k(p)}, where AS is the anomaly score (how anomalous a point is), AV is the

anomaly value (if the point is considered an anomaly) and k(p) = {AS,AV } (given a new

point with the same features contained in x an anomaly score and value is returned). Once

this model have been described it is fully functional in �nding potential anomalies. One could

compare this model to the engineer and model data step in Fig. 2. As can be seen in the �gure,

the model is not �nal unless it �nds anomalies according to the assumptions described in Sec.

4.

6.4 Anomaly detection

A�er having selected the features shown in Table 2 and building the anomaly detection model

described in Section 6.3: the two algorithms described in Section 2 was applied to the features.

Figure 6 shows the result given by K-nearest neighbours and principal component analysis.

�e anomaly predictions was also combined in an ensemble manner to create the data shown

in Figure 7. i.e. if both algorithms agrees that a point is an anomaly it is marked as an anomaly

but if one or both predicts an element as normal it is marked as such. �is resulted in 200

elements being removed as anomalies and therefore considered normal in the combined sense.

Some of the removed anomalies are marked in Figure 7. As can be seen in Figure 7, circle one:
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all anomalies were removed as anomalies in it by combining the results. Circle three also

shows that most of the rightmost points were unmarked as anomalies. In the second circle

most of the points with a low count value were removed as anomalies.

Figure 6: �e results of the two anomaly detection algorithms plo�ed in three dimensions.

Each point is the number of events done in a 10-second time frame by a university

on a given weekday. Count is the number of events by the same user in the same

time frame, ls is the university the interval belongs to and DayOfWeek is the day

of the week the event was done on. �e blue points are identi�ed anomalies and

the red points are normal.

Both algorithms works on a threshold basis where a percentage of contamination is given to

select the top-most anomaly scores from the algorithm to match the percentage. A higher

contamination percentage will give more anomalies, while a lower percentage will give less

anomalies. I chose a 0.05% contamination rate based on observations of anomalies both from

higher and lower contamination rates.
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Figure 7: �e result of combining the predictions from both algorithms. A point is the num-

ber of events done in a 10-second time frame by a university on a given weekday.

An anomaly is only marked if both algorithms considers it an anomaly. Count is

the number of events by the same user in the same time frame, ls is the university

the interval belongs to and DayOfWeek is the day of the week the event was done

on. �e blue points are identi�ed anomalies and the red points are normal. �e

circles show di�erent changes from Figure 6.

6.5 Algorithm performance

Both algorithms were run with 100,000 random elements with 4 features out of the data set

15 times each. Based on the complexities described in Section 2 the KNN algorithm should

perform 25 000 times worse than the PCA algorithm according to the complexity described

in the background section. �e reason this is not the case is because the KNN algorithm

(implemented by the Python Outlier Detection(pyod) library) uses optimizations that removes

most of the highly concentrated data [17].
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Figure 8: �e run times of the KNN and PCA algorithm using 100 000 elements with 4 fea-

tures.

Figure 9: �e prediction run times for KNN and PCA a�er having trained them. Predicted

100000 points 15 times for each algorithm.

7 Discussion

�is section will present a discussion of how the results can be interpreted and how they

compare to similar work, as well as the limitations of the results. A conclusion and a recom-

mendation of further work is also concluded in this section.

7.1 Interpretation of results

As can be seen in Figures 6 and 7, what is the biggest deciding factor for something being an

anomaly is the number of events done in the interval, i.e. the count axis. �is is because of a
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majority (86%) of the points having a count of 1. �is means that a point with a higher count

approaches abnormality fast independent on other factors. �e �rst thought that comes to

mind with the count being the biggest abnormality factor is that a simple threshold would

work just as well for most of the anomalous points. i.e. if the count is bigger than 10 it is

an anomaly. However, using a simple threshold removes the dimension of some universities

having fewer users with more events done, or some days having a higher count than others.

i.e. most grades are posted on weekdays and not weekends, as seen in Figure 5. �erefore the

points that are anomalous because of other factors than a high count are more interesting and

should require further inspection as they are more likely to be false positives or are harder

to detect manually than the points that have a higher count value. If the speed of implemen-

tation and run time is of importance a threshold on the count feature would have su�ced to

discover the utmost anomalies. However, a simple threshold would not have worked if not

for the correct modeling and engineering of the data. As such, we can see how powerful the

engineering of features is for simplifying the algorithmic part of the anomaly detection. As

well as concluding the method of �nding anomalies to be robust as it found anomalies ac-

cording to our assumptions from Section 4.

As most work focuses on complex and time-consuming algorithms instead of the modeling

part of the anomaly detection process, some focus on the power of modeling is lost. For

example: to �nd denial of service a�acks or poor integration of university systems, a time-

consuming algorithm like X-means clustering (Ahmed et al. [5]) might not be necessary, but

a simple combination of requests in intervals and a threshold might su�ce to give similar

anomaly detection accuracy. �is follows the idea behind Occam’s razor [3] as well. i.e. the

simpler the explanation for an occurrence, the more likely it is to be correct. Maybe more

focus should be put on powerful data exploration and engineering tools instead of powerful

anomaly detection algorithms.

�e combination shown in Figure 7 was made to show that both algorithms agree on a major-

ity of the points being anomalies, this gives more con�dence in that the combined anomalous

points are real anomalies and not false positives. It also potentially removes some false pos-

itives as they are probably more likely to occur on a point that the algorithms disagree on

being an anomaly than one that they agree on. �e approach of combining anomaly detec-

tion scores to paint a clearer picture is not a novel idea as Laptev et al. [15] describes it as being

both more accurate in �nding anomalies and it being more scalable. �erefore the points in

the combined Figure (Fig 7) should be trusted more than the points from a single algorithm.

Another approach that is possible is to combine the anomaly scores given by each algorithm

and choose a percentage of the top anomaly scores in the combination, this result might give

some other insight that is missing from only selecting the points that are considered anoma-

lous in a boolean fashion from both algorithms. �is can be generalized and used for any

score-giving algorithm similar to the ones used in this paper.

�e runtime di�ers signi�cantly between the algorithms as seen in Section 6.5. As a worst

case, the KNN algorithm is not scalable to be run on increasingly larger problem sizes. It

could work using a small training set but the performance of the detection could su�er from

the smaller training set. �e PCA algorithm performed well in terms of run speed, but this

is only the case for small dimensions because the number of features is exponentially related

to the complexity. However, once both algorithms have completed their training, the pre-

diction k(p) will have a near constant lookup speed for the PCA algorithm (seen in Figure

9) and an exponential to the number of neighbors lookup speed for KNN. PCA should work

well in live data streams and KNN is limited to the number of neighbors to account for. �is

16



means the ensemble approach of combining the prediction of both algorithms could be used

without loss of a�er-training run time relative to the KNN algorithms run time. However, as

both algorithms are ��ed for the exact features of the data set used for training, they would

not respond well to additions of features or modi�cation of the current features. If a feature

is added to the anomaly detection model a re-training would be necessary. Both algorithms

would not work well with changing pa�erns in the data if they are not re-trained on a regular

basis. �ey can not adapt to change because they are trained the pa�erns in the training set

and can only recognize abnormalities in the training sets pa�erns.

Given that the clustering algorithm is based on Euclidean distances it is easy to visualize in

lower dimensions and therefore gives a clear explanation of why a point is an anomaly. �is

means that the algorithm is both understandable and somewhat explainable. �e explanation

comes from seeing the distance between points and seeing what features are responsible for

increasing that distance. However, as the dimensionality increases the visualization becomes

harder to do and the distance more di�use. Principal component analysis does not use Eu-

clidean distances and is also most commonly used in higher dimensional data to reduce the

dimensionality which loses the insight into what features are responsible for the distance.

�erefore I argue that PCA is less understandable and explainable than KNN in lower dimen-

sions. However, both algorithms give a distance metric to each point which can be used to tell

why a point is anomalous. i.e. this point is 100 l.u. away from its nearest neighbor or thresh-

old compared to the rest of the points that are one l.u. away from their nearest neighbor or

threshold, therefore the point is anomalous. �e algorithms could also potentially show what

feature is most responsible for that distance which further increases the insight of why a point

is anomalous.

What is clear is that the proposed anomaly detection process de�ned in Section 4 is working

in that it �nds some anomalous points. As the accuracy is not analyzed it is di�cult to tell

how e�ective the process is and weather the process is to blame for this potential inaccuracy

or if it is a problem with the algorithms used. It is clear that feature engineering is a powerful

tool in that it could simplify a collective anomaly detection problem into a point anomaly

detection problem.

7.2 Limitations

As the data used for the anomaly detection model is unlabeled the evaluation of the accuracy

of the algorithms is non-existent, this is a problem as the accuracy is the biggest purpose of

the algorithms. However, based on the assumptions seen in Section 4, I can conclude that

the algorithms do �nd anomalous data points and that the process works according to the

assumptions. If these anomalous points correlate well to the real world is another question.

To enable accuracy analysis a labeled and well-understood data set should be used like the

commonly used 1999 KDD cup dataset [2]. Another limitation is solved by using a new,

di�erent data set with other types of anomalies. i.e. whether the process used holds the same

explainability and clarity for other types of anomalies and other data sets or not.

7.3 Conclusion and recommendations

�e proposed anomaly detection process works and gives true anomalous points according

to the assumptions. �e most important part of the process is the understanding of the data

because without it the powerful feature engineering performed would not have been possible.

�is is seen in that for the anomaly detection case used as an example in this work and sim-
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ilar models such as denial of service a�acks; �e engineering of the features and a threshold

would have been enough to �nd most anomalous points in the data sets. �is would also have

a near constant run time as it is just a comparison and combination of points as well as clear

explainability. However, if more complex features are introduced that increase the variance of

the data, K nearest neighbors and principal component analysis can be of help in discovering

anomalous points.

PCA gave similar anomalies to the nearest neighbor algorithm at a much faster initial and pre-

dictive run time. However, KNN has a clearer explainability than PCA in lower dimensions.

Both algorithms fail to scale well to change and in di�erent problem size aspects (number of

features or number of points). What is obvious from this thesis is that the understanding and

modeling of the data is the most important part of anomaly detection. To be able to combine

features and points into new information is crucial for de�ning what is normal and to be able

to choose what algorithm to use for �nding the abnormal data. �erefore a similar process

to the one used in this paper (described in Section 4) should always be used in the anomaly

detection process.

7.4 Ethical aspects

As the example problem data used in this paper is created from human users, integrity and

care are required in that the data have to be kept safe from abusers. One has to keep in mind to

maximize the anonymization of the data as well. i.e. hash the usernames, mask the university

and student id. �is is to keep the users’ personal integrity. What is also worth considering

is that the acknowledgment for us to analyze and use the data from the users that generated

the data have to have been done. �is is also in the interest of the users’ personal integrity.

7.5 Future work

Further inspection of the proposed anomaly detection process should be performed on dif-

ferent types of data ranging from images to sounds and text. �is would further solidify that

the process works and is applicable to a wide range of anomaly detection problems.

It would have been interesting to compare the result of the point anomaly detection used

in this paper with collective or contextual anomaly detection models with the same data.

�is would be interesting in that few if any papers describe the di�erences in performance

and results from using two di�erent classes of anomaly detection models.

Another performance metric that is interesting is if a malicious person would know about

the anomaly detection process and that it is in use in the system, that person could poison [4]

the data by spamming events for a long period of time until that behavior is seen as normal

by the system. �e fact that the prediction performance changes if the data is poisoned is

obvious but by how much, and the relationship by poison amount and false positives is inter-

esting and worth looking into.

An accuracy comparison using current real-world data is of interest in that most compar-

isons use outdated data sets that have been cleaned and well understood. A real world ex-

ample would give insight into how the algorithms hold up to current standards and also how

a�acks or anomalies have changed from an anomaly detection standpoint.

�e combination of PCA and KNN is a potential �eld of interest if explainability is valued
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when looking for anomalies. If KNN is explainable in lower dimensions and PCA reduces

higher dimensions to lower dimensions, is not the combination of the algorithm a good match

for explainable anomalies? �e di�culty lies in that PCA loses the explanation of what feature

is responsible for what distance of the anomaly.
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