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Abstract

�e development of autonomous cars is in full progress. For the autonomous
cars to be able to detect where other cars are, many machine learning models
are utilised. One problem in the �eld of object detection, is that a human has to
tell where objects are in images, for a machine to be able to learn to detect ob-
jects in images it has never seen before. To tackle this problem synthetic images
can be created, where the ground truth of where objects are in images is known,
without having to use human knowledge. �is thesis study the approach of using
a translation model to translate images to look more like real photographs. Sev-
eral object detection models are then used to evaluate if training on the translated
images increases the generalisation to the real world photographs. In some cases
the results show that the translated images help to increase the performance on
real world photographs when detecting cars in images of street scenes.
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1 Introduction

Machine learning is about training a model to generalise to a domain. For example given a
lot of images from driving scenarios we want a model that is able to detect where vehicles
are located in images never seen before. �is problem is clearly of interest in the �eld of au-
tonomous vehicles. Today most of the data that is collected to train machine learning models
are real world data that if used in supervised learning have to be annotated manually, which
is costly in both time and money.

�e idea for this paper originates from Bujwid et al. [2], where they mention the potential
in using synthetic data to construct rare situations in driving scenarios which would make
it easier to adapt autonomous vehicles to these situations. To be able to use synthetic data
when training some machine learning model (e.g an object detection model) one would want
a dataset that is very close to the real world. Torralba and Efros [15] describes this as cross-
dataset generalisation, which is how well a classi�er performs when trained on one dataset
and tested on another. Ros et al. [13] created a synthetic dataset of street scene images (SYN-
THIA), which have been a popular dataset for translation models [10] [8] [2] used for translat-
ing from and to the dataset Cityscapes which Cordts et al. [4] created. �e Cityscapes dataset
is a dataset of real world photographs of street scenes.

In this paper, I am going to use a translation model to translate images of street scenes from a
synthetic environment into more realistic looking images. I will study the results of training a
classi�er on the translated images to use for car localisation (which is �nding cars in images)
in real world images of driving scenarios. �e reason I want to test this is because if it shows
that it works well to train with the translated data, this is an interesting area to work further
on as it shows that you can use synthetic data to adapt object detection models on image
domains that should represent the real world.

1.1 Purpose and research question

Based on the discussion above, I want to create a dataset that contains synthetic images of
street scenes which are more realistic looking, and evaluate how well this dataset generalises
to a dataset containing real images of street scenes. �e question is then: how well does a
classi�er generalise to the Cityscapes dataset when trained on the translated images from the
SYNTHIA dataset?

2 Related work

Liu et al. [10] released an unsupervised image to image translation (UNIT) framework, which
achieved state-of-the-art results on various benchmark datasets. �is framework is trained
to translate images between two domains of images, see example translation result on the
SYNTHIA dataset and Cityscapes dataset in Figure 1. �e framework uses the assumption
that both image domains can be mapped to the same shared latent space (also called feature
space). In the shared latent space an image is represented as a more dense representation (e.g
a vector that contains less data than the image). �is results in the framework to be unimodal,
i.e. only being able to generate one image for each input image. Huang et al. [8] presented an
improvement of UNIT which they called MUNIT. �eir framework is able to do multimodal
translation given an input image, this means that for an input image it is able to produce a
set of images that all look di�erent. Liu et al. also did domain adaptation which is the same
problem as cross-dataset generalisation, on three datasets all containing images of numbers.
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Figure 1: Example result of UNIT when translating images from the two datasets Cityscapes
and SYNTHIA.

�ey did this by training the UNIT framework between a source domain and a target domain,
and then used the features of the discriminator to adapt a classi�er, to be able to classify
images in the target domain.

Bujwid et al. [2] proposed a new unsupervised image to image translation model (GANTruth)
which was an improvement of UNIT. �e di�erence from UNIT is that GANTruth enforces
preservation of the ground truth in images, such as where di�erent classes of objects are the
images. Where as UNIT does not take the ground truth of the images into consideration.
�ey show with domain adaptation and human surveys that their model is an improvement
of other translation models (UNIT among others). Even though Bujwid et al.:s translation
model is shown to be be�er than UNIT I choose to use UNIT in this thesis because Bujwid et
al.:s translation model is not publicly available and UNIT is.

Tian et al. [14] did a study where they trained on both synthetic data and real world images
of street scenes. �ey constructed a synthetic dataset of street scenes. �ey also constructed
a dataset of photographs containing cars, buses and trucks, this data was collected from PAS-
CAL VOC 2010 [6] and MS COCO [9] which are both large benchmark datasets. �eir results
of training two di�erent classi�ers showed that it helped to improve the performance of the
classi�ers by using mixed data of both real and virtual images.

He et al. [7] released an object localisation model in 2017 named Mask R-CNN. Mask R-CNN
is able to �nd several objects in images, as well applying a mask to each object at pixel level.
�e architecture is an improvement of the predecessor Faster R-CNN developed by Ren et
al. [11]. He et al. showed impressive results on the Cityscapes dataset with Mask R-CNN, as
well as ge�ing be�er results than earlier methods. As an evaluation metric He et al. used the
average precision (AP) metric which is used in the PASCAL VOC challenge 2015 [5]. Because
of this, AP is used as a metric in this thesis to answer how well the generalisation is in the
research question. Using the AP metric also allows for easier comparisons to the results of
He et al.

�e implementation of Mask R-CNN from Abdulla [1] is used in this thesis. �is implementa-
tion is based on He et al.:s work with some changes due to machine learning libraries work-
ing di�erently. With this implementation Abdulla also have a pre-trained (also called transfer
learning) Mask R-CNN model which is trained on the MS COCO dataset [9]. Pre-trained
means that the connections in the model, o�en called weights, have been trained on some
other dataset. Using pre-trained models allows for less time training as well as being able to
get be�er results. [16]. Because of this one can o�en expect be�er results when using pre-
trained models. When not using pre-training the models are usually initialised with random
weights from some distribution (e.g a uniform distribution between 0 and 1). I will refer to
this as random initialised weights.
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3 General approach

To be able to test the research question in this thesis I follow a general work�ow, see Fig-
ure 2. Two types of machine learning models are trained, a translation model and several
classi�ers. �e translation model is learned to translate images between two image domains,
e.g. a synthetic image of street scenes to look more alike an image from photographs of street
scenes. As mentioned earlier I use the translation framework UNIT from Liu et al. [10]. I
choose this because it is publicly available and is able to translate with good results between
the SYNTHIA dataset and the Cityscapes dataset.

�e classi�ers are trained to be able to test how well the cross-dataset generalisation is be-
tween the translated synthetic dataset and the real dataset. Note that real here only means
that the dataset should be representative of the real world as it contains photographs. For
the classi�ers I train Mask R-CNN models from Abdulla [1]. I use Mask R-CNN because it
was fairly simple to implement. It also �t my datasets, Cityscapes and SYNTHIA, because it
needed the images to be labeled with instance segmentation. Instance segmentation means
when each class is labeled at pixel level and di�erent instances of objects is separated, e.g.
two cars is labeled with the same class label but di�erent instance numbers.

Figure 2: Overview of the project’s work�ow.

3.1 Architecture of UNIT

�e architecture consists of 6 subnetworks, two domain image encoders (E1, E2), two domain
image generators (G1, G2) and two domain adversarial discriminators (D1, D2). E1 and E2 are
trained to encode images into a code in the shared latent space z. G1 andG2 are trained to take
a code from z and reconstruct an image given that code. A visualisation of this is shown in
Figure 3. �e discriminators are used to train the framework with adversarial training, given
an output from G1 or G2, D1 or D2 takes this image and is trained to decide whether it is a
real image from one of the image domains or if it is an image generated from the generators.
�e adversarial training means that the two parts are trained against each other, so in other
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words, the discriminators are trained to correctly predict if an image is from the generators
or not. On the other hand the generators are trained to try and fool the discriminators.

Figure 3: Visualisation o� the encoding and generation of images in UNIT between a real
dataset and a synthetic dataset.

3.2 Mask R-CNN

�e Mask R-CNN architecture from He et al. [7], short for mask regional based convolutional
neural network, is an object localisation model that proposes segmentation masks for objects
and also classi�es them, see Figure 4 for an example of results from the Mask R-CNN trained
in this work.

Mask R-CNN consists of four parts, a convolutional neural network (CNN), a regional pro-
posal network (RPN), a region of interest layer (RoI) and a fully convolutional network (FCN).
�e CNN is similar to a regular CNN which is o�en trained to predict a class of an image, in-
stead this CNN is shortened and outputs a downscaled version of the image called feature
maps, which is supposed to capture pa�erns of shapes and objects. �e RPN layer scans the
output from the CNN and is trained to learn what distinguishes objects in the dataset. �e
output from the RPN is regions in the image and an objective score for each region. �e higher
the objective score in a region the greater possibility of an object in that region. �e RoI layer
takes the regions proposed by the RPN and is trained to determine which class is inside the
region, it also outputs a re�ned bounding box as the regions is o�en many and not perfectly
around the object. What di�erentiates Mask R-CNN from its predecessor Faster R-CNN [11]
is the last FCN layer, which is trained to predict a segmentation mask of the object inside the
bounding boxes (�is is the coloured pixels inside the boxes in Figure 4.).
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Figure 4: Example result of running Mask R-CNN on a sample image from the Cityscapes
dataset.

4 Method

I will follow the work�ow described in Figure 2 and in this section I explain what datasets I
chose as well as how I train the translation model UNIT and the Mask R-CNN models. I will
also explain the metrics used to evaluate the classi�ers.

4.1 Data collection

As the research question states I use the two datasets SYNTHIA and Cityscapes, more specif-
ically I use the Cityscapes dataset with �ne annotations that contains 5000 images, and the
SYNTHIA dataset named SYNTHIA-RAND-CITYSCAPES (from here on referred to as SRC).
SRC contains labels compatible with the Cityscapes dataset, which means that the objects in
the images are named the same, e.g. cars are both named cars in both datasets.

For the unsupervised training with UNIT, I used all the Cityscapes images split into a training
set and test set with 4000 and 1000 images respectively. To match it, I used 5000 images from
all of the 9400 images from the SRC dataset which had the same split. Because UNIT works
by �nding a shared latent space, the images must have similarities to be able to successfully
learn to translate between the domains. �e SRC dataset contains around 3000 images from a
top down angle, while the Cityscapes does not. �is led me to the decision to remove most of
these images. I kept some of these images to match the size of the Cityscapes dataset. I had
previously tried training UNIT on the dataset with random images from the SRC dataset with
the 3000 images from a top down angle included, and the results were quite bad. It is hard to
compare how well the translation is with the results of Liu et al. [10] as they did not use any
metric to evaluate this and only stated that it looked good. However when removing most of
these 3000 images the results looked more alike to the results of Liu et al.

All of the 5000 selected images from the SRC dataset is translated with UNIT to construct the
translated SRC dataset that contains images from the SRC dataset that is supposed to look
more like the Cityscapes dataset.
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�ree di�erent sets has to be given to train the Mask R-CNN models, a training, validation and
a test set. �e Cityscapes dataset was already split into these parts, but the ground truth of
the test images are not given for benchmarking purposes. Because of this, I split the train and
validation sets correspondingly into three sets where I had the ground truth for all of them.
�e exact same split was made for the SRC dataset and the images were assigned randomly to
each set. �e split consisted of 2067, 365 and 1043 images respectively to the train, validation
and test set.

4.2 Training

Both the UNIT framework and the Mask R-CNN models requires a lot of training. In this
section I will cover the training decisions as well as how many iterations each model was
trained for. All of the training was done on a Nvidia Tesla P100 with 16 GB of video memory.

4.2.1 UNIT

�e UNIT framework was trained for 100k iterations. One of these 100k iterations means
translating an image once and then updating the weights accordingly. Due to one iteration
taking up to two seconds, I did not have time to train for more than 100k iterations. Training
for 100k iterations was also supported by Liu et al. [10], where they mention they trained for
100k iterations when translating between satellite images and map images. For the hyper-
parameters, which are parameters that does not change in runtime, I use the same hyper-
parameters they use when training to translate between another synthetic image dataset
(GTA5 dataset [12]) and the Cityscapes dataset. I use these hyper-parameters because con-
�guring them myself would be outside the scope of this thesis, but also because their results
when training with these was good. �ese hyper-parameters is taken from their Github page
Liu et al. [10] released alongside their paper.

�e images were resized to 512x512 during the training, the reason for this was because
512x512 was the largest resolution of the images due to memory restrictions in the GPU.

In Figure 5 the results of translating from the SRC to the Cityscapes dataset is shown.

Figure 5: Translated result a�er training for 100k iterations between SYNTHIA-RAND-
CITYSCAPES dataset and the Cityscapes dataset.

4.2.2 Mask R-CNN

To be able to test how well the cross-dataset generalisation is between the translated images
from the SRC dataset and the Cityscapes dataset I train six Mask R-CNN models, split into
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two types of categories. �e two categories are, models trained from scratch and pre-trained
models. Each category contains three Mask R-CNN models trained on the Cityscapes dataset,
the SRC dataset and the translated images from the SRC dataset. Respectively for convenience
I will call these three models C , S and TS . �e pre-trained models will be called Cp , Sp , TSp
with p as subscript to denote that the model was pre-trained. I choose to train three models
with pre-training because using pre-training is such a big part of object detection and I want
to see if the results points in the same direction when pre-training is used. What I mean by
this is that if it shows that the cross-dataset generalisation is be�er when training without
pre-training on the translated data, it should also be the case when using pre-trained models.

�e classi�ers C, S, TS is trained equally, each trained for 200k iterations in total. �e learning
rate is set to 0.001. I choose this learning rate because it is the learning rate Abdulla [1] set to
match the o�cial Mask R-CNN paper of He et al. [7]. �e learning rate controls how much
the weights are updated each iteration. A weight in a machine learning model is the strength
of a connection. �e pre-trained classi�ers Cp , Sp and TSp are trained for 60k iterations in
total. �e same learning rate of 0.001 is used and only the last layers of the Mask R-CNN is
trained.

I limit the Mask R-CNN model to only train on the car class. �is means that I only loaded the
car labels when training and treated everything else as background. �is decision was made
to reduce the complexity of the problem. In the discussion I talk about why including more
classes would be more interesting for the evaluation of the results and further work.

4.3 Evaluation and metrics

To evaluate the Mask R-CNN models I calculate the mean average precision mAP as in the
PASCAL VOC challange [5]. To understand this metric two measurements have to be intro-
duced, precision and recall. �e mathematical de�nition of precision and recall is:

Precision =
TP

TP + FP
(1) Recall =

TP

TP + FN
(2)

where TP, FP and FN is the number of true positive, false positive and false negative predic-
tions, respectively. Precision is measuring the percentage of the predictions that are correct,
while the recall is measuring the percentage of correct predictions to the ground truth pos-
itives. Both precision and recall take on values from 0 to 1. �ere is a trade o� between the
precision and recall, meaning that when precision decreases, the recall value increases. To
understand why, imagine the scenario if everything in a picture was predicted as a car. We
then have zero false negatives and recall is 1, but we have many false positives and therefore
precision is very low. On the other hand if we try to limit false positives we also increase the
number of false negatives meaning that if precision is high, then recall will be low. Precision
and recall is computed for each prediction in an image, sorted by con�dence on each predic-
tion. �is con�dence level is what the Mask R-CNN model gives as output with the bounding
box and pixel masks with each object.

Average precision (AP) is computed as the weighted average of the precision values at each
recall value:

AP =
∑
(rn+1 − rn) ∗ p

′(rn+1) (3)
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Where p ′(rn+1) is the max precision value for any r ′ greater than or equal to rn+1. �is makes
the precision monotonically decreasing if plo�ed against recall. An example of how this looks
is shown in Figure 6. �e monotonically decreasing precision (blue) is compared against the
raw precision values (red). �e weighted average is the same as the area under the curve
when precision is plo�ed against recall. So intuitively when AP is large (close to 1) the area
is large and both precision and recall is very good.

Because precision and recall both take on values in the range of 0 to 1, AP also takes on values
between 0 and 1 where 1 is the best.

To decide whether predictions are judged as true positive or false positive I use a measurement
called intersection over union (IoU). �is measurement is de�ned as:

IoU =
TP

TP + FP + FN
(4)

and calculates the ratio of the overlap and the union of the prediction and the ground truth.
As in the PASCAL VOC challenge [5] predictions are judged to be true positives when the
IoU is above 0.5 and false positives otherwise.

�e AP measurement is then calculated for each image in the test set and the mean of all the
AP measurements is calculated which is the �nal mean average precision (mAP).

Figure 6: An example of precision plo�ed against recall.

5 Results

In Table 1, the mean AP score (mAP) is listed for the three classi�ers (mAP at IoU50 means that
AP is calculated when IoU ≥ 0.5). We see that the mAP score is low for the S and TS classi�ers,
which are the two classi�ers trained on the SRC dataset and the images that were translated
with UNIT from the SRC dataset. However, as we could expect, the mAP score for classi�er
C (trained on the Cityscapes dataset) is rather good and almost reaches the performance of
the classi�er trained on the same dataset in the o�cial Mask R-CNN paper, where they score
0.499 mAP at IoU50.

For the classi�ers initialised with random weights (C, S and TS), the classi�er trained on
the translated data (TS) performs slightly be�er than S, which is the one trained on the SRC
dataset. However, when using models pre-trained on the MS COCO dataset, S performs be�er
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than TS.

In Figure 7, the result of running the classi�ers (with random initialised weights) on a sample
image are shown.

Table 1 mAP scores for di�erent Mask R-CNN classi�ers tested on the Cityscapes dataset.
Trained on mAP at IoU50 pre-trained mAP at IoU50
Cityscapes 0.475 0.573
SRC 0.031 0.437
Translated SRC 0.045 0.394

Figure 7: Result of Mask R-CNN run on a sample image.

6 Discussion

�e original question was to see how good a classi�er trained on translated images from the
SRC dataset generalised to the Cityscapes dataset. �e results on the classi�er both trained
and tested on the Cityscapes dataset (C andCp ) are drastically be�er than the ones trained on
the translated SRC dataset and the SRC dataset (TS ,TSp , S and Sp ). Because the mAP score is
so low when training on the SRC dataset (translated or not), we make the conclusion that the
cross-dataset generalisation between these two datasets is poor. By looking at the results one
can see that the classi�er TS (trained on the translated SRC dataset) actually performs 0.014
be�er than the classi�er S (trained on the SRC dataset) in mAP score, this however is very
li�le and no conclusion can be drawn.

However, the mAP score for the pre-trained classi�ersCp , Sp ,TSp are much be�er than when
using random initialised weights. �e reason for this is because the pre-trained weights are
trained on a total of 80k of training images from the MS COCO dataset [9], before training on
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Cityscapes, SRC, or the translated SRC dataset that only contains 2067 training images. With
the results of the pre-trained classi�ers we also see that the classi�er Sp trained on the SRC
dataset is be�er than the classi�er TSp which was trained on the translated SRC dataset.

�e amount of iterations I trained the classi�ers for is about the same as the iterations He et
al. [7] used when training on the Cityscapes dataset. �e score He et al. got when training
and testing on the Cityscapes dataset is be�er than the ones in this thesis but not by much as
they got 0.499 compared to my results of 0.475. When training their Mask R-CNN model how-
ever, they used all of the training images (Cityscapes contains 2975 training images) which is
probably why their results are be�er.

One may wonder why the two classi�ers S and TS trained on the SRC dataset (translated
or not) performs so bad in terms of the mAP score. Chen et al. [3] mention that domain
adaptation could fail because the dataset used for training is too di�erent compared to the
dataset used for testing. �e two datasets SRC and Cityscapes contains drastically di�erent
images which could be the reason the performance is bad. What is meant by this is that for
example the Cityscapes images is always images captured from the hood of a car (forward
facing), while the images from the SRC dataset are from all types of di�erent angles, e.g.
from the sidewalk or from a top down angle (however most of these was removed). �e two
datasets also contains very di�erent types of cars and the images from the SRC dataset are
more clu�ered with objects. See Figure 8 in Appendix A for sample images of the two datasets.

6.1 Conclusion

�is thesis is not enough solely to say that using translation models would improve gener-
alisation between synthetic data and real world photographs when detecting cars in street
scenes. Because in the case of using models with random initialised weights the score is a lit-
tle bit be�er when training on the translated SRC dataset, but in the case of using pre-trained
models the score is worse when training on the translated SRC dataset. �ese two results
points in the opposite direction and therefore I can not make the conclusion that translating
the images did something to improve the results.

As mentioned in the beginning of the discussion, the results also shows that in general the
generalisation between the SRC dataset and the Cityscapes dataset is poor.

6.2 Future work

Even though the results of training on the generated images from the SRC dataset (SYNTHIA-
RAND-CITYSCAPES) were bad, I still think further work is interesting, in training on syn-
thetic data that is translated to look more like the target dataset, but also on non translated
data. Other translation models, such as GANTruth proposed by Bujwid et al. [2] show their
translation model is actually be�er at translating images between the SYNTHIA dataset and
the Cityscapes dataset than the translation model UNIT proposed by Liu et al. [10]. GANTruth
could then be an interesting method to evaluate further. In a real production scenario it is also
realistically to assume that a synthetic dataset that contains many more images than what is
used in this thesis can be created, which probably would increase the mAP score of the classi-
�ers trained on images from a synthetic dataset. As well testing the same strategy as Tian et
al. [14], which was to train on both real and synthetic data, to see if this would give even be�er
performance in terms of AP than the classi�ers (C , Cp ) trained on the Cityscapes dataset.

During the work on this paper I have also stumbled upon other types of datasets, such as a
dataset constructed from the video game Grand �e� Auto V [12]. �e images in this dataset
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look much more similar to the Cityscapes dataset, and thus would probably generalise be�er
to the Cityscapes dataset.

Another interesting aspect to further study is to include more classes. With more classes than
only cars, one could compute the class average precision. �en the translation models could
be evaluated further to see if they fail for speci�c objects or are very successful for others.
For example maybe the translation model is really good at translating the properties of a
buildings but are very bad at translating the properties of a human. �is could be evaluated
if more classes were to be included.
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A Appendix

Figure 8: Sample images from the two datasets, SYNTHIA-RAND-CITYSCAPES and
Cityscapes.
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