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Abstract

When using deep learningmodels for reconstruction of one path per pixel Monte
Carlo path traced image sequences, reconstruction of unseen features can be a
concern. �is can be solved by training the model on the same scene it is sup-
posed to reconstruct images from. Learning to specialize with additional clean
targets would be extremely time consuming, instead training with additional
noisy targets saves time as additional noisy images is tremendously faster to
render. �is thesis shows that a model trained without clean targets on the same
scene it is reconstructing images from can under certain conditions out perform
a model trained on clean targets from di�erent scenes. It also shows that �rst
training a model on clean targets followed by noisy targets can help with insta-
bility issues one can encounter when only training with noisy targets. Lastly, the
thesis shows how there is not much of an improvement going from 400 to 1000
training examples or going from noisy targets rendered with one path per pixel
to targets rendered with eight paths per pixel.
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1 Introduction

Monte Carlo path tracing is an algorithm for rendering physically correct images. It consists
of tracing paths from the virtual camera to virtual light sources and then integrating over
these paths to get the color of each pixel [Lehtinen et al., 2018]. �is algorithm has recently
emerged as the standard rendering algorithm for visual e�ects but may also be of interest for
games. Film quality results requires hundreds to thousands of traced paths per pixel while
with current hardware it is more or less only possible to trace one path per pixel in real-time.
Monte Carlo path tracing with only one path per pixel can result in very noisy images and
the problem to remove the noise is framed as reconstruction of the �nal image rather than
denoising [Chaitanya et al., 2017].

Recent work on deep learning based reconstruction of Monte Carlo path traced images have
achieved good results but there are still some concerns regarding variation and its ability
to reconstruct unseen features. One way to solve this is by having the model trained on
the same scene it is supposed reconstruct, e�ectively making the model specialize on that
scene [Chaitanya et al., 2017]. Normally, images rendered with a lot of traced paths per pixel
would be required for the model to learn from. Doing this for every scene that is going to be
reconstructed would be extremely time consuming. In work by Lehtinen et al. [2018] it has
been showed that models can learn without seeing clean images with a lot of paths traced per
pixel and that it is enough with noisy images with only a few paths traced per pixel. �ese
noisy images are vastly faster to render.

Targeting reconstruction of images that could realistically be rendered in real-time using
Monte Carlo path tracing, this thesis investigates how a deep learning model can learn to
specialize in reconstruction of images from a speci�c scene without additional clean data.

1.1 Related work

In 2017 Chaitanya et al. [2017] achieved state-of-the-art results in reconstruction of images
rendered usingMonte Carlo path tracingwith one traced path per pixel. �ey did this with the
recurrent denoising autoencoder architecture which is also used in this thesis. Additionally
the training process used during this thesis is also inspired by this article.

A year later Lehtinen et al. [2018] showed that they could train a deep learning model to re-
construct Monte Carlo path traced images rendered with eight traced paths per pixel, without
clean data. �ey did this using a loss function they derived and called LHDR which is also used
in this thesis.
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2 Monte Carlo Path Tracing

�e Monte Carlo path tracing algorithm solves the path integral form of the light transport
equation using Monte Carlo integration [Pharr et al., 2016]. �is results in that the intensity
of each pixel is the expectation of the random path sampling process, i.e. the sampling noise
is zero-mean and in some cases it also leads to extremely long-tailed distributions with rare
bright outliers [Lehtinen et al., 2018].

2.1 Light Transport Equation

�e amount of light that reaches the virtual camera from a point is described by the light
transport equation. �e normal form of this equation is given by

Lo(ppp,ωo) = Le (ppp,ωo)+

∫
S2
f (ppp,ωo ,ωi )Li (ppp,wi )|cosθi |dωi (2.1)

where

• Lo(ppp,ωo) is the amount of outgoing light from point p in direction ωo

• Le (ppp,ωo) is the amount of emi�ed light from point p in direction ωo

•
∫
S2 f (ppp,ωo ,ωi )Li (ppp,wi )|cosθi |dωi is the incident light Li (ppp,wi ) from all directions on the
sphere S2 scaled by the BSDF f (ppp,ωo ,ωi ) and a cosine term.

BSDF stands for bidirectional sca�ering distribution function which describes how light is
sca�ered by a surface.

�e path tracing algorithm does not solve the normal form of the light transport equation
but the path integral form. �is formulation instead expresses light as a integral over paths.
A path in this instance means a path that light can take from a light source to the virtual
camera. �is results in that essentially any way to randomly select paths can be turned into
a workable rendering algorithm [Pharr et al., 2016].

2.2 Monte Carlo Integration

To solve an integral
∫ b
a f (x)dx Monte Carlo integration uses the fact that the expectation of

the estimator

FN =
1
N

N∑
i=1

f (Xi )

p(Xi )
(2.2)
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where Xi is a random variable drawn from a distribution with probability density function
p(x) and N is the amount of samples drawn, is equal to the integral. �is is showed by

E(FN ) = E

(
1
N

N∑
i=1

f (Xi )

p(Xi )

)
=

1
N

N∑
i=1

∫ b

a

f (x)

p(x)
p(x)dx

=
1
N

N∑
i=1

∫ b

a
f (x)dx

=

∫ b

a
f (x)dx

(2.3)

It has been showed that the error of theMonte Carlo estimator decreases with a rate ofO(
√
N )

[Pharr et al., 2016].

2.3 Tone mapping

To construct an image suitable for an 8-bit display the high dynamic range light values created
by the Monte Carlo path tracing algorithm needs to be compressed with a tone mapping
operator. Reinhard’s global operator is given by

T (v) = (v/(v +1))1.0/2.2 (2.4)

�is operator maps any v into the range [0,1] [Lehtinen et al., 2018].
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3 Machine Learning

�e capability to learn by extracting pa�erns from raw data is called machine learning. �is
thesis is concerned with regression in a supervised se�ing. Regression means that continuous
values are predicted. Supervised learning means that the algorithm will learn from a set of
training examples (xxx i ,yyyi ) each consisting of an input xxx i and a target value yyyi . �ese kinds of
machine learning algorithms are trained by minimizing the error between the model outputs
fff θθθ (xxx

i ) and the target valuesyyyi , i ∈ [1, ...,N ]where N is the amount of training examples. �e
minimization is performed using an optimization algorithm and the error is de�ned through
a cost function. [Goodfellow et al., 2016]

3.1 Optimization

�e optimization problem in supervised learning is formulated as

min
θθθ

J (θθθ ) =min
θθθ

1
N

N∑
i=1

L(fff θθθ (xxx
i ),yyyi ) (3.1)

where J (θθθ ) is the cost function, θθθ is the parameters of the model fff θθθ and L is the per example
loss function discussed more in Section 3.2. One way to perform this minimization is by using
the optimization algorithm called gradient descent. �e update of the model parameters θθθ is
given by

θθθ t = θθθ t−1−α∇J (θθθ ) (3.2)
as described in Russel and Norvig [2009]. �e hyperparameter α is the step size. Hyperpa-
rameters are parameters of the model or training algorithm that can not be learned and must
be set by the user of the algorithm.

Sometimes the cost gradient ∇J (θθθ ) is approximated by only computing it on a small part of
the training set. �is is referred to as batching and adds randomness to the loss function
gradient. A optimization algorithm that has shown to empirically compare favorable to other
stochastic optimization methods is the Adam algorithm [Kingma and Ba, 2017]. �e update
of the model parameters θθθ is given by equations in Equation 3.3.

дддt = ∇J (θθθ )

mmmt = β1 ∗mmmt−1+ (1− β1) ∗дддt
vvvt = β2 ∗vvvt−1+ (1− β2) ∗ддд2t
m̂mmt =mmmt/(1− β t1)
v̂vvt =vvvt/(1− β t2)

θθθ t = θθθ t−1−α ∗m̂mmt/(
√
v̂vvt +ϵ)

(3.3)

All computations including vectors are component wise. α , β1, β2 and ϵ are hyperparameters.
�ere is a moment associated with each weight in the vectorsmmm and vvv .
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3.2 Loss functions

�is section will describe loss functions related to a model that outputs images as it is the
focus of this thesis. As loss functions operates on scalars, the loss of every scalar in a image
has to be averaged to get the loss for the whole image. But since convolutional layers in a
neural network shares weights spatially (see Section 4.3) it can make sense averaging the loss
over the spatial dimensions and not the channel dimensions making the loss over a image

LIMAGE =
1
n

n∑
i=1

c∑
j=1

L(xxx i j ,yyyi j ) (3.4)

where n is the amount of pixels in the image, c is the amount of channels, xxx i j is the scalar
value of the ith pixels jth channel in image xxx and L is the loss function operating on scalars.
Note that the L in Equation 3.1 refers to LIMAGE in Equation 3.4. For the rest of this section
we will look at loss functions as they operate on scalars.

�e L1 loss is given by
L1(x ,y) = |x −y | (3.5)

�e L1 loss function is resistant to outliers during optimization. �is can be seen by looking
at the derivative with respect to the error e = x −y which is given by

δ

δe
L1 =

δ

δe
|e | = sдn(e) (3.6)

where sдn(x) is the sign function de�ned as

sдn(x) =

{
+1 i f x > 0
−1 i f x < 0

(3.7)

Equation 3.6 shows that the size of the error does not a�ect the size of the derivative and will
thus not e�ect the parameter update size during optimization.

�e L2 loss function is given by
L2(x ,y) =

1
2 (x −y)

2 (3.8)

and its derivative with respect to the error is

δ

δe
L2 =

δ

δe

1
2e

2 = e (3.9)

As can be seen in Equation 3.9 the size of the error will a�ect the parameter update size
during optimization and thus making it less robust. A side e�ect of minimizing a cost function
de�ned with the L2 loss function is that the model converges to output E(y |x). �is means
that in principle it is possible to corrupt the targets y with zero-mean noise without changing
what the model converges to [Lehtinen et al., 2018].

�is thesis is concerned with supervised learning using images rendered with Monte Carlo
path tracing as training examples. Using the L2 loss the parameter updates would be domi-
nated by the long-tailed e�ects in the targets. In Lehtinen et al. [2018] they propose another
loss function to combat this called LHDR which is given by

LHDR(x ,y) =
(x −y)2

(x +0.01)2 (3.10)

It can be showed that this loss function also converges to the correct expected value as long
as the gradient of the denominator is considered to be zero.
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3.3 Generalization and over�tting

�e central challenge in machine learning is that the algorithm has to perform on new unseen
data, data it was not trained on. �e ability to do this is called generalization. During training
the error on the training set is available, this is called the training error. �e test error is
de�ned as the error on the new unseen input. Over��ing is the phenomena of having a small
training error but a large test error. [Goodfellow et al., 2016].
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4 Arti�cial Neural Networks

According to Russel and Norvig [2009] a basic �nding of neuroscience is the hypothesis that
mental activity consists primarily of electrochemical activity in networks of brain cells called
neurons. Arti�cial neural networks are inspired from this hypothesis and a mathematical
model of the neuron has been devised. An arti�cial neural network is a collection of arti�cial
neurons connected, its properties are determined by its topology and the properties of the
individual ”neurons”.

4.1 Perceptron

�e basic processing element, a single arti�cial neuron, called a perceptron by Alpaydin
[2014], but also referred to as a unit by Russel and Norvig [2009], has input units x1, ...,xd ∈ R
connected to it by links with associated weights θ1, ...,θd ∈ R, see Figure 1. �e output of the
perceptron, called the activation a is computed with

a = д(
d∑
i=1
(θixi )+θ0) (4.1)

where д is the activation function and θ0 the bias term. �is can also be wri�en as

a = д(θθθTxxx) (4.2)

where xxx =
[
1 x1 ... xd

]T and θθθ =
[
θ0 θ1 ... θd

]T . �e weight vector is augmented
with a bias weight to represent the bias and the input vector gets augmented with a constant
1. �is can be referred to as having a bias unit.

Figure 1: A perceptron with a bias unit and three input units xxx =
[
1 x1 x2 x3

]T con-
nected to it links with associated weights θθθ =

[
θ0 θ1 θ2 θ3

]
. �e output is

given by a = д(θθθTxxx ) where д is the activation function.
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In the simplest case the activation function д is given by

д(x) = x (4.3)

With this activation function the perceptron de�nes a hyperplane and can not represent non-
linear functions even when connecting multiple perceptrons into a neural network. To en-
sure that the perceptron and the neural networks consisting of perceptrons can represent
non-linear functions the activation function has to be non-linear[Alpaydin, 2014, Russel and
Norvig, 2009]. More about non-linear activation functions in Section 4.8.

4.2 Feed-forward neural network

A feed-forward network is a neural network that connects its units in such a way as to create
a directed acyclic graph. Feed-forward networks are usually arranged in layers consisting of
units. Each layer receives inputs from the layer before. If a layer has links going from all units
to all units in the next layer it is called a fully connected layer [Russel and Norvig, 2009]

If a neural network has its input connected directly to the output units as in Figure 2 it is called
a single layer network. If there is more than one output unit a weight matrix Θ is needed to
represent all the weights and the output is given by

aaa = д(Θxxx) (4.4)

where Θi j is the weight from input neuron j to output i .

Figure 2: A single layer fully connected neural network with a bias unit and three input
units xxx =

[
1 x1 x2 x3

]
and two output units aaa =

[
a1 a2

]
. �e output is given

by aaa = д(Θxxx) where д is the activation function and Θi j is the weight from input
neuron j to output neuron i .

If there is one or more layers between the input units and the output units it is called a multi-
layer neural network. �e layers between the input layer and the output layer are called
hidden layers. As with the input layer there is a bias unit in the hidden layers also.
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�e activations of the layers are given by Equation 4.4 where xxx becomes the activations of
the previous layer concatenated with the previous layers bias unit, i.e.

aaai = д(Θiaaai−1) (4.5)

where aaai =
[
ai1 ... aid

]
, Θi are the weights between layer i and i −1, and

aaai−1 =
[
1 ai−11 ... ai−1d

]
. See Figure 3 for an example of a multi-layer neural network.

Figure 3: A multi-layer fully connected neural network with one hidden layer. �e activa-
tions is given by aaai = д(Θiaaai−1) where aaai =

[
ai1 ... aid

]
, Θi are the weights be-

tween layer i and i −1, and aaai−1 =
[
1 ai−11 ... ai−1d

]
. �e input layer is thought

of as aaa0

4.3 Convolutional neural network

A convolutional neural network is a neural network with at least one convolutional layer.
Convolutional neural networks is a kind of neural network that specializes on processing
data that has a known grid-like topology such as images that can be though of as a 3D-grid
of color values[Goodfellow et al., 2016].

A convolutional layer takes a 3D tensor (matrix) as input and outputs another 3D tensor. �e
output is computed by applying �lters to the input tensor. A �lter Θ is a 3D tensor of weights
connected to a small region spatially of the input but to all channels in that region. �e size of
the spatial connectivity is referred to as �lter size and is a hyperparmeter. �e �lter is applied
by computing a linear combination between the weights in the �lter and the inputs in the
�lter region and by adding a bias. �e �lter is then moved along the spatial dimensions of the
input with a step size called stride which also is a hyperparameter. �e output consists of the
�lter applied to all positions in the input. �is can be done with more than one �lter, resulting
in a channel in the output per �lter. �is process is illustrated in Figure 4. Mathematically
one value in the output is given by

S(i, j,k) =
∑
m

∑
n

∑
c

III i+m, j+n,cΘ
k
m,n,c +θ0 (4.6)

where i ,j,k is indexes along the output dimensions,m×n is the �lter size, c is the amount of
channels in the input, I is the input and Θk is the kth �lter.
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Figure 4: A illustration of how the activations in a convolutional layer is computed. It depicts
a convolutional layer with two �lters applied to a input with 3 channels and it self
has a depth of two. �e �lter size is 3×3 and the stride is 1×1.
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4.3.1 Max pooling

A pooling function is typically used a�er the activation functions in a convolutional neural
network. �ey replace the outputs of the activation functions with a summary statistic of
nearby outputs. It helps the network become invariant to small translations. �at is, small
translations of the input does not change the value of most pooled outputs. Max pooling
outputs the maximum value in a rectangular area [Goodfellow et al., 2016].

4.4 Backpropagation

�ebackpropagation algorithm allows the error from the cost function �owbackward through
a neural network to compute the gradient with respect to the weights which in turn is used
to for optimizing the cost function as described in Section 3.1. Backpropagation works by
viewing the neural network as a composite function and recursively applying the chain rule
of calculus [Goodfellow et al., 2016].

4.5 Recurrent neural networks

Recurrent neural networks are networks used for processing sequential data. Such a network
has at least one recurrent unit. �ese units can be constructed in many di�erent ways but
they have in common that the output not only depends on the input but also on the current
state [Goodfellow et al., 2016]. See Figure 5 for an example.

Figure 5: A recurrent layer. �e activations aaa not only depends on the input xxx but also the
state hhh.

In a recurrent neural network the output not only depends on the previous layers but also
on the previous layers in previous time steps. �is means that backpropagation has to let the
error �ow backward through time to learn. �is is achieved by unrolling the network as in
Figure 6 and then training it as one deep network. �is is called truncated backpropagation
through time. Truncated refer to the fact that the unrolling is done for a �xed amount of time
steps. �e amount of time steps is a hyperparameter [Goodfellow et al., 2016].
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Figure 6: A recurrent layer unrolled three time steps. �e activations aaa depends on the state
hhh from the previous time step and the input xxx from the current.

4.6 Residual neural networks

Residual neural networks are networks with connections that skip over layers. It lets the er-
rors back propagated to take shortcuts, helping with the vanishing gradients problem, which
means that the gradients can become increasingly small as the error �ow through the network
during backpropagation [Goodfellow et al., 2016]. It has been showed to help with optimizing
deep networks [He et al., 2015b].

4.7 Autoencoder

An autoencoder is a neural network that try to learn to copy its input to its output which
does not sound very useful. But the network is usually restricted in some way such that the
network can only copy its input approximately. �ismay force it to learn important properties
of the data [Goodfellow et al., 2016].

An autoencoder can be viewed as consisting of two parts, an encoder and a decoder. �e
encoder takes the input and produces the code with hhh = fΘ1(xxx). �e code hhh is a the output
of a hidden layer that represents the input. �e decoder then takes the code and produces a
reconstruction with xxx = дΘ2(hhh).

A denoising autoencoder learns not just to copy its input but also to remove noise from it.
Traditionally an autoencoder minimizes some loss function

L(xxx ,дΘ2(fΘ1(xxx))) (4.7)

A denoising autoencoder instead minimizes

L(xxx ,дΘ2(fΘ1(x̂xx))) (4.8)

where x̂xx is a noise perturbed version of xxx .

4.7.1 Upsampling

An autoencoder is called undercomplete if the code dimension is less than the input dimen-
sion, this is one of the ways to restrict it. �is means that the input has been subsampled

14



using pooling in the encoder. �e decoder thus has to up sample again so that the output has
the same size as the input. Most pooling operations are not invertible so something di�erent
has to be used [Goodfellow et al., 2016].

In Chaitanya et al. [2017] they use nearest neighbour �ltering which scales up the image and
�lls in the pixels in the higher resolution image with the value of the nearest neighbouring
pixel in the lower resolution image. In this case ”nearest” means which pixel in the low
resolution image would the pixel in the high resolution image belong to if the high resolution
image was a subdivision of the lower resolution image.

4.8 Activation functions

�ere are many choices available for choice of activation function but Rectied linear units
(ReLU) are an excellent default choice. �ey are given by the equation

д(x) =max(0,x) (4.9)

�ese activation functions are easy to optimize, their gradient is large and consistent when
x > 0 where it is always equal to 1. One drawback that they stop learning when x ≤ 0 since
the gradient becomes 0. �is can be solved by giving the function a small slope when x ≤ 0.
�e leaky ReLU activation function is given by

д(x) =

{
x i f x > 0
αx otherwise

(4.10)

making the gradient equal α when x ≤ 0 [Goodfellow et al., 2016].

15



16



5 Method

5.1 Data capture

No real-time path tracing renderer has been used for these experiments. Instead animated
sequences have been rendered in Blender to simulate real-time rendering. Because of this
only light paths including one bounce are considered and all images used for input to the
reconstruction model were rendered with 1 sample-per-pixel (spp) i.e. one traced path per
pixel. All images have been rendered with the resolution 1024× 1024 as in Chaitanya et al.
[2017].

�e resolution of the geometry in the scenes may be unrealistic for any real-time path tracer
that could be built today or in the near future but this is not a problem for these experiments
since higher resolution on geometry does not make low sample images less noisy.

Sequences from three scenes were used in the experiments. �e Classroom scene was down-
loaded from Blender [2019]. �e San Miguel and Sponza scenes were downloaded from
McGuire [2019].

In the Classroom scene two copies of a 200 frame sequence were rendered. One with 1 spp
and the other with 4000 spp. �ese sequences will be called Classroom 1 spp and Classroom
4000 spp respectively.

Similar to the Classroom scene there were two copies of a 200 frame sequence rendered in
the Sponza scene. One with 1 spp and the other with 4000 spp. �ese sequences will be called
Sponza 1 spp and Sponza 4000 spp.

Two sequences were rendered in the San Miguel scene. �e �rst sequence is 1000 frames and
two whole copies and a partial copy was rendered of it. �e whole copies was both rendered
with 1 spp but with di�erent seeds. �ey will be called San Miguel 1 spp input and San Miguel
1 spp target. �e partial copy was 400 frames long and was rendered with 8 spp. �is one
will be called San Miguel 8 spp target. �e second sequence in the San Miguel scene was 100
frames long and was rendered with 1pp as well as 4000 spp. �ese will be called San Miguel
1 spp validation input and San Miguel 4000 spp validation target.

All images were saved to the OpenEXR MultiLayer format. RGB channels as well as surface
normals of the geometry were saved.

Additionally to theMonte Carlo path-traced images, unlit renders showing thematerial colors
were also rendered. �ese will be referred to as albedo renders. �is was done using Blenders
OpenGL render viewport functionality.
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5.2 Model architecture

Figure 7: A fully convolutional recurrent auto-encoder with skip connections. Yellow cubes
are convolutional layers with the numbers representing amount of �lters, red
blocks are max pooling and grey blocks are nearest neighbour upsampling. �e
network takes 6 channels as input, surface normals and RGB colors. It outputs
RGB colors.

�e model architecture used is from Chaitanya et al. [2017] and can be seen in Figure 7.
It consists of 5 encoder stages, a bo�leneck, 5 decoder stages and a convolutional output
layer. A encoder stage consists of one convolutional layer (two in the �rst encoder stage),
the convolutional recurrent block seen in Figure 8 and a max pooling layer. A decoder stage
consists of a nearest neighbour upsampling layer followed by two convolutional layers. All
convolutional layers have a �lter size of 3×3 and use a stride of 1×1. Leaky ReLU activations
with α = 0.01 are used a�er all convolutional layers except the output layer which uses a
linear activation.

Figure 8: A fully convolutional recurrent block unrolled one time step. It takes the output of
another convolutional layer as input. It concatenates the output of the �rst convo-
lutional layer along the channel dimension with the state hhh. Its state is equal to its
output aaa.
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5.3 Training implementation

Before training, all images used for this were loaded from the OpenEXR MultiLayer format
and re-saved as binary �les for e�cient loading using Numpys get memmap function. During
this process they were also de-modulated with the albedo color, that is the RGB color was
divided with the albedo renders.

Training were performed on random 128× 128 crops in batches of 4 sub-sequences each 7
frames long. �e models were trained for 300 epochs each consisting of 150 batches. Batches
a�er each other were using the same sequence until it ends. If multiple sequences were used
for training then one was chosen on random for each batch. Every sequence for every batch
was randomly rotated 0°-270° to train the network on di�erent camera movements. Images
used for training the models with 4000 spp targets were multiplied with a random number
between 0 and 2 for each channel to force network to learn the linear input-target relation
[Chaitanya et al., 2017]. �e input to the network was always raised to a power of 0.2. All
models were optimized with the Adam optimizer (Equation 3.3) using hyperparameters β1 =
0.9, β2 = 0.99 and ϵ = 1e − 8. �e learning rate α di�ered between the models. �e neural
network weights were initialized according to He et al. [2015a].

�e �rst model which will be called L1 non-linear used the L1 loss (Equation 3.5) and raised
training targets to a power of 0.2. It was trained on the data from the Classroom scene and the
Sponza scene using the 1 spp images as input and the 4000 spp images as target. �e learning
rate was α = 0.001 with a tenfold geometric progression the �rst 10 epochs and then a decay
according to 1/

√
t −10 where t is the epoch.

�e second model will be called LHDR linear and it was trained using the LHDR loss (Equa-
tion 3.10), without modifying the target images. It was trained on the same data as the previ-
ous model and with the same learning rate ramp up and decay. But the learning rate was set
to α = 0.0003. �e third model will be called LHDR 1 spp target. Using the LHDR loss it was
trained on the 400 �rst frame of San Miguel 1 spp input and San Miguel 1 spp target, input and
target being what the data set names suggest. It uses the exact same learning rate setup as
the second model.

�e fourth model will be called LHDR 4000 spp + 1 spp target. It uses the second model as
starting point and then trains using the same data and loss as the third model. It also uses the
same learning rate setup except that there is no ramp up.

�e ��h model will be called LHDR #1000 1 spp target and was trained as the third model but
on the full 1000 frame sequence. Also note that the epoch size when training this model was
350 batches instead of 150.

�e sixth model will be called LHDR 8 spp target. It is trained as the third model but instead
uses San Miguel 8 spp target as target frames.

�e seventh model will be called LHDR 4000 spp + 8 spp target and was trained as the fourth
model but with frame from San Miguel 8 spp target as target.

5.4 Evaluation

For evaluation Peak signal-to-noise ratio (PSNR), root mean squared error (RMSE) and struc-
tural similarity (SSIM) are used.
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PSNR and RMSE are booth based on mean squared error (MSE) given by

MSE =
1
n

n∑
i

(yi − ŷi )
2 (5.1)

where yi is the correct color intensity and ŷi are the estimated color intensity. �e error
between those are averaged over all pixels and channels n. When color intensities are on the
interval [0,1], PSNR is given by

PSNR = 10∗ loд10(1/MSE) (5.2)

RMSE is given by
RMSE =

√
MSE (5.3)

Lastly, if the color intensities are on the interval [0,1], SSIM is given by

SSIM =
(2µyµŷ +0.012)(2σyŷ +0.032)
(µ2y + µ

2
ŷ +0.012)(σ

2
y +σ

2
ŷ +0.032)

(5.4)

where

• µy is the average of the correct color intensities

• µŷ is the average of the estimated color intensities

• σy is the variance of the correct color intensities

• σŷ is the variance of the estimated color intensities

• σyŷ is the covariance between the correct and estimated color intensities

�e models were evaluated on the 100 frame sequence from the San Miguel scene. �ey were
evaluated on the full 1024×1024 images, using the San Miguel 1 spp validation input as input
and San Miguel 4000 spp validation target as target. �e output of the models are modulated
with albedo (multiplying with the albedo color) before tone mapping which was done with
Reinhard’s global operator(Equation 2.4). �e above metrics were averaged over all frames.
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6 Results

�is chapter start with an exploration of the data used followed by a presentation of the
performance of the di�erence models. Analysis of the results is done in the next chapter.

6.1 Data exploration

�is section contains an exploration of the data used for training and validation. �e his-
tograms in Figures 9-12 are of the color intensities in the rendered images. �ey are in the
same order as the rows in Table 1. Figure 13 show examples of 1 spp and 4000 spp images
from all three scenes.

Table 1 Statistics of color intensities in the di�erent scenes.
Minimum Maximum Variance

Classroom 1 spp 0.0 187125.59 618.26
Classroom 4000 spp 0.0 1422.87 169.05

Sponza 1 spp 0.0 29.07 0.08
Sponza 4000 spp 0.0 6.30 0.06

San Miguel 1 spp input 0.0 15.65 0.16
San Miguel 1 spp target 0.0 15.65 0.16
San Miguel 8 spp target 0.0 228.75 0.16

San Miguel 1 spp validation input 0.0 18.47 0.38
San Miguel 4000 spp validation target 0.0 3.12 0.08

(a) (b)

Figure 9: Histograms of all channel values of all pixels for from the training sequence in the
Classroom scene.
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(a) (b)

Figure 10: Histograms of all channel values of all pixels from the training sequence in the
Sponza scene.

(a) (b) (c)

Figure 11: Histograms of all channel values of all pixels from the training sequence in the
San Miguel scene.

(a) (b)

Figure 12: Histograms of all channel values of all pixels from the validation sequence in the
San Miguel scene.
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(a) (b) (c)

(d) (e) (f)

Figure 13: Images rendered using Blender from the scenes Classroom, Sponza and San
Miguel. First row is rendered with 1 spp and the second row is rendered with
4000 spp.

6.2 Model performance

�is section contains model performance. �e plots are color coded in such a way that the
same color means the samemodel even if it is in two di�erent �gures. Table 2 contains metrics
a�er 300 epochs for all models except the one trained on 1000 frames since this one was only
trained for 74 epochs and the size of the epochs di�ered from the other. A�er 74 epochs
this model converged to 28.14 PSNR, 0.03981 RMSE and 0.8236 SSIM. Figure 18 contains a
comparison between a reconstructed frame and a 4000 spp reference.

(a) (b) (c)

Figure 14: Performance of models on the San Miguel scene during training. �e green model
is trained on 1 sample-per-pixel targets and the other is trained on 4000 sample-
per-pixel targets raised to the power of 0.2. �e blue model was trained on the
Classroom and Sponza scene while the blue while the green model was trained
on a di�erent sequence in the San Miguel scene.
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(a) (b) (c)

Figure 15: Performance ofmodels on the SanMiguel scene during training. Green and yellow
one are trained on 1 sample-per-pixel targets while the black and red one are
trained on 8 sample-per-pixel targets. �e red and green are trained from scratch
while the yellow and black has been pre-trained on 4000 sample-per-pixel targets.
�e low sample targets are from a di�erent sequence in the SanMiguel scenewhile
the high sample targets are from sequences in the Classroom and Sponza scene.

(a) (b) (c)

Figure 16: Performance of models on the San Miguel scene during training. Both were
trained on a di�erent sequence in the San Miguel scene. �e green one being
trained on the �rst 400 frames of that sequence and the other being trained on the
full 1000 frames.

(a) (b) (c)

Figure 17: Performance of models on the San Miguel scene during training. Both were
trained on sequences from the Classroom scene and the Sponza scene. �e blue
model was trained with the L1 loss on targets raised to the power of 0.2. �e other
one was trained with the LHDR loss.
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Table 2Model performance metrics a�er 300 epochs.
Model name PSNR RMSE SSIM

L1 non-linear 28.23 0.03910 0.8096
LHDR linear 23.50 0.06864 0.7144
LHDR 1 spp target 28.75 0.03708 0.8262
LHDR 4000 spp + 1 spp target 29.02 0.03593 0.8280
LHDR 8 spp target 22.72 0.07373 0.7202
LHDR 4000 spp + 8 spp target 29.02 0.03593 0.8298
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(a)

(b)

Figure 18: On the top is the reconstructed result of frame # 50 from the San Miguel 1 spp
validation input sequence using the LHDR 4000 spp + 8 spp target model. In the
bo�om is the 4000 spp reference from the San Miguel 4000 spp validation target
sequence.
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7 Discussion

7.1 Conclusion

Figure 14 shows that in some cases a model trained on noisy targets and specializing on one
scene can outperform a model trained on clean targets, for generalization, on di�erent scenes
from the validation scene. Comparing this with the results in Chaitanya et al. [2017] is hard.
�e L1 non-linear is only an approximation of the model in this article. Much less data was
used for training and not exactly the same loss was used. �ey note in the article that the loss
they use increases the SSIM result on the Sponza scene (as they have con�gured and rendered
it) with 0.0082. If we add this value to the SSIM in Table 2 we see that the model trained on
noisy targets still outperform it. It is not possible to exactly compare the results from the test
performed in this thesis with those in this article either. �ey get much higher results overall
but it is unknown how the rendered images exactly di�er from those used here. To get a more
accurate comparison the same loss would have to be implemented and more data would have
to be rendered to train on.

Figure 15 shows that the training is much more stable when training it with 1 spp targets than
when training it with 8 spp targets. �is is counter-intuitive as the 8 spp targets should have
less error from the ground truth than the 1 spp targets. One of the reasons this could happen
is hinted at in Table 1 and Figure 11. �is shows that the 8 spp images have a higher maximum
value which could create too large gradients during training and pu�ing the network in a bad
state. Looking at the Classroom scene in the same table, as well as Figure 9 shows that the
Classroom scene has even higher maximum values. �is seems to not be a problem according
to Figure 17. �is could be explained by that this model is trained with the L1 loss, that it
is trained with 4000 spp targets, that during training the targets are raised to a power of 0.2
or a combination of all these factors. It is less likely that the reasons is because it is trained
with 4000 spp targets since the LHDR linear performs worse as also seen in Figure 17. It is
most likely that it is the L1 loss that is behind the good performance since it is resistant to
outliers [Chaitanya et al., 2017]. Figure 15 shows that it does help to use a pre-trained model
as a starting point when the training from scratch is unstable, and that training with 8 spp
targets does not improve the performance considerably over training with 1 spp.

Figure 16 shows that the result of the model trained on noisy targets does not get be�er if
trained with 1000 frames instead of 400. �e extra time it takes to train with more images
also does not make this a�ractive.

Figure 18 shows that even through the reconstruction is good it is not ready for a production
environment. �is conclusion is even more evident when keeping in mind that it seems like
this rendering of San Miguel is easy for the model to handle because of the low maximum
color intensities (see Table 1).
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7.2 Future work

�is thesis has only considered images from sequences in isolation. For good reconstruction
results on image sequences temporal instability (�ickering between frames) has to be handled.
In Chaitanya et al. [2017] they do this by augmenting the loss function by also including a
term for the derivative of the images with respect through time. �is technique has to be
evaluated using 1 spp targets.

�e robustness of the training process using 1 spp targets requires further investigation. It
seems like this training process can not handle scenes that contains outliers with high color
intensities. For it to keep working with 1 spp targets the loss function has to be with the same
converges properties as the L2 loss and the expectation of the data has to be kept the same.
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