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Abstract

Manually supervising a million documents yearly becomes an exhaustive task. A
step towards automating this process is to interpret and classify the contents of a
document. This thesis examines and evaluates different object detection models in
the task to localize and classify multiple objects within a document to find the best
model for the situation. The theory of artificial neural networks is explained, and
the convolutional neural network and how it is used to perform object detection.
Googles Tensorflow Object Detection API is implemented and models and back-
bones are configured for training and evaluation. Data is collected to construct the
data set, and useful metrics to use in the evaluation pipeline are explained. The
models are compared both category wise and summarized, using mean average
precision (mAP) over several intersection over union (IoU) thresholds, inference
time, memory usage, optimal localization recall precision (oLRP) error and us-
ing optimized thresholds based on localization, recall and precision. Finally we
determine if some model is better suited for certain situations and tasks. When
using optimal confidence thresholds different models performed best on different
categories. The overall best detector for the task was considered R-FCN inception
v2 based on its detection performance, speed and memory usage. A reflection of
the results and evaluation methods are discussed and strategies for improvement
mentioned as future work.





Dictionary

CNN Convolutional Neural Network.

R-CNN Region-based Convolutional Neural Network; Object detection model.

RFCN Region-based Fully Convolutional Neural Network; Object detection model.

SSD Single Shot MultiBox Detector; Object detection model.

YOLO V3 You Only Look Once Version 3; Object detection model.

IoU Intersection over Union; Metric used to measure the precision of a predicted bounding
box compared to the ground-truth bounding box, see Section 2.7.

mAP mean Average Precision; Metric used to measure the accuracy of object detectors.
Measures the average of maximum precisions at different recall values.

mAP@0. X Refers to mAP value above a specific IoU threshold X .

mAP@0.X1:0.X2 Refers to mAP value between IoU threshold X1 and X2.

LRP Localization recall precision; A new metric specifically designed for object detection.

moLRP Mean Optimal Localization Recall Precision Error; Represents a high achievable con-
figuration of the detector in terms of recall-precision and tightness of the bounding
box.
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1 Introduction

Every year international students apply for higher education in Sweden. Most of the applica-
tions are submitted through the site Universityadmission.se or Antagning.se. Along with the
application, students upload documents to prove they provide all the necessary prerequisite
experience. These documents can come in any order and are evaluated by administrators at
Swedish Council for Higher Education (UHR). This results in approximately 1.5 million pages
of documents that the administrators evaluate yearly.

Tasks for administrators consist of interpreting, indexing and looking out for anomaly doc-
uments. These documents may be faulty or missing and does not make use of a standardized
format, leading to an extended period of cognizance for the student and creating a time consum-
ing overhead for the administrators. For example, at times administrators need to access URLs,
necessary stamps, index-fields or emblems specified in the documents and as documents are
in the format of images these needs to be manually extracted. A system that can identify and
extract these have the potential of saving hours of manual labour. Such a system could make
great use of machine learning which leads us to the field of object detection and segmentation
of document fields [1]. Object detection in short consists of image classification and object
localization which can be used to find a variable number of objects on images.

In order to successfully detect and and extract important information from documents we will
implement different machine learning models within the field of object detection and evalu-
ate the results. Object detection is a growing field in machine learning and there is a lot of
progress being made in the sense of different algorithms outperforming each other one after
another. However, which algorithm that is the most effective for object detection on documents
is not clear, since comparisons of algorithms is often based on comparison between different
articles using different measurement techniques and different data sets.
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1.1 Problem formulation

This thesis compares and evaluates different models of object detectors. Evaluated models in-
clude region based two stage detectors Faster-R-CNN [2], R-FCN [3] and single shot detectors
SSD [4] and YOLO v3 [5]. The project will answer the following questions:

• How do different object detection models perform on a data set of image documents?
This leads to sub questions such as:

– What models are useful to compare?

– What backbone networks are useful to compare?

– Which models are better suited for the task of finding objects in documents?

– How do one-stage methods compare to region based two stage methods?

1.2 Related work

This section describes related papers, work that intersect with the purpose of the project. Re-
lated work consist of: general object detection, object detection models, performance evalu-
ation of object detection models, importance of features in models and papers describing the
backbone of the models.

In recent years there has been several object detection competitions, such as the COCO[6],
ImageNet[7] and Pascal VOC challenge[8]. These challenges have evaluated the performance
of many state of the art models in the field of object detection. And with up to hundreds of
categories to classify this has been a central gathering for benchmarking the performance of
a majority of today’s detection models. High performing models in these competitions have
reached a lot of publicity and become today’s state of the art in high performing object detec-
tors. Google research posted a paper on speed accuracy trade-offs for modern convolutional
object detectors [9], where the purpose of the paper was to serve as a guide for selecting de-
tection architectures that achieve the right speed, memory and accuracy trade-off for the given
application. The paper is based on the COCO data set [10] , which contains natural scene
images - a lot different than general paper documents. The Speed accuracy trade-off paper
discusses three models, SSD [4], Faster R-CNN [2] and R-FCN [3] all high performers in de-
tection competitions. In the paper Object detection with Deep learning [1] we can see that
additional models have been developed, as extensions to Faster R-CNN and SSD. Interesting
models as such is DSSD, DSOD and Yolov2 that has developed from SSD and Mask R-CNN
that has been developed from Faster R-CNN.

Performance evaluations using the mAP metric hands you an estimation of the model perfor-
mance without optimizing the confidence threshold or centralizing the localization accuracy.
A new metric called LRP (localization recall precision), as described in the paper Localization
recall precision (LRP): A new performance metric for object detection by Oksuz, Cam, Akbas,
& Kalkan et al. (2018), they suggest an alternative metric to the generally accepted mAP metric
and closes the gaps in terms of localization tightness and optimal confidence thresholds [11].
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2 Theory

Before discussing and evaluating models used for object detection, some background knowl-
edge is partial to grasp the concepts. Object detection is a subject within the field of computer
vision and machine learning. The purpose is to perform image classification and image local-
ization to detect and localize a multiple number of objects within a single image. Image classi-
fication is a classification task of classifying an image to a single category. Image localization
is a regression task, where we want to output box coordinates of the object. By combining im-
age classification and image localization techniques we construct an object detector. Relevant
technologies used to perform object detection are explained in this chapter.

2.1 Artificial Neural Network

Biological neural networks represent layers of neurons that pass information forward. An arti-
ficial neural network is composed of a large set of neurons where those neurons are organized
in layers such as, input layer, hidden layers and output layer, see Figure 1.

The nodes in the neural network are connected by direct links, such as edges in a graph they
pass information further. Links have weights that adjusts the strength of the information. The
nodes are typically divided in layers, where each layer performs some kind of transformation.
The links are mathematical functions that takes the nodes ai from i to j as input, times the
weight, wi, j to propagate the activation g which derives the output, see Equation 2.1.

a j = g
( n

∑
i=0

wi, j ai

)
(2.1)

In Equation 2.1 j is the current node, i is the previous node and g is the activation function that
creates the output. As seen in Figure 1 ai represents inputs from the previous node, a corre-
sponding weight wi gets applied to the input as it is passed to the input function to propagate the
inputs to the activation function. The activation function, as shown in Equation 2.1 calculates
the output and sends it to the next neuron. [12]
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Figure 1: Multilayer neural network, illustrating how neurons uses input from previous layer
to calculate an output to the next layer.

2.2 Convolutional Neural Network (CNN)

Convolutional Neural Networks is frequently used within the field of computer vision. The
CNN is divided in several layers of neurons where each layer feeds information forward in a
feed forward process. They consist of an input layer, output layer and one or several hidden
layers, similar to the structure shown for ANNs in Figure 1. The hidden layers often consist of
convolutional layers, pooling layers, dropout layers, Rectified Linear Unit (ReLU) layers, nor-
malization layers and fully connected layers. Connections between layers have weights which
at first is random and has to be trained. The network is trained by taking a large number of in-
puts, such as images with known content. The network processes the input images to produce
estimated results which is then compared to the true content. The weights are adjusted accord-
ing to the outcome to improve classification - this process is known as supervised learning.
[13]
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2.2.1 Convolution layer

The purpose of the convolution layer is to extract features from the input data, in this case an
image. The convolution works by applying a filter, or sometimes referred as kernel, which uses
the input image to calculate the dot product and output a feature map of smaller scale. For
example a 10x10 input image with a 5x5 filter would generate a feature map of size 6x6. As
shown in Figure 2 the filter strides over the input matrix and convolves it into a feature map. To
get the output of the feature map these new values are summarized. The convolution preserves
the spatial relationship in the input matrix by striding the filter over the pixel values. The size
of the feature map can be adjusted by three parameters: depth, stride and zero-padding. Often
multiple different filters are used, this to extract different patterns. [13]

To normalize the values the Rectified Linear Unit (ReLU) non-linear operation is applied. This
iterates over the feature map and replaces all negative pixel values by zero. [13]

Input 10x10 Filter 5x5 Feature map 6x6

Figure 2: A 5x5 filter is applied to the 10x10 input resulting in one output value for the feature
map.

2.2.2 Pooling layer

The purpose of the pooling layer is to reduce the spatial size of the input. The pooling layer is
typically applied after the convolutional layer. Max pooling is one of the most common pooling
types, where a matrix of fixed size strides over the feature map to extract the maximum value
in the feature map that intersects with the striding matrix. This outputs to a new pooling output
with reduced dimension. [13]

2.2.3 Fully connected layer

The purpose of the fully connected layer is to use the features from the convolutional and
pooling layers to classify the input image into classes. The fully connected layer uses an
activation function such as softmax, sigmoid or support vector machine (SVM). The term fully
connected comes from the fact that each neuron in the previous layer is connected to every
neuron in the next layer. [13]
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2.3 Backbone networks

In this section the deep network Inception v2, deep residual network ResNet and the YOLO
V3 specific Darknet 53 are introduced.

Backbone networks are CNN classification architectures used by the object detection mod-
els. There is a trade off between depth and width of networks. A shallow but wide feedforward
network may present any function, but the layers might be massive and prone for overfitting
the data. Therefore by building deeper architectures the layers can be significantly smaller
and less prone to overfitting, though there exist a problem of vanishing gradient in deep ar-
chitectures (deep as in many layers). The vanishing gradient occurs from backpropagation to
earlier layers, the repeated multiplication makes the gradient infinitely small which affects the
neural network performance. By using the residual method as in Resnet [14] they introduce a
connection shortcut that skips one or several layers to avoid degrading of the gradient. [14]

2.3.1 ResNet-101

A deep residual network, winner of ILSVRC 2015 competition [15]. Uses residual learning,
a ”skip connection method” to solve degrading of the gradient when using a high amount of
layers. ResNet-101 is a 101 layer residual network and is inspired by the VGG architecture
[16]. Most of the convolutional layers have 3x3 filters, they follow two rules: ” (i) for the same
feature map size, the layers have the same number of filters; and (ii) if the feature map size
is halved, the number of filters is doubled so as to preserve the time complexity per layer”.
Downsampling is accomplished by using convolutional layers that have a stride of 2. At last
the network have global average pooling layers and a 1000-way fully-connected layer with
softmax. This is so far just a plain network, such as VGG, but by applying shortcut connections
this is evolved to a residual network. [14]

2.3.2 Inception v2

A combination of the inception network and the residual ”skip connection” approach. An
inception network performs convolution on an input with 3 different sizes of filters, typically
1x1,3x3 and 5x5. To speed up the convolution process of the 3x3 and 5x5 filter, n x 1 and 1 x n
filters are stacked, this speeds up the convolution process about 370% compared to the original
5x5 filtering. These convolutions are performed on the same level and the 3x3 combined with a
previous 1x1 is used for dimension reduction. Instead of applying kernels (filters) and creating
a deeper architecture inception goes wider. This is a sub solution of solving the vanishing
gradient problem.[17]

2.3.3 Darknet 53

Darknet 53 consist of 53 convolutional layers. The network uses successive 3x3 and 1x1 con-
volutional layers. It uses residual skip connections like ResNet mentioned in Section 2.3.1.
[5]

6



2.4 Object detection

Modern object detection models using the convolutional neural network approach can be di-
vided into two subfields, region based and single shot object detectors. The difference between
these two subfields is how they combine the localization and classification tasks together. The
region based approach have one part generating region proposals which is then followed by
fully connected layers to classify the object and refine the bounding box - therefore dividing
the model in ”two parts”, see Figure 4 for an example of a region based approach. The single
shot approach combines these two parts into one network and instead use a set of pre-defined
boxes to find objects, see Figure 5 for an example of a single shot approach.

Object detectors consist of a model specific meta-architecture and a classifier network, also
referred to as backbone or feature extractor. The meta-architecture specifies the localization
approach and how the feature extractor will be connected to the rest of the model.

CNN object detector meta-architectures reuse the neural network used in the image classifica-
tion process, the difference is that there are four additional variables representing the bounding
box in the fully connected layer as can be seen in Figure 3. In Figure 3, Y represents a vector
shape, where Pc is the probability of the class labels, c1-c3 is class representations and tells
which one of the classes the probability represents. Additionally for the detection cause we
have by, bx, bh, bw which is related to the center of the bounding box y position, x position,
and box height and width. These values are estimated by another loss function using regres-
sion. The bounding box regressor normally uses L1 or L2 norm to normalize the predicted
values.

Figure 3: Bounding box presentation

2.4.1 Loss functions

For object detection two general types of loss functions are used. One type is used for regres-
sion and the other for classification. For simplicity, only loss functions used in the thesis are
explained.

Softmax and cross entropy loss

The softmax function is used for classification and is a normalization function. It takes an input
vector of X numbers and normalizes it into a probability distribution. After using softmax each
component will be in the interval (0,1). Cross Entropy loss or also called log loss is often used
when softmax activations are used in the output layer. The cross-Entropy loss increases when
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the prediction diverges from the true label.

Smooth L1 loss

Mean absolute error or also called L1 loss is used for regression models and in the task of
object detection used to calculate the loss between bounding boxes and ground truth boxes.
Mean absolute error is calculated as the absolute values between the bounding and ground truth
boxes without considering direction of error. Smooth L1 loss follows boundaries as shown in
Equation 2.2 where x is the L1 loss. [18]

smoothL1 =

{
0.5x2 |x|< 1
|x|−0.5 otherwise

(2.2)

2.4.2 Localization

In object detection localization is the task of finding the object position relative to the input
image. The object position is marked by a bounding box, and in the localization process sev-
eral anchor boxes may be used to help detect objects of different ratios. These concepts are
explained in this section.

Bounding boxes

A bounding box is an area defining the position, width and height of where an object may exist
in the image.

Anchor boxes

Anchor boxes are much alike bounding boxes, a definition of an area defining the width and
height of an objects position. First, an anchor box serves as the initial guess of the bounding
box, then multiple anchor boxes of different ratios is used to cover different areas, and therefore
more likely find the correct ratio for the object.

Non-max suppression

Non-max suppression is used in object-detection to make sure an object is identified only once.
A bounding box often contains more than one object (a bounding box contains another object
when its center y,x position is within the bounding box). First all low probability detections
are removed by using a pre-set threshold. Then the maximum probability within the bounding
box is chosen and the intersection over union (IoU, see Section 2.7) for the other objects are
calculated and for some prefixed IoU threshold each object is set to be suppressed.

2.4.3 Inputs, outputs and dimensions

Inputs and dimensions are important aspects when feeding images to the model. Some models
require a small fixed size resolution (e.g., 300x300) , which sometimes leads to a loss of in-
formation. While others make use of larger images (e.g., 600x1200) and keeps the aspect ratio
while rescaling. This is an important step in the pre-processing, to rescale and crop images
without dissorting the information.
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2.5 Meta architectures - models

This section describes different models and meta-architectures used for the object detection
task.

2.5.1 Faster R-CNN

Faster R-CNN makes use of a region proposal network (RPN) to extract regions of interest
(RoI), see Figure 4 for reference. It uses a CNN based region proposal method where the re-
gion proposal network takes the output from the CNN backbone and slides 3x3 filters over the
feature maps to make region proposals using a convolutional network. The region proposal
network in Faster R-CNN uses softmax with cross-entropy as classification loss function, and
a bounding box regressor function using smooth L1 loss. The total loss of the RPN is classifi-
cation loss and localization loss combined also called multi task loss. [19]

Region proposal
CNN

RoI 
Pooling 

FC layer 

FC layer 

Classes  
(Softmax)  

Boundary
box  

(regressor)  

CNN

Backbone networkImage

Feature maps

Regions

Region of interest Classification and location

FC
layer 

Faster R-CNN

FC
layer 

Figure 4: High level illustration of Faster R-CNN, can be seen as a baseline for region proposal
architecures.
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2.5.2 SSD

SSD - Single Shot MultiBox Detector is a single shot detector, see Figure 5. It uses a CNN
feature extractor, for example ResNet or Inception. After the image has passed the CNN, fea-
ture maps are outputted and multiple filters applied. These filters are convolutions of different
sizes, and represents bounding boxes of different ratios. For each bounding box C class scores
and 4 offsets relative to the original bounding box are calculated, see Figure 3 for example.
By using filters of different sizes both large and small object may be detected. To reduce du-
plicates covering the same position non-max suppression is used to output the final detections.
The total loss of SSD is calculated as classi f ication loss+α· localization loss

Positive bounding boxes where α is the weight for
localization loss. [4]

CNN
conv. conv. conv. conv. conv.

conv.

conv.

conv.

conv.

conv.

conv.

conv.

SSD

Classes +
boundary boxes

Image Backbone Filters of different sizes Classification and location

Figure 5: High level illustration of SSD, can be seen as a baseline for Single Shot Detectors.
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2.5.3 RFCN

RFCN - Region-based Fully Convolutional Network, is a region proposal detector, see Figure
6. RFCN is very similar to Faster RCNN, but has reduced the amount of work needed for each
region of interest (RoI) investigation. Like RCNN it uses a region proposal network. The major
difference is that it uses a position sensitive RoI-pool, which uses 9 feature maps to calculate
position sensitive score maps where each map calculates a region of the object. Each region
(position) is calculated with a prediction of the likelihood that it is the true region. The scores
from all 9 regions are then averaged as the class score. Softmax is applied to the resulting
score map to calculate the class probability. To find the location of the object boundary box
regression is used. Another convolutional filter is used on the same feature map as seen in
Figure 6. This outputs a 4 x k x k (4 positions, k is the size of the filter) map that’s applied
to the position based RoI pool to calculate a k x k boundary box array. To calculate the final
boundary box the average of the array is calculated. [3]

RoI 
Pooling 

CNN

Backbone network

Feature maps

Region of interest Classification and location

vote

RFCN

convolution 
layer 

convolution 
layer ROI

Score map

softmax

convolution 
layer BBOX

regressor 

class +  
bounding box

Figure 6: High level illustration of SSD, can be seen as a baseline for Single Shot Detectors.
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2.5.4 YOLO V3

YOLO V3 - You Only Look Once Version 3, is a single shot detector see Figure 7. YOLO
V3 applies a single neural network to the image. The network divides the image into regions
and predicts bounding boxes and classification probabilities for each region [20]. As shown in
Figure 7 YOLO V3 predicts boxes at three different scales, also called multi-scale prediction.
For each scale 3 anchor boxes are used, so at total YOLO V3 uses 9 anchor boxes. These anchor
boxes are best approximated using k-means clustering on the data set to output approximated
anchors. Several convolutional layers are added to the Darknet 53 feature extractor, these are
divided into 3 scales, and uses skip layer concatenations between prediction layers to make it
better at detecting small objects. The first detection on scale 1 is made by the 82nd layer and
is used to detect small objects. The second detection is made by the 94th layer and is used to
detect medium objects. Finally detections on scale 3 is made by the 196th layer and is used
to detect large objects. [21] YOLO V3 uses independent logistic classifiers and binary cross
entropy loss for classifications. For localization loss it uses sum of squared error and for object
scores it uses logistic regression. [22] [5]

Backbone networkImage

YOLO V3 

Box1  Box2 Box3

Scale 1

Box1  Box2 Box3

Scale 2

Box1  Box2 Box3

Scale 3

CNN
Darknet 53 

Conv x 5 Conv x 5

concat Conv x 5 Conv

Conv x 5 Convconcat

Conv

Conv

Conv

Detections

Detections

Detections

Layer 79

Layer 61

Layer 36

Figure 7: High level illustration of YOLO V3.
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2.6 Training

Training the neural network is crucial to gain accuracy and precision. The method used for
training CNNs is called backpropagation and is explained in Section 2.6.1.

2.6.1 Backpropagation

Backpropagation - backward propagation of errors, is a method used for training CNNs. This
method is used to adjust the weights of the network to calibrate the parameters transforming
the input signal to a decision. The process of backpropagation can be divided into multiple
steps: forward propagation, loss function / gradient descent and backward propagation. A full
backpropagation step consist of a forward pass of an image through the networks parameters,
the error is then calculated using gradient descent on the loss function to output the error. The
error is then backward passed step by step and the parameters are adjusted to minimize loss.
The parameters of the neural network have a relationship with the output error of the network,
and each time the weights change the error changes. This is possible due to the use of chain
rule and iteratively calculating the gradient of the loss function for each layer. Gradient descent
is often used to find the minimum of a function, and therefore minimize the loss and optimize
the weights.
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2.7 Metrics

This section describes metrics used for evaluating the object detection models and their perfor-
mance.

For the object detection task several metrics have been inherited from the standard classifi-
cation problem. Metrics such as F1 score (harmonic mean of recall and precision), average
precision (AP), precision, recall, and confusion matrices is widely used within the subject. The
definition of AP has changed over time, and is calculated differently between papers. The
Pascal VOC challenge originally calculated the AP using 11 point interpolation, using an inter-
section over union (IoU) of 0.5. Meanwhile the COCO challenge used every point interpolation
and averaged the computation over several thresholds, 0.5-0.95 with a 0.05 step. This means
that these results are incomparable. Which metric to choose is not quite clear. Most of the
competitions focus on speed and accuracy comparisons and doesn’t focus on which trade-offs
for confidence and IoU thresholds to use to maximize the results of the given task. This trade-
off is not given by the standard mAP (mean average precision) metric comparison. The mAP
score is calculated as the mean of AP, where AP is calculated as ”area under the curve” of the
recall precision (RP) curve, see Equation 2.6. Though, the RP curve may have the same AP
value but a completely different model behaviour [11]. As told by [11] and shown below in
Figure 8, AP cannot identify the differences between the results shown in sub Figure 8a, 8b,
8c, the RP curves all result in AP 0.5 but show different behaviours. Figure 8a shows a low
recall high precision detector. Figure 8b shows high recall but low precision meaning it finds
all ground truth objects, but also a lot of false positives. Figure 8c shows a detector in between,
starting with high precision, low recall and stepping down.

(a) (b) (c)

Figure 8: Figure illustrating different behaviours of models resulting in equal AP value of 0.5s

To solve this, we can combine the recall-precision curves and mAP scores with the LRP scores.
This makes it possible to compare the results to other papers, and confirm that the results
perform within the trust worthy limits.

Basic concepts:

• True Positive (TP): Correct detection with IoU ≥ threshold.

• False Positive (FP): Wrong detection with IoU ≤ threshold.

• False Negative (FN): Ground truth not detected, the prediction was negative when it
should been positive and is thus false.

• True negative (TN): Not used, applies to all bounding boxes not detected.
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Precision: Measures how accurate the predictions are, the percentage of correct positive pre-
dictions, given by Equation 2.10.

Precision =
T P

T P+FP
=

T P
all detections

(2.3)

Recall: Measures the accuracy of the model finding all existing ground truth bounding boxes.

Recall =
T P

T P+Fn
=

T P
all ground truths

(2.4)

Average Precision (AP): Calculates a precision over recall score based on all the predictions
in each image returned by the model. In Equation 2.5 p is a function of recall r, on the interval
(0,1).

AP =
∫ 1

0
p(r)dr (2.5)

Mean Average Precision (mAP): Measures the mean of AP. In Equation 2.6 N is number of
images in the set.

mAP =
1
N

N

∑
i=1

∫ 1

0
p(r)dr (2.6)

Intersection over union (IoU): The accuracy of the bounding box is measured as Intersection
Over Union, also the called Jaccard index. Let A1 be area of box 1, and A2 be area of box 2,
we then use:

IoU =
Area o f overlap
Area o f union

=
A1∩A2

A1∪A2
(2.7)

Localization recall precision (LRP) [11]:
Let X be set of ground truth boxes, Y the set of predicted boxes. Calculate NT P as number of
TP, NFP as number of FP and NFN as the number of FN.

LRP(X ,Ys) :=

(
NT P

∑
i=1

1− IoU(Xi,YXi)

1− τ
+NFP +NFN

)
/(NT P +NFP+NFN) (2.8)

Optimal LRP (oLRP) [11]:
Optimal LRP (oLRP) is the minimum achievable LRP error using τ = 0.5. Let X be set of
ground truth boxes and Y the set of predicted boxes to pass into the LRP equation as shown in
Equation 2.8.

oLRP = minLRP(X ,Ys) (2.9)

Mean Optimal LRP (moLRP) [11]:
Mean optimal LRP is the class specific mean optimal localization recall precision error. Let
class c ∈C then moLRP is defined as:

moLRP =
1
|C| ∑c∈C

oLRPc (2.10)
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3 Method

This section explains methods and experiments used in this thesis to produce the final results.

The methodology used can be divided into several parts. A literature study, usage of the lit-
erature study to find what model architectures and feature extractors to use, what to evaluate
and how to set up the configurations for each model. Usage of the Tensorflow object detection
API and implementation of models and feature extractors. Data collection, data augmentations
and data set creation. Experiments to configure training of the models and validation of perfor-
mance and loss during training. Experiments to evaluate the fully trained models to find their
optimal confidence thresholds, model behaviours and optimal task. These parts are further
explained in this section.

3.1 Tensorflow

An open-source platform called Tensorflow was used together with Googles open-source Ob-
ject Detection API to configure, train, validate and test Object Detection models. YOLO V3
was implemented seperately in Tensorflow with a separate training and validation pipeline,
due to not being available in the object detection API. The evaluation pipeline was separately
implemented to replicate production behavior and gain full control of the evaluation process.
The Object Detection API is an open source framework built on top of Tensorflow and is used
to train and deploy object detection models. Tensorflow is an open source library used for an
arbitrary amount of dataflow programming tasks. The Tensorflow platform is implemented in
C++ and on top of that sits a Python or C++ API layer. The Python API was used for this
thesis.

3.2 Models

Four different model meta-architectures were used, Faster-Rcnn [19], RFCN [3], SSD [4] and
YOLO V3 [5]. YOLO V3 were combined with the specific Darknet 53 feature extractor as
it is the recommended configuration in the paper YOLOv3: An Incremental Improvement by
Redmon & Farhadi (2018) [5]. Faster-Rcnn, RFCN and SSD were combined with feature
extractors: Resnet101 and Inception v2. These meta-architectures were chosen based on the
results from [9], [1], [2], [4], [3], [5] where they prove a strong performance. The combination
of feature extractors were decided based on the performance and availability in the Google
research article Speed/accuracy trade-offs for modern convolutional object detectors [9].
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3.3 Data collection

Data was given by ICT services and development. A large variation of documents exists in the
data set and relevant documents have been filtered with care. The documents in consideration
contain objects of stamps, icons, signatures, and URLs. Since these objects are rather specific
to the task a manual data collection and labeling process have been performed and a custom
data set has been brought together. Unlike a binary classification task, negative examples are
not needed for training as the object-detection training pipeline uses hard negative mining. The
data set was divided into three subsets, 70% training,14% validation and 16% test. To shorten
training time pre-trained models on the COCO data set [10] has been used and then fine-tuned
using the custom data set, also called transfer learning. Since the custom data set is rather small,
consisting of 2000 images, transfer learning minimizes the risk of overfitting the models.

During training, data augmentation is performed on the training data set. Data augmentations
used consist of cropping, horizontal flip, vertical flip, and RGB to gray, this extends the dataset
approximately 30%.

3.4 Training / Evaluation

The evaluation process was performed in three general steps: training, validation, and test-
ing. Each model was trained using a specified training configuration, where options such as
loss function, learning rate, thresholds, and evaluation options are configurable. Parallel to
the training pipeline the validation process calculates mAP for each class using Pascal VOC
metrics [8]. The mAP values are displayed in graphs for each class to show how the model
performs during training. The training pipeline outputs a loss value for each step. The loss
value is a good pointer, but doesn’t tell the whole truth about the performance of the model,
see model specific loss functions in Section 2.5. Therefore we combine loss together with the
mAP value to find the stagnation. There exist several different loss functions, and for the ob-
ject detection task the total loss is in most cases classification and localization loss combined.
By displaying each category separately we can find if one category is performing bad, and if
adjustments towards the data set is needed.

To evaluate the model, a balanced test data set of 320 images were collected. In these im-
ages there exist 70-90 objects of each category and each image was manually inspected and
labeled, which allows for use of cross-validation. These images were used for the final evalu-
ation pipeline, where mAP values, recall/precision plots, and LRP values were calculated over
multiple IoUs. The LRP values can then be used to find the optimal confidence threshold to
maximize the performance of each model. Each model was then again evaluated using the
optimal confidence thresholds to produce real production results.
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3.5 Hardware

Hardware used for training the models are shown in Table 1. Hardware used for evaluating the
models are shown in Table 2.

Table 1 Hardware specification used for training pipeline

Type Model
CPU 1x Intel Xeon SP Gold 6134 - 8-Core 3.20GHz 24.75MB

10.4GT/s LGA3647 130W
GPU 1x NVIDIA Tesla V100, 32GB, PCIe 3.0, 5120 CUDA Cores,

112 TeraFLOPS (Tensor), 250W
RAM 6x 32GB DDR4 2666Mhz ECC Registered 2Gx4 Samsung
DISK 2x Samsung PM863a SSD - 960GB SATA3 2.5” 0,8 DWPD
OS Red Hat Enterprise Linux
Programming language Python 3.6
Framework Tensorflow 1.12.0

Table 2 Hardware specifications used for evaluation pipeline

Type Model
CPU 1x Intel Core i7 7500U 2.9GHz
GPU 1x Intel HD graphics 620
RAM 1x 16gb DDR4, 2133 MHz
DISK 1x 512GB SSD
OS Windows 10
Programming language Python 3.6
Framework Tensorflow 1.12.0
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4 Result

Results from training and evaluation experiments are presented in this chapter. Graphical pre-
sentations allow for a visual comparison between models and numerical results are presented in
Table 3. Optimal confidence thresholds are presented in Table 5 and finally, a sorted summary
of results is presented in descending order.

4.1 Training results

Training was performed until we could see the loss and mAP scores stagnate. When results
stagnate for a significant amount of steps, we can assume that more training won’t improve
results significantly and increases the risk of overfitting. Training results are shown below in
Figure 9. Total loss hasn’t stagnated fully for all models as can be seen for SSD Resnet 101.
As total loss considers classification and localization loss combined the continuously dropping
total loss is mostly due to localization loss not stagnating perfectly. The loss is considered to
have reached a fairly low value and the mAP shown in Figure 9 has stagnated.

Figure 9: Training result of the models. mAP values are evaluated each 120 second.
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Training time was measured from 0 to 100 000 steps during training. The models had different
configurations that should be considered when looking at these results, as different batch sizes
affect the training time significantly. Training time varies a lot between models as seen in
Figure 10.

Figure 10: Training time of models, up to 100 000 steps. Note that different batch sizes were
used, which reflects upon training time.
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4.2 Evaluation results

This section presents evaluation results gathered from the experiments. Table 3 presents a
summary of results and Section 4.3.2 - 4.3.6 presents graphical side by side comparisons of all
the models.

4.2.1 Overview

All models and feature extractors were tested on mAP@0.5(Pascal VOC), mAP@0.5:0.95(COCO),
moLRP, Inference time and Memory as shown in Table 3. For mAP and moLRP measures, all
categories were summarized and averaged to calculate a combined and easy to compare result.
Notice that moLRP measures error, and the lowest error is therefore the best score.

Table 3 Results
Architecture Feature extractor mAP@0.5 IoU mAP@0.5:0.95 moLRP Inference time (s) Memory (Gb)
Faster rcnn Inception v2 0.552 0.351 0.7121 2.532 0.253
Faster rcnn Resnet 101 0.632 0.445 0.6148 9.001 3.320
R-FCN Inception v2 0.602 0.385 0.6608 1.084 0.537
R-FCN Resnet 101 0.565 0.363 0.6620 3.751 1.853
SSD Inception v2 0.430 0.290 0.7505 0.239 0.278
SSD Resnet 101 0.562 0.427 0.6218 3.604 1.875
YOLOV3 Darknet 53 0.403 0.197 0.8264 1.306 0.916

Class specific mAP:0.5 values are shown in Table 4 below. Results show that all models have
problem localizing and classifying the URL category.

Table 4 Class specific AP@0.5

Achitecture Feature extractor Stamp Icon Url Signature
Faster rcnn Inception v2 0.874 0.583 0.021 0.728
Faster rcnn Resnet 101 0.890 0.656 0.128 0.853
R-FCN Inception v2 0.870 0.743 0.023 0.773
R-FCN Resnet 101 0.888 0.657 0.073 0.640
SSD Inception v2 0.868 0.495 0.015 0.337
SSD Resnet 101 0.964 0.611 0.019 0.654
YOLOV3 Darknet 53 0.790 0.412 0.04 0.366
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4.2.2 Recall x precision

For these experiments IoU at 0.5 and confidence at 0 was used. Figures 10, 11, 12 and 13
display recall / precision curves for each class and model. A good model has a lot of area
covered towards the upper right corner at position (1,1). This means that the detector has high
recall, high precision and is able to find all relevant objects without finding a large subset of
irrelevant objects.

Figure 11: Bounding box presentation

Figure 12: Bounding box presentation
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Figure 13: Bounding box presentation

Figure 14: Bounding box presentation
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4.2.3 Max mAP

Max mAP value is the maximum average AP score for all classes at each IoU threshold and
confidence score threshold. A 0 confidence score maximizes the mAP values at all IoU thresh-
olds, it is therefore not displayed in Figure 15. Classes considered consist of icon, signature,
URL and stamp.

Figure 15: Max mAP shown over IoU thresholds.

4.2.4 Inference time

Inference time is averaged over all inferences on the test data set. Before the evaluation starts,
a ”warmup” inference is run to pre-load weights to ram memory. This shows true inference
time as in a production environment, else the first inference gets an overhead from loading the
model weights. Inference time measures the latency from when an image tensor is passed to
run Tensorflow operations until an output result is ready.

Figure 16: Inference time (latency), averaged for all pictures in the pipeline.
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4.2.5 Requested allocated memory

Average requested allocated memory is gathered from tensorflows run meta data class after
each inference and is averaged upon finish. Requested allocated memory represents the mem-
ory needed from all of the nodes in the model.

Figure 17: Requested allocated memory at inference time, averaged for all images in the
pipeline.

4.2.6 Prediction distribution

This section presents results in the form of prediction distributions. The results were gathered
by calculating the optimal class specific thresholds using the LRP metric on a IoU at 0.5. The
results from inference were then filtered specifically class by class using the optimal thresholds,
outputting the maximum performance from the model by relying on the LRP trade-off. This
is the final results of the models, produced without filtering IoU thresholds and thus the result
you would expect from a production scenario.

Table 5 Optimal confidence thresholds

Achitecture Feature extractor Stamp Icon Url Signature
Faster rcnn Inception v2 0.69 0.99 0.71 0.79
Faster rcnn Resnet 101 0.99 0.99 0.01 0.35
R-FCN Inception v2 0.91 0.82 0.28 0.94
R-FCN Resnet 101 0.81 0.93 0.38 0.94
SSD Inception v2 0.63 0.05 0.09 0.02
SSD Resnet 101 0.43 0.2 0.1 0.21
YOLOV3 Darknet 53 0.19 0.25 0.11 0.12
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Bar plots in Figures 18, 19, 20 and 21 shows the distribution of True, False and Missed pre-
dictions for the models. The first correct detection for each ground truth is counted as true. If
there are multiple detections on the same ground truth the rest are counted as false. A predic-
tion that’s not associated with a ground truth box is false and a wrong classification is always
false. Missed predictions are ground truths not associated with a true prediction. Results for
the stamp category in Figure 18 is very good, with Rfcn Resnet 101 missing 1 prediction and
not classifying any false positives.

Figure 18: Distribution of prediction results for the stamp category.

In Figure 19 RFCN Inception v2 reaches the best performance, finding the most true positives
(and therefore also least missed) and least false positives.

Figure 19: Distribution of prediction results for the icon category.
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In Figure 20 Faster Rcnn Resnet 101 has most true predictions, RFCN Resnet 101 and RFCN
inception v2 has least false predictions.

Figure 20: Distribution of prediction results for the signature category.

In Figure 21 the poor performance of the URL category is clearly displayed. RFCN Incep-
tion v2 has most true predictions, but also outstandingly most false predictions. Least false
predictions has SSDInception v2, but instead only 1 true prediction.

Figure 21: Distribution of prediction results for the URL category.
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Table 6 presents average IoUs after filtering using the optimal confidence thresholds. Results
show that the IoU values are even between the models and outliers can be noticed such as
R-FCN Inception v2 and Resnet 101 on the URL category.

Table 6 Average IoU after filtering with optimal confidence thresholds

Achitecture Feature extractor Stamp Icon Url Signature
Faster rcnn Inception v2 0.85 0.73 0.60 0.69
Faster rcnn Resnet 101 0.85 0.76 0.69 0.74
R-FCN Inception v2 0.82 0.74 0.31 0.73
R-FCN Resnet 101 0.87 0.73 0.47 0.68
SSD Inception v2 0.87 0.73 0.67 0.58
SSD Resnet 101 0.89 0.78 0.65 0.72
YOLOV3 Darknet 53 0.78 0.67 0.41 0.58

Results in Figure 22 displays how the prediction results are distributed across the IoU thresh-
olds. Most of the true predictions are above 0.5 IoU. By inspecting the true predictions over
IoU we can see that from 0-0.5 IoU the plot is flat and only drops about 5-10 predictions for all
models. From 0.5-0.75 IoU the curve steepens and true predictions drop down exponentially,
and as should be missed predictions increases in the phase true predictions drop. A great notice
for false predictions is that from 0.5 - 1 IoU false predictions increase in almost the same phase
as true predictions drop. This is due to the fact that a true prediction below the IoU threshold
is now counted as a false prediction.

Figure 22: Predictions over IoU. Displays true, false and missed predictions averaged for all
categories using the optimal confidence thresholds and filtered over all IoU values.
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4.2.7 Summary

Summary of all results presented in Section 4.2. The summary shows lists with rankings of the
models in descending order.

By comparing the mAP@0.5 results in Section 4.2.1 we get the following descending order as
presented below in Table 7.

Table 7 mAP@0.5
Rank Model Score
1 Faster RCNN Resnet 101 0.686
2 R-FCN Inception v2 0.663
3 R-FCN Resnet 101 0.604
4 SSD Resnet 101 0.599
5 Faster RCNN inception v2 0.583
6 SSD Inception v2 0.479
7 YOLOV3 Darknet 53 0.403

This is the ranked order of detectors if we are just interested in a detector that performs well
somewhere above 0.5 IoU.

By comparing the mAP@0.5:0.95 results in Section 4.2.1 we get the following descending
order as presented below in Table 8.

Table 8 mAP@0.5:0.95
Rank Model Score
1 Faster RCNN Resnet 101 0.445
2 SSD Resnet 101 0.427
3 R-FCN Inception 0.385
4 R-FCN Resnet 101 v2 0.363
5 Faster RCNN inception v2 0.351
6 SSD Inception v2 0.290
7 YOLOV3 Darknet 53 0.197

This is the ranked order of detectors if we are interested in a detector that performs well over
the whole field 0.5-0.95 using 0.05 IoU threshold steps. It can be noticed that SSD Resnet
101 now is ranked second, by complementing this result with the max mAP curve displayed
in Figure 15 we can see that ssd resnet 101 has a strong performance compared to the others
above 0.7 IoU, which changes the ranking.

29



By comparing the moLRP@0.5 results in Section 4.2.1 we get the following descending order
as presented below in Table 9.

Table 9 mOLRP:0.5
Rank Model Score
1 Faster RCNN Resnet 101 0.615
2 SSD Resnet 101 0.622
3 R-FCN Inception v2 0.660
4 R-FCN Resnet 101 0.662
5 Faster RCNN inception v2 0.712
6 SSD Inception v2 0.751
7 YOLOV3 Darknet 53 0.826

The moLRP results considers the RP in the top-right part of the curve, it finds the optimal
threshold to maximize the model performance and calculates a normalized metric. As can be
seen it has the same ranking as mAP@0.5:0.95. By inspecting the recall x precision curves
in Section 4.2.2 we can complement this result, though we also need to look at the max map
Figure 15 to see that SSD resnet 101 has better result than others at higher IoU since recall x
precision curves only consider mAP at 0.5 IoU.

By comparing the inference time results in Section 4.2.1 we get the following descending
order as presented below in Table 10.

Table 10 Inference time
Rank Model Score
1 SSD Inception v2 0.239s
2 R-FCN Inception v2 1.084s
3 Faster RCNN inception v2 2.532s
4 SSD Resnet 101 3.604s
5 R-FCN Resnet 101 3.751s
6 Faster RCNN Resnet 101 9.001s
7 YOLOV3 Darknet 53 1.306

Inference times states that speed is correlated to the object detector architecture. As can be
seen the single shot detector is 454% faster for the Inception v2 feature extractor.
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By comparing requested allocated memory in Section 4.2.1 we get the following descending
order as presented below in Table 11.

Table 11 Memory

Rank Model Score (Gb)
1 Faster RCNN inception v2 0.253
2 SSD Inception v2 0.278
3 R-FCN Inception v2 0.537
4 R-FCN Resnet 101 1.853
5 SSD Resnet 101 1.875
6 Faster RCNN Resnet 101 3.320
7 YOLOV3 Darknet 53 0.916

If we would have looked blindly at the mAP score @0.5 IoU as often is favored, Faster Rcnn
with Inception v2 would have been the detector for the task. But by filtering and finding the
optimal confidence threshold for specific categories above our desired IoU threshold we can
now pick the detector suitable for each specific task.
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5 Discussion

This section discusses choices in training, evaluation, result, meta-architectures and feature
extractors.

5.1 Training

Models were trained using different configurations. This may have biased the evaluation results
as training may not be optimized for each one of the architectures. Different image resolutions,
rescaling options, and batch sizes are one major difference that could have impacted the results.
One of the reasons for differences in configurations is due to the fact that the object detection
API doesn’t support batching when keeping aspect ratios. Recommended configuration for
Faster Rcnn is keeping aspect ratio, as the recommended configuration for SSD is using a fixed
ratio. It would be preferred to use a hyperparameter optimization pipeline to investigate best
settings for each model which possibly could balance out or increase results of some detectors.

The models were expected to have reached close to maximum performance in training. During
training information such as classification loss, localization loss and mAP@0.5 IoU score for
each category and summarized was monitored and logged. Each model was trained to 100
000 steps to prove that performance flattens and converges towards the optimal performance,
see Figure 9. This proves that all models were trained close to their optimal performance, and
therefore the comparisons are significant.

5.2 Evaluation

We should evaluate models as we want to use them. If we only want an object recognizer (not
caring about the bounding box overlap) we could simply compare all detectors using close to
zero IoU and pick the one that finds the most true positives while keeping the false positive
number low. If we, however, look at an object detector, we want the predicted bounding box to
overlap as much as possible. In that case, it would be interesting to compare the models with
aspect to an IoU 0.5-0.95 as used in the COCO evaluation metric. This would output how the
detector performs in the area of intersection that we are most interested in, high overlap. An
area below 0.5 is often not of much interest.

Different detectors, and different categories all need specified confidence thresholds to max-
imize performance as shown by [11]. It is therefore also important to consider this when
evaluating different models for the specified task. The LRP metric offers a trade-off between
localization, precision and recall to find the optimal confidence threshold for each category and
detector. To examine how a true production result with optimized confidence thresholds would
look like, bar graphs for each category, true, false, and missed predictions are shown side by
side in Section 4.2.5. Even though the confidence thresholds of detectors are optimized for
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localization, precision, and recall we don’t know how the prediction distribution over multiple
IoUs looks like, therefore Figure 22 shows prediction distributions over all IoUs. We can see
in Figure 19, 19, 20 and 21 that one meta-architecture does not perform best on all categories.

It is hard to choose an object detector based on one single metric, therefore several metrics
were considered throughout the evaluation process. To complement metrics, several graphs
were used to visually back up the statements about why the metrics show the results they do.

Result

As a high recall, high precision detector the choice would be Faster Rcnn resnet 101. As can
be seen in Figures 18, 19, 20 and 21 it performs high recall throughout all categories, and
when considering mAP@0.5, mAP@0.5:0.95, mOLRP@0.5 it has top performance. Looking
at predictions over IoU in Figure 22 it shows that most of its true predictions is in the area
30-100% overlap. Though it has some flaws, such as inference time and memory usage. An
inference time of 9 seconds would not be durable as a real time or direct feedback model. And
the high memory usage wouldn’t be suitable for an edge device.

Considering inference time and memory usage, the second best performer considering mAP@0.5:0.95
and mOLRP@0.5 is SSD resnet 101. It uses the same feature extractor, though memory usage
is lower and inference time is down to 3.54 seconds. If top performance is important but 9 sec-
ond and 3.320 Gb is to much of a drawback SSD Resnet 101 would be the choice. Though, an
important notice is that the optimal confidence threshold is low compared to the other models,
see Table 5.

Considering inference time and memory usage, while wanting high recall, R-FCN Inception
v2 is the best performer considering mAP@0.5. For mAP@0.5:0.95 and mOLRP@0.5 it ranks
third, but when considering inference time and memory usage it is down to 1.084 s and 0.537
Gb, ranking 2nd inference time and 3rd memory usage. The performance loss from Faster
Rcnn resnet 101 is about 13% for mAP@0.5:0.95, 3.4% for mAP@0.5 and 7.4% for mOLRP.
Though, the performance gain for inference time is 830% and memory 618%.

One shot detector results shows that SSD is the fastest detector using both Resnet 101 and
Inception v2. It also outperforms the region based R-FCN architecture using Resnet 101 fea-
ture extractor considering results over several IoUs. Though, the performance of SSD using
Inception v2 is worse than the others. Comparing this to the results in Google research speed
accuracy trade off paper [9] we can see that in the paper SSD performs a lot better than Faster
Rcnn and RFCN using Inception v2 and considering mAP@0.5:0.95. This may be an optimiza-
tion problem in my training configuration as SSD Resnet 101 still has strong performance.

For categories signature and URL we can look at precision recall curves in Figures 13, 14 and
class specific AP@0.5 values in Table 4 and find that both single shot detectors has bottom
performance. We can also inspect stamp and icon results for AP@0.5 in Table 4 and find that
the single shot performance is now closer to the rest of the models, but still in the bottom
line. By inspecting the optimal confidence thresholds in Table 5 we can see that the single shot
detectors have low confidence thresholds compared to the other models.
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5.3 Problems

An important aspect when measuring inference time is to deduce what we actually want to
measure. Initial tests shows that by just measuring the outer scope of the Tensorflow session
the first inference has an overhead of image loading, initialization and loading the graph on
RAM just before inference, this results in the latency extending to approximately four times
the standard latency for the first test run.

Another important aspect is if we are using generated tf.records (tensorflow record) or real
raw images and separated label maps. A tf.record is a binary file that stores data such as im-
ages, labels and ground truth boxes all together. Using a tf.record can have a significant impact
on the import pipeline and may speed up the training process, but in the evaluation process this
is a factor we have to be aware of to maintain unbiased results.

During training images are resized to a fixed size ratio, this allows an increased batch size
and multiple GPU training. It is currently not possible to keep the aspect ratio of images and
batch them for the tensorflow object deteciton API, unfortunately. Aspect ratios fed and used
by the models also affect memory usage and inference times.

Bad performance by URL category

The URL category is shown to be underperforming, see Figure 21. This was noticed early in the
process and multiple configurations were tried to improve the predictions. Data augmentations
were performed, where as cropping URL object into larger images was one of them. The
theory behind that was that down scaling the small URL objects would make their matrices
look like normal text strings. Also, URLs within the category varies a lot, most of them are
very thin and long objects, making them hard to separate from the rest of the text without
proper text segmentation, see Section 6.2 future work for more thoughts about improving the
result. Another reason for poor performance is based on the training pipeline. In the training
pipeline hard negative mining is used, where for each positive example generates 0-3 negative
examples. These negative examples are objects that doesn’t overlap with the positive, and thus
can be used as a negative. As text strings doesn’t exist in the set of the positive examples, it is
truly that they exist in the set of negative examples.

Some hyperparameter tuning were performed to investigate if the URL problem was within
the anchor boxes, as objects within the COCO data set is rarely configured for long and small
objects. The height of the anchor boxes was therefore set to 21% the width, but this resulted
in the URL category performing even worse, not converging towards an optimal mAP score at
all. Though, spikes in localization loss decreased significantly during training.

A hard problem for all deep learning computer vision tasks is creating a balanced data set. This
task is no exception, the document pages contain a variety of classes and especially extracting
URL labels is time consuming. The noise is good for hard-negative mining, but also biases the
inference results.

34



6 Conclusions and future work

Final conclusions, which model are better suited for the task of finding objects in documents
and thoughts on future work are presented in this chapter.

6.1 Choice of detector

One detector does not fit all problems, as shown in Section 4.2.5 different detectors has top
performance in different categories. To summarize the results and come to a conclusion, we
conclude that the best detector for the task would be R-FCN inception v2, as the pros of speed
and memory compensates for the small loss in accuracy. For use in edge devices, SSD In-
ception v2 would be the choice. Using Inception v2 it performs with fast inference on low
computing power, consuming a small amount of memory. In a low workload high performance
environment Faster RCNN Resnet 101 would be the choice. It has top performance in most
categories, though the inference time and memory usage is high.

6.2 Future work

Improving the results of the URL category, possibly using object detection combined with nat-
ural language processing or looking into optical character recognition (OCR). A more suitable
task for the object detector would possibly be to find blocks of text. By finding blocks of text
the resolution could be improved on poor documents. Then by using the improved quality,
OCR interpretation combined with natural language processing could be used to extract the
URL content.

In this thesis, the most recent object detectors such as DSSD, DSOD, FPN and Mask-RCNN
wasn’t considered. Future work would be to include them in the study to see if they improve
performance significantly. Reasons for them not being included was due to availability and
the time span. Including several models of the latest technique in a relatively new and not
bug free Object Detection API would be time consuming. Instead focus was put into less
time consuming but yet new state of the art models and putting more effort into evaluating the
performance.
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