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Abstract

In a Real Time Clearing System (RTCS) there are several thousands of transac-
tions per second, and even more messages are sent back and forth. �e high
volume of messages and transactions being sent within the system eventually
leads to some anomalies arising. �is thesis examines how to detect such anoma-
lies with unsupervised Machine Learning models such as, Support Vector Ma-
chine (SVM) One Class (OC), Isolation Forest (iForest) and Local Outlier Fac-
tor (LOF). �e main objective is to investigate if anomaly detection is useable
in Cinnobers RTCS, only using unsupervised models and if they perform at an
acceptable level. �e evaluation of the models will be done using a rough label-
ing method to score them on detection rate, F-score and Ma�hews correlation
coe�cient (MCC). �e results of the thesis shows that SVM OC is the best model
of the three, but requires hyper parameter tuning to perform at an acceptable
level so that it may be used for the RTCS without human supervision.
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Abbreviations

DR Detection Rate

FN False Negative

FP False Positive

iForest Isolation Forest

iTree Isolation Tree

LOF Local Outlier Factor

MCC Ma�hews correlation coe�cient

OC One Class

PCA Principal Component Analysis

rbf Radial Basis Function

RTCS Real Time Clearing System

SVM Support Vector Machine

TN True Negative

TP True Positive

kNN k Nearest Neighbors

NN Nearest Neighbor
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1 Introduction

Logging is no strange byproduct from distributed systems. In these log �les anomalies hide
in the mass of all the metrics produced and logged by these systems. To �nd these anomalies
is a tedious work which can be done manually, but the job becomes increasingly harder to do
manually when the amount of logged metrics increases. �e goal of this study is to compare
three di�erent Machine Learning types and conclude which one is most suitable for anomaly
detection of a RTCS and if the same Machine Learning model also can be used to �nd trends
for the anomalies.

1.1 Problem speci�cation

�e purpose of this project is to learn about anomalies, the di�erent ways they occur and
how to detect them. �e detection of anomalies will be done by using unsupervised Machine
Learning models where the core problem is to see if it’s possible to create a detection model
with as li�le expert domain knowledge as possible. �e problems to solve in this thesis are
the following:

• Is it feasible to use unsupervised Machine Learning models to perform anomaly detec-
tion in Cinnobers RTCS?

• If so, which model is the most suited for Cinnobers RTCS used in São Paulo

1.2 Background

In this section the relevant theory and information needed to understand the conclusions,
results and the work done will be covered.

1.2.1 Anomaly types

An anomaly is something that deviates from the norm in any way and therefore to detect
an anomaly one needs to understand the di�erent anomalies that may arise. Below is the ex-
planation of the three di�erent type of anomalies that can occurs, point anomalies, Contextual
anomalies and collective anomalies [2].

1. Point Anomalies
As the name implies, point anomalies are single instances of data that deviates from the
rest of the data set.

2. Contextual anomalies
�is is the hardest type of anomaly to detect, since it requires a lot of domain knowledge
and context to make sense. In one type of context the supposedly anomaly may be a
normal value but in another it may be an actual anomaly. Take the example of food at
a restaurant table and food on a highway road. One of them is anomalous only because
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of the context where it resides. Contextual anomalies have the following two a�ributes
to take into account.

(a) Contextual/Sequential a�ribute
�e contextual a�ribute is an a�ribute that in some way gives the data some
context. For example data may come from time recorded events or from di�er-
ent heights measured. Depending on which of these are being investigated the
anomalies will vary.

(b) Behavioral a�ribute
�e behavioral a�ribute is the opposite of the contextual a�ribute. For example,
with average heights measured on people around the world, the average may be
170 in the world but the average may be a lot lower or higher in di�erent regions
of the world which is the contextual a�ribute in this case.

3. Collective anomalies
As the name implies, this type of anomaly is when a collection of data points is regarded
anomalous to the rest or entire set of data. �is is not to be mixed with a set of point
anomalies, since the data points by them self may not be anomalous but their occurrence
together makes it anomalous [2]. An example of this would be a server sending heart
beats of its cpu usage showing: 60%, 60%, 60%, 60%, 60%, 60%, 10% 0% 0%. Note that the
collective anomaly is highlighted with bold. To summarize, the reading of 10%, 0%, 0%
cpu usage by itself is not an anomalous reading but given the context and the collection
of reading making it anomalous.

1.3 Anomaly detection classes

Anomaly detection classes, unlike the di�erent types, are distinguished on the method needed
to detect an anomaly, whether it be point, collective or contextual. �e classes are distance
based, density based and isolation based as mentioned in [6].

• Distance based
�is class of anomalies are detected using a distance measurement from the normal
data. If one data point is too far o� from the rest of the normal data, it means it is an
anomaly.

• Density based
Similar to distance based detection but instead are detected with a density measure-
ment. If the area where the data point resides has a low density measurement it means
it is an anomaly since the normal data will populate around the same area, which in
turn gives the normal data a higher density measurement.

• Isolation based
�is type of anomaly detection class will be further explained in Section 2.7. �e sum-
mary of the Section 2.7 is that data points are isolated from each other and the values
for the features for each data point is used to create a binary feature tree. �en the
depth of any given data point will be used to decide whether it’s an anomaly or not. If
the depth is low, it is an anomaly, else it is normal.
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2 �eory

In this section the relevant theory behind the Machine Learning methods and related theory
to the anomaly detection for this thesis will be covered.

2.1 Machine Learning

Machine Learning is a method used to create a model to describe how something behaves
given example data or past experience [1]. �ere are two phases in Machine Learning which is
the training phase and the prediction phase. �e training phase, as implied by the name is the
phase when you train the model on data to optimize the parameters which the model uses to
classify. Machine Learning is applicable in many areas, e.g. pa�ern recognition, classi�cation,
regression and more. �ere are two main categories of training, supervised and unsupervised.
Supervised training is when you have labeled data, which for input Xi we know a correct
output yi . Unlabeled data, which is data that we do not have a correct expected output for
every given input. Most if not all models uses parameters for tuning the performance of the
model and these parameters are called hyper parameters and are model speci�c. �ey are
not a�ected by the data used, but rather improves or impairs the models performance for the
speci�c data.

2.2 Machine Learning models

�e types of methods to create anomaly detection which will be used in this project are listed
below. �e goal of this thesis will be to investigate which of the models listed are suitable for
anomaly detection, and if they are, which performs the best in Cinnobers RTCS. To decide
which model performs the best the F-score, precision and MCC will be used to conclude if
they are suitable enough performance wise. �e models listed below will be explained later
on along with F-score, precision and MCC which is covered in Section 3.5.

• LOF

• SVM OC

• Isolation Forest

2.3 Principal Component Analysis (PCA)

As described in [4], PCA is a feature extraction method which is used to reduce the dimension
of the data. In Machine Learning PCA is commonly used for �nding the relevant features in a
data set and to minimize training time on a smaller data set since it enables removal of features
with low information. PCA takes the features and computes a statistically independent score
for each feature. Depending on how high they score, we can tell which features are relevant
and which are not, based on the remaining variance. PCA will always return a score for n-1
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features as best to use since it works by taking all the data points, and the projects a orthogonal
axis along the �rst feature. �is is called as the �rst principal component and will hold the
highest variance, since all of the data was used to create it. �e second principal component
will have the second highest variance, since it’s limited to the restriction of being orthogonal
to the �rst component. �ese steps will be repeated until no features are le� for projection
making it so that the last feature holds no variance [15].

2.4 Time series

A Time series is sequentially logged data, o�en with a �xed time interval between each data
point. For any given data point in the Time Series that we want to examine can be expressed by
the following function y(t) = x .3 Since the models used for this project are not the typically
used methods for detecting anomalies within time series, it is interesting to see how they
perform. �e goal is to train on relevant data that su�ce for explaining the daily behaviour
of the server enough so that outliers can be detected.

2.5 Normal Distribution

In statistics, a normal distribution is the most common distribution where the most values
center around its mean symmetrically. �e mean value is annotated as µ. �e deviation from
the mean is called standard deviation and is used to explain how a percentage of the data
behaves. �e standard deviation is annotated with σ , and by using µ ± σ 68% of the data can
be explained. µ ± 2σ explains 95% of the data and µ ± 3σ explains 99.7% of the data. �is
is also known as the 3-sigma rule [14]. See Figure 1 for an illustration of the the 67-95-99%
distributions.

Figure 1: Visualization of the distribution when using 1-3 sigma ±µ. Credit to Melikamp -
Own work, CC BY-SA 4.0 https://commons.wikimedia.org/w/index.
php?curid=65001875
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2.6 Local Outlier Factor (LOF)

Local Outlier Factor is a unsupervised Machine Learning method which �nds outliers in a
data set given the density of each data point. It can either �nd outliers in the data set that it is
trained on, or use data to �nd outliers in new data, also called predicting. LOF uses N nearest
neighbors of data point p, to calculate its density compared to its neighbors. �en each data
point receives a density score and the lowest density scores will be marked as anomalous. �e
scoring of LOF have three di�erent types of score ranges [10] and [5].

LOF (x) =


LOF (x) ∼ 1 Similar local density
LOF (x) < 1 high local density (inlier)
LOF (x) > 1 low local density (outlier)

To calculate LOF(x), we need the following three Equations, 2.1, 2.2 and 2.3. In the equations,
o represents the data point we are investigating [10].

lrd(o) =
kNNd (o)∑

p∈kNN (o) rdk (o,p)
(2.1)

rdk (o,p) =max(kNNd (p),dist(o,p)) (2.2)

LOF (o) = avдn∈kNN (o)
lrd(n)

lrd(o)
(2.3)

lrd stands for local reach-ability distance and is used together with Equation 2.2 which is the
reach-ability function. kNNd (o) stands for the distance to the kth Nearest Neighbor (NN) of
o, which is the part of the function that gives us the locality or context of o [10]. �e reach-
ability distance will chose either the distance of the kth NN of p, or the distance between o
and p, depending on which is larger. �is is done to have more stable densities. �en the �nal
density score is given by Equation 2.3, which is the quotient of the lrd of the neighbors of lrd
of o. By using LOF, the problem of using a global density measurement is avoided, which is
when a sparse clusters near a dense cluster is given a high density score because it is sparse
and therefor anomalous compared to the dense cluster. See Figure 3 for an illustration of a
dense cluster, sparse cluster and some anomalies and see Figure � to see how the density
score is illustrated.
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Figure 2: Illustration of the density score calculated from LOF, Image Credit to Chire
- Own work, Public Domain, https://commons.wikimedia.org/w/
index.php?curid=10328814

Figure 3: Generated data of sparse cluster, dense cluster and anomalies.

A red triangle is a illustration of an anomaly, while green and blue dots are normal data,
but the di�erence between the two is their density. �e blue dots are sparse and the green is
dense. Using global density score would in turn make the the blue dots tagged into anomalies,
since they are globally sparse compared to the green region [2].

2.7 Isolation Forest (iForest)

iForest is a Machine Learning method speci�cally made to detect anomalies. �e isolating
aspect of this method is that it separates each instance of data from the others and measures
how easily it is to isolate the instance by using binary trees created from the feature of the
data point. Features are the context of the data, for example latency or prices. A randomly
generated binary tree is created with a randomly selected feature of the point to isolate. �e
isolating part of this method is that a range for the selected feature is set with minimum and
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Figure 4: Illustration of tree path length for a normal data
point Xo and anomaly Xhttps : //scikit −

learn.orд/stable/modules/дenerated/sklearn.neiдhbors .LocalOutlierFactori .
Image from Liu et.al [6].

maximum values of the feature, then randomly choose a value that is within the range of the
feature and if this value is greater than the point to isolate, we move the minimum bound-
ary, else we move the maximum boundary of the feature. When the boundaries converge it
means that the only point isolated is the anomaly �is process is repeated until the point is
completely isolated by being the only point that ful�ls the feature range. �e amount of times
the maximum or minimum boundary had to be adjusted is our tree path length. What was
noticed during development of this technique, is that anomalies created noticeably shorter
tree path, see Figure 4.

iForest is designed to isolate data points from others and traverse the generated feature
tree to see if it is anomalous by calculating the anomaly score based on the length of the fea-
ture tree. By doing this iForest can detect anomalous data points inside a cluster of ”normal”
data points since it does not determine by distance or grouping of data points, but rather the
isolation score it was given. If the score is > 0.5 then it may be an anomaly. If the score is ≈ 1
it is de�nitely regarded as an anomaly, if the entire data set scores to ≈ 0.5 then there are no
distinct anomalies in the data set and if the score is� 0.5 it is regarded as normal [6].

2.8 Support Vector Machine (SVM)

SVM classi�es by creating a plane between data points which is used to separate one class
from another. For anomaly detection we want to use one-class SVM to distinguish between
”normal” and abnormal data points. �ere are two types of SVM to take note of, the linear
SVM (LSVM) and Nonlinear SVM. SVM OC uses something called the kernel trick which is a
mapping from the input space to a higher dimensional input space called Feature space, [9].
�e kernel trick is a mathematical operation that moves data into a higher dimension, e.g.
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mapping input of x → x2,x . �e most common non-linear kernel to use for SVM is called
Radial Basis Function (rbf), which is de�ned by Equation 2.7. How rbf behaves is that it gives
a similarity measurement between two distinct values in our feature set. �e closer x and
x’ are to each other, the higher the output of rbf will be. �e further apart x and x’ are, the
closer to 0 the output will be, meaning they have no similarity. By utilizing the kernel trick,
the data will be separated by their similarity and easier to classify the data into two di�erent
classes. To di�erentiate the data between two classes a decision boundary is needed. �e de-
cision boundary is a margin between the two closest data points in each ”class”. �e decision
boundary is given by Equation 2.4, and the width of it is given by Equation 2.6 and the margin
by Equation 2.5.

h(x) =
∑
i

aiyiK(x ,x
′) + b ≤ 0 (2.4) m =

2
| |w | |

(2.5)

| |w | | =

√∑
i

w2
i (2.6) K(x ,x ′) = exp(−

||x − x ′ | |2

2σ 2 ) (2.7)

See Figure 5 for illustration of linear separation of classes and Figure 6 for a illustration
of the kernel trick.

2
||w||

Figure 5: Illustration of a linear separation between two classes.
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Figure 6: Illustration of mapping a two dimensional feature space into a higher dimension
using the kernel trick.

�e goal of SVM is to maximize the margin, m for best classi�cation performance, see [11]
and [7].

9



10



3 Method

�is section will cover the di�erent methods used in this article, the work�ow, the relevant
topics, how the data is prepared for use for the models, creation of labeled data and the eval-
uation process for the results. In addition an overview of how the process of extracting data,
feature selection, training and detection will be presented. �e biggest concern in creating a
good model for predicting anomalous data, is decided by two factors, the amount of features
used to train the models and their respective hyper parameters. See Figure 7 below to see an
illustration of the work�ow. Each step of Figure 7 is explained through out this Section.

3.1 Data set

�e data used is produced by Cinnobers RTCS in São Paulo. �ey log about 5gb of data daily
from their system. �e data consists of garbage collection data from the RTCS, round trip
time average of transactions, received rate of transactions and broadcast rate of transactions
metrics. �e data used is logged with the time it was logged, making it into a Section 2.4.
�e data chosen for detection of anomalies within the RTCS was chosen by rationalizing what
the di�erent metrics mean and re�ect. A�er a lot of testing with feature selection tools and
some testing with the models I decided to use the following metrics.

• Amount of Broadcasted messages received

• Door to Door Average time for transactions (ms)

• Amount of Transactions received

• �e di�erence between allocated and used RAM memory in the server

• Amount of total look ups
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Extract Data
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Evaluation
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Figure 7: Illustration of the work�ow, from start to �nish of the project.

3.2 Data Logs

�e data logs given from Cinnober are for each server in their RTCS in São Paulo, where they
all log the same metrics. �erefore it was decided to be most appropriate to use the most
important server in the system. Why this server is one of the most important is because most
transactions passes through it. �e data was extracted from Garbage collection logs and logs
produced by the system. �e data contained some missing values, but were �lled with mean
of all values to make up for the missing information. see Figure 8 for an illustration of the
missing values. Note that the color white illustrates missing values.
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Figure 8: Illustration of the missing rows for the data used. �e �gure shows 4 days aggre-
gated together and its features.

3.3 Preprocessing

�e preprocessing consists of two separate steps, scaling of the data and feature selection.
Scaling is vital for our models to perform optimally, since they perform best when the mean
is centered around 0, and standard deviation is 1. �is type of scaling is important since it
handles data of di�erent scales and gives them equal signi�cance. Another reason for scaling
is that PCA will compute faster and the principal components will be centered. Centering is
good because it makes the interception of each principal component to be precisely through
the origin which removes skewness. �e results of performing both of these steps can be
seen below in Figure 9 shows the data used for training a�er scaling and Figure 10 shows the
results of using PCA on the scaled data and how much importance each feature holds. �e
�gure shows both individual importance of each feature and their cumulative importance.

Figure 9: �e result of plo�ing the data a�er using Sklearns StandardScaler.
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Figure 10: �e result of performing PCA shows that we can discard the last feature and only
lose 11% of the total variance in the data.

3.4 Model Training

�e training of the model will be with as similar hyper parameters as possible, to try examine
which of them performs the best given as li�le model speci�c optimization as possible. What
every model have in common is that to know how to create the decision boundary for what an
anomaly is and isn’t, the 3-sigma-rule will be used. Everything outside of the 3-sigma-rule will
be set as anomalous, i.e. the amount of anomalies within the data is 0.3%. LOF and iForest
have one more thing in common, they use k amount of estimators to make their decision.
Where in the iForest case, it is K amounts of isolation trees created for every point that is
isolated and each tree uses di�erent points of the entire data set, since it samples randomly
and then uses the aggregated result to decide if the current data point is anomalous. LOF uses
K nearest neighbors to any given point calculate the density score of the given point. K is set
given the amount of data in the training data set with K =

√
data, which in our case is K=412.

Every other hyper parameter for each model is set as default or auto. Finally before we train
the models, we need to remove the time of day which is 00:00 - 09:00, since it is an inactive
period of the RTCS and would skew our results.

3.5 Model e�ectiveness measurement

In order to measure the e�ectiveness of a model the factors listed below will be used. Using
these functions will be useful to quantify the performance of each model, and help to identify
which model performed best. �e result can be partly revealed by the confusion matrix and
the f score. Before we can discuss how to measure these three properties, the confusion matrix
needs to be discussed. See Table 1 below for an illustration of it [3]. To be able to use any
of these ways of comparing models and scores, we need to create a small set of labeled data
from the unlabeled data and use the same data set for each model and compare the scores.
�is process will be done simply by using hard limits of spikes and dips of the graphs and
se�ing every value higher/lower than the limit as anomalous.
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Table 1 Confusion matrix showing the possible combinations of correct classi�cations and
wrong classi�cation.

Actual Classi�cation
Predicted Anomaly Predicted Normal Data

Anomaly True match
True Positive (TP)

False non-match
True Negative (TN)

Normal Data False match
False Positive (FP)

True non-match
False Negative (FN)

By using the metrics from the confusion matrix in Table 1, it is possible to also compute
a performance metric. Below are �ve di�erent metrics that each explain di�erently how well
the model performed.

I accuracy
Since anomalies are rare occurrences in systems, we can assume that TP will hold a low
value and TN will dominate which means that we will gain a high accuracy score even
if we don’t �nd any anomalies. Accuracy measurement will not be su�cient by itself as
a comparative tool and quality assurance for the models. �e accuracy score is given by
Equation 3.1.

acc = T P+T N
T P+F P+T N+FN (3.1)

II Precision
As the name of this score says, it is the amount of correctly classi�ed anomalies divided
by the total amount of ”true” classi�cations. When used in anomaly detection, it is called
Detection Rate (DR) and is given by Equation 3.2.

prec = T P
T P+F P (3.2)

III recall
Recall is known as the sensitivity score, which is the proportion of actual matches that
have been correctly classi�ed and is given by Equation 3.3

rec = T P
T P+FN (3.3)

IV F-score
F-score also known as F-measure, is the harmonic mean of recall and precision given
by Equation 3.4.

F-score = 2 prec ·r ec
prec+r ec (3.4)

�ere are extensions to how the F-score is calculated, these extensions are called Macro
and Micro F-score, which measures the performance with two di�erent aspects in mind
[12].

(a) Macro F-Score
�e Macro scored version of F-score handles imbalanced data sets, which anomaly
detection is. It computes the score for each label of prediction, e.g. anomaly and
normal.

15



(b) Micro F-Score
Micro represents a globally computed score which is computed using all of the labels
to combine into a single measurement. It uses total TP,TN and FN of all labels.

V Matthews correlation coefficient (MCC)
MCC is a metric to measure the quality of a classi�er of binary and multi-classes. Like
the other metrics above, it uses TP,TN,FP and FN and is a useful measurement tool since
it handles imbalanced classi�cation nicely. �e result ranges from [1,−1] where 1 is per-
fect classi�cation. Meaning that every predicted classi�cation is correct, 0 is on average
randomly guessing and -1 is the complete opposite between observation and prediction
[13]. MCC is given by Equation 3.5.

MCC = T P×T N−F P×FN√
2(T P+F P+FN+T N )

(3.5)
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4 Results

To test the models in a useful manner and receive meaningful results, it is needed to use the
trained models on unseen days. �e day used is known to contain anomalous values, but the
anomalies for the day are not given. �e models then each predict the anomalies for this day
using the 3 sigma rule (99.7% of the data should be normal) and received di�erent amounts of
predicted anomalies. When looking on the day, using ”human” classi�cation of the anoma-
lies, some are clearly visible as large spikes/dips or repeating values.

Since the data set was unlabeled and all the previously mentioned scoring methods uses la-
bels, it is necessary to create labels for our anomalies by looking at Figure 11. It’s reasonable
for each feature to set a hard upper or lower bound for what an anomaly is. Measuring the
performance of each model is now possible by using the roughly created labels. �e limits,
4,2,0 and -1 were given as arbitrary boundary for the features in order of the Figure. Every
value larger than the positive number, was taken as anomalous, and for every number smaller
than -1, was set as anomalous. When looking at Figure 11, it is important to remember that
the values have been scaled to have a mean of 0 and deviation of 1. �is is important to note
especially for the feature gcSlope, since it’s the di�erence between allocated server memory
and used server memory. Negative values does not mean that the server is using more mem-
ory than possible, and 0 does not mean that it is using precisely as much memory as possible.
To see the entire result that Table 2 is created from, see Appendix Figure 17.

Table 2 Compact overview of the �nal results of the models.
SVM OC iForest LOF

Micro f-score avg 0.98 0.92 0.98
Macro f-score avg 0.65 0.49 0.54
MCC avg 0.36 0.07 0.12
DR avg 0.24 0.03 0.06

�e score from the model is calculated as mentioned in Section 3.5. �is score is calcu-
lated for each feature used in the model and to have a be�er understanding of the models
performance as a whole. �e feature score was used to create a average for the model. See
Table 2 for a compact overview of the results from each model.
�e table clearly shows that SVM OC has the best average score of the three. SVM and LOF
both has the same micro f1 score, but the di�erence is clearly visible when the imbalanced
classi�cation is accounted for in the macro score. Isolation Forest performs the worst as it
has the lowest score in each scoring method. Notice that for each model there are 4 confusion
matrices, because it’s showing one matrix for each feature used by the model. Confusions
matrices is a nice visualization of the actual and predicted results, since it shows clearly how
many classi�cations of each class is done and the expected classi�cation. For more informa-
tion on what the table shows, see Section 5. Figures 12 - 14 shows the confusion matrix for
each feature for each model. �e structure is the same for each Figure. Top le� shows the �rst
feature which broadcast rate, followed by door to door average, bo�om le� is transaction rate,
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followed by gcslope, the di�erence between allocated and used RAM memory on the server.

Figure 11: Plot of each feature by it own, showing some of their obvious anomalies (example
spiked values).
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Figure 12: Confusion matrices showing the performance of Isolation Forest.
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Figure 13: Confusion matrices showing the performance of Local Outlier Factor.
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Figure 14: Confusion matrices showing the performance of SVM One Class.
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5 Discussion

�e results from using the models proved to be good when inspecting the plot of predictions
e.g. when looking at Figure 16. It is clear that two �rst features Broadcasts received and Door
to Door average has the most importance when �nding the anomalies since they seem to
be the only anomalies that found when using human classi�cation. For Figure 15 the same
cannot be said since it classi�ed 14.1% of the data to be anomalous which is too much con-
sidering the three sigma rule was used. When creating labels to evaluate the performance, a
very simple method was used which resulted in SVM OC outperforming iForest as expected
and LOF which is seen in Table 2. Since anomaly detection is an imbalanced classi�cation
problem, the micro score will always be high since the majority of the data is ”normal”. Micro
score explains the performance across the sample size globally and does not take sample class
imbalance into account. Macro computes the metric for each label making it sensitive to class
imbalance and hence why there is such a big di�erence between the two. �is is a good way
to describe its performance more clearly because it shows a metric for both classi�cation of
�nding anomalies and classifying both normal and anomalous data. Why the micro score is
so much higher is because the amount of wrongly predicted anomalies are almost negligible
compared to the amount of normal data that exists, making the micro score very high. If
the distribution was 30-70% or 20-70% it would make more sense to look at the micro score,
but in our case its not even 10-90%. �erefore using both micro and macro score to evaluate
the performance makes sense because it helps to describe how good the models performed
on both labels, normal data and anomalies. When it comes to measuring the performance of
�nding the actual anomalies instead of just �nding the correct amount of anomalies, MCC
scoring is useful and it’s clear that the three models performs quite poorly, but SVM stands
out as a clear superior classi�er in this case. See Figures 12 - 14 for the the confusion matrices
for each model to see a visual representation of its performance.
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Figure 15: iForest predicted the unseen day to have 14.1% anomalies when using the 3 sigma
rule which should contain at most 0.03% anomalies.

�e MCC score tells us that it does not predict the labeled anomalies well enough to be con-
sidered applicable for real use and this is also backed up by the average detection rate of every
model. �is is because MCC score tells us that not even half of the anomalies predicted are
correctly classi�ed anomalies. An illustration of the anomalies predicted can be seen in Fig-
ures 15 and 16. �e labeled anomalies tells us how many anomalies to expect for each feature,
and the model �nds almost all of the expected anomalies except for iForest which found too
many. �e �gures shows us where the anomaly is predicted to be on the unseen day. Since
all 4 features are used to predict 1 anomaly, every feature will show the anomaly on their
respectively graph. �is does not mean the predicted anomaly exists is an anomaly for every
feature. �is can be seen by inspection of Figures 15 and 16. Logically one would think that
the amount of anomalies detected would be at most 0.03% of all the data since we use the 3
sigma rule, but results does not overlap with the expected result since the models predicted
an amount much larger than expected. I am not exactly sure why this is the case, but I believe
it to be due to poorly chosen hyper parameters.
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Figure 16: SVM predicted the unseen day to have 2.18% anomalies when using the 3 sigma
rule which should contain at most 0.03% anomalies.

What the results tells us clearly is that the score is too low for us to apply these models
for real use in Cinnobers RTCS without human supervision. �e reason why the score is so
low depends on many factors, such as the hyper parameters but also the labeling method to
create the score. �e score is heavily dependant on the labels to be correct in the �rst place,
and since there is no guarantee of that, we can assume the score to be ± of some error of the
scored we received. �e error can be calculated as the amount of mislabeled labels divided
by the total amount of labels. Since I do not have expert knowledge of the system and know
exactly the correct labels I cannot �nd the error of the score. To improve this score would
require a more robust labeling method.

Taking a look on Figure 15, it is clear that iForest predicts the unseen day to have an un-
reasonable amount of anomalies, which is another indication of poor hyper parameters, and
since iForest can perform well with many features, perhaps too few were used. For anomaly
prediction to be useful in real use, it’s necessary that the methods used is robust enough to
handle varied data and various amounts of features. Another way of improving the perfor-
mance of anomaly prediction can be to use a bagging/boosting method to predict both labels
for training, but also for classi�cation of anomalies. Bagging is the process of randomly se-
lecting a subset features and a subset of the data to train on X amounts of times, each time
replacing the previously used data point with a new. �is is done in parallel with several
other models and the result is the aggregated prediction of all the models. Boosting is also an
aggregated method, but in another way. Instead of individual predictions, boosting is a con-
sensus over the prediction. Boosting uses weights for each data point that the models trains
on. Just as bagging, boosting uses the aggregated result, but each result is weighted by the
accuracy of the models. If we would try to use bagging or boosting for our classi�ers with
the results we have, the performance would not increase much because the requirement for
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bagging and boosting is that the error rate is below 50% [8].
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6 Conclusions

How was the proposed questions answered with the result?

• Is it feasible to use unsupervised Machine Learning models to perform anomaly detec-
tion in Cinnobers RTCS?
Yes SVM OC performs very well when a�er the plot of the anomalies is created and a
human oversees the results, it �nds almost all of the anomalies that a human would. But
when trying to measure its performance with the labeling method used in this thesis,
the results were not as good as expect. Why this is was covered in the discussion. Fur-
ther more, the models are suitable for anomaly detection but would require that some-
one oversees the predicted anomalies to control whether they need a�ention or not.
Also to further increase the performance of a model is to �nd the most optimal hyper
parameters which is done by using labeled data to search for the best hyper parameters
or using brute force search with human supervision to decide which is the most suitable
parameters. SVM OC outperformed the other two Machine Learning models in all mea-
sured metrics as seen in Table 2. �e performance of the models is somewhat dictated
by the very simple labeling method, which makes it so the scores found in Table 2 are
some what skewed. It is also much harder to �nd the most optimal hyper parameters
for each model, for the used data when using unsupervised Machine Learning models,
because you have to guess and search manually for the hyper parameters that works
the best, instead of using hyper parameter tuning. �e hyper parameters used were
auto, or the pre set values for each hyper parameter so that the models are as equal as
possible when evaluating and comparing them.

• If so, which model is the most suited for Cinnobers RTCS used in São Paulo
If one would use any of these models as is, in another �eld and robustly labeled data,
it would be required to redo the testing and hyper parameter tuning to decide again
which one of them is best for the new problem �eld. To answer the question for this
problem area, SVM is the only suitable model out of the three.
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6.1 Future Work

To improve the performance of unsupervised anomaly detection in this case is to create or
use a reliable and robust labeling method for the data to turn it into a supervised problem. If
it is possible create labels with guarantee of a high probability of being correct, we can use
supervised training and hyper parameter tuning for optimizing the performance. For a com-
pletely unsupervised method, I believe boosting would work to improve overall performance
and label creation with bagging/boosting or both to have reliable and robustly created labels
for performance evaluation. But I want to repeat the point of investigating automatic labeling
method for use in some unsupervised areas, where labeling of data is needed in hindsight and
there is too much to label manually and reliably.
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LOF

Classification report for feature: BroadCastR
precision recall f1-score support

Normal 0.99 0.99 0.99 2674
Anomaly 0.00 0.00 0.00 21

micro avg 0.98 0.98 0.98 2695
macro avg 0.50 0.49 0.49 2695

weighted avg 0.98 0.98 0.98 2695

MCC: -0.010877439560635268
Classification report for feature: DTD_AVG

precision recall f1-score support

Normal 1.00 0.99 0.99 2686
Anomaly 0.23 1.00 0.37 9

micro avg 0.99 0.99 0.99 2695
macro avg 0.61 0.99 0.68 2695

weighted avg 1.00 0.99 0.99 2695

MCC: 0.47159643954025343
Classification report for feature: TransactionR

precision recall f1-score support

Normal 0.99 0.99 0.99 2674
Anomaly 0.00 0.00 0.00 21

micro avg 0.98 0.98 0.98 2695
macro avg 0.50 0.49 0.49 2695

weighted avg 0.98 0.98 0.98 2695

MCC: -0.010877439560635268
Classification report for feature: gcSlope

precision recall f1-score support

Normal 0.98 0.98 0.98 2647
Anomaly 0.00 0.00 0.00 48

micro avg 0.97 0.97 0.97 2695
macro avg 0.49 0.49 0.49 2695

weighted avg 0.96 0.97 0.97 2695

MCC: -0.016528802142546158
Local Outlier Factor detected : 40 anomalies inside , 2695 values:
percentage of anomalies classified: 1.484230055658627 %

32



Isolation Forest

Classification report for feature: BroadCastR
precision recall f1-score support

Normal 0.99 0.86 0.92 2674
Anomaly 0.00 0.05 0.01 21

micro avg 0.85 0.85 0.85 2695
macro avg 0.50 0.45 0.46 2695

weighted avg 0.98 0.85 0.91 2695

MCC: -0.02371027817516816
Classification report for feature: DTD_AVG

precision recall f1-score support

Normal 1.00 0.86 0.93 2686
Anomaly 0.02 1.00 0.05 9

micro avg 0.86 0.86 0.86 2695
macro avg 0.51 0.93 0.49 2695

weighted avg 1.00 0.86 0.92 2695

MCC: 0.14309284651700188
Classification report for feature: TransactionR

precision recall f1-score support

Normal 0.99 0.86 0.92 2674
Anomaly 0.01 0.10 0.01 21

micro avg 0.85 0.85 0.85 2695
macro avg 0.50 0.48 0.47 2695

weighted avg 0.98 0.85 0.91 2695

MCC: -0.011571372460487651
Classification report for feature: gcSlope

precision recall f1-score support

Normal 0.99 0.87 0.92 2647
Anomaly 0.07 0.54 0.12 48

micro avg 0.86 0.86 0.86 2695
macro avg 0.53 0.70 0.52 2695

weighted avg 0.97 0.86 0.91 2695

MCC: 0.15534481168777603
isolation forest detected : 379 anomalies inside , 2695 values:
percentage of anomalies classified: 0.14063079777365492
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SVM

Classification report for feature: BroadCastR
precision recall f1-score support

Normal 1.00 0.99 0.99 2674
Anomaly 0.32 0.90 0.48 21

micro avg 0.98 0.98 0.98 2695
macro avg 0.66 0.94 0.73 2695

weighted avg 0.99 0.98 0.99 2695

MCC: 0.5346696420267709
Classification report for feature: DTD_AVG

precision recall f1-score support

Normal 1.00 0.98 0.99 2686
Anomaly 0.14 0.89 0.24 9

micro avg 0.98 0.98 0.98 2695
macro avg 0.57 0.93 0.61 2695

weighted avg 1.00 0.98 0.99 2695

MCC: 0.3429617237786896
Classification report for feature: TransactionR

precision recall f1-score support

Normal 0.99 0.98 0.98 2674
Anomaly 0.00 0.00 0.00 21

micro avg 0.97 0.97 0.97 2695
macro avg 0.50 0.49 0.49 2695

weighted avg 0.98 0.97 0.98 2695

MCC: -0.01325812925731836
Classification report for feature: gcSlope

precision recall f1-score support

Normal 0.99 0.99 0.99 2647
Anomaly 0.51 0.62 0.56 48

micro avg 0.98 0.98 0.98 2695
macro avg 0.75 0.81 0.78 2695

weighted avg 0.98 0.98 0.98 2695

MCC: 0.5550070691818757
SVM One Class detected : 59 anomalies inside , 2695 values:
percentage of anomalies classified: 2.189239332096475 %

Figure 17: Results from running all the models on the same day and the result output.
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