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Abstract

Very Short Intermi�ent Distributed Denial of Service (VSI-DDoS) a�ack is a new
form of DDoS a�acks with potential to bypass many of the security measures
used today and still severely damage the quality of service of web applications
in cloud systems. �e a�acks consists of short bursts of legitimate packets which
exploits vulnerabilities in the targeted system. With the growing popularity of
using containers instead of Virtual Machines in clouds, this project presents an
approach for detecting these a�acks in a container based cloud system. �e ap-
proach uses signal processing in the form of Discrete Wavelet Transform (DWT)
and recurrent neural networks (RNN) called Long Short Term Memory (LSTM)
to detect a�acks. Several experiments have been carried out to evaluate the per-
formance of the proposed approach in a controlled testbed environment and it
is shown to perform well with competing approaches.



Acknowledgements

I would like to thank my supervisor Monowar H. Bhuyan for his invaluable support and guid-
ance throughout this project. Our o�ce meetings and Skype calls helped me push this project
to completion. �ank you for sticking with me and helping me get through the toughest parts
of this project.



Contents

1 Introduction 2

1.1 Motivation and objectives 2

1.2 �esis organization 3

2 Related work 3

3 Background 4

3.1 DDoS a�acks 4

3.2 VSI-DDoS 5

3.3 Containerized applications 6

4 �e D-LSTM based detection and resolution method 8

4.1 Discrete wavelet transformation using Haar wavelets 8

4.2 Multi-layered wavelet transformation 9

4.3 LSTM 10

4.4 D-LSTM detection algorithm 10

4.5 VSI-DDoS resolution method 11

4.6 Evaluation measures 12

5 Testbed setup and data collection 12

5.1 RUBiS 14

5.2 Data collection 14

5.3 Simulating VSI DDoS a�acks 14

5.4 Obtaining training data 15

5.5 Test description 15

6 Experimental results 16

6.1 Characterization of data 16

6.2 Use case 1: low rate VSI 18

6.3 Use case 2: high rate VSI 20

6.4 Parameter estimation 23

iii



7 Conclusion and future works 23

References 25



List of Figures

1 Illustration of the VSI DDoS a�ack cycles [23] 6

2 Visual representation of how applications are placed in VMs with a type 2
hypervisor (le�) and how applications run in docker containers (right). 6

3 Visualization of how a signal is compressed on multiple stages using wavelet
transform. 9

4 Measured CPU on a container under a�ack and the corresponding values a�er
performing four layers of wavelet transform using Haar wavelets. 10

5 �e architecture for detecting and resolution of VSI-DDoS a�acks in the system. 11

6 Simpli�ed description of the architecture of the testbed used in the experiment. 13

7 �e architecture for detecting a�acks in the system. 13

8 �e normal probability distribution of CPU utilization for the low rate a�ack
dataset. 16

9 �e normal probability distribution of latency for the low rate a�ack dataset. 16

10 �e normal probability distribution of received packets for the low rate a�ack
dataset. 17

11 �e normal probability distribution of transmi�ed packets for the low rate
a�ack dataset. 17

12 �e normal probability distribution of CPU utilization for the high rate a�ack
dataset. 17

13 �e normal probability distribution of latency for the high rate a�ack dataset. 17

14 �e normal probability distribution of received packets for the high rate a�ack
dataset. 18

15 �e normal probability distribution of transmi�ed packets for the high rate
a�ack dataset. 18

16 �e CPU usage of the host system during one of the low rate a�ack experi-
ments. 18

17 Packets received on the container under a�ack during one of the low rate
a�ack experiments 19

18 Packets transmi�ed from the container under a�ack during one of the low
rate a�acks experiments. 19

19 �e latency measured for the container under a�ack during one of the low
rate a�acks experiments. 20

v



20 �e CPU usage of the host system during one of the high rate a�acks experiment. 21

21 Packets received on the container under a�ack during one of the high rate
a�ack experiments. 21

22 Packets transmi�ed from the container under a�ack during one of the high
rate a�ack experiments. 22

23 �e latency measured for the container under a�ack during one of the high
rate a�acks experiments. 22



List of Tables

1 Summary of the output data from the detection module for three tests where
low rate VSI a�acks where executed against a container. . . . . . . . . . . . . 20

2 Summary of the output data from the detection module for three tests where
high rate VSI a�acks where executed against a container. . . . . . . . . . . . . 22

1



1 Introduction

Containerized environments provide an alternative to the Virtual Machine (VM) based in-
frastructure of clouds. Instead of having an Operating System (OS) of its own (like in VMs), a
container instance uses the host machine’s OS. �is allows containers to start extremely fast
in comparison to a VM at the cost of some restrictions regarding how the system can operate
and how resources are allocated and accessed. In recent years an alternative to base the cloud
structure on VMs is to use containers instead. �e approach of using containers is still under
development and there is still a lot of research to be done in this �eld [22]. Whether or not
the cloud is based on containers or VMs there is still a need to defend the system against mal-
ware and intruders with goals to either gather sensitive data or make a system unavailable
for a period of time. �is results in unexpected �nancial penalties for a service provider and
Service-Level Agreements (SLAs) which will typically specify mean time between failures and
desirable response time.

When a system is exposed to the web it is also exposed to numerous threats. Many of these
threats can be detected and resolved with a fairly high consistency through next generation
�rewalls and security so�ware. One of the most common of these threats are a Distributed
Denial of Service (DDoS) a�acks. One of the use cases for these a�acks is to disrupt the access
to a service for legitimate users. �ese a�acks o�en uses a botnet to launch a synchronized
a�ack towards a targeted host. DDoS a�acks can be divided into two categories: �ooding
a�acks and vulnerability a�acks [18]. Flooding a�acks aims to consume as much resources
as possible (e.g., bandwidth or CPU) on the targeted host which will keep these resources
occupied when legitimate users a�empts to access the service. Vulnerability a�acks exploit
vulnerabilities in the so�ware implementation used by the targeted host with the intent to
prevent the server from processing events or requests from legitimate users.

1.1 Motivation and objectives

�e aim of this thesis is to explore how to e�ciently collect metrics in a containerized cloud
infrastructure, detect and resolve real-time VSI-DDoS a�acks at an early stage. �e project
have three distinct goals:

• Testbed: A testbed environment needs to be setup with the goal of recreating a cloud
environment to the extent of which the project resources allows. �e testbed should
allow for simulation of VSI-DDoS a�acks, gathering and storage of performance metrics
as well as deployment of detection and resolution methods.

• Detection: A technique for detecting VSI-DDoS a�acks based on a recurrent neural
network called LSTM are implemented. �e usage of LSTMs to detect similar a�acks
have been used in other works with very promising results. �e detection module is
placed on the host system for the testbed. A�er the module is provides good results on
benchmark data it is tested on real time data as well.
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• Resolution:Possible resolution techniques are presented but not implemented since
the scope of the thesis would be to large, but the resolution of the a�acks is too impor-
tant to not be mentioned at all.

1.2 �esis organization

�e remainder of this thesis is outlined as followed. Chapter 3 describes DDoS a�acks and
the VSI-DDoS a�ack as well as some brief introduction to containers. Chapter 4 presents the
methods used for detecting VSI-DDoS a�acks in this work and proposals to how the a�acks
can be resolved. �e testbed and its components are found in Chapter 5 along with how
the experiments in this work was executed. �e results of the experiments can be found in
Chapter 6. Chapter 7 concludes this work and discuss some future work.

2 Related work

VSI-DDoS a�acks have the potential to severely degrade the quality of service for applications
in containerized clouds. If the a�ack is not detected and resolved, the system may experience
abnormal behaviour such as long response times even though the system seems to be oper-
ating within normal conditions. �e e�ects of VSI-DDoS a�acks was investigated by Jeman
et al. [23]. �e work highlights the importance of synchronization in the botnet used to
launch the a�acks and it was found that even with very small synchronization inaccuracies
at around 90 ms the a�ack lost almost all impact on the target system. An extensive study on
the VSI-DDoS a�ack on cloud web-services was performed by Shan [25] whose work explains
in great detail how the a�ack a�ects VMs in clouds. �ere exists many di�erent approaches
for detecting DDoS a�acks, many of which are presented in the work of Kaur et al. [18]. �e
techniques used to detect a�acks all have their pros and cons which means that the method
to be used can be chosen to �t the needs of the system. �ere are also di�erent placements
of the detection system to be considered. If placed on a router, it may o�er greater detail of
the network data to be used in the algorithm at the cost of losing metrics that are obtainable
on the end host.Depending on who is deploying the modules there are limitations to where
the modules for detection and data collection can be placed. Someone who is only renting a
server in a cloud system might have a hard time deploying anything on a router but should
deploy on the server instead.

Discrete Wavelet Transform (DWT) is o�en used in combination with a detection method to
transform large sets of data into smaller sets which are easier to analyze. Farhan et al. [28]
developed a method for detecting low-rate DDoS a�acks on network level by using wavelet
analysis and calculating the Lipschitz-Hölder exponent. �e presence of an a�ack was deter-
mined by using threshold values based on statistical analysis. In other words, a�ack detection
was made by looking at rapid entropy changes in the number of incoming packets and com-
paring this change to a threshold set by a statistical analysis. Chen et al. presented a work
[29] involving anomaly detection on time series using Discrete Wavelet Analysis (DWT). In
their work they presented an approach which detects anomalies by calculating the distance
between the data points in the time series. Purely data driven approaches such as this one
can operate in unsupervised mode but performance tends to drop as the number of a�ributes
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increases. �e performance depends on how the distance between two points are calculated
which can be a challenging task for complex data structures such as time series [18]. A third
approach utilizing wavelets was presented by Lou et al. [20] where they investigated pulsat-
ing DoS a�acks which produces the same e�ects on the TCP transmissions as in a high rate
VSI a�ack. Two types of anomalies was used in the detection technique: incoming tra�c will
�uctuate in an extreme manner during an a�ack, and outgoing TCP ACC tra�c which will
decline during an a�ack even if the incoming TCP tra�c remains relatively unchanged. By
using wavelet transform and a nonparametric cumulative sum (CUSUM) algorithm a�acks
was e�ectively discovered while maintaining a low time complexity.

Bhushan et al. [11] used a statistical approach based on hypothesis tests with a student’s T-
distribution. �e metrics used was network �ows with IP packet-size as the chosen metric
which was suggested to be collected at the edge routers of the network. �e approach was
tested on the DARPA and CAIDA DDoS datasets which was manipulated to generate data for
low rate a�acks. �e method proved to be statistically e�ective to detect a�acks while using
low computing overhead, although the authors mentions that additional parameters in the
detection algorithm surely would improve the results. Statistical approaches are generally
easy to manage and provide good detection rates for a�acks which has not been observed
before. A large drawback is the statistical approaches typically takes a very long time to
produce results and may therefore not be suitable for detecting a�acks in real time [18].

With the increased popularity of neural networks during recent years, methods have been
developed using deep learning models to detect a�acks. Li et al. [19] used a variety of deep
learning models to detect anomalies when simulating low-rate DDoS a�acks. Out of the tested
models the one who provided highest accuracy was a model called 3LSTM which proved
to be very e�cient with an accuracy of over 98%. Obtaining training data is essential for
these models to produce results and unfortunately it may be very hard to �nd usable data for
training.

3 Background

Before presenting the detection and resolution approach in this thesis, one must understand
how VSI-DDoS a�acks works and why they can be so destructive. A short explanation of
containers and Virtual Machines are presented to give a brief understanding of the platform
used in the testbed for this work and why it is relevant.

3.1 DDoS attacks

Denial of service (DoS) a�acks have existed for a very long time with the �rst one dated back
to 1974. �e more advanced Distributed Denial of Service (DDoS) a�ack occurred years later
with one of the �rst large scale DDoS a�acks taking place in 1999 [4]. �e a�acks themselves
can be categorized into di�erent categories depending on the vulnerability they target [21].
Network device level a�acks exploit weak points in a targeted router, data �ood exhausts the
servers connection points, protocol feature a�acks exploits weak points in the protocol used
by the targeted host such as the required �nal acknowledgement from client by the server in
a TCP handshake.

�e main di�erence between DoS and DDoS is that the la�er uses a large number of computers
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where the former uses only one. �e increased amount of resources available in a DDoS
a�ack allows to scale the size of the a�ack using the combined resources of the computers.
�e compromised computers used to execute a DDoS a�ack are called zombies, who each
participates in the a�ack by launching a DoS a�ack against the targeted system. �is network
of compromised computers is called a botnet which can be obtained easily by an a�acker and
there exists tools to automatically launch a�acks [21]. �ese kind of a�acks have existed for
a long time and studies have been made by both academic and industry communities to �nd
ways of detecting them and how to resolve them in di�erent architectures and scenarios [18],
[14], [15].

Not only desktops or laptops are susceptible to be infected by a malware which makes them
a part of a botnet. Essentially every device with an internet connection can be used to launch
a DDoS a�ack. In 2016, a company called Dyn who owns a number of Domain Name Servers
DNS was targeted by a botnet containing mostly Internet of �ings IoT devices [10]. A DNS
can be seen as an address book for the internet and used by browsers to get the addresses of
websites requested by consumers. �is a�ack targeted Dyn’s U.S.-based DNS and succeeded
to make the servers unresponsive for a couple of hours resulting in a large number of web-
sites being unreachable for consumers. �e botnet used in this a�ack where infected with
a malware called Mirai who speci�cally targeted IoT devices with a default password. �e
a�ack managed to reach a strength of 1.2 Tbps which was the largest a�ack recorded on that
date [5].

�ere exists a number of datasets available online, such as DARPA (2000) and CAIDA (2007),
that contains network �ows from systems targeted by a large variety of cybera�acks. �ese
datasets have been very popular to use for benchmarks and to develop new detection methods
[11], [27].

3.2 VSI-DDoS

Very Short Intermi�ent (VSI) DDoS a�ack [23] is a relatively new type of DDoS a�ack. In
the �ood-based DDoS a�acks, the aim is to overwhelm the targeted host with requests to the
point that the system can not handle it. By consuming as much server resources as possible
the service becomes unavailable to legitimate users, e.g., consuming bandwidth, or crashing
the server. �e tra�c of such �ood based a�acks are generally easy to spot and hence there
are numerous solutions in the market already. What makes VSI a�acks so dangerous is that
the tra�c they produce is very close to legitimate tra�c and thus is very likely to bypass
existing defenses. �e bots participating in the a�ack are highly synchronized and produces
small pulses of requests where each pulse may only last for a couple of milliseconds. �e small
bursts can exploit a vulnerability in the TCP’s congestion-control mechanism and thus rapidly
decrease the packet rate for legitimate users. �is is done by creating Very Short Bo�lenecks
(VSBs) which can be very hard to detect since the system can be far from saturation. Even
when the system only utilizes about 60% of the available resources, the response time for the
web-service can be intolerably high. �ese sudden spikes might not bring down the targeted
system but they can produce a high tail-latency. For an e-commerce website, the tail-latency
is very important. For example, Amazon reported that every 100ms increase in the page load
correlated to a decrease in sales by 1% and Google requires that 99% of its queries �nishes
within 500ms. �is means that VSI a�acks can produce signi�cant economical damage to the
service providers’ business.

�ere are two di�erent kind of VSI-DDoS a�acks: high-rate and low-rate. A high-rate a�ack
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have the appearance similar to �ash crowds [12]. �e characteristics are a high number of
packets being sent during a small time interval. A �ash crowd can occur when a website
releases a new feature/service and many clients try to access that feature/service at the same
time. A low-rate a�ack sends a smaller amount of packets compared to the high-rate but the
packets are still sent in short bursts and are similar to legitimate activities.

Figure 1: Illustration of the VSI DDoS a�ack cycles [23]

�e distinctive pa�ern of a VSI-DDoS a�ack is shown in Figure 1 with short bursts of packets
being sent to the targeted host throughout the duration of an a�ack.

3.3 Containerized applications

VMs have their own OS, called guest OS to run on the hosting machine which allows each
application run in a VM to use a di�erent OS on the same system. To virtually share resources,
like memory, CPU and storage, the host uses a hypervisor. �ere are two kinds of hypervisors.
Type 1 runs “bare metal”, which are usually placed directly on the host systems hardware.
Type 2 hypervisors run as a so�ware layer on the hosts OS.

Figure 2: Visual representation of how applications are placed in VMs with a type 2 hyper-
visor (le�) and how applications run in docker containers (right).

A container is a way to isolate applications into execution environments that share the op-
erating system kernel with the host system. Containers are very light weight in terms of
memory size and resource consumption in comparison to the more traditional VMs. Each
container uses a partitioned segment of the operating systems resources. �e Linux kernel
contains features called namespaces and cgroups which are used to isolate containers from
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other processes [2] running on the host machine.

Namespaces was originally developed by IBM and are used to wrap a set of system resources.
�e resources are then given to a selected process which will treat them as they are dedicated
to that process. Linux cgroups, originally developed by Google are used to control the iso-
lation and usage of system resources. A docker container image is a lightweight executable
package of so�ware that includes everything needed to run an application. �e Docker En-
gine, shown in Figure 2 uses container images to create and run a docker container as is is
described in the image.

�e containers themselves are built to be very secure. �e cgroups does not only make sure
that each container get access to a fair share of memory and CPU utilization but also makes
sure that they can not bring the system down by exhausting one of these resources. Each con-
tainer have their own network stack meaning that a container does not get privileged access
to the sockets or interfaces of other containers. �e containers acts like physical machines
connected through a common Ethernet switch [1].
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4 �e D-LSTM based detection and resolu-

tion method

�e proposed detection approach employs the features of DWT [17] to preprocess the data
which is then feed into the LSTMs [16] to detect anomalies. �e data gathered from the
metric collection tools of cloud based systems are time series, meaning that the output has
two dimensions: the gathered metric and the time location of said metric. �ese time series
can also be seen as a signal to be processed. Depending on the interval of which metrics are
collected, the series can quickly amass large amounts of data which means that analyzing the
data may be far slower than the collection which is not ideal for real time analysis. Instead
of analyzing the real time data, the data can be compressed into far fewer data points which
will greatly improve the time needed for the analysis algorithms to run. When performing
anomaly detection on time series data, it is important that the compressed data still contain
the characteristics of the original time series to ensure that anomalies does not disappear in
the compression.

4.1 Discrete wavelet transformation using Haar wavelets

Wavelet transform is a method used to analyze non-stationary signals, which are signals
whose characteristics are changeable within time [24]. �e commonly used Fourier trans-
form can not be applied here since it only gives information about the frequency component
of a signal but it is not possible to localize the components in time. Wavelet transform enables
us to perform time-frequency analysis of a signal. Signal decomposition does not only reveal
the frequency components of the signal but also how those frequencies �uctuate in time.
Wavelet transform deals with multilevel signal representation, i.e., the signal is represented
as a sum of detailed and rough representations. On subsequent levels of decomposition, the
rough representation of the previous level is presented as a sum of details and rough repre-
sentations of the following one. �e aim of this method is to extract useful features of the
signal.

�ere are many di�erent wavelet algorithms such as Haar wavelets, Daubechies wavelets and
Mexican Hat wavelets. Daubechies and Mexican Hat are more sophisticated and provides
be�er resolution from smoothly changing time series [29]. �e Haar wavelet on the other
hand is the simplest form of wavelets and has the property of not being continuous. �e
simplicity of the Haar wavelet makes it less resource heavy to compute and the fact that it is
non continuous makes it suitable for analysis of signals with abrupt changes.

�e time series can be decomposed into two sets of coe�cients: approximation coe�cients x’
and detail coe�cients d. Approximation coe�cients are generated by a scaling function which
functions as a low-pass �lter. A low-pass �lter suppresses the high-frequency components
of a signal to �lter out the low-frequency components. �e detail coe�cients are generated
by a high-pass �lter which suppresses low-frequency components and let high-frequency
components through.

Given a time series, X = (x1,x2,x3, ...,xn), the scaling function for Haar wavelets is:
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x ′i =
x2i−1 + x2i
√

2
, (i = 1, 2, 3, ...n2 ) (4.1)

and the Haar wavelet function is;

di =
x2i−1 − x2i
√

2
, (i = 1, 2, 3, ...n2 ). (4.2)

For more e�cient implementation, the Haar wavelet transform can be implemented as a ma-
trix multiplication:



x ′1
d1
x ′2
d2
...

x ′n/2
dn/2


=

1
√

2



1 1 0 0 0 0 0 0
1 −1 0 0 0 0 0 0
0 0 1 1 0 0 0 0
0 0 1 −1 0 0 0 0
... ... ...

0 0 0 0 0 0 1 1
0 0 0 0 0 0 1 −1


x



x1
x2
x3
x4
...

xn−1
xn


(4.3)

Using these equations, a complex input with many data points can be broken down into sim-
pler and fewer data points that is easier to analyze. By keeping the obtained details, the orig-
inal signal can be reconstructed without signi�cant loss of information [29]. �e reconstruc-
tion can easily be done be reversing the order of the matrix multiplication given in Equation
4.3.

4.2 Multi-layered wavelet transformation

Feeding the original signal X to Equation 4.1 and 4.2 is referenced as performing a wavelet
transform of layer one. �e approximation coe�cients is the vector A = [x ′1,x ′2, ...x ′n/2] and
the corresponding details is the vector D = [d1,d2, ...,dn/2]. �e output of the layer one
transform is therefore the vector H (X ) = [A1,D1]. �e approximation vector A1 can now be
treated as a new signal and therefore be used as input to Equation 4.1 and 4.2 to obtainA2 and
D2, respectively. �e transformation is now called a level two transformation. More layers
can be added until the approximation vector only contain one number. A visualization of this
process can be found in Figure 3 below.

Figure 3: Visualization of how a signal is compressed on multiple stages using wavelet trans-
form.
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Given a time series X of length n the total number of DWT layers that can be extracted from
that series is loд2 n. �e �nal vector would be in the form H (X ) = [Aloд2n ,D1,D2, ...Dloд2n].

Figure 4: Measured CPU on a container under a�ack and the corresponding values a�er per-
forming four layers of wavelet transform using Haar wavelets.

To show the results of DWT, some sample data of measured CPU on a container was produced
and feed into the DWT algorithm using four levels of transformation. As can be seen in Figure
4 the compressed data follows the trends of the original data but a lot of the noise has been
eliminated.

4.3 LSTM

Long Short-Term Memory (LSTM) is an arti�cial recurrent neural network that can be used to
learn the characteristics of normal operation levels and how they change when a VSI-DDoS
a�ack is present. �is algorithm has a mechanism to selectively remember (and there by
also selectively forget) past processed data to be used in future analyzing steps. By the use
of sigmoids, the weights are normalized to be within the range of 0 to 1 and thus avoiding
overshadowing in the weights.

So called hidden layers can be added to the model as well. A hidden layer takes the output from
one layer and treats it as input data. Additional hidden layers in a model are used to recombine
the learned representation from prior layers to create new representations at higher layers of
abstractions.

4.4 D-LSTM detection algorithm

�e a�ack detection module in this thesis uses three di�erent LSTM modules to detect an
a�ack. Each LSTM is responsible for signaling if an a�ack is present at di�erent layers of
the system: the application layer, network layer, and system layer. �e detection on the ap-
plication layer will use time series containing measured latency. Detection on the network
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layer will use incoming and outgoing packet rates for both the host and the containers. �e
last LSTM will focus on CPU usage of the system. �e combined output of the three LSTM
modules is used to determine if an a�ack is present or not. If two or more LSTMs detects an
a�ack then the system is considered to be under an a�ack during that time period. If only
one (or fewer) LSTMs detects and a�ack, the system not considered to be under a�ack. �e
network layer will have one LSTM for each container and the host system since the tra�c for
each of these instances are captured independently and di�ers between the containers and
the host machine. �e system layer, which focuses on CPU, will only need one LSTM since
the CPU resource is shared in the whole system and will produce the same data whether it is
captured on a container or on the host machine directly. �e application layer which focuses
on latency requires one LSTM per container and one for the host as well. For a setup with
two containers the detection algorithm requires seven LSTMs in total to detect and locate an
a�ack.

Figure 5: �e architecture for detecting and resolution of VSI-DDoS a�acks in the system.

�e LSTMs used in this thesis can be categorized into two di�erent types based on how they
detect the presence of VSI-DDoS a�acks in the metrics they are fed. �e �rst type focuses
on rapid changes in the observed metric(s). If large changes in the data during a short time
interval is observed, the LSTM will then mark the time period as anomalous until the metrics
return to what is considered a normal operation level. �e second type of LSTM focuses not
on rapid changes but rather on a threshold level. �e input to the LSTMs are sequences of
data with one sequence for each metric used by that particular LSTM. �e LSTMs used in the
experiments uses three fully connected layers with 128 nodes trained with 500 epochs on �ve
datasets containing metrics collected for 20 minutes each.

4.5 VSI-DDoS resolution method

�e damage by VSI a�acks comes down to resource consumption on the host system. When
�ghting these a�acks, the �rst step is to minimize the e�ects of an a�ack before the a�ack
occurs. In cloud environments there will always be an issue with the shared resources. Since
the VSI a�ack aims to consume large amounts or resources, the e�ects of the a�ack on the
targeted container realize negative impact on containers running on the same host as well.
Docker allows for manually specify how much memory and CPU a container can use while
it is running which can be used to minimize the e�ects of VSI-DDoS a�acks to a�ect other
containers than the one targeted by the a�ack.

If the available resources on the host is deemed insu�cient to withstand an a�ack one can
migrate the container to another host or scale the number of running containers, where the
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new containers preferably is placed on a new host system with unused resources.

Since VSI a�acks rely on using legitimate HTTP requests as weapon of choice, changing the
source IP address of the a�acker to hide its origin is very hard to do. Since the usage of TCP
requires the sender and receiver to perform a handshake before the payload of the request
can be delivered the receiver must be able to send data back to the sender. If the source IP was
changed the routing of the packets from the receiver will not reach the sender. If the sender
(a�acker) is not able to perform the TCP handshake then the resource heavy payload will not
reach the targeted host and the a�ack will be ine�ective. A possible resolution to a VSI a�ack
may therefore be to �nd the source of the malicious requests and drop or severely restrict the
packet �ow from that source to the host. By the use of �ne grained time series data, such as
the time series used in this thesis, there is a lot of information that can be extracted to achieve
this goal. Analysis of the time series can give an estimation about how many packets that
can be suspected as malicious as well as the size of these packets. By logging the tra�c with
a packet sni�ng tool (e.g., tcpdump or wireshark), the time series analysis can help to locate
the source of the malicious packets and drop further connections. �is would require a lot
more work than covered in this thesis since there are numerous factors that apply here. If
the a�acker have a substantially large botnet at disposal, there is a high chance that every
malicious request received by the system comes from a di�erent source, which makes the task
of �nding them amongst the legitimate users extremely hard.

4.6 Evaluation measures

To evaluate the performance of the detection module, F1-score is used. �is is used in statis-
tical analysis to determine the accuracy of a test and considers the number of true positives,
false negatives and false positives derived from the test. �e F1-score is calculated as

F1 = 2 · precision · recall
precision + recall

(4.4)

where
precision =

true positives

true positives + f alse positives
(4.5)

and
recall =

true positives

true positives + f alse neдatives
(4.6)

5 Testbed setup and data collection

When investigating the e�ects of DDoS a�acks on a web service or application it is useful to
utilize simulation so�ware in the testbed. Using such so�ware saves a lot of time implement-
ing the service and also allows for easier comparison between, e.g., di�erent detection meth-
ods using the same simulation so�ware. A commonly used one was Rice University Bulletin
Board System RUBBoS [7] which is an open source benchmark modeled a�er an online news
forum. �ere are many di�erent versions of RUBBoS available online, some of which models
other web services like e-commerce websites. �e strengths of using one of these benchmark
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tools is that it is already tested and has been used in other experiments which makes it eas-
ier to compare studies. RUBBoS can be deployed as a php application on an Apache server
or loading .war �les into a tomcat server. What they all have in common is that they use a
MySQL server to store data and there are scripts ready for initializing the database tables and
inserting a small set of data.

�e server used as host system for the testbed is running ubuntu 18.04.2, the processor is an
Intel Core i7-4790 running at 3.6GHz on 8 cores. �e network controller is an I217-LM with
a maximum capacity of 1Gbit/s.

Figure 6: Simpli�ed description of the architecture of the testbed used in the experiment.

Figure 7: �e architecture for detecting a�acks in the system.

�is testbed uses Rice University Bidding System RUBiS which models a trading website (e.g.
eBay).
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5.1 RUBiS

RUBiS is a popular benchmark choice in cloud computing research. It is a free, open source
auction site prototype modeled a�er eBay. It contains core features that is expected of an
auction site such as selling, browsing, bidding and registering users. �e version used in the
this testbed was developed by Cristian Klein and is available at GitHub [6]. A php version
of the website is placed in a container and linked to a MySQL database located in a separate
container. �e container hosting the database is actually a MariaDB instance. MariaDB is
a �exible and fast alternative to a regular MySQL server and can be used to host a MySQL
database as well. �e image is free to use and is available at dockers website [3].

5.2 Data collection

A metrics collection tool called collectl was installed on the host system and the containers
hosting the website. �e metrics are collected from the operating system, applications, and
log �les and are made available to the detection module residing on the host system. Since the
latency can not be collected on the hosting system itself, it needs to be collected on a separate
machine and then sent to the host. �e metrics are stored in an instance of MongoDB which
is a documented oriented database and is very suitable when working with time series data.
�is is because it allows for indexing in the data to easily and quickly access the data in order.
�e connection between the database, data collection, detection module and the resolution
method is shown in Figure 7.

5.3 Simulating VSI DDoS attacks

To accurately simulate VSI a�acks and investigate their e�ects on a containerized cloud envi-
ronment D-ITG [13] which is a tool to generate internet tra�c. A receiver node on the target
system allow the a�acking host to send a very detailed �ow of packets with a controlled
packet size, packet rate, and most importantly generate bursty tra�c. In the test performed
in this study, the length of the bursts is set to 10 ms and the idle time between the bursts is
set to 100 ms.

Since the emulated website does not reach the complexity of a real e-commerce website the
testbed will not naturally reach the desired levels of the measured metrics. To achieve realistic
values of the metrics, a tool called stress-ng [8] was installed on the containers hosting the
website as well as the host system itself. Stress-ng is a benchmark tool that can be used to
generate workloads to consume resources such as CPU and disk reads/writes.

�e metrics are set to replicate the measured levels for a VSI a�ack similar to the work re-
ported at [26]. �e a�acks themselves are launched by various bash scripts using D-ITG and
stress-ng. In addition to these tools, Tra�c Control (TC) [9] is used to limit the network capa-
bilities of the machine hosting the containers. �is is due to the bandwidth being to large in
the setup to reach usable results when launching a�acks. With the use of TC the bandwidth
and and a delay for the ports connected to the website containers was set to simulate the
latency produced by VSI-DDoS a�acks. If the bandwidth is to large, the VSI a�acks will have
no chance of exploiting the TCP congestion-control as mentioned in Section 3.2.
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5.4 Obtaining training data

Since there is no currently available data sets of data for VSI-DDoS a�acks, the training data
used to train the di�erent LSTMs were produced as a part of this thesis. �e host machine
running the containers collected metrics on all containers running the web application as well
as collecting metrics on the host machine itself. A separate machine then starts client emula-
tors to simulate normal web tra�c of 1000 clients interacting with each deployed container
hosting the website. �e machine hosting the client emulators also captures the latency of
each website container as well as the latency of the system hosting the containers. A number
of high rate and low rate a�acks are then executed which targeted a chosen container while
saving time stamps for when each a�ack starts and ends. When the test is �nished, the data
is then extracted from each container as csv �les with metrics as columns and time steps as
rows. �e obtained time stamps were used to label the data (i.e., indicating whether or not an
a�ack is present) since the LSTMs needs labeled data to be trained. �e data is then saved in
a MongoDB database where it can easily be extracted from the detection algorithm.

�e data is pulled from the MongoDB instance into a module that performs wavelet transfor-
mation. �e data is fetched in chunks of 16 segments which allows for four levels of trans-
formations. �e approximations and the corresponding detail vectors are saved to be passed
on to the LSTMs. One needs to be a bit careful when choosing the segment size of the data.
If the size is too small then the data will contain a lot of original noise and therefore be more
challenging to analyze. On the other hand, if the size is to large, the obtained data will not be
a good representation of the original signal and the rapid value changes detection might be
lost by the LSTMs.

5.5 Test description

�e cloud environment shown in Figure 6 is hosted on a server running Ubuntu 18.04.2 and
is located on a private network. Mysql databases are created using a modi�ed version of the
MariaDB image mentioned in Section 5.1, containing preloaded tables for the RUBiS website.
Two instances of the RUBiS website were hosted in separate containers connected to one
database instance. �e test contains three main phases:

• Only legitimate tra�c is sent to verify that the detection algorithm does not generate
alerts under normal circumstances.

• Malicious tra�c is inserted with the legitimate tra�c to verify that the detection algo-
rithm can identify the VSI a�acks based on anomalous activities.

• �e malicious tra�c stops to verify that no more alerts are generated a�er the a�ack
stops.

�e gathered metrics was inserted in chunks of approximately ten minutes worth of data into
the MongoDB which was then extracted by the detection module as it became available. �e
procedure of processing and inserting the data into the database was handled by various bash
scripts to ensure that the time series did not contain any gaps of missing data or duplicate
entries. �e a�acks themselves was also executed with the usage of bash scripts. To insert
a level of uncertainties in the experiment some random anomalies was introduced amongst
the a�acks as well as there are many things that can a�ect a cloud environment in a real life
scenario. A sudden increase in latency for example might not be an indication of an a�ack if
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the number of incoming requests stays the same, but rather some network problem or even
problem with the system measuring the latency.

6 Experimental results

Two containers was used running the RUBiS application. Both of these containers was con-
nected to one container running the MariaDB instance. Tra�c was emulated using two client
emulators, one for each RUBiS instance. Each emulator emulated 1000 clients with a random
think time between each new request to emulate realistic tra�c. Just like when obtaining the
training data the metrics are passed to the DWT module with a chunk size of 16.

Two di�erent use cases was considered in this experiments: low rate a�acks against a con-
tainer and high rate a�acks against a container.

6.1 Characterization of data

�e dataset used for low rate a�acks contained approximately 60 000 data points for each
metric and for each container and the host. An additional 32 000 data points for the latency
was also obtained for each container and the host. �e CPU were set to a base level of 40%
for normal operating conditions while a level of 60% represents an a�ack. Due to the testbed
being on the same local network as the machine emulating the clients, the base level for
the latency was around 1 ms and during an a�ack it was set to 240-280 ms. Each container
received packets at a rate of 2000 pkt/s from the client emulators and the low rate a�ack had
a mean packet rate of 1000 pkt/s. A total of 147 high rate a�acks was executed towards a
targeted container in which the observed metrics rose to the mentioned levels. �e normal
probability distribution for the low rate dataset is shown in Figure 8, 9, 10, and 11 for the CPU,
latency, received packets and transmi�ed packets, respectively.

Figure 8: �e normal probability distri-
bution of CPU utilization for
the low rate a�ack dataset.

Figure 9: �e normal probability distri-
bution of latency for the low
rate a�ack dataset.
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Figure 10: �e normal probability distri-
bution of received packets for
the low rate a�ack dataset.

Figure 11: �e normal probability distri-
bution of transmi�ed packets
for the low rate a�ack dataset.

�e dataset used for high rate a�acks contained approximately 66 000 data points for each
metric and for each container and the host. An additional 38 000 data points for the latency
was also obtained for each container and the host. �e CPU were set to a base level of 40%
for normal operating conditions while a level of 80% represents an a�ack. �e base level for
the latency was around 1 ms and during an a�ack it was set to 440-480 ms. Each container
received packets at a rate of 2000 pkt/s from the client emulators and the low rate a�ack had
a mean packet rate of 4000 pkt/s. A total of 124 low rate a�acks was executed towards a
targeted container in which the observed metrics rose to the mentioned levels. �e normal
probability distribution for the high rate dataset is shown in Figure 12, 13, 14, and 15 for the
CPU, latency, received packets and transmi�ed packets, respectively.

Figure 12: �e normal probability distri-
bution of CPU utilization for
the high rate a�ack dataset.

Figure 13: �e normal probability distri-
bution of latency for the high
rate a�ack dataset.
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Figure 14: �e normal probability distri-
bution of received packets for
the high rate a�ack dataset.

Figure 15: �e normal probability distri-
bution of transmi�ed pack-
ets for the high rate a�ack
dataset.

6.2 Use case 1: low rate VSI

�e experiment ran for approximately forty minutes during which a number of low rate VSI-
DDoS a�acks was executed towards one of the RUBiS containers called r1. �e a�ack duration
was on average 23 seconds with a 25 seconds time on average between each a�ack. �e
experiment was repeated three times to gather more data for analysis. �e data collected
and the outcome of the detection module from one of these tests is shown in Figure 16, 17,
18 and 19. �e blue lines represent the collected data for the time series. �e outcome of
the detection module is represented as a black line were a level above zero indicates that the
module detected the presence of an a�ack in the given time series. Were the red line is above
zero in the graphs the detection module has indicated that a VSI-DDoS a�ack is present.

Figure 16: �e CPU usage of the host system during one of the low rate a�ack experiments.
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Figure 17: Packets received on the container under a�ack during one of the low rate a�ack
experiments

Figure 18: Packets transmi�ed from the container under a�ack during one of the low rate
a�acks experiments.

19



Figure 19: �e latency measured for the container under a�ack during one of the low rate
a�acks experiments.

�e results produced by the detection module during the tests are summarized in Table 1
below.

Table 1: Summary of the output data from the detection module for three tests where low
rate VSI a�acks where executed against a container.

Total a�acks True positives False negatives False positives
147 146 1 13

Using the data in Table 1, in Equation 4.4, 4.5 and 4.6, the detection module has a recall of
0.993, a precision of 0.918 and an F1 score of 0.954.

6.3 Use case 2: high rate VSI

�e experiment ran for approximately forty minutes during which a number of high rate
VSI-DDoS a�acks was executed towards one of the RUBiS containers called r1. �e a�ack
duration was on average 23 seconds with a 25 seconds time on average between each a�ack.
�e experiment was repeated three times to gather more data for analysis. �e data collected
and the outcome of the detection module from one of these tests is shown in Figure 20, 21,
22 and 23. �e blue lines represent the collected data for the time series. �e outcome of
the detection module is represented as a black line were a level above zero indicates that the
module detected the presence of an a�ack in the given time series. Were the red line is above
zero in the graphs the detection module has indicated that a VSI-DDoS a�ack is present.
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Figure 20: �e CPU usage of the host system during one of the high rate a�acks experiment.

Figure 21: Packets received on the container under a�ack during one of the high rate a�ack
experiments.
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Figure 22: Packets transmi�ed from the container under a�ack during one of the high rate
a�ack experiments.

Figure 23: �e latency measured for the container under a�ack during one of the high rate
a�acks experiments.

�e results produced by the detection module during the tests are summarized in Table 2
below.

Table 2: Summary of the output data from the detection module for three tests where high
rate VSI a�acks where executed against a container.

Total a�acks True positives False negatives False positives
124 124 0 3

Using the data in Table 2, in Equation 4.4, 4.5 and 4.6, the detection module has a recall of 1.0,
a precision of 0.976 and an F1 score of 0.988.
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6.4 Parameter estimation

�e LSTMs used in the low rate a�ack experiments used the optimizer adam, sigmoids was
used as activation function, binary crossentropy as loss function, and the model contained
three LSTM layers with 128 nodes each. �e LSTMs used in the high rate a�ack experiments
used the optimizer adam, sigmoids was used as activation function, binary crossentropy as loss
function, and the model contained three LSTM layers with 128 nodes each and two dropout
layers with dropout probability of 20%. �e Discrete wavelet transformation used four layers
of transformation and thus used 16 data points per transformation.

7 Conclusion and future works

In this work, an LSTM based VSI-DDoS a�ack detection and resolution approach is presented
in combination with DWT. Due to restrictions in available resources, the a�acks had to be
simulated but the e�ects of the a�acks were modeled a�er similar experiments. �e method
was shown to have very high F1 score, both when detecting high rate and low rate VSI a�acks.
�e detection of the high rate a�acks reported no false negatives and only three false positives
during the experiments. �is is probably due to the the fact that the metric values di�ers by
such a large amount between a�ack and non-a�ack periods which makes it easier for the
LSTMs to distinguish between the two. When the di�erence between a�ack and non-a�ack
periods are smaller it is obvious that any unexplained anomalies in the metrics are more likely
to be considered as an a�ack which is why the LSTMs detecting low rate a�acks reported as
much as thirteen false positives.

Since the metrics where collected in large chunks before becoming available for analysis, it
is hart to say anything about the mean time to detect an a�ack. If we exclude the time it
toked collect the chunks and assume that they are continuously fed to the detection module,
the time it takes to detect an a�ack is based on how many data points are compressed with
DWT. when compressing 16 metrics representing 1.6 seconds of data and the longest time
series interval fed to an LSTM had a size of two, it would take 3.2 seconds to detect an a�ack
if the metrics where made available as soon as they where collected.

Using latency as a metric to detect the a�acks was de�nitely considered as a good choice,
although it came with a lot of di�culties. Due to limitations in the tools used, the latency
could not be measured with the same frequency as the metrics collected on the containers.
On top of having a di�erent collecting interval than every other observed metric, the latency
time series unavoidably contained missing values as a side e�ect of the approach used to mea-
sure the latency. �e collection module expected values to be inserted on �xed intervals but
during high levels of latency, the values was not collected in time. Because of the limitations
of available resources and due to the fact the a�acks was simulated, the methods presented
for resolution could not be fully tested with the available setup. Whether the a�acks are
resolved automatically (e.g., scaling in number of containers or host machines) or manually
(e.g., le�ing an operator try to either block the a�ack or chose another resolution method)
the collected time series data can provide with a lot of useful information to aid the decision
making. Using neural networks for detecting the a�acks proved to be a challenge since they
need training data to be functional and with the lack of available datasets for this task, the
process of obtaining this data was time di�cult and time consuming. Knowing that neural
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networks can consume a lot of resources in comparison to e.g. purely statistical approaches,
there were some concerns that the detection approach used in the experiments would pro-
duce anomalies in the measured metrics when performing its computations. Due to the good
performance of the hardware used, this was shown to not be a problem. Although anomaly
detection using neural networks is a very time consuming task compared to other methods,
the detection module in these experiments were roughly �ve times faster than the collection
of the metrics.

Future works may explore the usage of additional metrics to increase the accuracy of the pro-
posed detection approach. It is suggested to investigate the I/O operations on the database
container which time series data should present rapid changes in reads/writes in the pres-
ence of a VSI-DDoS a�ack. �e number of levels used in the wavelet transformation may
be increased to see how much the time series can be compressed without noticeable negative
changes in the accuracy of the detection module. Further investigation in optimizing the con-
�guration for the LSTMs and how their input data is fed to the LSTMs can be done to improve
the results. Di�erent optimizers and architectures than the ones presented in this thesis was
not extensively tested and the time series can be fed in larger intervals, providing the LSTMs
with more information which may increase their accuracy.
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