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Abstract

Humans transmit and display information through the visual image of our lips; information about our speech and
our emotions and expressions. By being able to track the movement of the lips, computers can make use of the
visual part of the information. This information can be used for multiple purposes. Other research has mainly
been focused on using lip tracking for speechreading, but here we focus on how to make use of tracked lip features
for emotions. We have found that people are better at interpreting basic emotions displayed through an animation
of lips than interpreting the same emotions displayed through a real video sequence that shows the lower part of
the face. We have successfully transferred three basic emotions from visual information into information from
another modality; touch.
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1 Introduction

Every human being with vision uses lip reading to improve the perception of speech. Speech is said to be multi-
modal; depending on both auditory and visual cues, as McGurk and McDonald [11] showed. We transmit more
information than speech through our lip movements; emotions and expressions are reflected on our lips. This
implies that we can make use of human lip movements to improve aspects that are associated with speech and
emotions. These aspects are verbal communication with other humans or machines, i.e., speech driven devices.
We also use our lips to express emotions and show expressions. By knowing the position of the lip contours
you have access to the visual part of the spoken language and emotions. A popular area of usage for visual lip
information is speechreading from visual lip information. Tracked lip features can also be used to improve speech
perception [3], not only for humans, but also for machines. Speech controlled devices, such as mobile phones,
can be made more accurate with the addition of visual input to the existing audio input. A computer can perform
emotion estimation, to enable visually impaired people to understand emotions through a different modality then
vision or hearing, e.g., touch. The emotion estimation can also be used for people with vision, to increase their
perception of emotions. The number of applications that can make use of visual lip information is larger than
one would first expect. Many researchers have proposed the use of lip tracking, or feature extraction of the lips,
to improve the performance of speech recognition, compared to only using the acoustic input of speech. One of
the first who built such a system are Petajan et al. [16], where they use oral cavity features for their visual speech
recognition. Mase and Pentland [10] use analysis of optic flow to examine the motion of the mouth. Chiou and
Hwang [4] and Storks et al. [18] use neural networks for image sequence recognition in their lipreading systems.
Surprisingly few existing research focus on multimodal communication and combines different modalities into
a single system for human communicative reaction analysis. Existing works are Chen et al. [2] and De Silva
et al. [5], who study the effect of combined detection of facial and vocal expressions and emotions. Pantic and
Rothkrantz [14] provide a good survey about facial expression analysis done by computers. All of the systems
that Pantic reviews classify expressions into the six basic emotions that Ekman define [7], [6]. One of few
existing works on lip tracking aimed for recognition of human expressions and emotions is done by Oliver et
al. [13]. Müller et al [12] used hidden Markov models for recognition of facial expressions. Sebe et al. [17] uses
Bayes classifying to recognize emotions. We have developed an automatic, real-time lip tracker. The lip tracker
is able to track the four lip contours in up to 25 frames per second. This lip tracker was developed to verify and
test the different areas, for which tracked lip information can be used. We have focused on using the tracked lips
for emotion estimation and recognition and will only briefly describe our lip tracking system here. By making
use of the tracked lip contours, we can use it for multimodal integration and to create an animation of the lips.
We can hereby create improvements in visual communication and perception, such as emotions that is expressed
through the face. This article is organized as follows. Section II describes our lip tracking system. Section III
describes how we have used the tracked lip features for emotion recognition and estimation. Section IV contains
the test results and section V concludes the paper.

2 Customized lip video

In our lip tracking system we have used a webcamera attached to a light metal arm, which in turn is mounted to
a helmet. The system is shown in Fig 1.

The camera was directed so that it captures the face of the person who wore the helmet. The helmet simplified
the calculations by removing the calculations of rotations and occlusions from the algorithm. To track the lips
with greater certainty, the nostrils were tracked first, since they are fairly easy to track. When the nostrils were
found, the search area for the lips was significantly smaller. By classifying the pixels according to their color
information, we got a number of candidates for being a part of a lip contour. Fig 2 shows classifying results. A
candidate for being a lip contour is an edge between different classes, where one class is a lip pixel and the other
class isn’t. Dynamic programming, i.e. the Viterbi algorithm [8], was used to extract the lip contours from all the
candidates. It is not necessary to store the entire lip contours, they can efficiently be represented by a number of
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Figure 1: System used by the first author.

Figure 2: Classification results.

feature points instead. We chose to use 16 points, 3 for each lip contour and 1 for each corner. These points were
chosen because they are MPEG-4 compliant, meaning that they can be used with the MPEG-4 facial animation
engine [15], [9]. Results from extraction of feature points are shown in Fig 3.

We constructed our own lip animation, based on runout, cubic spline interpolation [1]. The animation con-
sisted of cubic splines for each of the lip contours and the areas between them were painted with lip color. The
animation can be seen in Fig 4.

3 Emotion estimation and recognition

The visual information from our lips can be used for multiple purposes. By having access to the lip contours
you have access to the visual part of the spoken language and emotions. The information can be used to create
more information, or a different kind of information, enabling information for other modalities than audio. One
example can be emotion recognition based on visual information, for people with impaired vision. If you cannot
see the visual part of emotions, you have no choice but to solely rely on your hearing to interpret emotions. What
happens if somebody is quiet and you still have the need to correctly interpret his/hers emotions? A computer can

Figure 3: Extracted feature points. Black crosses represent the outer lip contours, white crosses the inner lip
contours.
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Figure 4: Animated lips drawn against real video background for better visualization of the result.

Figure 5: Emotions recognized by the emotion recognition module.

interpret the emotions for you and then present its interpretation to you, preferably in a different form than visual
information. Human-computer interaction is another area where emotion recognition can create improvement.
If the computer can recognize and interpret your emotions correctly, we are moving closer to a more human-to-
human-like interaction between computers and humans.

3.1 Emotion estimation

The shape of someone’s mouth reflects the emotion that is expressed by this person. By examining the extracted
feature points of the lips we can estimate the emotion that the user is expressing. Ekman [7], [6] propose
that there are six basic emotions; happiness, surprise, sadness, anger, fear and disgust. We chose to limit our
first implementation to recognizing only three of these basic emotions, i.e., happiness, sadness and surprise.
These three were chosen since they have quite different mouth shapes compared to each other. To discriminate
between all of the basic emotions, you will need, at least, information about the eyes and the eyebrows, as well
as information from the mouth. The emotion recognition was performed based on the static shape of the mouth.
The computer used a number of criteria’s to characterize and recognize the different emotions. They were opened
or closed mouth, the width and height of the mouth and the relative position between certain feature points. We
also made some assumptions about the emotions; sadness can only occur when the mouth is closed and surprise
can only occur when the mouth is opened. If the mouth was closed, our system could recognize happiness and
surprise. If the mouth was opened, the system could recognize happiness and sadness. If all criteria’s for an
emotion were fulfilled, the emotion was recognized by the system. Examples of detected emotions are shown in
Fig 5.

The recognized emotions can be used to transmit information about emotions to people with impaired vision,
people who cannot see visual emotions. This can be solved by using other modalities than vision, with touch
being the best choice. In our system we have solved this with a mouse that can vibrate. The different basic
emotions were given different vibration patterns. The patterns were chosen to reflect the emotion. Happiness had
a high frequency with many short buzzes, while sadness had a low frequency with a single, long buzz. Surprise
was something in between the other two emotions. In this way, the user can sense emotions without using vision
or hearing. This system has been demonstrated at the Scandinavian Technical Fair 2002. Although no result
of the demonstration has been recorded, it has clearly been shown that people can recognize and distinguish
between emotions through the different tactile vibration patterns. In this way we have transferred the visual
emotion recognition into the touch modality. Instead of letting the user recognize emotions through vision, we
could abstract information with lip tracking, make an interpretation with a computer and present the emotion to
the user through touch. At the same time, the computer is made aware of the emotion, since it is interpreting it,
making this is a very interesting application. A computer can automatically detect our emotions and may be able
to take actions according to our emotions. In the subsequent step the detected emotion can be presented to users
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Figure 6: Example frames from the three video sequences.

in different ways. In future implementation of our system, more facial features should be tracked and used for the
emotion estimation. In this way more, and more accurate, emotions can be recognized by the system.

3.2 Emotion recognition for humans

We are not only interested in knowing how a computer can recognize emotions from tracked lip features. To
see how humans perform this task is also very interesting. To understand the emotions of the person, to whom
we are speaking, is an important factor in good communication. In the previous section we described how
people could recognize computer-detected emotions through vibrations. But how good are people at recognizing
visual emotions? Obviously we can understand emotions that are expressed in other people’s faces, but can we
understand emotions that are presented as an animation? The answer is of course yes; just think about cartoons.
Cartoons are usually not very similar to humans, but we can still understand their emotions. We created a test
to verify that humans can understand and interpret basic emotions that are presented by a simple lip animation.
Our test consisted of 3 different types of video sequences, one showing the entire face of a person, one showing
the lower part of a persons face and one showing an animation of the lips. Each video sequence contained 8-10
emotions expressed by the person in the video. Examples of the video sequences are shown in Fig 6.

The subjects where asked, while watching the three video sequences, to fill in the emotions that they could
recognize in a chart. The emotions that they were asked to recognize where again the three emotions that the
system is able to recognize, i.e., happiness, sadness and surprise. The subjects were divided into two groups,
depending on if it was their first time using the system, of if they had used the system before. The two groups
are called beginners and experienced users. The results from this test are presented in section IV. Using an
animation instead of a video sequence means that the necessary transmission bandwidth is lowered compared to
transmission of a video sequence. Our lip tracking system tracked the lips with 25 frames per second, meaning
that an animation of 25 frames per second could be achieved. Our 16 parameters could be transmitted with 8
bits/parameter. This means that the animation parameters could be transferred with a bitrate of 2.5 kbps, without
considering any redundancy calculation or compression. With use of MPEG-4 facial animation, the bitrate needed
for an animation of the entire face, and not just the lips, is as low as 5 kbps [15]. Consequently, a high quality
animation could replace a low quality video sequence at the same, or lower, bitrate.

4 Results

The results from the emotion recognition test were very interesting but the conclusions could only be preliminary,
due to the simple nature of our test. The results are shown in Fig 7.

Both groups had a high recognition rate for the video showing the entire face. Here, there is almost a 100
% recognition rate for both groups, and this can be seen as a proof that the basic emotions are easy to recognize
for everyone. This is not surprising, since this is something that humans are trained to recognize in our daily
life. The interesting results began to show for the video of the lower face. Here both groups showed a reduced
recognition rate compared to the video sequence of the entire face, but there was a difference between the two
groups. The experienced users had about 12.5 % better rating than the beginners. This could be due to the
fact that the experienced users were more used to observing emotions in only the lower part of the face.. When
recognizing the emotions expressed through the simple animation, the groups differed a lot. The experienced

4



DML Technical Report: DML-TR-2004:05

Figure 7: (a) Recognition results for experienced users. (b) Recognition results for beginners.

users scored even better for the animation than for the video of the lower part of the face, while, as expected, the
beginners had a low recognition rate. This was a very encouraging result, since it implied that if you are used
to viewing the animation you can correctly recognize the emotion. An animation of an emotion was somewhat
different from how the real emotion looked in a video. The users who had seen this before could easily recognize
the emotion. This might mean that after a small training session, anyone could understand emotions through
this simple animation. It could also mean that for the video of the lower face, there was too much distracting,
unimportant information.

5 Conclusions

The impact of visual information, in form of tracked lip contours, can be expected to be greater in the near
future. With the introduction of video cameras in mobile phones, the number of possible applications that make
use of the information from tracked facial features will increase drastically. To make a computer understand
human emotions is an important step towards artificial intelligence and a more intelligent and extended human
computer interaction. Our test for human emotion recognition showed that after getting used to observing the
animations, users were almost equally good at recognizing basic emotions through an animation as for a video
showing the entire face. So, by using a simple animation, emotion recognition and understanding could be vastly
improved. Our system for computer-based emotion recognition and tactile display has showed that it is possible
to transfer visual emotion information into touch information about emotions by very simple means. With better
tactile displays and more tracked facial features, this system can enable both emotion-aware computers and
emotion sensation through other modalities than hearing for visually impaired people. These two aspects are
very interesting future research areas.
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