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Errata

Page 24 line 20 reads: “including the ability to search reports that cannot be
entered into the main database due to varying degrees of erroneous data
present can be searched,”
This should read: “including the ability to search reports that, due to varying
degrees of erroneous data present, have not been entered into the database.”

On page 27 the second last line: “recalling” should read: “rechallenge”

On page 36 section 2.2.2 The first paragraph should read:
“Different methods of quantitative analysis using spontaneous reporting:
a) Make use of periodic or continuous testing
b) Are based on reporting rates (ie are linked to denominator data) or reporting
numbers
and c) examine the total number, or rate of increase (in single or multiple time
periods) of reporting.
Eight combinations of the above choices are therefore possible.”

Pg 37 line 3 mentions “incidence rates”, this should read “reporting rates”.

Pg 38 line 29 should read “interaction detection.” rather than “interaction.”

On page 72 in Section 6.6.1 the first sentence ends “this is generally a problem
in pharmacovigilance.”
The first sentence should instead conclude “this is generally a problem for
signal detection in pharmacovigilance, including quantitative methods.”

Pg 74 Line 21 the sentence reads: “A high IC suggests that the
disproportionate combination should be considered for the reason it stands
out.”
This sentence should instead read: “A high IC suggests that the
disproportionate combination should be considered further to attempt to
determine the reason it stands out.”

Pg 76 the first sentence of section 6.10 should read:
The WHO database is very sparsely populated, a method was needed, and thus
developed, that would allow calculations to be made despite missing data. 

Pg 76 section 6.10, the second sentence begins: “Reproducible results:”
It should begin “The BCPNN produces reproducible results: ”

Pg 85 line 4 should read “combinations” instead of “situations”



Pg 87 13 lines down the sentence beginning “Looked at on a case level each
drug-ADR...” should begin “Looked at on a combination level each drug-ADR
pair...” 

Pg 87 29 lines down the text “with all adverse reaction terms in the data set,
and we consider the measure of disproportionality of both drugs individually
with a specific ADR.”
It should read “with a specific adverse reaction term in the data set, and we
consider the measure of disproportionality of both drugs individually with this
specific ADR.”

Pg 93 in section v) Non-highlighted combinations interesting?, the sentence
beginning “A sudden drop in IC for a certain combination must mean another
combination of the grouping concerned is increasing in reporting suddenly,
and thus should be investigated.”
Should read: “A sudden drop in IC for a certain combination must mean a
sudden increase in general reporting of the drug or the ADR or both, and
might therefore mean another specific combination is increasing in reporting
suddenly, and thus should be investigated.”

Pg 106 line 12 reads “as compared with the previously quoted 72%, which
reflected all associations”
It should read: “as compared with 73%, which reflected the overall percentage
of associations that were listed in the literature in 2000 irrespective of their
literature status in 1993."

Page 128 line 29 reads “suspected adverse reactions to[275]” and should read
“suspected adverse reactions to herbals [275]”

Paper V:
This paper is now a manuscript rather than “submitted for publication”.

The following sentence should be added after equation4: “During the first
phase of recall the logarithmic prior probability is set to zero in the above
formula.”

In section 3.1 10 lines down (see section) should be (see section 4).

In section 4.2 the second half of the first sentence from “were produced” to
“drug haloperidol” should be removed.

Section 5 line 35 the sentence beginning “Such a mixture” should be removed.
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As far as the laws of mathematics refer to reality,
 they are not certain;

 and as far as they are certain,
 they do not refer to reality

Albert Einstein (1879-1955)
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Summary

The WHO database contains more than 2.8 million case reports of suspected adverse drug
reactions reported from 70 countries worldwide since 1968. The Uppsala Monitoring Centre
maintains and analyses this database for new signals on behalf of the WHO Programme for
International Drug Monitoring. A goal of the Programme is to detect signals, where a signal
is defined as “Reported information on a possible causal relationship between an adverse
event and a drug, the relationship being unknown or incompletely documented previously.”

The analysis of such a large amount of data on a case by case basis is impossible
with the resources available. Therefore a quantitative, data mining procedure has been
developed to improve the focus of the clinical signal detection process. The method used, is
referred to as the BCPNN (Bayesian Confidence Propagation Neural Network). This not
only assists in the early detection of adverse drug reactions (ADRs) but also further analysis
of such signals. The method uses Bayesian statistical principles to quantify apparent
dependencies in the data set. This quantifies the degree to which a specific drug- ADR
combination is different from a background (in this case the WHO database). The measure
of disproportionality used, is referred to as the Information Component (IC) because of its’
origins in Information Theory. A confidence interval is calculated for the IC of each
combination. A neural network approach allows all drug-ADR combinations in the database
to be analysed in an automated manner. Evaluations of the effectiveness of the BCPNN in
signal detection are described.

To compare how a drug association compares in unexpectedness to related drugs,
which might be used for the same clinical indication, the method is extended to
consideration of groups of drugs. The benefits and limitations of this approach are
discussed with examples of known group effects (ACE inhibitors - coughing and
antihistamines - heart rate and rhythm disorders.) An example of a clinically important,
novel signal found using the BCPNN approach is also presented. The signal of
antipsychotics linked with heart muscle disorder was detected using the BCPNN and
reported.

The BCPNN is now routinely used in signal detection to search single drug - single
ADR combinations. The extension of the BCPNN to discover ‘unexpected’ complex
dependencies between groups of drugs and adverse reactions is described. A recurrent
neural network method has been developed for finding complex patterns in incomplete and
noisy data sets. The method is demonstrated on an artificial test set. Implementation on real
data is demonstrated by examining the pattern of adverse reactions highlighted for the drug
haloperidol. Clinically important, complex relationships in this kind of data are previously
unexplored. 

The BCPNN method has been shown and tested for use in routine signal
detection, refining signals and in finding complex patterns. The usefulness of the output is
influenced by the quality of the data in the database. Therefore, this method should be used
to detect, rather than evaluate signals. The need for clinical analyses of case series remains
crucial.

Key words: adverse drug reactions, pharmacovigilance, signal detection, spontaneous
reporting, data mining, Bayesian statistics, BCPNN, neural network.
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Abbreviations

The following abbreviations are used in the text:
ADR =adverse drug reaction
AE = Adverse event
ATC = Anatomical Therapeutic Chemical Classification
BCPNN =Bayesian Confidence Propagation Neural Network
C = Total number of reports in the data set
cx= Total number of cases reports where a specific suspected drug was
reported
cy = Total number of case reports where a specific adverse reaction term
was listed
cxy =Total number of case reports where a specific drug was suspected, and
a specific adverse reaction term was listed.
E{p(x)}= Expectation of p(x)
E{p(x,y)}=Expectation of p(x,y)
E{p(y)}=Expectation of p(y)
E{p(y|x)}=Expectation of p(y|x)
IC = Information Component
IC SD = Standard deviation of the Information Component.
IC - 2SD = The IC value minus two standard deviations
MI = Mutual Information
p(x) = Probability of x
p(x,y) = joint probability of x and y
p(y) = probability of y
p(y|x) = probability of y conditioned on event x
PDR = USA Physicians Desk Reference
PRR = Proportional Reporting Ratio
ROR = Reporting Odds Ratio
UMC = the Uppsala Monitoring Centre, also known as the WHO
Collaborating Centre for International Drug Monitoring.
WHO =World Health Organisation
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Overview

All the works described in this thesis were analyses applied to the WHO
database of suspected adverse drug reactions. The BCPNN was used as a
hypothesis generating tool in the field of pharmacovigilance. Recently the
BCPNN has also been implemented on other data sets. The first part of the
thesis focusses on finding signals and the second part on their refinement.

Part I Finding Signals

Chapter 1.
In Chapter 1, the introduction, the aims of pharmacovigilance and the role
of WHO in drug safety are examined. The special role of spontaneous
reporting in hypothesis generation about previously unsuspected drug side
effects is also discussed. Paper I is the main background for this chapter
and chapters 2 and 3.

Chapter 2. 
This chapter demonstrates the need for quantitative methods in generating
hypotheses about possible previously unsuspected adverse reactions
(signals), and describes the types of quantitative approaches that have been
used in signal detection. Papers III and IV are referred to in this chapter in
the context of reducing false positive signals. 

Chapter 3.
Quantitative signal detection, using unexpectedness of reporting for drug-
adverse drug reaction combinations in comparison to general reporting in
the database, is described. Strengths and limitations of this approach are
discussed, and the different methods utilising these principles described. 

Chapter 4.
This chapter provides an overview of the principles, use and strengths and
weaknesses of Bayesian statistics. 

Chapter 5.
Chapter five provides an overview of the principles, use and strengths and
weaknesses of Neural Networks.

Chapter 6.
More details of the BCPNN methodology are described, and how this
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method combines the principles and theories of Bayesian statistics and
neural networks to provide an important tool for pharmacovigilance. 
Paper I demonstrated the possibilities and benefits of using a measure of
disproportionality for initial screening for a large data base of spontaneously
reported drug-ADRs. This paper also demonstrated the importance of
calculating standard deviations for the IC. Another key purpose of this paper
was to show how these ideas and theory might be used in practice in a
routine operating system.

Chapter 7.
This chapter discusses implementation of quantitative signal detection in an
overall signal detection strategy. The issues in this chapter are covered
throughout papers I to V.

Chapter 8.
This chapter discusses how the use of the BCPNN in pharmacovigilance has
been evaluated, and the difficulties with validation of signal detection
methods in pharmacovigilance. Method evaluation is predominantly
presented in paper II but also discussed in paper I.

Part II Refining Signals

Chapter 9.
This chapter discusses the extension of the BCPNN methodology to
distinguish between drug specific and group effects and how the BCPNN
can be used to search and find more complex patterns in the data set. The
methodology is presented and its potential demonstrated in paper III.
Paper IV describes a new signal highlighted using this methodology.

Chapter 10.
This chapter discusses an extension of the BCPNN method to highlight
interesting dependencies between several variables. The method, as well as
its evaluation are described in paper V. Paper V also presents an example of
testing of the method in the WHO database.

Chapter 11.
The final chapter discusses further developments of the BCPNN and future
possible extensions of the BCPNN to other applications in
pharmacovigilance and beyond.
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Aims of the thesis

• To explain how the Bayesian Confidence Propagation Neural
Network (BCPNN) has been developed to assist in the detection of
signals in the WHO database of spontaneously reported adverse
drug reactions.

• To explain the BCPNN approach to signal detection.

• To motivate why a Bayesian statistical approach implemented in a
neural network has been used.

• To demonstrate the effectiveness of the BCPNN in signal detection
in pharmacovigilance.

• To show how the BCPNN can be used to provide added
information about signals.

• To show how the BCPNN approach can be extended to find more
complex relationships in data involving more than two variables.

• To demonstrate the detection of a clinically interesting signal in the
WHO database.

• To compare this approach to others used in quantitative signal
detection.

• To suggest how the BCPNN may be further developed in future for
more effective use on the WHO database and on other data sets.
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Part I Finding Signals

Chapter 1. Pharmacovigilance

1.1 Risk benefit assessment

Drugs are used in humans to cure illness. Drugs are considered effective if
they are therapeutic in an acceptably high proportion of treated individuals.
What is acceptable is decided by society (or by regulators on behalf of
society) and will vary for example because of the severity of the condition
treated, and whether treatment alternatives exist. Drugs are never completely
safe [1] as, in addition to their desired effect, they also cause side effects,
which, if harmful, are referred to as adverse drug reactions (ADRs) [2]. This
contrasts with the frequent public perception that all drugs are 100% safe. In
some, perhaps many, circumstances the perceived risks may be far higher
than the actual risks, a study by Sanz et al [3] concluded that the perceived
risk of teratogenicity of drugs used in pregnancy far outweighed the
recognised risk. However for a drug to be, and remain, on the market its
perceived benefit must outweigh its perceived risk, so risk benefit
assessments must be made [4]. The risk will depend on all possible negative
effects of taking the drug, and their probability of occurrence. The benefit
may depend, not only on the drug in question itself, but also on the efficacy
and safety of alternative therapies and treatments that could be used to treat
the disease, and also on the seriousness and discomfort of the disease. This
assessment may also vary from one subgroup of patients to another.
Additionally, while risk benefit assessments are necessarily made on a
population level, the risk benefit assessment may be very different for an
individual patient. A risk benefit assessment must be considered for all
relevant drugs which is difficult enough to consider for one point in time [5].
It is also dynamic and will constantly change over time as more information
is discovered about the drug, its effectiveness, alternative treatments and also
information on new side effects or changes in their incidence. Drugs where
the risks are unacceptable should be withdrawn from the market, and if in
specific defined groups of patients the benefits outweigh the risk then the
use of the drugs should be limited to this sub-population, if this can be done
effectively. Such decisions are difficult, and often involve value judgements.
As much as possible must be known about the types of side effects a drug
can cause, how often they occur, which groups of patients are most
vulnerable, and whether other factors (such as other drugs) interact to cause
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the side effects. Detecting problems of drugs as early as possible will
facilitate effective and appropriate communication about potential risks [6].
If the discovery of important information is delayed there might be
insufficient time to investigate the new information appropriately and to
consider before a decision must be made regarding the therapy. Public
pressure might result in a hurried and distorted analysis.

In drug development the efficacy and safety of a drug are tested: from
animal testing where one searches for models predictive of adverse effects in
humans [7], through different phases of clinical trial testing on humans [8,
9]. The process continues until the healthcare community are satisfied that
the drug is sufficiently effective and safe to be marketed. The necessarily
limited exposure of humans pre marketing means that not all adverse
reactions can be detected [8, 10]. Thus, the monitoring of drug effectiveness
and safety must continue after marketing. Ongoing post marketing
surveillance is needed for all drugs on the market [11], not just new drugs, as
evidence of increased risks (as well as decreased risks) continues to be found
through the lifetime of drugs, for example aspirin and increased risk of Reye
syndrome[12].

In pharmacovigilance the aim is to:
a) Detect new previously unknown drug adverse reactions as soon as

possible after a drug is marketed
b) Try to discover and understand subgroup risks
c) As far as possible calculate the incidence rates of all known adverse

reactions. Thus allowing effective ongoing risk benefit assessment as
more information is discovered about diseases and therapies

d) Support benefit risk analyses.

The first step in detecting previously unknown drug adverse reactions is
hypothesis generation based on post marketing data, this is also known as
signal detection. The WHO definition of a signal [13] is:

‘ Reported information on a possible causal relationship between an adverse event
and a drug, the relationship being unknown or incompletely documented
previously.
Note: A signal is an evaluated association which is considered important to
investigate further. A signal may refer to new information on an already known
association. Usually more than a single report is required to generate a signal,
depending upon the seriousness of the event and the quality of the information.’

This definition is specific to the field of drug safety and is different to, for
example, the engineering concept of a signal. There are some difficulties
when testing performance using this definition because of the subjectivity



17

implicit in the Note statement ‘considered important to investigate further’.
However this statement emphasises the role of the signal as hypothesis
generating, and makes clear that (clinical) judgement is required to classify a
drug adverse reaction combination as a signal. Difficulties in demonstrating
that a method is effective in signal detection are discussed further in 
Chapter 8 on Method evaluation.

Other definitions of a signal do exist, for example Meyboom et al [14] define
a signal as:

‘A set of data constituting a hypothesis that is relevant to the rational and safe
use of a drug in humans. Such data are usually clinical, pharmacological,
pathological or epidemiological in nature. A signal consists of a hypothesis,
together with data and arguments.’

This definition is more general whereas the WHO definition is more specific
to the UMC system. For the rest of the thesis the term ‘signal’ will refer to
the WHO definition of a signal.

The importance of safety is high throughout drug development, however its
relative importance varies during the development of a drug before launch.
In Phase I studies, safety is of high importance, in the later clinical
development before a drug is marketed, the primary objective is
demonstrating efficacy of the drug under development [15]. However the
detection of adverse drug reactions (ADRs) will continue during the drug
development process, for example in phase III randomised clinical trials
(RCTs). Safety, and thus ADR detection, is a secondary, but important,
objective in all clinical trials.

After marketing observational studies can be performed in purpose-built
databases, although their usefulness in drug safety has been questioned [16,
17], or performed in standard healthcare databases such as the General
Practitioners Research database[18]. The methods commonly used are
cohort studies and case control studies [19], but whether these or other
study designs such as record linkage are used, the primary aim of such
analyses is hypothesis testing of a known or suspected ADRs. Similarly post
marketing RCTs (phase IV) may be performed [8, 9]and signals may again
be highlighted as a secondary objective.

Although hypothesis generation and signal detection as primary objectives
can occur as a primary aim of the research in observational databases [11],
predominantly they have been used for hypothesis strengthening or testing.
More signal detection needs to, and will, occur in the future as such
databases increase in quantity and quality of their information[20]. 
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Prescription event monitoring [21, 22] is another important approach to
signal detection. Different methods of signal detection are therefore used in
the different data sets. This reflects the different types of data and the
differing strengths and weaknesses of the different data sets. Some of these
will be discussed in Chapter 2. 

Currently signals are mainly detected from spontaneously reported data, or
the publication of case reports in the literature. The literature as a method of
signal detection has been assessed [23]. A study of reasons for drug
withdrawal in Spain [24] concluded that “case reports are the main source of
information used to withdraw a drug from the market for safety reasons”.
Although a study by Haramburu et al [25] suggested that published case
reports had stronger causality criteria than spontaneously reported cases, the
authors concluded that spontaneous reporting has an important role to play.
Another study by Haramburu et al showed that for a group of ten drugs
launched between 1985 and 1989, 63% of all reports in the early years after a
drug was marketed were unlabelled ADRs[26].

Spontaneous reporting is often denigrated as non-scientific for having no
control group. However, Nies and Spielberg [27] state that a barrier to the
development of therapeutics as a science was “the incorrect notion that
results derived empirically are useless, because they are not generated by
application of the scientific motion.” They comment that “empirical
observations need not be scientifically unsound” and that “concepts of
therapeutics have been greatly advanced by the clinical observer who makes
careful and controlled observations on the outcome of a therapeutic
intervention.” Nies and Spielberg cite, amongst others examples, propanolol
in the treatment of hypertension to illustrate the importance of empirical
observation in the discovery of new indications for drugs. Similarly the
spontaneous reporting of clinical concerns by empirical observation of drugs
has led to the detection of previously unsuspected side effects [28].

A spontaneous reporting system has clear strengths [29]. The methods can
be inexpensive and simple to operate, the system covers all drugs and covers
the whole patient population including special subtypes such as the elderly.
Spontaneous reporting systems are non-interventional with respect to
prescribing habits and thus reporting may occur of events that cannot be
readily studied for ethical reasons, such as overdoses or inappropriate co-
medication. The method can be used to follow up patients with severe
ADRs to study mechanisms.

However spontaneous reporting systems also have clear disadvantages [29].
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Often there is only limited clinical information on reports and satisfactory
secondary case evaluation is not always possible. Not all ADRs that occur
will be recognised as drug induced by a healthcare professional, and even
those that are suspected will not necessarily be reported to the relevant
authority. This “under-reporting” effect leads to decreased sensitivity of the
system, and systems may be very vulnerable to selective reporting. A
problem for spontaneous reporting is that reporting rates vary considerably,
Rawlins [30] mentions that the number of spontaneous reports received will
depend on; the inherent acute toxicity of the drug, the usage of the drug,
how long the drug has been on the market, the year of its introduction and
whether there has been any publicity about the drug, adverse reaction or the
combination under consideration. Additionally control information is not
collected as part of spontaneously reported systems. The drug use is not
known, and thus one has no direct information on incidences [31].

Even when adverse reactions occur they may not be reported to the
spontaneous reporting system. This is often referred to as under-reporting.
The precise definition of under-reporting is unclear: It could be considered
to be the percentage of suspected ADRs that are actually reported, or the
percentage of the actual number of ADRs that occur even if unnoticed, that
are reported. Adverse reactions are often not suspected as it can be hard to
make the clinical connection between a drug and ADR. This is particularly
true if a clinical event is considered, which has never been previously
described in relationship to the drug, or if a long time lag between exposure
and event may make the drug seem a less likely culprit [29]. Indeed not all
those suspected are reported, for reasons often referred to as Inman's seven
deadly sins [32].

Under-reporting will:
a) always occur to some degree in spontaneous reporting
b) vary by time, type of drug, type of ADR, type of prescribers, and

where used (such as in hospital versus outpatient setting, or country
of origin of ADR), amongst other factors

c) often be extremely hard to measure[33].
These limitations make the primary aim of the data collection of
spontaneous reports hypothesis generation. Hypothesis testing should
mainly be performed using other methods.

Under-reporting leads to three main difficulties:
a) Underestimating the frequency of ADRs, and therefore extent of a

problem. However as a minimum frequency can be estimated,
signals can be highlighted for further investigation.
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b) No cases or very small numbers of cases of a true adverse reaction
may be received, so a sensitive method is needed to find signals
amongst other extraneous data

c) Selective reporting can be dangerous when comparing drugs: a
difference in reporting rate may be due to differential under-
reporting. 

Estimation of the number of incident cases is further complicated by the
necessary collection of suspected ADR reports, rather than definite ADR
reports, as the strength of suspicion will vary between reports, and
unavailable information makes causality assessment difficult as for example
potential confounders may not be listed. A disease occurring when a drug is
taken clearly does not imply that the disease was drug induced. Tubert et al
[34] showed that if 200,000 patients are treated with a drug for a disease of
background 1/4500, and more than 7% of all adverse events occurring were
reported, then the chance of one or more coincidental cases being reported
can be estimated as greater than 95%. On the other hand, reports entered
into the WHO database are clinical concerns about drugs [35] that were
considered sufficiently suspicious in the eyes of a reporter to warrant writing
and submitting a report. The nature of suspected adverse reactions must be
considered when evaluating the cases: clinical review of case series is thus
crucial.

Although it is rare to be able to establish causality on the basis of
spontaneously reported cases, in certain occasions this may be possible [29].
If the case series:

a) contains some rechallenge cases
or

b) is of an adverse reaction that has almost no background incidence of
the disease, and, the clustered cases show no signs of confounding

then a causal relationship is more likely.
Apparent temporal relations between a medical product and suspected
adverse reactions, as for dechallenge cases also strengthen the likelihood of
causality. The Bradford Hill criteria [36] should always be considered when
assessing causality. Firm demonstration of causality, whilst unusual on
spontaneous reports, may be considered a sufficient basis for regulatory
decisions [37]. Several causality algorithms for the analysis of cases and case
series have been developed and implemented to make the assessment of
potential drug adverse reactions more systematic[14], such as causality
assessment algorithms based on Bayes Law [38]. The assessment of causality
will not be considered further during this thesis.
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Decision making must occur in a timely manner in the context of a
potentially new life threatening effect of a currently used drug, it may often
be needed before the completion of formal epidemiological studies that in
some instances might take two years. To delay the decision until completion
of a study might reduce the uncertainty about the risk, but may result in
unacceptable exposure levels amongst many thousands of new consumers
[39]. Thus, despite its inherent limitations decision making must be often
made on spontaneously reported data. This may be more or less important
depending on the drug adverse reaction under consideration.

1.2 The role of WHO in Pharmacovigilance: past and present

Drug scares have occurred over many centuries from contamination of
products such as the contamination of sulfathiazole with phenobarbital in
the US in 1941. In several countries there have been instances of fatality due
to diethylene glycol, whether by use as a solvent (as used for sulphonilamide
in 1937 in the US [40]), or substitution or contamination of drug substances.
Diethylene glycol poisoning occurred in India as recently as 1998, and there
have now been more than 500 diethylene glycol induced fatalities since
1937. While there had been instances of problems with excipient safety and
vaccine safety, until the 1930s there was little if any reporting or knowledge
of adverse drug reactions. In 1934 cases of agranulocytosis were reported
with amidopyrine and in 1937 reports of side effects to sulphonamides
occurred.

In 1961 an article was published in the Lancet by McBride [41] suggesting
the sedative drug thalidomide, often used to treat morning sickness, might
be associated with teratogenicity. There were mounting reports of
phocomelia and other severe congenital abnormalities associated with
maternal use of thalidomide. Subsequently thalidomide was withdrawn from
the market, but there were many thousands of children born with congenital
malformations [42].

Recently thalidomide has been reintroduced to the market for other more
severe indications, in 1998 the FDA approved the marketing of thalidomide,
after it was shown to be effective for the treatment of cutaneous
manifestations of erythema nodosum leprosum [43], an inflammatory
manifestation of leprosy, and more recently other indications have also been
approved, due to the wide spectrum of its pharmacologic and immunologic
effects [44, 45]. However to ensure that fetal exposure to this teratogenic
agent did not occur, a comprehensive plan to control prescribing,
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dispensing, and use of the drug had to be implemented [46]. This
emphasises that risks and benefits can only be appropriately considered in
the context of each other. The ongoing use of a potentially dangerous drug,
such as thalidomide, can be ethically defended if its use can be effectively
restricted to avoid use in risk patients, and if it has a unique or uniquely
strong therapeutic effect.

In the aftermath of thalidomide in 1963 Kenneth Robinson the then
Minister of Health of the UK said “The House and the public suddenly
woke up to the fact that any drug manufacturer could market any product -
however inadequately tested, however dangerous, without having to satisfy
any independent body as to its efficacy or safety.”[47]

Thus in the wake of the thalidomide disaster it was clear that there were
inadequate systems for the ongoing surveillance of medicinal products after
drug launches and it was agreed that such a disaster should never be allowed
to happen again. As a consequence, surveillance systems were set up in
several countries. The first systematic collection of reports occurred in:
Australia, Italy, Netherlands, New Zealand, Sweden, the UK, the US and
West Germany, and in 1968 ten countries from Australasia, Europe and
North America agreed to pool all their data in a WHO sponsored project
with the intention of identifying rare but serious reactions as early as
possible [29]. This project became the WHO Programme for International
Drug Monitoring and this pooling of spontaneously reported data in a
central database continued. In 1978 the maintenance of the programme was
moved to Uppsala, Sweden and the WHO Collaborating Centre for
International Drug Monitoring [48-50] was formed to maintain and analyse
the WHO database on the behalf of the WHO Programme for International
Drug Monitoring. The number of member countries and the rate of the
increase of reports has continued and currently there are 70 countries that
contribute data and more than 2.8 million case reports [50].

1.3 The current work of WHO in signal detection

The role of the WHO centre in Uppsala in signal detection is not to try to
replicate work of the National Centre in signal detection, but instead to
detect signals based on the international data that may not have been picked
up by the individual member countries of the programme. Rare new
international signals where one case exists in New Zealand, one in Spain and
one in the Philippines, would rarely lead to a signal based on the reporting in
one country, but by pooling data might be detected [51].
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Signals highlighted by the Uppsala Monitoring Centre are published as
narratives written by clinical review experts in a document referred to as the
'Signal' document. The Signal document has a limited circulation to all
national centres that are members of the WHO Programme for
International Drug Monitoring [52].

Quantitative signal detection was first implemented routinely at the UMC in
1998. Since 1st May 1998 the Uppsala Monitoring Centre has published 178
signals in the Signal document referring to 431 different drug adverse
reaction combinations. Examples of signals generated in the WHO database
include: Cisapride and tachycardia [52, 53] and azapropazone and
photosensitivity reactions [54].

This diagram shows how the number of reports in the WHO database has
increased since its inception in 1968:
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Currently there are 70 member countries in the program who submit
reports, the volume of reporting varying considerably between countries.
This graph shows how the number of member countries of the WHO
Programme for International Drug Monitoring has increased over time:

The vast majority of reports are received electronically from the National
Centres although some reports are received on paper. Reports are received
in the WHO reporting format, which has specific defined fields. Reports are
accepted with missing data as long as certain essential data is recorded: a
unique ID, the country reporting, a drug listed that is suspected of causing
an ADR, and the ADR name [55]. The case reports contain both discrete
and real valued variables. The discrete variables make up a significant
proportion of the data set and this has heavily influenced our choice of
methods of analysis. Many clinical variables can be recorded on the reports
[55]. The data is washed on arrival at the UMC, duplicate reports are
removed and incorrect information, changed (for example with
unambiguous spelling errors) removed or resending requested from the
National Centres. The checks are largely automated, for more details see
Lindquist [55]. Recently a new internationally agreed database called
Vigibase [55] has been implemented at the UMC. This allows the coding of
extra information on reports. There are some other major benefits with the
new data set including the ability to search reports that cannot be entered
into the main database due to varying degrees of erroneous data present can
be searched, and also there is more a transparent approach to tracking
changes on case reports as followup versions of cases are reported with extra
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information. However as the work presented in this thesis was not
performed on this data set, no further discussion of the new database is
presented here. All the fields referred to in this thesis also exist in the new
WHO database, so the investigations of the BCPNN presented here can also
be performed on the new database. The WHO drug dictionary [56] is used
to code the products on all reports into a structured classification. The
WHO drug dictionary is linked to the WHO Anatomical Therapeutic
Chemical (ATC) classification [57] and this can be used for grouping drugs
by for example therapeutic use. Adverse reaction terms entered into the
database are in the WHO adverse drug reaction terminology WHOART
[55], a hierarchical terminology, where adverse reaction terms can be
grouped on different levels of specificity.

The countries that provide data to the database vary in how they collect and
analyse spontaneous reported data [58]. Some have centralised systems like
for example Australia [59, 60], while others such as France and Sweden have
decentralised systems where the regional centres play a crucial role in
education, support and advice and signal detection [61-63]. Some centres
receive reports direct from health professionals as in the UK [64], or mainly
via pharmaceutical companies such as the US [65]. Some national centres
make reporting voluntary but others have mandatory reporting systems, and
many have a combination of both voluntary and mandatory depending on
the type of reporter, mandatory for drug manufacturer and voluntary for
healthcare professionals [65].

Some centres perform individual clinical assessment of all cases at input as in
the Netherlands[66] and others like the USA focus analysis on aggregate
assessment of cases [65], (however in the US, cases adjudged to be serious
are clinical evaluated at input).

Policies on the reporting of concomitant medication vary, for example
Australia reports any drug that might have caused the ADR, however
unlikely, as suspected [67], whereas other countries make an assessment in
determining which medications can be considered concomitant. Adverse
event reporting is encouraged in the US [65] while the reporting of
suspected adverse reactions, is the requirement in other countries [64]. The
groups of healthcare professional who are allowed or expected to report also
varies from country to country, whether it is only clinicians, or includes
nurses [68, 69] and pharmacists [70, 71]. Increasingly consumer reports are
being collected, which might help in the earlier detection of signals [72]
although other studies suggest that consumer reporting might not help in
signal detection [73].
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The following factors are also important for signal detection. There are
considerable empty fields on spontaneous case reports reported to the
WHO database. Reporting time varies, and not randomly which makes the
analysis of temporal trends difficult. Reporting rates as well as changing over
time also vary between countries [29] and genetic differences might affect
susceptibility to ADRs. Also the frequency with which countries report to
the WHO database varies considerably, mainly due to technical issues [74].
Different countries have different drugs on the market, drugs are used
differently and even if a drug has the same indication, in different countries
the recommended or used doses might be different. Genetic differences also
affect the occurrence of adverse drug reactions. There is a risk that copies of
the same report can be received from different sources. Considerable
resources are used by the WHO Centre to try and reduce the number of
such duplicate reports but a number of such duplications do exist.

In a perfect signalling system:
a) All signals should be found
b) “False” signals should be ignored
c) Signals should be found early.

The sheer volume of data makes the clinical consideration of every drug-
adverse reaction combination at the input stage impossible, at least for such
an international database (and large national databases). Such an approach
however is clearly beneficial for small data sets. Therefore there is a clear
need for quantitative analysis in the signal detection process of the WHO
database [51] to screen all drug-ADR combinations objectively, make
transparent selection of drug- ADR combinations for review and if possible
provide a quantitative aid to signal assessment. The differences between the
countries lead to considerable heterogeneity of the data in the WHO
database, making signal detection and analysis more complex, and this
heterogeneity must be considered when interpreting the information in the
WHO database.

1.4 Signal detection and analysis

The strategy for the old method of signal detection (as discussed in paper I )
in the WHO database was to send lists of line listings of possible signals as
paper copies to an expert clinical review panel [75]. These lists included drug
- adverse reaction combinations that fulfilled certain criteria, such as the
second report received by WHO of a specific suspected drug adverse
reaction combination. While all possible signals were likely to be recorded
on these lists, the chance of the clinical reviewer spotting them was low,
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because of the sheer volume of data. Therefore there was a clear need for a
new method to improve signal detection and facilitate the work of the
reviewers. Paper I describes the initial testing of the method and its
implementation.

The above diagram illustrates the principles of the new signal strategy
implemented in 1998 from Lindquist et al [52]. For all reported drug -
adverse reaction combinations quantitative information is calculated. Thus
‘Combinations’ in the above diagram refer to all drug - adverse reaction
combinations listed in the WHO database. The combinations are then
filtered based on this quantitative information. Combinations passing a
quantitative threshold are termed 'associations' and these are then clinical
reviewed by experts. Associations considered of clinical interest and with
appropriate information in the view of the reviewer are then considered
signals, and are published as narrative discussions of the case series in the
Signal document [75] that is circulated to all National Centres. 
Clinical review is a crucial part of the process and no drug adverse reaction
is considered a WHO signal without expert clinical review. The
responsibility for action based on signals lies with the national centres and
the countries that provide the data, and their actions vary depending on the
nature of the signal [76]. The circular nature of the above diagram
emphasises the ongoing nature of the process. New information or data on a
previously published signal may lead to a follow-up signal where for example
a sub-population at particular risk might be suggested based on the
accumulating evidence.

Some combinations are highlighted for clinical review, despite not standing
out quantitatively, for example if some of the cases in the case series are
particularly strong and have recalling cases [2, 14]or if a particularly serious
ADR is listed that is often drug induced such as ADR terms listed on the
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WHO critical terms list [75]. Thus the step from combination directly to
signal is possible, and this has recently been formalised as a step in the triage
process now used by the UMC [77]. The BCPNN, however, retains a crucial
role in highlighting combinations for clinical review.

Successful quantitative signal detection should filter the data so that clinical
reviewers can focus their attentions on those drug adverse reactions most
likely to be signals. Methods for the clinical assessment of signals and their
communication and followup are beyond the scope of this thesis.
Throughout the rest of the thesis signal detection in the WHO database will
focus on association detection, which is mining the data to find the
combinations most in need of clinical review.
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Chapter 2. Approaches to Quantitative Signal detection

2.1 Data mining: knowledge finding or discovery

Knowledge Discovery in Databases (KDD) is the overall process of
discovering useful knowledge from data [78]. The KDD process includes the
following steps: Data collection, data cleaning and washing, and data
warehousing as well as data mining and visualisation. Data mining involves
the application of algorithms for extracting patterns from data. Additional
steps are essential to ensure useful information is derived from the data [78].
Hand et al [79] define data mining as:

‘ The analysis of (often large) observational data sets to find unsuspected
relationships to summarize the data in novel ways that are both understandable
and useful to the data owner.’

As discussed in section one the Uppsala Monitoring Centre’s main purpose
is to find novel drug safety signals: new information. From experience a
principal argument has evolved that, if important signals are not to be
missed, the first analysis of information should be free from prejudice and a
priori thinking. As data mining can be seen as “asking a processing engine to
show answers to questions we do not know how to ask” [80] the need for
data mining in hypothesis generation in pharmacovigilance is clear.
Data mining can be considered as “any computer method of automatic and
continuous analysis of data, which turns it into useful information.” [81].
Data mining is a tool for finding associations, and patterns of associations,
in a large amount of data. The WHO database is a unique large data source
for of currently unknown complex relations, and very heterogeneous. Data
mining this data set has potentially enormous rewards. The detection of
signals in the WHO database has been likened to looking for “needles in
haystacks” [82]. In many data mining applications often the problem can be
even harder than this as Hand [83] writes: “half the battle is in deciding what
represents a valuable or interesting discovery.” At least in Pharmacovigilance
one would hope to recognise the needle when it is found, and thus in data
mining the WHO database the role of clinical review of highlighted
associations is crucial. 

A consequence of collecting suspicions of ADRs in spontaneous reporting is
that some spurious associations will result. Some drug -adverse reaction
reports are likely to be less clinically important. The collection of such
reports is often criticised as making signal detection harder. However the use
of a data mining strategy can actively take advantage of the large body of
data, the increase in the haystack and actually facilitate signal “needle”
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detection [82].

In successful data mining the overall goal of the data collection and analysis
process must be known, and an understanding of the strengths and
weaknesses of the data available is required. Transformation of the data
already collected, collection of extra data, or changes in approaches for
prospective data collection, might be needed in order to improve the
knowledge discovery process.

In the analysis of the WHO database the usefulness of the data set should be
maximised by:
• Minimising weaknesses: The poor documentation of cases, the lack

of data on time of occurrence of ADR and variation in reporting
frequencies to the UMC, no usage data, no exposure data, under
reporting

and:
• Maximising advantages of the data set, that is the large number of

countries that report to the database, the large number of cases and
that reports have been received on all marketed drugs since 1968.

Some of the properties of the data set mentioned above are unique to the
WHO database. Others are general to all spontaneous reporting systems.
This explains why similar methods have been developed for analysing other
spontaneously reported ADR data sets. One should try to eliminate any
effect of these weaknesses, or try to reduce their importance in our choice of
data analysis technique. This is not to say that one should necessarily accept
the limitations of the data set, in fact every effort should be made to try to
improve the quality of the data set itself. Indeed a large amount of work at
the UMC goes into encouraging National Centres to report more regularly.
However a pragmatic approach is required, data is not deprived of all value
because other information is lacking, and if such data despite not being ideal
is important to the community then it must be used [84]. The methods can
be changed in the future as the data set improves. Finney [85] emphasises
this by suggesting different data analysis techniques as the amount and type
of post marketing data collected increases, placing much emphasis on when
certain analysis techniques should not be used.

Data mining has received its share of criticism, and the terms data dredging
and data torturing [86] are terms with negative connotations referring to the
misuse and over-interpretation of data. This is a danger, when there is, as
Finney [87] states “the application of many separate, but not necessarily
independent significance tests to one collection of data. The search for
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associations of interest in a data set continues until eventually a single test
statistic is found to be above a threshold and statistical significance is
inappropriately assumed, that is without considering the large number of
statistical tests performed and the higher probability that the association of
interest is a chance finding. The misinterpretation of such chance findings as
demonstration of hypotheses being correct, is clearly dangerous.” As an
example of data dredging Collins et al [88] showed that by performing
subgroup analysis of astrological signs of a published trial on treatment of
myocardial infarction and found that almost all of the benefit of the study
was confined to Scorpios! Collins et al conclude that “it would clearly be
extremely unwise to conclude from such a trial that only patients born
between 24 October and 22 November should be given the particular
treatment.” This is an always present potential problem of data mining
where, by its nature, multiple testing is performed. Detected associations
may always be chance findings, and the large number of tests performed will
in practice prevent statistical testing reducing the probability of chance
effects. However if an association of clinical significance is discovered, this
association should be followed up in a further study. The essential
differences between data mining and data dredging are that data mining uses
predetermined, transparent strategies in analysing the data together with a
critical view of the output and hypothesis testing in another data set. Data
dredging is not preconceived and the output is often accepted uncritically. 

The calculations performed in data mining are often simple and often could
be ‘done on the back of an envelope’, but one might not have thought of
performing them [89]. This is the essence of data mining: the use of
algorithms on huge numbers of combinations on large amounts of data with
as few pre conceptions of the data as possible, in order to find unexpected
problems. Data mining approaches that perform these calculations for all
possible combinations of a drug adverse reactions are necessarily computer
intensive, hence the use of a neural network, but they increase the objectivity
of signal detection by introducing an effective quantitative filtering step
before clinical analysis. Such an approach turns the weakness of large
amounts of potentially spurious data into an advantage [82].

Additionally data mining may provide useful output from medical data sets
even when finding associations that are not clinically interesting, such as
confirmation of reporting trends and known problems and understanding
the data collection. Discovering problems with data can be useful and
enlightening.

Data mining has been used in many applications, and as appreciation of the
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benefits increases so does its use. The human genome project has now led to
the draft description of the sequence of the complete human genome [90,
91]. Data mining has already been undertaken on this data set [92]. Research
has been undertaken with aim, amongst others, of identifying genes that
cause cancer [93] and research into learning more about addiction [94] and
immunology [95]. The large size of the genome makes the finding of genes a
difficult challenge [92] and is an ongoing challenge for data mining in this
wealth of data. Other data mining applications include credit card fraud
detection [96], and in healthcare the analysis of diabetic patients [97].

2.2 Approaches to quantitative signal detection in
pharmacovigilance

The methods used for signal detection vary, as do the data sets to which
they are applied. There are many valid and complementary approaches to
signal detection and to imply that there is one strategy that detects all signals
is wrong. Instead several strategies must be used in combination. The
methods and strengths and limitations of each quantitative method will be
discussed below.

2.2.1 Drug associated event systems
i) Intensive hospital based systems Cohort based.

Finney [85] advocated routine recording of demographic and clinical
information in hospitalized patients and the collection of adverse events as
he thought this would lead to the effective detection of new adverse drug
reactions. One of the earliest formal efforts to collect data on adverse events
of drugs in a hospital setting was by Cluff et al [98]. Others groups
developed similar systems with hospital monitors, using medical staff
pharmacists or nurses, this included Jick and Slone who in 1966 started a
feasibility scheme [99] of continuously monitoring large numbers of
inpatients with the goal of establishing frequency of ADRs occurring during
hospitalization. The work was very successful and expanded to wards in
other countries. This group later also monitored specific types of patients
such as surgical inpatients, pediatrics and psychiatric patients. All methods
and databases were collectively known as the Boston Collaborative Drug
Surveillance System. As Lawson and Beard put it [100]: “This Group has the
greatest worldwide experience of systematic in-hospital monitoring for
ADRs”. Monitors collected routine social, demographic and medical data of
inpatients, monitors attended ward rounds and collected details of all drug
exposure and undesired or unintended events which the attending physician
thought to be causally related to therapy. The degree of certainty of causality
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assessment was made by the attending physician and later a clinical
pharmacologist. Limitations of the approach were that it was in the hospital
setting only, expensive and common drug use only could be effectively
analysed due to small sample sizes. This method has been effective in
detecting signals such as GI bleeding with IV ethacrynic acid [101]. The
Boston group hospital surveillance system was discontinued in 1976, this
group now conducts much if its research on the General Practitioners
Research Database (GPRD) [18] and uses case control surveillance methods
[11] (described below). Other early hospital-based monitoring of adverse
events in other countries included Northern Ireland [102] and New Zealand
[103]. Individual hospitals continue to do much work to collect and analyse
adverse event data [104] [105] such as the Brigham and Women’s Hospital
[106].

ii) Outpatient cohort studies
Prescription event monitoring (PEM) is a nonintervention observational
cohort approach by the collection of prescription data on drugs, as well as
event reporting [107, 108]. This method allows the calculation of incidence
rates of adverse reactions. Finney [85] presented ideas for different signal
detection approaches based on the type and quality of data collected (eg
sales data or just spontaneously reported data). These ideas went on to be
the basis of the PEM methodology later implemented by the Drug Safety
Research Unit (DSRU)in Southampton, UK. The method [109] employed by
the DSRU is that between six months after first prescription for each patient
the Centre sends a green form questionnaire to the prescribing practitioner,
and requests information all adverse events that have occurred since the
drug was prescribed. As PEM provides both a numerator and a denominator
an Incidence Density (ID) can be calculated for each drug - event
combination according to:

Ranking of IDs for a given drug, give estimates of the frequency of reported
events. Often the ID is calculated for the first month after prescribing and
also from 2 to 6 months, and the IDs from the first month compared to the
ID calculated from months 2 to 6. Collection of reasons for stopping the
drug also facilitates signal detection [109].

More recently [22] incidence rate ratios (IRRs) have been examined as a
method of signal detection, by comparing the ID for a selected event in the
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drug of interest to that of the incidence rate for a chosen comparator group
with the same event. Statistical significance was assessed using a Poisson
distribution with a continuity correction on the z test. By changing the time
period used for calculation of the IRR the impact of time can also be studied
to a degree.

The New Zealand Intensive Medicines Monitoring Programme (IMMP) [21,
110] also performs signal detection and was the first PEM system
implemented. Prescription data is collected, and all drug-adverse events
reported using the intensive monitoring system are then classified by a
clinician at the national centre for causality, using the WHO classification
[13] separating ‘Certain’, ‘Probable’, ‘Possible’ assessed cases into one group,
and ‘Unlikely’ cases as another group. Cases classified as Certain, Probable
or Possible are then classified as ‘Reactions’, and those cases with an unlikely
causality assessment are classified as ‘Incidents’. Incident reports thus
include background noise and unexpected reactions. Thus, both a case-by-
case analyses is performed as well as the epidemiological evaluation. Other
epidemiological analyses such as reasons for discontinuation and
comparison of reporting rates between drug cohorts have been used in the
IMMP since the 1980's. For each drug monitored using IMMP the following
rates are calculated for: 1. Reports, 2. All events (as there might be more
than one drug event combination per report), 3. Reactions and 4. Incidents.
Overall rates are calculated by gender and by PEM and spontaneous
reporting separately. The IMMP is run in parallel with the spontaneous
reporting system in New Zealand and results from the two approaches can
easily be compared. This also allows signals that arise from spontaneous
reports to be investigated by nested studies in the IMMP data set.

Signal detection can be performed by looking at the rate of reporting of
incidents, as the reporting rate of incidents should be similar for a given
event independent of a drug. When the rate of incident reporting of one
drug is much greater than that of another drug with the same event, then
this might be suggestive of unrecognised ADRs for the first drug. There may
be other latent factors which make one drug’s event reports more likely to
be listed as ‘possible’ than ‘unlikely’ in comparison to another drug. For
example when comparing similar drugs, one drug may normally be used for
a longer duration, or one drug may be more likely to be used in combination
with several other drugs than the other. Also, different indications or
selective reporting might lead to differences in reporting between drugs.
However such variations will be highlighted when the signal is investigated
further. Recently Japan has also introduced a prescription event monitoring
system [111].
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Limitations of PEM include that for cost reasons only a limited number of
drugs are followed, rare ADRs will not be highlighted because of sample
size, and frequently long latency effects will not be detected as reports are
not routinely collected over a long period of time. Not all green forms are
returned and it is hard to ascertain whether the non-respondents are well
represented by those who do return the forms. Also, PEM is not
implemented in hospitals. PEM is particularly valuable in hypothesis
strengthening although signals have also been detected using this approach
such as pain activation with sumatriptan [21].

Cohort studies without control groups studies have also been performed
[112], where a cohort of users of a drug have been followed. These are
limited in value [17, 113] because of the inability to compare rates to a
background. However some, such as Auriche and Loupi [37], argue that
such studies have some limited usefulness in that they can be cheap and can
at least provide an upper estimate of the incidence of an adverse event in the
population, when no adverse event is discovered.

iii)Case Control Surveillance
In Case Control Surveillance (CCS) [11] cases with diseases of interest and
controls without these diseases are periodically screened to explore
associations between diseases and drugs and other variables of interest [113].
Periodic screening using case control surveillance identified a possible
relationship between alcohol use and breast cancer [114]. However CCS has
been used more in hypothesis testing [113, 115]. CCS has led to the
detection of false signals. For example rauwolfia alkaloids and breast cancer
[116] was highlighted. One of the reasons [11] for this false signal and its
controversy was a lack of appreciation of chance findings due to multiple
testing, emphasising the need to attempt to replicate associations in other
data sets. When larger numbers of breast cancer cases were studied even
small associations with rauwolfa were ruled out [117]. Other reasons [11] for
the original association were lack of data collected on breast cancer risk
factors, nor time of exposure and also no data on discontinued rauwolfia
use. An example of another signal generated by CCS is cholecystitis and
thiazide diuretics [118].

All pharmacoepidemiological studies can generate hypotheses of possible
signals, as incidental findings in studies mounted for other reasons. In
addition to the above approaches the only databases which have been
systematically screened in an attempt to find signals are: Kaiser Permanente,
and the Medicaid database, however the most productive source of new
hypotheses about drug effects remains spontaneous reporting [19].
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2.2.2 Spontaneous reporting systems
Different methods of quantitative analysis using spontaneous reporting
make use of:

a) Periodic or continuous testing
b) Based on reporting rates (ie link to denominator data) or reporting

numbers
c) Examining the total number, or rate of increases (in single or

multiple time periods) of reporting.
Different combinations of the above are possible.

i) The use of spontaneous reporting combined with an estimate of
utilisation data such as sales/prescription data
Spontaneous data provides a numerator and sales data or other utilisation
data can be collected as a denominator, the combination of the two allows
crude incidence rates of reactions to be calculated, (this is similar to the
approach used in PEM). An example is the ASAP collaborative project
between the UMC and IMS [119]. The use of spontaneous reporting and
drug sales and prescription data can give an approximate estimate of a
frequency or incidence rate [29]. Several drug - ADR signals have been
further characterised using this method [120-124]. When using denominator
data the specific hazards function of the drug-ADR of interest [125] needs
to be considered when considering population time at risk. Information on
sales or even the prescribing of drugs does not necessarily accurately reflect
the taken dose and duration of exposure to a particular drug, as patient
compliance may be poor. Compliance will vary from individual to individual
and over time. The approximate nature of exposure estimation by amount of
prescriptions or volume of sales needs to be considered in analysis.

The combination of spontaneous reporting and sales data can be very
valuable in improving public health [126]. As used by the WHO, this is a
signal analysis tool as sales data is not available readily on all marketed drugs
and thus such an approach cannot be implemented in an automated manner.
The collection of data from different sources for the numerator and
denominator, might result in different biases in numerator and denominator.
However the combination of spontaneous reporting with sales data at least
allows one to estimate a minimum incidence, as under reporting is a one way
effect.

Norwood and Sampson [127] also looked at signal methods based on
changes in sales adjusted ADR rates. Praus et al [128] criticise the above
approach and other methods for detecting increased frequency of reporting
of ADRs, as these methods which for example highlight combinations based
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on doubling of reporting rates, fail to detect slowly increasing trends in the
sales adjusted ADR rates. Some signal detection methods look at the
increase in incidence rates over time. [127-129] and thus are similar to the
methods described in the next section, but denominators are calculated from
sales rather than other spontaneous reporting. These methods look for
unexpected increases in reporting, often by looking for high number of
observed cases in comparison to an expected number of cases calculated
based on previous data, and are very similar to approaches used in the
detection of changes in patterns in reported occurrence of infectious disease
in the early detection of epidemics [130]. This approach has been mainly
been done in the analysis of spontaneous reporting alone, but some include
sales data.

Praus et al [128] suggest the cumulative sum method (cusum): Cumulative
sum over time of difference between observed cases and a reference value.
Whenever it becomes negative, the statistic is reset to zero. Signals occur if
statistics exceeds a preset decision boundary. The method uses sales volume
to estimate variation of population at risk, but in other applications the latter
is assumed to be constant. Such an approach might be used to detect trends
over time. However, a limitation of the method is the amount of
information required. Moussa [129] suggested some developments to the
cusum method.

ii) Changes in reporting rates: trends
The WHO database led to the suggestion of many methods for signal
detection from a large data set of spontaneous reports[51, 129, 131-133].
Most of these methods focussed on detecting sudden increases in reporting
in new batches of data in comparison to data already in the WHO database.
Patwary [131] suggested two methods:

High values of K should represent possible signals, and could be used for
prioritising clinical review.
O= Observed number of reactions for a particular drug, while E is the
expected number, if the reporting of the drug and reporting of the ADR
were independent. The 0.5 is a continuity correction.
K is the geometric mean of two other indicators: O-E and (O-E)/E, the first
being weak at highlighting newly introduced signals where O and E have
low magnitude, and (O-E)/E would preferentially highlight combinations
with low expectations. This K statistic, where comparison is made of
observed to expected, is similar to those methods currently used for signal
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detection (see next section), however in these methods the use of a standard
deviation as well as an expectation estimate prevents the preferential
highlighting problems discussed with O-E and (O-E)/E.
The following was also suggested by Patwary:

If lambda was calculated for a given drug adverse reaction combination:
n1= total number of reports in a new batch of reports
n2= total number of reports in database excluding those in the new batch
p1= proportion of reports in the new batch of drug - ADR combination of
interest
n2= proportion of reports of drug - ADR combination in database excluding
those in the new batch
q1= 1-p1
q2= 1-p2

The lambda statistic was based on changes in reporting rate on addition of a
new batch of data, and was used routinely until 1974 to analyse batches of
reports entering the WHO database. 

Mandel [133] emphasised the variability in the size of batch reports (and
timing) at the WHO centre and showed that the Patwary [131] method was
vulnerable to batch size fluctuations, and led to inconsistent results in signal
detection. Mandel suggested an alteration to the routine method to reduce
the dependence on the batch size, and also suggested a new method based
on a suggestion of Finney of a statistic for comparing two proportions [133]
where the change in reporting between two batches of reports was
considered using a statistic *:

Where B' is the number of reports to a specified event and a specified drug
in a batch of reports and B is the total number of reports of the specified
event and a drug in k previous batches. Patwary also suggested trend
analysis, considering change in reporting over two or more batches, and
mentioned other signal detection methods including interaction.
This delta method also became routinely used by WHO [132] for signal
detection focussing on highlighting sudden increases in reporting of adverse
reactions. Values of delta higher than a threshold of 1.28 for moderate or
severe, and 2.58 for minor reactions then signals were generated.
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Mandel [133] also suggests implementation of trend analysis as
recommended by Finney [51] by suggesting that a positive delta over several
batches is more suggestive of a true signal leading to the following statistic:

Where B’i = number of reports on an event in the ith batch
and T0= total number of reports on this event in k batches previous to the i-
th batch. This statistic was derived from methods for signalling linear trends.
Mandel [132] discusses further the limitations with this approach, for
example a signal where there is only a slight increase in reporting in the
batch and this process continues to occur at the same rate will not
necessarily be highlighted. Mandel [132] comments that trend analysis alone
(whether performed over one batch or several) is susceptible to delayed
signal detection in that the time taken to detect trends, even assuming
regular reporting of the national centres every quarter will be nine months,
in which time ordinary forms of communication such as ADR bulletins can
communicate the event. Under reporting may make this signalling delay
even longer, since in practice all national centres do not send reports every
three months. This may improve in the future with automatic updating of
the WHO database. Mandel [132] suggested that simpler methods that are
not sensitive to under-reporting and dumping of data were needed, and that
such methods should produce faster signals with straightforward
interpretations.

Mandel [132] proposed a method the 'Centre Batch Matrix method' where
he suggests looking at the changes in reporting of the individual National
Centres and focussing detection on small increases in reporting that occur at
many National Centres. His method assumes that an increase in reporting of
the event at many national centres is unlikely to be random. However
publication bias or sudden increases in sales of a drug might well induce an
increase in reporting at most of if not all National Centres and this might
produce false signals. This method relies on knowing exactly which
countries the drug of interest is marketed in, and considering this
information in the calculation. Mandel [132] also makes clear that sustained
but slow increases in reporting may also be valuable in signal detection. This
is considered in our routine use of the BCPNN. Levine et al [134] expanded
the Centre batch method further in particular to try and detect trends and
detect patterns amongst the data.

In the 1980s after the Centre had moved to Uppsala the emphasis of signal
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detection was changed from the use of quantitative methods to manual
review of the data and this manual review led to the detection of new signals
[54, 135]. This renewed focus on manual review, limiting the role of
computers to cataloguers rather than pattern recognition tools, leading to
published signals was considered satisfactory at the time, particularly given
the much decreased cost involved [136].

As there are considerable delays and variation in delay between occurrence
of ADRs and their reporting to the WHO database, and because the date of
the onset of the reaction may be missing on a case report this makes a
system of signalling mainly focussed on the detection of changes in trends
impractical, thus we have focussed on another approach to quantitative
signal detection.

Also in the 1970s Finney [51] suggested the reaction proportion signalling
where he suggested comparison of a specific drug - ADR to a larger set of
drugs and ADRs. This method is the origin of many of those currently used
by looking for measures of disproportionality in signal detection of
spontaneously reported cases. Finney described this method as less suitable
for signalling than some other approaches he suggested, based on the work
required to consider each drug and ADR individually, but advances in
computer power have made the routine screening of all drug - ADR
reactions possible and thus made this approach useful on a routine signal
detection basis [137]. Thus the basic logic and method for the current work
in the WHO Programme was considered 30 years before its practical
inception. 

The Australian guidelines for recording of suspected adverse drug reactions
require the recording of any drug listed on a case report reported to the
National Centre to be listed as suspected, other than those designated by the
reporter [67] This policy was designed to enhance sensitivity, reduce bias,
and allow for possible interactions. The implication is many co-suspected
reports will be listed on each case report, and often hard to determine which
of several suspected drugs is the likely cause of the reaction. The Australian
profile method developed by Purcell [67] was developed with the aim of
providing a systematic method for the removal of innocent bystander drugs.
For a given reaction term Fisher’s exact test is calculated for every drug
listed as co-suspected on at least one report. Every drug then is ranked
according to the smallest probability of the Fisher’s exact test. This drug is
then considered the likeliest cause for all reports on which it is suspected, all
other drugs listed on those reports are then considered as innocent
bystanders on those reports. The Fisher’s exact test is then repeated, and all
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drugs re-ranked by probability. The next highest drug is considered the
cause of the ADR, and all other drugs co-suspected on its case reports
considered innocent bystanders, and the Fisher’s exact test-based ranking
recalculated. The process is then iterated until cases have one drug
considered as suspected and the other listed drugs all as innocent bystanders.
Drugs are then classified in the raw data as profile positive or negative,
positive representing those surviving the analysis, and the negatives as those
that had a more likely co-suspected drug on all case reports, which are then
considered not causally associated. However such an approach of
systematically removing the least likely drug would seem unlikely to find new
unexpected signals, as outliers are removed so considering the more
reported drug as standing out, and therefore the more likely well established
ADR as more likely. Additionally the method may be biased towards
detecting signals for drugs that tend to be used alone, rather than used with
several other therapies at the same time. However this might be a useful
approach to reducing false positive signals, and therefore this method may
be helpful in further signal evaluation, and indeed a similar method was used
for a best case analysis of antipsychotics suspected myocarditis. The method
was described in paper III and the signal is presented as paper IV. 
The same group also tested signal detection using the Peto OR to rank drugs
rather than Fisher’s exact test. 
The Peto Odds ratio is defined as [67]:

Where Observed is the number of reports of a drug-ADR combination, and
the Expected is defined as the number of reports one might get if the drug
and ADR are independent based on the total reporting of each, C is the total
number of reports in the data set. This method is similar to the calculation
of the ratio of Observed to Expected which is discussed in the next chapter.
Observed minus Expected may be large, but the ratio between observed and
expected quite small, when both the observed and expected values are large.
Thus the magnitude of the expected value will have a large impact on which
combinations are highlighted but the Peto OR in comparison to the
(Observed/Expected). Perhaps the Peto OR is more likely to detect
important public health issues, but less likely to find the really new and
unexpected. This method is also similar to that being developed by Evans
based on sequential probability ratios (Evans, personal communication). In
testing the Peto OR highlighted different combinations to those highlighted
from other methods [67], this might indicate the measure is not effective in
signal detection, but further evaluation is certainly needed as there is no
‘gold standard’ in pharmacovigilance (See chapter 8).
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Amery [138] described the signal detection techniques performed at Janssen
Research foundation. Adverse event (AE) profiles calculated for individual
drugs, or specific strong cases highlighted by clinical review, may lead to
suspicion and thus the capturing of similar cases, which may lead to a signal.
Janssen Research foundation also looked at relative AE profile, that is
signals would be assumed whenever the number of specific AEs associated
with a given medicine significantly exceed the expected number on the basis
of the medicine’s overall contribution to the database. Serious ADRs
combinations were highlighted when more reports than a given threshold
such as three had been reported for a specific drug, this is similar to the old
WHO ‘new to the system’ listing. Overdose cases were investigated. The
consequences of the overdosing were then used to search for similar
diseases in the general ADR reporting for the drug at normal doses. Besides
evaluating possible drug - ADRs as signal or non-signal the system allows
‘maybe’ and such combinations are followed then if further reporting passes
a predetermined threshold (possibly varying based on severity of ADR) the
combination is reevaluated

Tubert et al [139] describe a method of estimating the number of
spontaneous reports that might be expected by chance based on the number
treated, and the background incidence of disease, to any given level of
statistical significance. The method is based on the Poisson distribution. This
method could potentially be implemented as a screening technique but is not
discussed further in this thesis, as information on background incidences
and number of patients treated is not readily available on an international
level.

2.2.3 Comparison to database background
This method towards highlighting possible signals quantitatively and this will
be discussed further in Chapter 3.

There is an ongoing need for traditional clinical evaluation of case series, the
hypothesis initiated from whatever source, including single clinically
unexpected and interesting cases highlighted by clinical review at the input
stage [21], must be emphasised here. Clinical review of cases is important
both at the input [136] and output [21] stage.
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Chapter 3. Measures of disproportionality compared to
database background

3.1 What they are in general

As sales data have not always been readily available for combination with
spontaneous data, out of necessity methods have been developed for
quantitative signal detection using spontaneous reported data alone, that is
without a denominator. This chapter discusses the measures used in
quantitative signal detection of spontaneous reports without denominator
data, where disproportionality is considered relative to other data contained
in the data set.

The methods look for unexpected numbers of reports in the data set in
comparison to general reporting. Such approaches are similar in spirit to the
‘pigeon hole system’ a method developed and used routinely by Napke [140]
in routine drug safety surveillance in Canada. A physical version of a data
matrix, each pigeon hole represented a different drug, and incoming cases
were filed according to the suspected drug. Coloured tags were used to code
specific important information and added to cases such as those which
resulted in a fatality or had a rechallenge. Unexpected increases in reporting
of a particular drug in comparison to the other drugs in the pigeon hole
system, or unexpected collection of cases with a particular colour tag would
be seen by physical inspection, and this would prompt clinical review.
Recently more automated computational methods have been developed for
finding the unexpected in data sets as an aid to clinical review.
Large data sets even if made up of poorly documented cases, will be more
suited to proportional techniques than smaller data sets. The importance of
the application of such a method to the WHO database is clear.

3.2 Similarities and differences

There are different approaches to the implementation of a quantitative signal
detection system comparing to a background of an entire database of 
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spontaneously reported ADRs. The main differences between these can be
summarised by the following diagram:

Any combination of statistical approaches, measures of disproportionality
and computational methods can be used in quantitative signal detection in
comparison to a generality of spontaneous reporting.

Different statistical approaches may be used, whether Bayesian or
Frequentist (the ‘classical’ statistical approach), the UMC method (and the
FDA method) uses a Bayesian statistical approach and this is discussed in
section 4. Several measures could be (and are) used for signalling, as a
measure of the disproportionality. Examples are the proportional reporting
ratio (PRR)[141-143], the Reporting Odds Ratio (ROR) [144] or the
Observed/ Expected ratio [145, 146].

Consider a two by two contingency table:

Specific ADR (y) All other reactions

Specific Drug (x) a b

All Other drugs c d

In this table reports can be classified in the cells ‘a’, ‘b’, ‘c’ or ‘d’. For the rest
of the section the number of cases in each of the cells are referred to as a, b,
c and d respectively. For the Observed/Expected ratio the observed number
of cases is a, and the expected number of cases = p(x) *p(y) * Total number
of cases in data set (a+b+c+d). Thus from the above formulae:
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And the Observed to Expected ratio is:

The PRR is defined as [142]:

The PRR as originally developed is the ratio of: reporting of a specific
adverse event relative to all other adverse events for the drug of interest /
reporting of that same adverse event relative to all other adverse events for
all other drugs in the database. The PRR is similar to the RR as used in
observational studies and the Proportional Mortality Ratio [143]. 
The Reporting odds ratio (ROR)[147]:

Problems that exist with some measures are that they are undefined when
the denominator equals zero which effects a proportion of combinations in
the data set [148]. This proportion will vary from data set to data set and is
hard to handle computationally, although there are ways around this, for
example the PRR can be changed, so fewer non-zero counts occur, by
comparing the rate of the ADR of interest for the drug to the rate for all
drugs rather than all other drugs [143]. Such a measure is a frequentist
estimate of the Observed/Expected ratio. Implementation of the
Observed/Expected ratio in a Bayesian framework gives the EBGM and IC
which are discussed below.

Other statistics that have been used as measures of disproportionality in
spontaneously reported ADR data sets include the Yules Q [149] and the
Peto Odds Ratio [67]. The Yules Q although rarely used, has an advantage
over PRR and ROR (as normally implemented) of having the property of
being calculable despite zero counts in the two by two contingency table.
Egberts [149] describe the ranking of Yules Q for drug adverse reactions as
having perfect correlation with that of the ranking based on Reporting Odds
Ratio (ROR). A limitation with Bayesian implementations is that the
formulae are more complex. However, there are clear benefits of a Bayesian
approach and these are discussed in the next Chapter.
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Most of the methods use traditional serial computer programming
architectures. However, the BCPNN approach uses a neural network
approach, this is particularly advantageous in searching for large numbers of
combinations, and is crucial to our approach to unsupervised pattern
recognition of patterns in the data.

Different methods can be used to determine precision and thus highlight
associations of interest. Often a lower 1.96 SE boundary is used [148] but
the lower two standard deviation level is used in Bayesian approaches [145,
150]. Additionally the chi-squared test may be used to demonstrate precision
[142]. Although the chi-squared is not always an appropriate test statistic at
low counter values [151].

The BCPNN uses Bayesian statistical methods implemented in the neural
network architecture and the measure of disproportionality used, the
Information Component (IC), is a Bayesian implementation of the observed
to expected ratio, expressed as a base two logarithm.

Other similar Bayesian measures to the IC include the Bayes Information
criteria and Bayes factor [152]. Similarly the FDA method uses a Bayesian
implementation of the observed to expected ratio [146, 153]. The FDA
method was called the Gamma Poisson Shrinker (GPS) this method has
recently been improved to extend the method for interaction detection and
is referred to as a Multiple Gamma Poisson Shrinker (MGPS) The approach
being developed on the FDA database uses a measure called the Empirical
Bayes Geometric Mean (EBGM)[146, 153, 154], the expected value being
calculated by a weighted estimate of different strata, where the expected
value is under the null hypothesis of independence between the drug and
reaction. The distribution of interest is calculated from a Poisson
distribution, and similarly the measure of unexpectedness the EBGM (which
is non-logarithmic) is dampened by the prior probability towards
independence between the drug and ADR in the absence of data. A
threshold based on the one sided 95% credibility interval is used for
highlighting combinations.

The Medical Controls Agency (MCA) use a threshold for drug - ADR
combinations of PRR $2, and a chi-squared test value (with 1 degree of
freedom)$4 and with three or more cases [142], to highlight potential
signals. The LAREB foundation in the Netherlands use an ROR-1.96SE >
0, as their threshold [148], and also for combinations of interest consider the
IC value for the combination in the WHO database [66]. Originally it was
proposed that the EBGM measure should be used for ranking dependencies
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[146], although later, as the BCPNN measure does (see paper I), it was
adapted to calculate and use a lower 95% confidence limit for filtering, the
EB05 [155]. An EB05 $2 (one-sided test) is then proposed as a threshold for
highlighting combinations [153], although further testing of this is needed.
In using these different measures the choice of threshold level may vary and
stratification techniques might be used. Additionally decisions on
implementation may considerably affect the method. For example the WHO
implementation of the BCPNN focusses on detection of new possible
signals by highlighting combinations where a change in reporting occurs
such that the IC-2SD is newly greater than zero. Such implementation issues
and their implications are discussed in Chapter 8. Recent reviews of the
current methods in use for quantitative signal detection using the rest of a
database as a background are those by Clark et al [156], Jones [157] and
Hauben [158].

There are limitations of considering unexpectedness relative to a background
of spontaneously reported data: the comparison of ‘good’ drug(s) to ‘bad’
drug(s) For all these methods comparison is made to the generality of the
database. However if two drugs cause the same adverse reaction at the same
incidence but one is also reported with many other adverse reactions, then
despite the ‘a’ value being the same for both drugs, the ‘b’ value will be
much higher for the drug that causes lots of other adverse reactions. Thus
the drug which is uniquely reported will have a higher measure of
disproportionality than the drug reported with many different ADRs, despite
the true incidence of the adverse reaction being the same for both drugs.
This emphasises that the consideration of the unexpectedness of a drug
adverse reaction alone, without consideration of other related drug - ADR
combinations, is inappropriate.

van Heijden et al have shown that the ROR is independent of general drug
under-reporting [159]: if the general reporting of the drug increases by a
factor of X, for all adverse reactions, then the reporting of the drug adverse
reaction of interest will also increase by a factor of X, thus the ratio of the
numerator to a denominator will remain constant. Other measures such as
the Observed/Expected ratio and PRR do not show this property but are,
however fairly robust to such changes. Systematic under-reporting of a
particular drug adverse reaction for example after publicity about the issue,
will however inflate all measures of disproportionality.

A clear disadvantage of the ROR is that the measure will vary by the size of
the drug or ADR grouping made. If two drugs have identical reporting (cx, cy
cxy) at a specific time point then the ROR will be identical for the two drugs
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with the same ADR. However if the two drugs are considered as one drug
group then the ROR will change. If the ROR was greater than one for each
drug, then the combined ROR will be even greater, if the ROR was negative
for each drug, then the combined ROR will become even more negative.
The PRR will also vary if the ADR grouping is changed but not if the drug
group is changed. However the observed to expected ratio is independent
both of the choice of the drug and ADR of interest, when the data set
remains constant.

van der Heijden et al [159] also showed that the ROR is independent of
under reporting if the reporting rate is reduced by the same magnitude for
the drug-ADR of interest as the drug in general, as the cxy and cx values
increase by the same proportion. Similar effects (although not complete
independence) are observed for the other measures of disproportionality. 
A problem with comparing to a background of reporting, is that total
reporting of a drug’s ADRs is considered a surrogate for drug use. Such an
increase in total reporting of ADRs is fine if it reflects much more use of the
drug, not if reporting changes due to less under-reporting due to more
interest in the drug, or other ADRs associated with the drug. Selective
reporting of serious ADRs reporting is a concern both in terms of what
reports are received, but also any differential speed with which reports are
received into the database, which make temporal analysis difficult. Thus the
‘15 day rule’ which ensures that serious adverse reaction are reported
quickly, also causes an anomaly in the background. 

Different groups of healthcare professionals might report suspected ADRs:
nurse, pharmacists, dentists, hospital doctors and outpatient doctors [160].
Additionally consumers may wish to report. The reporter type may
systematically affect the type of data collected. For example patients are
unlikely to report technical medical terms, while doctors are less likely to
report the truly unexpected reactions which might be pharmacologically very
non-plausible. Therefore, the method may need to be adapted depending on
the reporter. The proportion of serious and labelled reactions reported may
well vary between reporting groups.

From a theoretical data mining perspective the more data the better is a
guiding principle. Data can then be included and excluded as desired. All
data add some information, but it may not be very much. Consumers may
make fewer assumptions about what is known or not known which might
result in unexpected signals, but also might result in more spurious
associations. The cost and effort of collecting spontaneous reports cannot
be ignored, and this cost needs to be balanced against the benefits of
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pharmacovigilance systems for the public good.

Terminology used for coding adverse drug reactions can have a large impact
on the signal detection system. If a drug causes an adverse reaction, but no
specific adverse reaction term exists in the terminology used for coding that
ADR report, then the signal may be missed. In the use of PEM in New
Zealand Coulter [21] believes that the main reason for missing new,
unexpected signals is due to a lack of an appropriate signalling term in
terminology. However if the terminology does have sufficient specificity
(granularity) but distinct yet very similar terms exist, then similar cases may
be classified under different terms. Then appropriate grouping of the cases
may not happen, and again the signal might be missed because of
insufficient numbers collated[161, 162]. The structure of hierarchical
terminologies used for adverse event classification makes their potential for
signal detection on a group level clear, when several different yet similar
ADR terms might be used to code a specific pharmacological effect.

If reports are not entered into the databases then signals cannot be
highlighted. If there is crucial missing data this might make the evaluation
from association to signal less likely but also might cause unexpected
disproportionality in the data, if the ‘missingness’ is not random.
Many alternative visualisation techniques could be used to highlight
combinations. One difficulty when considering discrete variables (in contrast
to real variables) is that there is no unique ordering of the variable, therefore
physical clustering of patterns may often just be a result of the arbitrary
ordering of the variables, or be random. Visualisation techniques allow for a
non-systematic approach to highlighting associations of interest, but must
not be allowed to completely take the place of filtering algorithms, therefore
losing the benefits of a systematic approach. Visualisation is harder when
considering associations in many dimensions. There are techniques for this,
but care must be taken not to lose information, also visualisation can make
associations look misleadingly simple.

3.2.1 Multiple testing
This is clearly important in data mining. There is a great difference between
carrying out one experiment showing that the results are sufficiently
different to that expected under an assumption of no relationship (such that
the results cannot be assumed to be due to chance variation caused by
sampling), and thus rejecting the null hypothesis, and repeating many
experiments and getting one (or more) apparently statistically significant
result.
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For example, consider an experiment that results in a relative risk with lower
(two sided) 95% CI greater than zero. This implies that there is less than a
2.5% probability that such a high relative risk or higher would have been
achieved by chance if the null hypothesis of non-association were true. This
low probability of the null hypothesis being correct allows us to reject the
null hypothesis and conclude an association.

However if 100000 different experiments had been performed (many fewer
than the number of significance calculations in quarterly updates analysed by
the BCPNN ) and each analysed separately to test for statistical significance,
then the probability that one or more of these results appear significant can
be written as (under the assumption that there are no true associations in the
data): 1 - p (none of the 100000 experiments is by chance statistically
significant) = 1 - 0.975 100000 . 1. Thus it is almost certain that one or more
combination would give a statistically significant result! Even if we
conducted only 1000 tests and considered statistical significance with a two
sided 99% CI: 1 - p (none of the 1000 experiments is by chance statistically
significant) = 1 - 0.995 1000 = 0.993.
One has to be careful how one interprets statistical significance as it depends
on the experiment design. So if an apparent statistically significant result is in
fact not necessarily significant, and may well be coincidence - because we are
doing so many trials - how, should it be interpreted? If one association is
true - then it is more likely to be the statistically significant association than
the other. Or even if both statistically significant - then that with a lower p
value is more likely to be a true association, assuming no biases in the data.
One needs to consider the aim of significance testing in hypothesis
generation. In pharmacovigilance a higher credibility level such as 99.99%
could be used, but with 100,000 trials the probability of some standing out
by chance will always be much greater than zero. Also the nature of data
mining means that a very large but unknown number of trials will be carried
out making the determination of an appropriate credibility level impossible.
However it must be considered that not all ‘trials’ are independent, so the
probability of getting a few statistically significant results is less than might
be suggested above. In the BCPNN application we recalculate the values for
each drug - ADR combination each quarter - and cumulatively - so this will
affect the significance testing. Other approaches to multiple testing might be
appropriate.

Large numbers of possible combinations can make events which seem
superficially unlikely in fact much more likely to occur by chance. For
example in 1990 a woman won the New Jersey lottery twice within four
months, the chance of a specific person winning twice in four months is
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only 1 in 17 trillion. The chance of anyone somewhere in US winning twice
within four months is about 1 in 30, as so many individuals buy tickets every
four months [83]. Our technique of data mining uses statistical significance
for ranking and alerting purposes, instead of determining absolute
probability. We then use domain experts to exclude the chance patterns by
starting at the top of the ranking and working down [83].

Consider the difference between two combinations with the same
unexpectedness. The two combinations should be distinguished if there is a
different amount of support for each combination, the consideration of the
precision estimate, for example the standard deviation is important in this
context.

The most interesting patterns in pharmacovigilance are not necessarily those
that stand out at one particular time, but rather those that change their
disproportionately and that have increasing supporting evidence (low
standard deviation).

In data mining using the BCPNN we calculate the disproportionality and
standard deviation each quarter for all drug - ADR combinations. This
multiple testing could, from a frequentist perspective, be adjusted for in the
confidence intervals using Bonferroni correction, where the alpha level is
adjusted according to the number of tests performed. However this would
be impractical as we are performing such enormous numbers of tests.
Group sequential methods allow for repeated significance testing over time
as data accumulates, by maintaining an overall level of significance for all
tests, and such approaches have been used in pre-marketing clinical trials
[163]. This is inappropriate since we do not know in advance how many
times we will look at the data, which is needed to specify the alpha level of
each individual significance test. On the other hand a Bayesian approach is
more transparent and logical, where the concept of repeated testing is
fundamental.

Statistical testing, adjusted for multiple tests, does have less discriminatory
power, so it is essential to give this constant consideration when reviewing
the data. Multiple testing associations might be chance effects and these
must be discarded during clinical review.

3.2.2 ADRs are also hard to detect clinically
ADRs that mimic the treated condition are extremely hard to detect in
spontaneous reporting, this is often because any signal may be assumed to
be due to underlying or inter-current disease. However the same problem
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can occur in clinical trials as it did for fialuridine which was studied in
patients with underlying liver disease, as cases of fialuridine induced hepatitis
occurred they were initially mistaken as progression of the underlying liver
disease[164]. It is very hard to detect signals when there is confounding by
indication [21], although in practice some false positives can be excluded at
the clinical review stage if there is sufficient information to demonstrate a
consistent, suggestive pattern to an astute clinician.
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Chapter 4. Bayesian Statistics

4.1 History

Bayesian Statistics is an alternative statistical approach to the classical
method of statistical inference. This approach has developed from the
research ideas of Reverend Thomas Bayes [165, 166], who derived a formula
of conditional probability that came to be known as Bayes Law:

Laplace developed the ideas of conditional probability further and later
Jeffreys continued the work [152].

4.2 Bayesian statistical principles

In the context of health technology assessment Spigelhalter et al [167]define
Bayesian statistics as: 

‘the explicit quantitative use of external evidence in the design, monitoring,
analysis, interpretation, and reporting of a health technology assessment.’

The rigorous theory of the combination of a subjective prior based on
external information with data to give an updated posterior estimate as it
accumulates in a systematic way is the essence of the Bayesian approach.
Bayesian statistics uses ‘probability’ to express subjective ‘degree of belief’ in
a specific outcome of interest.

Based on prior belief, and constantly updated on addition of new data,
Bayesian statistics provides a formal statistical framework for updating
probabilities and incorporating prior (even assumed) knowledge. Thus there
is no final answer just an answer based on the current data and the prior
belief, which would be updated if more data was collected.

Probability changes on basis of new data. Starting with a guess, confidence
in an estimate always increases with new data, therefore estimates fluctuate
decreasingly as new data accumulates, but always change. Bayesian
philosophy and the underlying statistical principles are simple , but
computationally the formulae can be harder to calculate. The advent of
improved computing power and the practical possibility of using methods,
such as the Markov Chain Monte Carlo method (MCMC)[168], have made
Bayesian statistical methods usable on more problems. Previously, Bayesian
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statistics could only be implemented on only the very simplest problems.

Bayesian statistics is an alternative approach to classical statistical inference.
Such an approach suffers from involving more complex formulae, but
allows more flexibility in analyses and in particular provides a natural
framework for inclusion of previous information in the statistical analyses.

4.3 Comparison between classical and Bayesian statistics

Classical statistics, is often referred to as frequentist by Bayesians [169].
From a frequentist perspective probabilities are defined in terms of expected
frequencies of the outcome of an event if the event could be repeated
indefinitely. Frequentists calculate the probability of an outcome given a
specific underlying state or model (often the null hypothesis that there is no
relationship) thus calculating the probability of observed data given a certain
model is true {p(data | model)} [170]and statistical significance is attributed
when the chance of the null hypothesis is low. Thus a frequentist approach
considers the population value as a fixed, but unknown quantity without a
probability distribution, and significance tests are calculated to demonstrate
the precision of an estimate of this population value.

In contrast, as Bland and Altman [169] put it, Bayesian methods consider
proportions to have probability distributions which change on the basis of
information, and allow calculation of the probability of the model given a
certain set of data: p(model | data) [170].

4.4 Distinction between using Bayes Law and using Bayesian
statistics

The use of Bayes Law does not imply in itself that Bayesian statistical
methods are being used. The procedure for revising and updating the
probability of some event in the light of new evidence is seen as Bayesian in
logic, as it often requires the use of Bayes Law. However such updating of
probability with data can be done without using formal Bayesian inference.
Consider the estimation of the probability of rain occurring in London on a
given day. One observes the incidence of rain in London over four days and
the following outcomes occur: Rain, Rain, Rain, Not rain. After each day
one wishes to estimate the chance of rain on the next day: p(rain in
London). After the first day when rain had been observed:
p(rain in London)= Number of days it has rained /Total number of days =
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1/1 =1
After the second day the probability is revised:
p(rain in London) = 2/2 =1
Then again the probability can be revised after the third day:
p(rain in London) = 3/3 =1
After the fourth day the probability is revised:
p(rain in London) = 3/4 =0.75
If it then rains for 77 of the next 96 days, then on day 100:
p(rain in London) = 80/100=0.80

In Bayesian statistical inference we first assert a prior probability which
reflects our belief in the outcome before we have any data. We then
calculate a posterior probability distribution based on our prior distribution
and the data collected we can then estimate the probability of rain with the
expectation value of the probability distribution. Assume an uniform prior,
with equivalent sample size 2 (by using a type of distribution known as a
beta distribution as prior with its hyper-parameter set as "0= 1, and "1= 1).

Using: p(rain in London) = (1+ Number of days rain is observed) /(1+
Total number of days observed). Then:
After day 1: p(rain in London) =(1+1) /(1+2) =0.6666
After day 2: p(rain in London) =(2+1) /(2+2) =0.75
After day 3: p(rain in London) =(3+1) / (3+2) =0.8
After day 4: p(rain in London) =(3+1) / (4+2) =0.6666
If it then rains for 77 of the next 96 days the probability of rain on a given
day becomes even larger:
After day 100: p(rain in London) =80+1 / (100+2) = 0.79

The probability of rain is never 1 with the Bayesian estimate, although if it
continues to rain every day then the probability will tend to one. The
probability of rain is always revised on the basis of new data. The weight and
most likely value of the probability estimate of the prior are both influential. 
The prior has decreasing influence as the amount of data accumulates, so the
Bayesian and frequentist estimate will eventually become closer. Standard
deviations could be calculated for each probability estimate to reflect our
uncertainty in that estimate. Note that by instead assuming a beta
distribution with larger hyper-parameters such as (5,5) as our prior
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distribution, we would attribute more weight to our prior beliefs, while
asserting the same mean of the prior probability of rain (0.5). This would
give the following Bayesian estimates:

After day 1: p(rain in London) =(1+5) /(1+10) =0.55
After day 2: p(rain in London) =(2+5) /(2+10)  =0.58
After day 3: p(rain in London) =(3+5) / (3+10) =0.62
After day 4: p(rain in London) =(3+5) / (4+10) =0.57
If it then rains for 77 of the next 96 days the probability of rain on a given
day becomes even larger: 
After day 100: p(rain in London)=(80+5) / (100+10) = 0.77

The increased influence of prior beliefs results in the observed data initially
having less effect in changing the probability estimate, but as data increases
the prior still has less and less influence. Selecting a very strong prior can
lead to a distortion of the results.

Often the terms prior probability is used to describe the overall probability
of an event, and posterior probability as the probability of the same event
conditional on some other information, however the use of such
probabilities can be made either using either frequentist or Bayesian
inference [171]. If a subjective choice of prior based on external information
is used, and this is updated based on new information, then this is Bayesian
inference.

Sometimes distinction is made between “Empirical Bayesian” and
“Bayesian” methods. In empirical Bayesian approaches actual data is used to
define the prior probability, whereas in fully Bayesian methods the prior is
determined solely from external information or subjective belief.

4.5 Priors and Bayesian controversy

4.5.1 Prior and Posterior probabilities
It is possible to consider different types of prior distribution. As discussed
above even a uniform prior could be chosen, where all values of the
parameter of interest are considered equally likely before data is collected, or
a prior where a specific value is considered more likely, can be used.
The terms prior and posterior can be misleading in the context of modern
Bayesian thinking, ‘priors’ do not have to be before, but can be at the same
time. A prior refers to all external evidence about quantities of interest [167]
that is used then to combine with data from the study to calculate posteriors.
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If too strong (and thus inflexible) a prior is chosen then criticism is fully
justified, as the posterior must change on the basis of data. Sensitivity
analyses are thus often performed in Bayesian analyses to show the impact
on the results of the choice of prior distribution [172]. Priors should be
chosen so that they are flexible to the addition of data, and this negates the
criticism of Bayesian methods to a degree. In theory any type of distribution
can be chosen to model the prior, and in practice the form of the prior is
often chosen in order so that the posterior distribution will have the same
form. This is called a 'conjugate' prior, which facilitates implementation
considerably.

4.5.2 Standard deviation v Standard Error
In Bayesian statistics we calculate standard deviations rather than standard
errors. The difference is that whereas standard deviation usually refers to a
total distribution or a population (e.g. the standard deviation of the weight
of Swedish men), standard error refers to the spread of parameter estimates
for a population (e.g. the standard error of the estimated mean for the
weight of Swedish men, based on a sample of 1000 men in Uppsala). In
Bayesian statistics we use standard deviation since we refer to the posterior
distribution of the parameter, and do not refer to parameter estimates but
rather our degree of belief in different values for the parameter itself.

4.5.3 Bayesian approach advantages
In addition to explicitly stating how external information is used in defining
the prior, Bayesian approaches provide a natural method of combining new
data with this previous knowledge defined from external information. The
Bayesian approach, in addition has no problem with repeated trials which
can make calculation of appropriate confidence intervals more difficult from
a frequentist perspective, as the concept of updating probability is a
fundamental principle of Bayesian statistics. 

Ongoing monitoring for adverse drug reactions leads to a constant need to
update posterior probabilities as data accumulates, for which the Bayesian
approach is very suitable. In comparison to the interpretation of p values in
classical statistical analysis, Bayesian precision estimates are easy to
comprehend as the probability that a parameter lies within a certain set of
values[170]. The use of a prior distribution gives flexibility, as different prior
assumptions can be made, and there is a formal method for incorporating
external evidence into the analysis. Bayesian methods handle missing data
intuitively: estimations can be made despite zero counters, and in general
less data results in more reliance on the prior and thus more uncertainty in
the estimate.
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4.5.4 Disadvantages of Bayesian approach
While the concepts and philosophy of Bayesian statistical methods are
simple, the mathematical formulae can be complex, and hard or impossible
to solve exactly. However the advent of sampling methods such as Markov
Chain Monte Carlo methods [168] for empirically estimating the
distributions of interest has facilitated implementation of Bayesian
approaches, and consequently led to increased use of Bayesian approaches
[170]. Implementation can still be computationally demanding, but this
varies from application to application and varies with the technique. Here
however the increased computational power at one’s disposal now makes
this less problematic than in the past. Bayesian methods are often seen as
‘something different’ which can make the approaches harder to understand,
and perhaps increase the chance of their inappropriate use. Also the
controversy of the subjectivity of prior selection is a disadvantage, and
increases scepticism about the results of Bayesian analyses, which can be
unjust.

4.6 Applications

Other applications where Bayesian approaches are used are: in clinical trial
analysis [173] and causality assessment [38]. Bayesian approaches can be
used in supervised pattern recognition, classification tasks, and cluster
analysis. Bayesian approaches are often used in neural networks [174]. In
clinical trials a sceptical prior is used to provide a handicap that trial data
must overcome to provide convincing evidence of benefit. Thus in the light
of positive results, the approach shows conservatism. Other applications
include the testing of new drugs, astrophysics, and Bayesian inference has
also been used in lawsuits and public policy decision making [175].

4.6.1 Benefits of using Bayesian statistics when data mining
a) External information based on for example the goals of the data

mining project can be incorporated into the statistical model.
b) The use of a conservative prior allows a dampening at low counter

values, stopping inappropriate fluctuations at low counter values and
thus stopping unwanted spurious associations or patterns.

c) Flexibility of choice of prior, so an alternative attitude to external
information can be taken.

d) Formal approach for looking at how results differ with different
priors, including sensitivity testing of results.

e) Repeated testing is fundamental to the approach, rather than an
additional issue to be considered in the analysis.
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f) Method can readily handle missing data, can make calculations when
no data, and simply have more uncertainty (wider credibility
intervals) around precision estimate.

g) Credibility intervals easier to interpret than conventional confidence
intervals.

h) A probability distribution with the addition of data leads to a new
probability distribution, thus emphasising the immediacy of any
conclusion, as magnitude and certainty of the change is obvious.

i) Tractable to calculate estimate of parameter even without data (this
is the prior distribution), some classical estimates have problems
before data is collected.

j) Other methods have an implicit Bayesian perspective Irwig [176]
wrote of meta analysis [177]: that it “should be an ongoing process:
as each new trial result becomes available, it should be added to the
meta-analysis available up to that time”. This applies to data mining
or quantitative signal detection which should be an ongoing process
as more data is added and our knowledge accumulates. In addition,
fuzzy logic [178] is in some ways similar to Bayesian statistics in that
it formalises concepts of uncertainty rather than seeing events as
occurring or not occurring and has been implemented in several
medical applications [179].

k) Bayesian approaches are often used for neural network learning [180,
181].
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Chapter 5. Neural Networks

5.1 The use of a neural network

Currently the term 'artificial neural network' or simply 'neural network’ is
used to describe a wide range of different computational architectures.
These architectures are used for a diverse range of tasks, including
prediction, classification of data sets, and data mining.

Neural networks were originally developed in order to try and model the
behaviour of the human brain. As research progressed in this area it was
discovered that the properties of neural networks made them suitable for
specific types of data analysis task such as classification. Neural networks are
good for problems where many complex, undefined constraints exist with
possibly varying relationships between them. A clear benefit of neural
networks is their ability to recognise complex relations in the data without
these having to be explicitly included in the analysis [182], this is a
particularly beneficial property for data mining. This can be explained at
least in part by the notion of parallel computing. Two main tracks of neural
network based research have been pursued:
1. To further develop the neural network so it more and more

effectively mimics the behaviour of the human brain
2. The further development of original neural network based

techniques in whatever way necessary to optimise their use in
specific data analysis tasks.

There is a large overlap between the two research tracks, and it is this
second research that is typified by the work in this thesis.

A typical neural network is made up of many simple interconnected units
("nodes"). Such units can be either input nodes (representing input
variables), output nodes (representing network output), or in some cases
hidden nodes. Communication channels ("connections" or "weights"),
which carry numerical data, link the nodes to each other, so that each node
only operates on local data and on inputs received via connections from
other nodes. The network can be considered to possess a memory
distributed across the interconnections of all nodes. Signals are carried
through the network in parallel [183], the power being derived from the
complexity and number of interconnections rather than the complexity of
the nodes [183]. Each input node represents a different variable and can
either be off or on (or in certain applications somewhere between the two).
The output of a node is determined by the inputs from all its input nodes
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and the weight between each input node and the node of interest. The total
input is calculated and this plus the given bias on the node is then translated
through a support function to give an output. The formula for the support
of a specific node y can be given by [184]:

ox= Output of a input node x
wxy = Weight between an input node x and the output node y
Biasy = The Bias on node y 
Supporty = The support for node y
The output of the node is then a function of the support value and acts as a
threshold, so that input below a certain level results in an output from the
node of zero. The output can either be on off or can also be a graded
output, depending on the value of the support above the threshold.

Rather than giving a neural network rules or principles about data, a training
data set is used for the network to 'learn' from. A neural network is trained
on a training set of cases, for example, with known attribute values but also
known outcome value. The network is trained so that it can accurately
predict the output value of the vast majority (if not all) of the cases. The
learning results in adjustment of the weights between the input values and
the outcome being adapted so that there are stronger weights between input
variables that prove highly predictive of outcome in this training data, and
weaker weights for those that are less predictive.

The network is then implemented on a test set to observe its performance.
The test set is made up of cases not used in training but when outcomes are
known. This network with the weights fixed by learning on the training set is
then used to calculate output values which are then compared to the actual
output/outcome values. If the network has performed well it can be
implemented on the real data set, where the outcomes of the cases are
unknown. Consequently complex relations that are predictive are considered
indirectly by this training process. A danger of the training process is over
fitting: a network is trained too tightly on the training data, and has
extremely good prediction ability there, but poor generalisability to other
data. This can be related to the size of the neural network, since a huge
network can learn all training examples completely where a smaller network
may be forced to focus on learning the key attributes. Smaller networks may
therefore may be more generalisable than huge networks. There is also then
poor performance on the true data, perhaps because the learning has place
to much emphasis on non-representative features of the training set. This
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can be monitored by testing on a test set, before implementation on the
actual data set of interest.

The learning mechanism based on training on data rather than explicitly
specifying the importance or relationship between variables, is advantageous
when analysing inter -variable relationships which are unknown and/or very
difficult to define precisely. The applicability of neural network based
approaches to data mining is clear. This is one of the appeals but also one of
the disadvantages of the approach. Objectivity is present in the method as
one does not know which attributes of the data will provide most
importance for the network, but this also adds some lack of transparency to
the approach. Why a network behaves in a particular way is harder to
characterise. Often one cannot see the importance of different variables in a
modelling experiment [182], where with a regression analysis this would be
clear from the magnitude of coefficients for the dependent variables. One
can extract such information from the weights in the neural network, which
is our routine signal detection approach with a Bayesian Confidence
Propagation Neural Network (see section 6).

Such a system works well for supervised pattern recognition or classification
where one considers the probability of specific outcomes or models given a
set of values of input variables. For unsupervised pattern recognition or data
mining the outcomes are unknown and adaption of a learning algorithm is
needed. One such approach is the Kohenen self organizing map [185] and
another the recurrent neural network approach explored in paper V.

Different mechanisms, or learning algorithms, are used for adjusting the
weights and thus the outputs in the network. For example back propagation,
or self organizing networks where output nodes compete and the winning
node, and to a degree near neighbours have their weights increased. Neural
Network models include: Kohonen, back propagation, recurrent back
propagation, adaptive resonance theory (ART) networks [186] and radial
basis function (rbf) networks [187], or a combination of ART and rbf [188],
probabilistic neural networks and other types. Some of these are developed
specifically for or suited to specific data analysis tasks.

Many neural networks have one or more hidden layer of nodes between the
input and output layer. Neural networks work in parallel rather than other
systems of serial computing, this means that neural networks are very useful
in analyses requiring the consideration of large numbers of combinations
and permutations of variables or values of variables.
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There are different types of neural network architecture: as data can flow
from input to output nodes in different ways. Feed forward models are
where data flows directly from input to output. In contrast, recurrent
networks model information about past inputs which is fed back in
alongside current data via recurrent or feedback connections to provide an
answer. This can be done by feeding the outputs directly back into the input
layer, or it could also be done by feedback from the hidden layers to the
input layer. Computation continues until the network stabilizes, when the
output values can be read. A limitation of a recurrent network, (in contrast
to feed forward) is that it could in theory take an infinite amount of time to
stabilise, or perhaps to find a pattern of states and never converge on one
stable pattern. There are ways of avoiding this, or pragmatically one could
halt the network after a certain amount of time.

Neural networks are most commonly used in the following types of task:
a) Classification tasks, where cases need to be classified together into

predefined classes, the definitions of the classes of which are not
precise, or secondly into classes which are created from the data
itself. The aim is to distinguish between items; finding whether a
specified pattern or types of cases exist in the data set.

b) Modelling outcome prediction, where the probability of specific
outcomes for specific cases are predicted based on the input data for
that case, after learning from a test set of data.

c) Data mining/clustering where one searches for unexpected patterns
of variables or variable values in the data. This may be either
supervised pattern recognition when one searches the data to see
whether it contains a specific defined pattern, or unsupervised
pattern recognition where previously unsuspected patterns are
searched for in the data, that is relating similar cases or patterns in
the data.

d) Time series forecasting prediction of future outcomes [189].

5.2 Applications

Neural networks have been tested and are being used in a wide variety of
real work applications for example an investigation into the relationship
between air pollution and asthma related emergency room visits [190, 191].
Neural networks are also used in the recognition of handwriting [192]. In
each situation the neural networks are used very differently.
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Neural networks have also been used in many business applications [193-
195], for example in database marketing [196]. In marketing neural networks
have been used to focus marketing of specific products on customers most
likely to buy types of products[197], and in identifying trends that are more
indicative of losing customers. In the field of retail research, market basket
analysis has been extensively investigated. This includes finding associations
between purchased products, and looking for temporal trends to predict
which products will be bought in the future, and in intelligent design and
retrieval [198]. In finance [199] applications include: the prediction of
currency or interest rate fluctuation, use in the management of stock and
bond portfolios, in the detection of trends and changes, and in prediction of
bankruptcy [200-202]. In manufacturing neural networks have been used in
the quality control of pulp manufacture [203] and minimising energy
consumption as well as the optimisation of chemical processes and in
environmental research for analysing ozone concentrations [204]. They have
also been used in processes as diverse as die casting [205], analysis of
soundings at test drilling sites to identify likely sites for mineral deposits
[206], in drug design [207, 208] in the assessment of treatment for drug users
[209], and in breast cancer diagnosis [210]. NASA have also been using
neural network technology [211]. Neural networks have even been used as
an approach to try and predict the type of adverse reactions for a new
antidepressant based on group pharmacologic effects and side effects [212].

5.3 Implementation in the WHO database

The network we use is called a Bayesian Confidence Propagation Neural
Network (BCPNN) (see paper I). The BCPNN is a feed forward neural
network where learning and inference are done using the principles of Bayes
law. For the regular routine output we use it as a one layer model, although
it has been extended to a multilayer network. Such a multilayer network can
be used in further investigations of combinations of several variables in the
WHO database and has already been successfully applied to areas like
diagnosis, expert systems and data analysis in pulp and paper manufacturing
[203].

The network is routinely used to analyse the strength of connections
between drugs and adverse reactions and is a very computationally efficient
architecture for considering all combinations. The network is used to count
all reports in the database: all occurrences of variable x (for example a drug),
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all occurrences of variable y (for example an ADR) and all occurrences of x
and y together. The method is readily adapted to count occurrences of
combinations of any complex of variables.

For drug adverse reaction signal detection a feed forward NN is used, the
drugs represent the input layer, each drug in the WHO database being an
input layer node and each ADR term being a node in the output layer. No
hidden layer is used in this application. Although hidden layers have been
used in other applications of the feed forward BCPNN [213] and will be
used again for developing the method to handle the complexity of the data.

5.3.1 Feed forward network
In our routine application the inputs are drugs and the outputs are known
and so are the ADRs. As the inputs and outputs are known we are able to
construct the weights between the inputs and output nodes and these
weights give us a measure of dependency between specific input and output
nodes. This measure of dependency (the information component or IC) is
used for highlighting drug adverse reaction combinations. One input node
represents every drug substance in the database, with one output node for
every adverse reaction term. Each input node is connected to every output
node and the weight is the dependency of that specific drug adverse reaction
combination. The IC is derived using a calculation based on information
theory. 

Extra nodes are added for values of other variables such as gender and also
to combine variables. Drug indication is represented by different nodes, one
for suspected or interactive and one for concomitant medication.

Use of a sparse matrix method improves efficiency as only combinations
reported are counted, and there are large number of combinations that are
never reported in the WHO data set. This saves particularly large amounts
of time in higher order dependency detection.

The network is transparent, in that it is easy to see what has been calculated.
It is robust, in that valid, relevant results can still be generated despite
missing data. This is extremely advantageous as most reports in the database
contain some empty fields. The results are easily reproducible as the same
results will always be obtained from the same data set (in contrast to genetic
algorithm approaches). This facilitates validation and checking of results.
The network is easy to train; it only takes one pass across the data, which
makes it highly time efficient. A small proportion of all possible drug-
adverse reaction combinations are actually non-zero in the database, thus
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use of a sparse matrix method makes searches through the database quick
and efficient.

The neural network provides an efficient computational model for the
analysis of large amounts of data and combinations of variables, whether
real, discrete or binary. The efficiency is enhanced by the IC being the
weight in the neural network. The neural network architecture allows the
same framework to be used both for data analysis/data mining as well as
prediction as used for pattern recognition and classification.

5.3.2 The recurrent neural network 
For the finding of more complex dependencies, a recurrent neural network
model is used. In practice in our recurrent neural network implementation
the input and output layer are really only one layer and the output values of
these nodes are fed back into the nodes as input until stable output values
are achieved. Radial basis functions(Rbfs)[214] as well being used as a type
of neural network model [188] are used in this application to code real
valued variables without the loss of much information so that this
information can be used efficiently as neural network input information.
This has been used in the analysis of an organophosphate poisoning data set
which contained many real valued variables but this work is not included in
this thesis. Pattern recognition by the BCPNN does not depend upon any a
priori hypothesis, as an unsupervised learning approach is used, this is useful
in new syndrome detection, finding age profiles of drug-adverse reactions,
determining at risk groups and dose relationships and can thus be used to
find complex dependencies which have not necessarily been considered
before. Naturally, changes in patterns may also be important.

Alternative computational approaches to a neural network for data mining
include genetic algorithms [80, 208], expert systems [215, 216]. Logistic
regression techniques might be used to examine relations between several
variable however studies have shown that neural networks outperform
standard logistic regressions in analysis [217, 218], although other studies
have suggested otherwise [219]. Moreover to perform logistic regression a
hypothesis is needed which can then be examined, in our application we use
a neural network to generate hypotheses.
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Chapter 6. BCPNN

6.1 History

The BCPNN is used for the work reported in this thesis for IC analysis
(consideration of weights between specific pairs of variables)[145, 150, 181,
220, 221], and pattern recognition [222, 223]. The BCPNN has also been
used in so called Mutual information analysis [181] where summed weights
between variables are used for detecting and coding for dependency
between input variables, and in cross-validation [224] used to test the
predictiveness of the output based on the input data. (Bate et al personal
communication). Although implemented differently the BCPNN has been
used in other guises for other tasks [174, 184, 203, 213, 225, 226]. IC analysis
will be discussed in more detail below, the role of the BCPNN in
unsupervised pattern recognition will be discussed in Chapter 10.

Initial testing of the BCPNN on the WHO database began in 1995, as a
cooperation between a neural network research group headed by Anders
Lansner from the Royal Institute of Technology in Stockholm (KTH) and
the UMC. The first reference in the literature to the potential use of the
method on WHO data was in 1996 in a chapter on International Drug
Monitoring by Edwards [227] in the 13th Edition of Meylers Side Effects of
Drugs, the method was implemented in routine signal detection in 1998.

6.2 IC analysis in general

IC analysis is a method that uses Bayesian statistical principles to quantify
apparent dependencies in a data set relative to the generality of the data set.
The measure of disproportionality used in the BCPNN, is referred to as the
Information Component (IC) because of its derivation from measures used
in Information Theory (discussed in the next section). A confidence interval
is calculated for the IC of each combination.
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6.2.1 Choice of measure of disproportionality
The logarithmic measure of disproportionality (IC) is defined as:

Where:
p(x) = Probability of a specific drug ‘x’ being listed on a case report;
p(y) = Probability of a specific ADR ‘y’ being listed on a case report;
p(x,y) = Probability that a specific drug - ADR combination ‘x’ and ’y’, is
listed on a case report.
This equation can also be written as:

Where:
p(y|x) = Conditional Probability of ‘y’ given ‘x’, i.e. the probability of a
specific ADR ‘y’ being listed on a case report given the information that a
specific drug ‘x’ is listed as suspected on that case report. When the
information present on y is positively associated with x, then p( y|x) is
greater than p(x).

The above formula is related to Bayes law for conditional probabilities. The
Bayesian logic behind the IC formula is not in itself an example of Bayesian
statistics in the formal sense, as no subjectivity has been introduced [171].
Bayesian statistical principles are used in the BCPNN when the IC is
implemented as a distribution, the posterior distribution of which is derived
from a subjective prior distribution of the IC on addition of data. 

Implementation of the IC as a distribution is discussed under 6.4. The IC is
based on: the number of case reports with drug X, the number of case
reports with ADR Y, the number of reports with the specific combination
of drug and adverse reaction; and the total number of reports (C). The IC
can be seen as the calculation of the logarithm of the ratio of observed rate
of reporting of a specific drug-adverse drug reaction combination, to the
expected rate, under the null hypothesis of no association between drug and
adverse reaction.

The IC can be calculated between any pair of variables in the data set but
currently is most often used between specific drugs and ADRs. The IC can
be extended for calculation between more than two variables, this will be
discussed further in Part II Refining Signals.
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6.3 Information theory

The IC is a logarithm to the base 2 because of its link to mutual information
as used in Information Theory [228]. In Information Theory measures are
by convention measured using the base 2 logarithm, and quoted as 'bits'.
Mutual Information (MI) is defined between two variables X and Y as:

Mutual information provides a measure of the dependency between two
variables X and Y and answers the question, ‘If we know the value of one of
the variables X or Y, then how much information will we know about the
other variable?’ Mutual Information is a symmetric measure, and takes
values between 0 and 1, where MI (X, Y)= 0 represents complete
independence between X and Y such that information about one of the
variables provides no information about the value of the other variable and
MI (X, Y)= 1 represents complete dependence between the two variables
such that knowing the value of one variable implies we know the value of
the other variable. Mutual Information was developed by Shannon to look at
methods to improve communication over imperfect communication
channels [228].

Mutual Information has also been used in neural network applications at the
preprocessing stage [229] to quantify the information content between
potential input and output variables in neural networks, and the level of
dependency amongst input variables. Thus redundant variables can be
removed, and input variables adapted so all input variables used to train the
network are independent.

A frequent limitation of the application of MI is that it is often used as a
point estimate without precision estimate, although in a recent technical
report [230] uncertainty associated with Mutual Information estimates has
been calculated. Mutual information was originally defined for pairs of
variables, but has been extended for implementation in three and higher
dimensions [231], this has obvious parallels with the used of the IC in the
search for higher order combinations.
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6.4 IC as a distribution

The IC is a probability distribution, rather than being a point estimate. Prior
assumptions are made about the IC distribution and the distribution is set up
in such a way that it changes on the basis of new data. A subjective choice of
prior distribution for the IC is made, before data is collected, then a
posterior distribution of the IC is calculated as data accumulates. The ‘prior
distribution’ chosen is based on the assumption that a drug and an adverse
reaction are independent in the absence of data for either the drug or
adverse reaction. Therefore in the absence of data the mean value of the IC
distribution (expectation value of the IC) equals zero. The spread of the
distribution shrinks (the variance of the IC diminishes in magnitude), as data
is received, and the expectation value of the IC distribution either increases
or decreases on addition of this new data.

Some mathematical and statistical comments are necessary here. The full IC
distribution shape has not been derived, instead a variance of the IC, V(IC),
and expectation of the IC, E(IC), are calculated under the assumption that
the IC is normally distributed. An equal probability is asserted for both p(x)
and p(y). x and y are assumed to be independent, thus p(x,y) is assumed to
be the product of p(x) and p(y). p(x) and p(y) are beta distributed. The joint
distribution p(x,y) is dirichlet distributed. E{p(x)}, E{p(y)} and E{p(x,y)}
are all derived so that the expectation of the IC can be estimated by:

Beta and dirichlet distributions were chosen for the probability of the
individual variables, and joint probability respectively as they are conjugate
priors, this means that the distribution retains the same form when it is
converted to a posterior distribution, that is a prior distribution with data
leads to a posterior distribution of the same form. This is mathematically
and computationally a very convenient property. The formula for E(IC) is:

A variance of the IC is defined as:
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From the V(IC) the standard deviation is calculated, and thus the E(IC) plus
and minus two standard deviations is calculated, and these measures have
been used in signal detection. The above two formulae are used for the all
the publications in this thesis. The standard deviation of the IC is the square
root of the formula for the V(IC). Based on our prior assumptions, the
parameters are defined as: "1=1, "=2, $1=1, $=2, (11=1 and

For more details of the derivation of both the E(IC) and V(IC) please see
Appendix 2. An exact formula for the E(IC) has been derived [232] and will
be implemented in future work. When the term IC is used in the remainder
of this thesis, unless explicitly stated, it refers to the E(IC).

6.5 Choice of priors for BCPNN on WHO database

The parameters p(x) and p(y) and p(x,y) are all assumed to be beta
distributed. For p(x) and p(y), uniform priors are chosen, where all
parameter values between 0 and 1 are considered equally likely in the
absence of data. These are so called ‘non-informative’ priors. To get a
uniform prior based on the beta distribution, the hyper-parameters are set to
1, that is "1=1, "=2 for p(x), and $1=1, $=2 for p(y). Uniform priors are
non-informative as they imply no preference on a particular value for the
probability of a drug or ADR before data is collected: uniform priors are
commonly used in Bayesian statistics.

The prior for p(x,y) is set up so that the IC will be robust to fluctuations at
low counter values and the IC will to tend to zero, so avoiding highlighting
drug - ADR combinations at very low counter values (such as when cxy =1).
Combinations might not be highlighted even for high E(IC) values as the
sparsity would result in wide standard deviations, however the E(IC) value
might be used for ranking and thus this dampening effect is desirable. In
order to obtain these properties (11=1 and ( is defined as [233]:

As ( is dependent on p(x) and p(y), the prior for p(x,y) is based on data cx, cy
and C. As the p(x,y) prior is used in the calculation of the prior IC
distribution, the prior IC distribution is effected by cx, cy and C. This data is
then used again to update the IC distribution to the posterior. This double
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use of data was pragmatic only, because in the application of the BCPNN
presented in this thesis the posterior distribution of the IC is the sole
distribution of interest. At high counter values the prior distribution will
have little impact, and at low counter values where the prior will play an
important role, the prior assumptions have been specifically chosen such
that the posterior distribution of the IC will have the desired dampening
properties. Further work is ongoing to remove this double use of data while
retaining the properties of the IC distribution at low counter values.
The prior used for signalling was found to be too conservative with small
amounts of data to generate higher order dependencies between incomplete
input patterns. The prior used for detecting higher order dependencies is
discussed in Chapter 10.

6.6 Limitations of current implementation of IC

In our routine use of the IC, we have used the assumption that the IC
distribution is symmetrical, but recent work has demonstrated that this is not
the case for all possible combinations of counts [168]. Although this
asymmetry normally occurs at very low counter values and would not have
much impact on signal detection, there are certain regions of count where
this finding might be significant, and for these areas a look up table of more
accurate IC-2SD and IC+2SD will be established [168] if no analytical form
is found for this property. Also co-variation between p(x), p(y) and p(x,y) is
not considered in the implementation of the IC presented in this thesis [168,
232]. If p(x,y) is high then p(x) and p(y) are likely to be high, if p(x,y) is low
p(x) and p(y) are likely to be low, and thus the assumption of independence
is false. An E(IC) formula which considers the co-variation of p(x), p(y) and
p(x,y) will be implemented in the future. 

As discussed above the use of data in defining the ( value, results in the
undesirable property of data being used twice for generating the posterior
distribution of the IC. The prior will be changed to remove this double use
of data while retaining the properties of the posterior IC distribution.

6.6.1 Specific Limitations
Diseases that are drug induced are well known[234].When an ADR is the
same as a disease with a high background this is generally a problem in
pharmacovigilance.

The IC certainly does not measure causality: the IC is a measure of strength
of association, and measures unexpectedness relative to reporting the data
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set in question. As our database is made up of spontaneous reports it means
that ICs generated are subject to all the biases of such reporting. The aim of
this tool is to facilitate the clinical review of drug-ADR combinations in the
WHO database, by providing a quantitative measure of unexpectedness for
each drug-ADR in the database. The output reviewed will include both false
positives and false negatives, however, these are few in the detailed
retrospective analyses so far performed.

6.7 Benefits of a Bayesian approach in data mining and use of
standard deviation measure 

A new drug reported with a rare ADR would be prone to a high IC,
however, this is dampened by the greater impact of the prior assumption on
such a drug-ADR combination. This assumption is, that in the absence of
data, the drug-ADR is considered independent, ie IC=0. Also such a
combination will have attributed a very large standard deviation, and will
therefore be very heavily influenced by new data, preventing over reliance
on the prior at the expense of this new data. Here the benefit of the measure
of the variance of the IC is clear, since for a new drug with a rare ADR, the
IC may be quite high but the variance will also be large, and thus the
combination will not be considered statistically significant to demand review.
Thus by creating a threshold for a signal at IC-2SD, the problem of over-
reliance on IC value is minimised.

In contrast to the above example a new drug with a common ADR, will
have a lower IC but smaller variance. As, although relatively large cxy values
are needed to produce positive ICs, when cx and cy are large, this also results
in a small standard deviation, so that such associations may still stand out.

The use of Bayesian theory in the BCPNN, motivates the use of the IC. As
the IC is the logarithm of the ratio of the posterior and prior probabilities, it
represents the change in probability on addition of new data. It allows the
calculation of the IC as a distribution, rather than just a point estimate, based
on prior and posterior distributions. The resulting posterior probabilities can
also be used as neural network outputs for classification or supervised
pattern recognition.
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6.8 IC properties and interpretation

As the IC is logarithmic, when the IC is zero, this represents combinations
reported together exactly as often as would be expected, if reporting of the
of the two variables under consideration was independent. Positive values of
IC represent combinations reported more often than expected, negative IC
values represent combinations unexpectedly infrequently reported.

A significantly disproportionate IC is not equivalent to a clinically important
effect since the role of publication bias and other reporting biases will have
an impact on NC and standard deviation. As the UMC database is made up
of spontaneous reports, IC values are subject to all the biases of such
reporting, which emphasises the necessity of clinical assessment of
highlighted associations.

The IC does not equal the probability of a true signal. The IC certainly does
not measure causality, the IC is only a measure of strength of association
and measures unexpectedness relative to reporting the data set in question.
The aim of this tool is to facilitate the clinical review of drug-ADR
combinations in the WHO database, by providing a quantitative measure of
unexpectedness for each drug-ADR in the database. The output reviewed
will include both false positives and true negatives, however, these are few in
the detailed retrospective analyses so far performed.

A high IC suggests that the disproportionate combination should be
considered for the reason it stands out. Whilst there is not enough
experience to be able to interpret relative values of ICs and their standard
deviations it seems likely that when they are significantly different they need
further investigation. Also trends in ICs seem important.

The IC can be positive:
a) Due to a confounder (false positive)
b) Due to problems with terminology so that the same variable value or

similar can be used in two different fields which overlap. As fields
should be independent this is a good method for finding problems
with data collection strategy

c) True unexpected reporting of the combination (true positive)
d) True expected reporting of the combination (true positive) but

known.

As for pharmacoepidemiology studies [235] the following types of
association can lead to positive IC values:



75

a) None (independent)
b) Artifactual (spurious or false)

a. chance (unsystematic)
b. bias (systematic)

c) Indirect (confounded)
d) Causal (Direct or true).

Reasons for the IC to be negative:
a) No problem: a true unrelated expected/unexpected combination
b) The drug is preventive
c) The drug and/or ADR has enormous reporting with other

drugs/ADRs
d) There is differential reporting: specific under-reporting of this drug -

ADR combination
e) There is an anti-confounded association
f) The combination cannot be reported together.

A negative IC between a drug and ADR therefore, if no other explanation is
apparent might suggest that a specific drug is unlikely to cause a specific
ADR [236]. 

Comparisons to a background of spontaneously reported data must always
be interpreted with caution. For example De Bruin et al [237] found a
quantitative association between non-sedating antihistamines arrhythmias in
Netherlands data, however they comment that the increased risk identified
can at least be partly explained by reporting bias as a result of publications
and mass media attention for antihistamine induced arrhythmias. Such
methods are in general highly vulnerable to publication bias, this again
emphasises the methods as primarily hypothesis generating (before any
publication bias occurs) rather than hypothesis testing.

When counts of the drug, ADR and the drug - ADR combination tend to
high values then the expectation of the IC distribution, E(IC), is
approximately the same as the frequentist point estimate of IC. As the drug,
ADR and drug-ADR counts tend to zero the E(IC) tends to zero, as with no
data our prior assumption is that a drug and ADR are independent with
wide credibility intervals so the estimate will change on the addition of new
data.

For example consider a drug - ADR combination with the following counts:
cxy=200, cx= 4000, cy=100000 and C=3000000. E(IC) = =0.58 (to two
decimal places) with IC-2SD= 0.37, and the frequentist maximum likelihood
estimate of the IC would also be 0.58 (to two decimal places). Thus the



76

frequentist and Bayesian estimates are approximately the same. However
consider a combination with the following counts: cxy=1, cx= 10, cy= 2000,
and C=3000000. This gives an E(IC) = 0.99 with IC-2SD= -1.23, whereas
the frequentist IC= 7.23.

The frequentist estimate is very high despite little data, but the Bayesian
estimate dampened towards zero as the prior has more influence. The
credibility intervals are very wide at low counter values (reflecting flexibility
of E(IC) to new data), and are very narrow at high counter values (reflecting
inflexibility of E(IC) to new data).

6.9 Other application of IC like analysis

The mutual information statistic [238] as a point estimate has been used to
identify associations between pairs of variants at amino acid sites in AIDS
resistance research. Church and Hanks [239] describe the use of the measure
(although not implemented in a Bayesian framework) for the highlighting of
related and thus interesting word pairs that are not necessarily adjacent in
bodies of text. In the data mining community association rule analysis [240]
is a recently developed and commonly used technique particularly in ‘market
basket’ analysis. The goal is to find joint values of variables that occur most
frequently in the database [241], for example pairs of products that are
commonly bought together in a supermarket store. For an association rule x
–> y , the following are defined: Support of the rule = p(x,y) and the
Confidence of the rule = P(y|x) [241]. However as the confidence = p(y) if
x and y are independent, the confidence can be misleadingly high if just p(x)
is high, despite independence of x and y. To overcome the limitation of the
confidence measure, the lift factor p(x,y)/ p(x)p(y) has been proposed [241],
‘lift’ values above one indicating dependency. The lift has been considered
disadvantageous in this application because of symmetry, leading to
association rule x->y having the same value as y->x. However this is a
strength rather than a limitation in our application where we search for
dependency between variables, or information linking them. This measure is
a frequentist point estimate of the IC.

6.10 Other issues and how the BCPNN approaches them

The WHO database is very sparsely populated, a method was need that
would allow calculations to be made despite missing data. Reproducible
results: in contrast to genetic algorithms the same results are always obtained
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from the same set of data. This makes validation and checking easy and
sensitivity testing of the method can be done, to demonstrate, for example,
the sensitivity of the results to the choice of prior. The method is time
efficient: the network only needs one pass across data, handles large
amounts of data. In the papers in this thesis all variables analysed have been
discrete. However work has been done on real valued variables such as age
[181] and real valued variables have been either coded as ranges and thus
transformed to discrete variables, or coded using radial basis functions [181].
For more computational details of the BCPNN and how runs are performed
see Appendix 1.
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Chapter 7. Implementation of quantitative signal detection
in signalling strategy

Quantitative methods have accepted limitations but there is a growing
appreciation that such approaches are needed to make the most of large
repositories of spontaneously reported data. These quantitative approaches
allow calculations to be made easily, but the challenge is that the methods
should be used appropriately. Implementation decisions can have a huge
impact on the usefulness or not of a data mining approach in practice[242].
Similarly when comparisons between approaches are made [148, 158, 243]it
must be explicit whether the measurements, methods or the practical
implementations of the methods are being compared. If these are confused
then inappropriate conclusions will be drawn. As discussed in Chapter 3
different types of measures such as the IC, PRR or ROR can be used as a
measure of disproportionality. Each measure has slightly different properties
and consequently one may be a preferred option. ROR might be preferred
for its direct use in logistic regression. A logarithmic implementation of the
measure of interest might be used, or not. In some ways a logarithmic
implementation may be easier to understand since positive means more than
expected, negative less than expected. However logarithms might for some
users be confusing.

The motivation for developing the BCPNN data mining methodology was
to produce a routine operating system of searching the database for
unexpectedly strong drug-adverse reaction associations on the WHO
database. This section discusses the issues involved in implementing a data
mining strategy and specifically how the BCPNN approach is used routinely
for data mining the WHO database.

7.1 The problem of data mining in general

Certain general attributes of data mining make the routine use of the
approach difficult, and need to be considered when implementing an
approach:

a) Repeated trials. In data mining many more than a single test is
performed. This, as discussed previously, can result in a chance
finding appearing statistically significant

b) The large volumes of data often involved in data mining applications
create challenges for quality assurance as it is impossible to check
everything, and also information overload as it is impossible to
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evaluate all interesting combinations.
c) The computational intractability of considering all possible

combinations
d) Data quality is always important but it is impractical to get a data set

without erroneous or missing data present in a continuous, broadly
based reporting system.

e) Over-reliance on the statistics calculated[244].
Lasagna [245] emphasises that statistical significance is not at all the same as
clinical significance. Statistical significance is attributed when the likelihood
of an observed result being due to chance is lower than a specified
probability (the p value). The p value for statistical significance is arbitrarily
set and normally 0.05. Clinical significance implies value judgements which
include, the magnitude of treatment differences, the confidence intervals
obtained, and the applicability of the result. Many studies may be statistically
significant but not clinically significant.

The numbers related to signals and quantitative disproportionality for
specific combinations can often be demonstrated using classical statistics,
indeed considerable concordance between Bayesian and non-Bayesian
estimates has been demonstrated particularly where drug and adverse
reactions combinations had been reported three or more times [148]. The
concordance of measures is discussed further in Chapter 8. Bayesian
dampening reduces fluctuations in the value of the measures of interest at
low counter values. This reduces apparent spurious associations or trends
when there is little data. In implementing the IC as a distribution in a
Bayesian framework the following issues needed to be considered: the shape
the prior distribution should take, and thus the value that the E(IC) and
V(IC) should have in the absence of data, if the V(IC) can be defined for
such a shape of distribution. It must be determined how the distribution
should change on the basis of new data (in generating a posterior
distribution), and how quickly the distribution should change as data
‘knowledge’ is accumulated. These decisions relate to choice of a prior
distribution and values of the hyper-parameters in that distribution form,
which effect how strongly the prior is weighted, and thus how quickly it will
change on the addition of data.

7.2 Computational architecture

A serial computing approach might be preferable as it may be simpler and
quicker to implement. While the current implementation of the method in
routine use does not strictly require a neural network, the neural network
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architecture properties are used fully when performing unsupervised pattern
recognition to search for previously unknown higher order dependencies in
the data set. This is discussed in Chapter 10. The current routine
implementation of the BCPNN does not utilise the neural network potential
of the tool, although the importance of the role of the neural network
increases as we do more complex work, such as working with real valued
variables or syndrome detection.

7.3 Choice of precision estimate.

A confidence interval can be calculated around the measure of
disproportionality as described in paper I, or a test such as the chi-squared
[142] used. Whatever the method, a level of threshold for highlighting must
be chosen, the 95% level or 99% level for example. The choice of a
threshold is arbitrary, but these methods are for highlighting combinations
for clinical review. The choice of threshold will be therefore heavily
influenced by a level that produces a manageable output for further
investigation while maintaining high sensitivity. One could use a two sided
or a one-sided test. A two-sided test is needed if one compares drugs to each
other, and if one wishes to highlight those unlikely to be true signals.
However a one-sided test could be satisfactory if one is only interested
increased reporting difference from independence. The aim is to effectively
filter data.

The use of other approaches in parallel and further processing (for example
a clinical triage technique on the output) will also affect the level of
threshold. Also whether all positive valued combinations above a threshold
are considered afresh each time a run is made, or only those newly above the
threshold, is a consideration. This is also related to the frequency to which
the data is scanned.

7.4 Stratification

Confounding is defined as [246]:
‘A situation in which a measure of the effect of an exposure on risk is distorted
because of the association of exposure with other factor(s) that influence the
outcome under study.’ 

When two variables appear associated, this may be because they actually are,
or because they are not and there is a third latent variable that is related to
both of these two variables. It may also be that there is an association
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between two variables, but that the third variable makes it seem much
stronger. Similarly the association between two variables may be dampened
by the third variable. In the WHO database an apparent dependence or non-
dependence between a drug and adverse reaction may be explained in full or
in part, by the dependencies of the drug and adverse reaction in question to
one or more other variables in the data set. In such relationships the third
variable should also be considered in the analysis.

One approach is to stratify in the analysis. Stratification can be defined
as[246]:

‘ The process or result of separating a sample into several sub-samples according
to specified criteria, such as age group, socioeconomic status, etc. The effect of
confounding may be controlled by stratifying the results.’

Either the strata specific values can be reviewed or an overall pooled value,
which adjusts for the effect of the third variable, so that its effect is
removed. However the third variable may also be an effect modifier, that is
the dependency between a drug and adverse reaction changes with the value
of a third variable. This cannot readily be seen if an adjusted or pooled
estimate is presented.

A pooled estimate can be calculated which is equivalent to the crude
estimate except that for the pooled estimate the expected number of cases is
calculated as the sum of the expected number of counts for each separate
stratum of the third variable. Such an approach is used in the calculation of
the Mantel-Haenszel estimate of the relative risk or odds ratio [247]. This
calculation allows the effect of the third variable to be considered in the
overall estimate.

Further stratification can be done by additional variables, each further
stratification increasing the total number of strata and thus the number of
calculations.

An unexpected frequently reported combination may be explicable by
another variable: An example would be the combination live oral polio virus
vaccine and the sudden infant death syndrome. The vaccine will be used
more by children and the adverse reaction is child specific so that this
association may stand out, confounded by age. Thus the use of stratification
in highlighting associations will reduce the false positive rate, as spurious
associations arising from confounding will be dampened and may no longer
erroneously stand out [248]. If a stratification based analysis is used, the
output can be provided either as strata specific values or pooled estimates. 
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The technique of stratification although in theory useful, when implemented
in practice in data mining has many limitations [249]. As stratification is
done by more and more variables, the number of data cells is multiplied. As
the number of cases is constant, then the average number of counts in each
cell is reduced, eventually the increased sparsity of cells makes associations
harder to detect, as the small counts will lead to wide standard deviations.
Even when the measure of disproportionality may be positive the
combination will have a non-positive lower two standard deviation limit
because of this. If fewer or no strata had been used the drug-ADR
combination might have been highlighted. 

Stratification even by a few variable quickly leads to a large number of strata
layers. For example if, in the WHO database, each combination was
stratified by sex, country (68 in the database) and age (if split into five
intervals) this would lead to 680 (2*68*5) different strata for each drug
adverse reaction combination. If a stratum specific output is used and all or
a large number of possible combinations of stratum specific combinations
are considered, it becomes difficult to present all the individual strata, and is
unrealistic to expect each stratum to be reviewed (or perhaps even viewed)
by an expert individually.

To minimise the amount of data required for review, and to avoid the
problems of small numbers, instead of considering the strata separately a
pooled estimate adjusting for the potential confounders might be used. Even
if a pooled value is calculated, it will result in a large increase in
computational demand, as the counts in each specific stratum need to be
considered in the calculation. Even if a pooled estimate is used,
consideration of all variables in the data set as possible confounders would
lead to an impossibly large amount of data to store, sort or assess.
If stratification is always done by the same limited set of variables, then there
is a risk of stratifying by unnecessary variables and failing to stratify by
important variables for a specific situation. Several different variables could
be appropriate for stratification when considering analysis of spontaneously
reported drug adverse reactions. Possible choices of stratification variable
include: Age, sex, indication of use, route of administration, or combinations
of these variables. The same variables will not be appropriate for
investigating every drug-ADR combination in the data set. As the aim of
signal detection is hypothesis detection it will be unclear in advance which
variables are most appropriate. On the other hand, if the most appropriate
stratification variables are chosen depending on the question under
consideration, we lose the essence of data mining, that is of using objective
transparent criteria for routine analysis and filtering of huge numbers of
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combinations to focus more detailed analysis on a subset of data. The risk of
subjective data dredging is increased, as the results will be dependent on the
choice of stratifying variable, since it is so hard to automate the choice of
appropriate stratifying variables. Another caution with stratifying is that
performing many more tests leads to an increased probability of chance
findings.

Consideration of stratum specific values might also make the methods less
robust to classification inaccuracies of the stratification variable. If a pooled
estimate is used only the effects of those confounding variables explicitly
considered will be removed, and it may be other confounding variables that
lead to false positives.

If the combination under consideration has a variable that can be considered
an effect modifier, and if the output is provided as a pooled value,
information is lost about the change in value of the measure of
disproportionality as the value of the third variable changes. A trend may
therefore be missed.

The empirical Bayesian method developed by Du Mouchel and tested on the
FDA database involves routine stratification by age, sex and year of
reporting [153]. An adjusted overall estimate is calculated and analysed. In
the Du Mouchel method stratification has been used to correct for
confounding in the data set, but this has advantages and disadvantages, as
described above. and in practice may be hard to implement effectively [249].

It is important that methods are used to highlight stratum specific signals,
which might be indicative of high risk groups of patients, rather than
adjusting estimates to stop such combinations standing out because the
same disproportionality is not seen across other strata. In such instances
consideration of stratum specific values after highlighting would be much
preferred to adjusting the overall estimate before highlighting combinations,
so that such a combination might be signalled.

The recurrent BCPNN has a role in detecting confounders, and is described
in Chapter 11. Additionally, stratum specific values can be considered after
highlighting a combination to evaluate it further.
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7.5 Variation of background for comparison (role of stratification)

Routinely data runs are done comparing any individual drug-adverse reaction
to the background of the entire database. By considering the entire database
as a background to which specific drug adverse reactions can be compared,
we are in essence using the database as an approximation, albeit limited, of
all globally occurring adverse drug reactions, under the assumption that the
larger the database, the better this approximation will become. However, the
heterogeneity of the data makes such an approximation extremely rough.
This simplification may lead to the missing of signals, and it might be more
appropriate under some circumstances to search for drug adverse reactions
against smaller but more homogeneous backgrounds. Obvious heterogeneity
of data in the database includes serious and non-serious ADRs, serious and
non-serious cases, labelled versus non-labelled adverse reactions, inter-
country differences and vaccines as compared to drugs. On occasions
subdividing the background into sections for specific cases is appropriate
and enhances the signal detection process.

The limitations of the WHO database are well known, such as missing data,
delays in reporting (variable) to the UMC from regulatory authorities and a
lack of data on drug utilisation. The database is also highly susceptible to
inter-country differences. If we stratify for several variables then we lose the
advantage of the size of the database. Rather than subjectively assuming
which variables should be stratified, we routinely analyse without any
stratification to maximise objectivity, and then take into account limitations
of the data set in the analysis step, whether this be by clinical review or
stratifications for use in specific situations for further analysis of highlighted
combinations.

7.6 Good drug, Bad drug

As these measures of reporting highlight combinations reported on
unexpectedness, if a drug is reported with many different ADRs in large
numbers, a new drug - ADR signal will be hard to highlight for the drug as
the general reporting of the drug will be so high [248]. One approach to
compensate for this would be to remove the known reactions from the
totals for the drug and the database, and recalculate the measure of
disproportionality [143]. However, this would be hard to implement in initial
screening. Difficulties might also result from determining which reports
should be excluded from the calculations. That the exclusion would differ
depending on the association of interest, would be make comparison
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between combinations harder. One should always consider why a measure
of disproportionality is positive or negative by looking at that values for
other drug adverse reaction combinations. This particularly applies to those
situations involving either the drug or the ADR under consideration.

7.7 Choice of background for comparison and calculation of
expected and observed numbers

Purcell and Barty [67] proposed a stratification a method for choosing an
appropriate background of comparison for signal detection on the
Australian data set of ADRs. This entailed routine comparison to a
background of the reports in the System Organ Class rather than the whole
database. However using such an approach, a drug adverse reaction
combination will focus on unexpected reporting of an adverse reaction
compared to similar terms, rather than highlighting signals where the drug
leads to reporting of many similar and related but different adverse reaction
terms. This approach nevertheless has value during comparison of similar
drugs, for example for a given clinical indication.

7.8 Suspected only or concomitant drugs used counted?

Only drugs which are recorded as ‘suspected’ may be counted, or drugs
listed irrespective of level of suspicion of involvement can be considered as
cases of interest. If reports where a drug is listed explicitly as non-suspected
are considered, then this might lead to many spurious associations. On the
other hand it might lead to the very early detection of adverse reaction
signals on drugs not suspected by the reporter and assumed to be ‘innocent
bystanders’.

In theory all reported drug - ADR combinations should be considered, not
just those suspected, as the subjectivity of the reporter in attributing
suspicion should not be involved in objective initial hypothesis generation,
particularly when trying to detect the unexpected. For example consider the
impact publication bias might have. If one drug is well known to cause a
particular ADR, but in a particular patient this drug is used in combination
with a second drug not known to cause the ADR, then the first drug is
much more likely to be suspected of the ADR, and if the second drug did in
fact cause the ADR this might go unnoticed. Consideration of suspected
drug-ADRs rather than all drug - ADR combinations will probably reduce
the rate of false positives [143]. Often, as discussed above, several drugs may
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be co-listed on the same report. The reason for reporting one drug as
suspected and another as concomitant may be that the reporter has strong
reasons (pharmacological, linked to treatment chronology etc.) to believe
that one drug is far more likely to have caused the ADR than another. Such
reasons may not necessarily be obvious from the data listed on the report. 

7.9 Combinations or Cases?

When calculating measures of disproportionality one can calculate either in
terms of numbers of case reports, or of drug-adverse reaction combinations.
These two numbers are the same when considering cases of only single
suspected drug - single reported ADR combinations. However, when one
considers databases including cases of multiple suspected drugs, and/or
multiple caused ADRs, then these numbers may vary considerably. A case
report which contains a single drug reported with two ADRs, while being
one case report contains two suspected drug-ADR combinations. A case
report with two suspected drugs and one ADR, is two suspected drug-ADR
combinations.

Amongst signal detecting methodologies some measures of
disproportionality have been implemented on a case level (such as the UMC
approach) and some utilise number of drug reaction events (such as the
Bayesian method of the FDA [146]). With a database such as ours where
there are on average two drugs and two ADRs per case report then this
selection has an impact on results. If drugs are differentially reported with
different numbers of adverse reactions, then measures of disproportionality
may vary greatly. 

Similarly some drugs are more likely to be reported with several drugs
because of the therapeutic needs of the underlying disease being reported,
than other types of drugs. There is also an asymmetry in spontaneous
reporting: often only one drug could have caused the adverse reaction, but
several ADRs (or several symptoms of one ADR) could have been caused.
As drug-ADR combinations are often considered in such methods, it might
be considered more intuitive to count drug - ADR combinations. This
avoids the problem of considering several drug adverse reaction
combinations, when a single case (with several different possible drug -
adverse reaction combinations) may be counted for several different listings,
and therefore gives an impression of more cases than actually exist. 

In our standard data runs we look at suspected or interactive drugs, however
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it is also useful to consider concomitant drugs sometimes. If we calculate the
IC on a combination level then the background would change when
considering different drug indicators, but when doing searches on a case
level then the background would remain the same - that is the total number
of case reports in the database. If the background changes this will not only
affect the E(IC) but also the V(IC). If there are multiples of the same
suspected drug on an individual case report, for example when the dose has
been changed, when considering ICs on a case by case level this is counted
as one, however using combinations to calculate the IC this would count
replicate, which would be a weakness.

By looking at the number of drug-reactions on a case report with multiple
combinations of drug and adverse reactions, each combination is made
slightly less likely to stand out as unexpected. Looked at on a case level each
drug-ADR is considered equally important as if it occurred in isolation, that
is drug-ADR combinations are assumed independent. On a case level they
are assumed dependant. Neither option is ideal, but considering that one or
more drug-ADRs occur in an individual patient it makes sense to consider
this as a unique situation and a single exposure.

Variation in the number of unique drug adverse reaction combinations listed
on a case report may occur for many reasons. One reporter may prefer to
code an ADR as many symptoms, another to summarise as a single ADR
term, which supports case level analysis. With two suspected drugs, one or
other may have caused the ADR, or it may have been an interaction. Such
scenarios are hard or impossible to distinguish for all reports. Again it may
be better to count at patient level: that is the number of cases.

To illustrate the difference between counting cases and combinations
consider a situation where drug A is always reported with pairs of ADR
terms, and drug B is always reported with individual ADRs. Suppose both
drugs are reported equally with all adverse reaction terms in the data set, and
we consider the measure of disproportionality of both drugs individually
with a specific ADR. If we count cases then the measure of
disproportionality is the same for both drugs, but if all drug-ADR
combinations are counted, then drug A has a lower measure of
disproportionality as the total number of combinations it is reported with is
twice as high as for drug B. In fact the number of combinations of interest
for both Drug A and Drug B with the ADR of interest is the same.

A limitation of counting cases is that consideration of separate drug - ADR
combinations may make one case count under several drug - ADR
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combinations, therefore the sum of all cases for each drug adverse reactions
will be greater than the total number of cases. The number of combinations
reported on cases can vary over time, from drug to drug, with type of ADR
and with reporting country. With such heterogeneity counting cases may
again be more appropriate.

7.10 Other exclusion criteria for cases

Drug adverse combinations that are likely non-cases because of other
information on the report, or have other selected drugs listed on the report
can be excluded, or not, and a best-case-worst-case analysis performed (see
paper III).

Known very strong signals could be removed from the background used for
comparison. One could consider only data collected since the drug of
interest was marketed as comparison [67]. If this is done then old
information that might be irrelevant, or non-applicable reporting patterns
that might dampen the modern reporting patterns, can be removed. This
may remove biases due to different reporting patterns when the drug is
launched, that might lead to false positives or negatives. It is possible,
however, that interesting data that might help in the highlighting of signals is
removed. If ADR background reporting that occurs only since the drug of
interest was marketed is considered, then every drug will be compared to
different backgrounds and this may make comparison difficult. The FDA
method stratifies by date [146], but nevertheless uses the whole database
background.

Similarly when a drug is withdrawn, data relating to that drug could be
removed. However we intuitively we would like to learn from that data
rather than exclude it. Additionally decisions would be needed to handle
cases with multiple suspected drugs: if two drugs including the withdrawn
drug were co-suspected on a report should the case be excluded from the
analysis? What if the withdrawn drug was only labelled as concomitant? Such
subjective judgements might affect the results of an analysis considerably.

7.11 Level of drug and ADR classification

The need to classify adverse reactions in terminologies for summarising and
subsequent clustering of cases is clear. However, much information can be
lost in this step which can have a highly detrimental effect on effective signal
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detection [161, 162]. Different levels of specificity of drug and ADR can be
used for signal detection. Drugs can be investigated at salt level or substance
level, or even grouped by therapeutic class for example using the ATC
classification. Similarly ADRs can be grouped at highly specific preferred
term levels or in more broader classifications.

The benefits of broad and narrow groupings depend largely on the question
which needs to be answered, but for initial screening the WHO Adverse
Reaction Terminology (WHOART) preferred terms which approximate
common disease entities and major symptoms are attractive. The WHOART
terms have been in use for more than 30 years and at least many
pharmacovigilance experts are familiar with its use. Consideration to other
groupings such as age ranges are also necessary for special analyses. For
overall screening, the concept of grouping or splitting categories is not really
practical, for reasons mentioned above. Unsupervised pattern recognition
has the potential, as a routine tool, to avoid some of these issues. See
Chapter 10.

7.12 Other Implementation issues

7.12.1 Measuring Impact of chosen approach
The reality of how pharmacovigilance case information is recognised,
reported, and in what detail, is hard to model. Reporting procedures and
habits change over time. Therefore, despite working in theory, a quantitative
method will still not improve the detection of signals beyond the limitations
of the data. The evaluation of effectiveness of a method for signal detection
is made more difficult by the lack of a gold standard. Effort is needed to
demonstrate both retrospectively with the detection of now known signals,
but also prospectively, that a signal detection system works. Efforts to test
the effectiveness of the BCPNN method are discussed in Chapter 8. No
signalling system is perfect, so better appreciation of when a system is more
likely to function well and when poorly allows the method to be adapted. In
an effort to better understand and thus improve the quantitative signal
detection system used in the Netherlands, van Puijenbroek et al have studied
the features of drug adverse reactions that are most likely to be predictive of
signals[250], but this study needs to be repeated in other settings to draw
generalisable conclusions. 
To improve the usefulness of the signals, and its signal detection strategies,
the UMC has investigated the impact signals have at the National Centres in
the Programme [76, 251].
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7.12.2 Feedback mechanisms
Follow up systems are needed to detect signals. Associations are highlighted
by the BCPNN, but where the case series is interesting but insufficiently
strong to warrant a signal, they are followed up. The quantity or quality of
information on the cases may increase to a point later when the association
should be signalled. Additionally signals that have been communicated, may
require re-signalling if additional data is received, for example which
provides more information about the original signal, perhaps suggesting a
specific group of patients which might be at more risk of the adverse
reaction. The UMC maintains a follow up database of possible future
signals, which is constantly reviewed so that signalling or re-signalling is
facilitated.

7.12.3 Use of ad hoc and routine runs
Ad hoc runs are performed using an interface to the BCPNN and the details
are provided in Appendix 1.
Ad hoc runs should be done for hypothesis generation, and possibly for
hypothesis strengthening, but not for hypothesis testing, this should be
performed in other data sets.
A benefit of an ad hoc run is the ability for customisation, touched on in 7.9.
Where regular scanning might have to use the limitations of the routine
approach, this could be considered and accounted for in an ad hoc run. For
example the ATC group of antipsychotics includes lithium. In an ad hoc run
lithium could be excluded on the basis of pharmacologically being
heterogenous to other antipsychotics. There is however an increased risk of
data dredging with ad hoc runs, as calculations can be repeated with slight
alteration of criteria until a favourable result is produced.

7.12.4 Frequency of data scanning
This will depend on the aim of the signal detection, increased frequency may
lead to the earliest possible detection of a true signal however frequent scans
also require more resources for generating and checking the data and not
least the clinical review. How often one performs routine runs will also
depend on the strategy for performing an ad hoc runs and how easy they are
to do. The frequency of data scanning will also depend on what other
methods are used for signal detection in the data set of interest and whether
this is the main method.

BCPNN current routine implementation involves the quarterly generation of
the combinations database. The following runs are done ad hoc. Time scans
(a retrospective investigation of the change in IC for a specific drug-ADR
over time), ATC time scans (where a time scan compares the change in IC
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of a drug grouping to that of a specific drug: see chapter 9), and other
customised runs (calculation of IC values between customised groups) and
stratum specific runs.

7.12.5 Combination with other signal detection strategies
Case by case analysis remains essential when using quantitative signal
detection in pharmacovigilance. This must be done at the output stage, but
might also be done at an input stage. Decisions regarding the
implementation of quantitative signal detection might be influenced by how
and when such case by case analysis is performed. Examination of ADR
profiles is important, and these should be incorporated in the ADR signal
detection strategy.

7.12.6 Output information
i) UMC routine output: Combinations database

The quarterly update section of paper I describes the validity of this
approach as a computationally efficient method. Routine, quarterly
combinations database outputs are produced. The fields in the combinations
database include both quantitative data and other data. All values from the
previous quarter are also provided so that recent changes in reporting can be
readily seen. The first year that the drug was entered into the database is
listed, to give some context to the magnitude of reporting associated with
the drug and drug-ADR. Drug name and ADR name are listed, as is the
ATC code for the drug on the line listing, and the System Organ class (SOC
code) for the adverse reaction. Similar line listings can then be considered
together by grouping drug and ADRs using the Drug dictionary and
WHOART respectively. Combinations including adverse reaction terms
which are in the WHO critical terms listing are flagged. The WHO critical
terms listing is of:

‘Adverse reaction terms referring to, or possibly being indicative of, serious disease
states, which have been regarded as particularly important to follow up. A serious
disease is one that may be fatal, life- threatening, causing or prolonging inpatient
hospitalisation, or resulting in persistent or significant disability or incapacity.’

Information which gives a suggestion of the likely strength of support for a
signal is also given, such as the number of different countries from which
the drug-ADR combination has been reported. The number of reports
fulfilling the different WHO document grading criteria [252]are also listed.
The WHO quality criteria was developed to rank information on case series,
giving for example more weight to cases with positive rechallenge
performed. The literature reference is also given if the drug adverse reaction
combination has been reported in the ADIS Press publication ‘Reactions on
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Line’, and the number of cases that have fatal outcomes are also listed. All
suspected drug - ADR combinations ever reported are listed in a table. The
combinations database can be sorted on any of the above fields, for example
IC values (or IC-2SD) can be used for ranking the combinations. Other
precision estimates of the IC such as the 99% CI or the IC-2SD>1 could be
used for highlighting combinations. Our choice of threshold was arbitrary,
as mentioned before, but testing showed that it was appropriate for
highlighting signals early, with sufficient data to allow clinical review, and to
lead often to signals, while also providing a limited enough subset of data to
be manageable for clinical review. The IC-2SD>0 reduced the false positive
signal rate.

ii) Trend analysis
As discussed earlier on the thesis considerable research has been applied to
the use of trend analysis in signal detection. There are limitations in doing
this work because of irregular reporting from national centres, and the onset
date of the adverse reaction is often missing from reports. Comparisons of
trends can be valid when the major limitation of irregular reporting affects
all the drugs in the comparison.
 
It is important to consider in each case why the IC might increase or
decrease, and the reasons behind changes are complex. There are both
mathematical reasons, and reporting reasons for changes in IC, but a steady
trend over time, if one assumes data sets to be independent, is likely to be
important. Care must always be taken to consider biases, such as publicity
given to a certain drug or ADR. Nevertheless, trends are important, and
their investigation leads to new insights about the methodology as well as
interesting pharmacovigilance information.

iii) Triage - use and need
Mechanisms are needed to highlight case series that are more likely to be
associated with a signal, irrespective of whether the combination has a
positive IC value. Drug - ADRs that have in their case series rechallenge
cases or to a lesser extent dechallenge cases are more likely to represent true
signals [252]. When relationships are not disproportionate possible causal
inference might be made on clinical grounds. Disproportionality is
dependent on ratios and therefore some combinations that are clinically
important and clear cut may nevertheless not stand out. One example of
such a signal using WHO data was anaphylactic reactions to proton pump
inhibitors[253], which had a negative IC because of the frequent reporting
for the drugs and other reactions, and the frequent reporting of the ADR
with other drugs. The database has also been used to discover more about a
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known signal, to try and highlight at risk populations, for example the
relationship between hyponatraemia and antidepressants was investigated in
this way [254].

The other, sometimes combined use of the IC and other markers, in
highlighting signals has been described [77]. Now, although some clinical
reviewers access all drug - ADRs, we send those associations and
combinations which are highlighted by the triage for their clinical review.
We also encourage reviewers to suggest their own strategies for
incorporation in the triage.
Venulet [255], faced with the increases in volume of spontaneously reported
case reports suggested filtering of cases based on specific criteria to focus
clinical review. Rather than assessing all cases on entry to databases, cases
not fulfilling the specific criteria would be looked at periodically, or
highlighted as part of cases series captured by quantitative methods
searching for unexpected increases in reporting. The criteria he suggested
included: severity of ADR, fatal outcome cases, new or rare drug - ADR
associations, causality assessment at least possible, unknown drug - ADR
combinations and case by case analysis of those cases that were better
documented. Some of these are incorporated in our current triage, and some
are superceded by the IC.

iv) Best-case-worse-case scenarios
Whenever doubt exists in an analysis, it is most useful to be able to describe
the limits of interpretive error. This can be considered a subjective ‘standard
deviation’, with the difference that the limits are described value judgements.
We are using this approach more frequently.

v) Non-highlighted combinations interesting?
As discussed above choice of baseline, level of terminology, method used,
and stratification variables do affect which combinations are highlighted. It
is as important to see what not highlighted (and to what degree) as is to see
what is highlighted. A sudden drop in IC for a certain combination must
mean another combination of the grouping concerned is increasing in
reporting suddenly, and thus should be investigated.

vi) False positives and false negatives
The acceptable rate of false positives and false negatives will depend on the
specific function of the signal detection system. Whether to highlight with
high risk signals very early, or whether to be later but more confident is the
question! Quality of case reports also may affect the proportion of false
positives that may or may not be appropriate. In discussing the function of
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producing signals about potential new ADRs as Wiholm et al [29]put it: “to
fulfill the function properly one must recognise that some false signals will
be produced, and, therefore each signal must be scrutinized and verified
before it can be accepted."

The need for clinical review is demonstrated by the occurrence of high IC
values as listed for budesonide with respiratory infection, where the drug is
used per orally for asthma treatment. Clinically this might be put down to
confounding by indication: asthmatics have more chest infections (though
this does not exclude a causal relationship in the absence of further
information). This is a general weakness of all quantitative approaches to
signal detection, and such associations will be ignored at the clinical review
stage. By highlighting for review those associations that have during that
quarter crossed a probability threshold, these false positive associations are
manageably few in number.

Repeated false alarms lead to constant clinical evaluation and work needed.
Eventually the alarm will be disregarded and a true signal might be ignored.
However having a limited number of false positives is preferable to missing
genuine safety signals [256].

vii) The implication of missing data and how to approach it
There are different attributes of missing data. The data might be missing in a
completely random way, unrelated to other data. It might be missing at
random, but dependent on some covariates, but not otherwise on a relevant
outcome. (This is a difficulty in data mining where the outcome of interest is
unknown). It might be non-random missing-ness: ‘informatively missing'
[83] ie non-ignorable.

It is only the latter category which poses a very serious threat to data mining,
when one must try to discover the model behind it. If the ‘ missing-ness’ is
random one will need to consider options and do sensitivity analysis and/or
worst-case-best-case to present the results.

The cause of missing-ness is in some instances likely to be related to the
hypothetical missing reading itself, and therefore non-ignorable. For
example the value of variable may affect the chance of the variable being
recorded. The state of the patient might affect the chance of a variable being
measured even, and not just whether it is recorded or not. This issue must
be considered carefully in all pharmacovigilance work, but the assumption of
random missing-ness probably applies mainly.
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viii)Implications of data set used
The properties of the data set under analysis will have impact both on the
type of signals highlighted, and also the type of conclusions that can be
drawn from the data. The USA collects adverse events rather than ADRs.
ADRs are AEs that exhibit evidence of causality. However, in practice in
spontaneously reported AEs can perhaps be considered ADRs since the act
of initiating a spontaneous report can be taken to mean that the reporter
suspects a causal relationship between the drug and the reported AE [164].
Choice of method will always depend on the properties of the data set to be
analysed [85]. For example hypothesis generation can be done in the DSRU,
UK mentioned earlier data set, however only a few drugs are monitored and
these are monitored intensively, together with drug usage. Some methods
may be very useful when implemented on this data set that would not be
useful and might be inappropriate on the WHO database. Similarly data sets
of pharmaceutical companies where much information may exist only on a
few products, so the data set may be very non-representative of general
ADR reporting. This might lead to quirky results when comparison is made
to the limited generality of the database, due to the narrow selection of drugs
within it. Pharmaceutical companies might also search for unexpected
dependencies within drug reporting, or estimate the magnitude of specific
ADR reporting for all drugs, from other data sets such as the WHO
database. However caution would be needed on making comparisons
because of different biases might exist in the different data sets. Data sets
collecting only serious reports might highlight very different associations to
those including also non-serious reporting.

Data sets will be analysed with different aims. While a national centre will
not want to miss any signals reported from that country, the WHO is more
interested in detecting signals highlighted from the collated international
reporting from different countries. National centres might prioritise the
detection of those signals most likely to have a local public health impact,
the WHO database will be primarily interested in highlighting the very rare
signals early that might be hard to detect by national centres. These different
properties will influence the choice of measures and how they are
implemented.

ix) Data quality
Problems with data quality may occur on both high and low levels[83].
There may be high level errors, in which the reports are recorded properly,
but there is a distortion due to which records are included in the data set or
not. There may be some prior selection of which cases are included in the
data set, which can be due to selective under-reporting, this is difficult to
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ascertain. Low level errors are problems with individual records, missing or
mis-recorded values. Considerable effort is put into correcting this latter
error by human checking of values, or semi-automated approaches [55].
There is also research into imputing missing values based on relations
between those variables that have been measured. There is a risk of
automated imputation: the very patterns of interest one hopes to detect
might be erased, such as outliers and by automatically replacing doubtful
numbers. Automated preprocessing and auto-encoding terminology from
reported text may also be a source of error and confusion. The use of
automated imputation and consistency checks, must therefore be considered
very carefully before implementation.

The UMC has taken great efforts to improve the situation in under-
reporting. It frequently reminds national centres about reporting to the
WHO database, and it also has held workshops and seminars around the
world on the importance of communication and reporting. These have been
both for pharmacovigilance experts and general health professionals.
Moreover, these have resulted in a number of papers and publications. [6,
257, 258]. Both types of error can be present and interact, showing the
importance of not performing analyses excluding incomplete cases from the
analysis. Human intervention must be minimal in selecting cases for large
data sets at the data entry point. 

7.13 A summary on the use and implementation of the BCPNN

Bayesian statistics implemented in a neural network architecture is an
approach that we have developed specifically to data mine the very large
WHO international database of adverse drug reactions. This is done both to
find new drug-adverse reaction combinations, but also to identify previously
unknown patterns such as risk factors for drugs such as patient age,
underlying diseases and to detect drug interactions.

A Bayesian statistical approach is used to highlight unexpected dependencies
in the data set; implementation in a neural network architecture allows the
routine calculation of the strength (or weakness) of all drug adverse reaction
dependencies in the data set. The method has been implemented in a
systematic signalling process. Every three months the IC and its confidence
interval are calculated for all drug- adverse reaction combinations. The
calculations performed routinely will ultimately be extended to calculate
dependencies among all variables in the data set, although this is currently
done on an ad hoc basis.
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The BCPNN calculates an Information Component (IC) and probability
intervals (IC ± two standard deviations) for each drug adverse reaction
combination, for each relationship in the network. The IC is a Bayesian
implementation of the observed/expected ratio. The IC, as Finney [51]
recommends for measures of disproportionality, counts on case rather than
combination level. As the IC is also the weight in the neural network, the
computational efficiency of the method is further optimised. A logarithm to
the base 2 is used. This process is used to highlight drug adverse reactions
most likely to be signals, and to look for more complex patterns in the data.
The information component (IC) measures dependencies between variables
in the database. Estimates of precision (standard deviation) are provided for
each point estimate of the IC, thus both the point estimate of
unexpectedness as well as the level of certainty associated with it can be
examined. The IC distribution is constructed in such a way that it adapts
quickly to the addition of new data from the first sample, while there is a
dampening effect at low counter values. Despite missing data, the IC and its
standard deviation can be calculated for any combination of variable values.
Combinations, where the lower 95% confidence limit is newly greater than
zero, are highlighted for clinical review. If considered signals after clinical
assessment these are then communicated externally. Follow-up processes are
also used to provide further information on signals, or allow those
potentially clinically interesting combinations to be signalled at a later stage
when sufficient data has accumulated.

Stratification is not routinely performed in the routine quarterly screening
neither as adjusted estimates, nor as stratum specific estimates. The UMC
strategy is to perform stratified analyses after the first quantitative hypothesis
is raised. Similarly IC calculations are routinely done against a comparison of
the whole data set. As a secondary step analyses are done against subsets of
the data set, sometimes using certain exclusion criteria and performing
sensitivity analyses and ‘best case worst case analyses’ of the results.
Currently the WHOART terminology is used for signal detection on the
preferred term level routinely, but sometimes on higher level terms: System
Organ Classes. Purpose built groupings may be used in the secondary
analysis and drug groupings may also be used. Routinely, cases are only
counted for a drug if the drug indicator is listed as suspected or interactive.
Concomitant indication reporting is sometimes considered as part of the
second stage of hypothesis generation. Triage and followup techniques are
also used. Output is produced as large spreadsheets allowing flexible filtering
for further signal detection by users, but also as pre-filtered output where a
few drug - ADR combinations considered to be signals are discussed in
more detail. This range of outputs serves a range of needs as defined from
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time-to-time by the national centres who provide the data. Constant ongoing
evaluation of the effectiveness and usefulness of the UMC’s signal detection
scheme continues to refine and improve the usefulness of the output from
the UMC.

All of the above issues are interrelated and need to be considered together
when implementing quantitative methods into a routine signal detection
strategy. The BCPNN can also be used in drug group effect signal detection
as well as the detection for more complex relationships in the data involving
several drugs, ADRs or other variable combinations. This will be discussed
further in Chapters 9 and 10.
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Chapter 8. Method evaluation

8.1 Introduction and initial UMC tests

The quantitative signalling systems implemented on the WHO database
[145] and other databases of spontaneously reported cases [66, 142,
146]currently have features in common:

a) Quantitative comparison is made to other spontaneously reported
data

b) Quantitative filtering based on a quantitative measure such as the
‘observed to expected’ ratio, or similar (see Chapter 3 for more
details.)

c) Highlighted combinations are clinically reviewed to determine
whether the case series is strong enough clinically for the association
to be considered a signal.

Consequently all the methods suffer from the same limitations:
a) The usefulness of the output is determined by the quality of the data

in the database in which the method is used. For example in the
WHO database under-reporting and delays in reporting are
influential, there are also several biases, and issues of data quality,
such as duplicate case reports.

b) Some drug adverse reaction combinations that have reports of the
combination that can be considered signals before reaching the pre-
set quantitative threshold. For example there were 22 cases of
Omeprazole - Anaphylaxis in the WHO database, yet this was not an
association for signal review, even in 2003 (IC= -1.98, ICSD=0.22).
However based on clinical review this association has been signalled
as long ago as 2000[253].

The limitations emphasise the need for other approaches to signal detection,
but also clearly suggest the possibility that the actual implementation of the
methods in routine signal detection might have some pitfalls. The need to
demonstrate that the methods work in practice is clear. 

In the use of the BCPNN on the WHO database the aim was to show that
the BCPNN was effective in highlighting new signals. More specifically,
show the BCPNN was effective in highlighting a subgroup of combinations
for review (ie associations) that is likely to contain the majority of true
signals in the data, thus making the clinical review of the WHO data more
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effective. Another intention was to demonstrate the use of the BCPNN in
signal refining and pattern recognition, but this will be discussed in the next
two Chapters.

Initial testing of the approach was done by showing the IC was positive for
known, common drug - ADR combinations we would hope to signal, while
negative for drug - ADR combinations we would hope not to highlight. By
replicating the database contents as the reports stood at three monthly
intervals since its inception, it was possible to observe how the IC and its
standard deviation changed over time for these combinations of interest.
Paper I includes examples of how the IC and its standard deviation varied
with accumulating data for a known signal (captopril-coughing) and two
false signals (digoxin-rash and digoxin-acne). For captopril-coughing the IC
becomes positive after the third quarter of 1981 and its standard deviation
shrank rapidly at the time reflecting the rapid accumulation of reports. The
lower 95% confidence interval for the captopril-coughing association
became greater than zero in the third quarter of 1981, and had the BCPNN
method been in place coughing could have been highlighted at this time.
The first published case report of this association was in a Dutch Journal in
1983 [259], and the first case series not reported until 1987 [260]. These
results suggested that captopril-coughing is a signal that might have been
highlighted much earlier had the BCPNN method been implemented at the
time. In contrast, neither digoxin-rash nor digoxin-acne was highlighted.
Similarly the known important signals of suprofen-back pain [261] and
azapropazone induced photosensitivity [54] were shown to have positive ICs
(both are great than four) with narrow confidence intervals, such that both
have lower 95% confidence intervals much greater than zero [181] and
would be readily obvious in IC analysis with the BCPNN.

Paper I also describes a feasibility test into how a three-monthly scan of the
database might be performed and the output filtered on IC value to detect
new possible signals. The test was performed on a three-month batch of
reports received during the start of 1996, a total of 36000 reports.
A similar scan was performed [52] on data from the fourth quarter of
1997:4. Of the 38800 different drug - ADR combinations listed, 1520
became associations in that the IC-2SD newly became great than zero on
addition of the data during that three-month period. Of these 1520, 536
were associations on WHOART terms. Of these 191 were neither listed in
the USA Physicians Desk Reference (PDR) nor Martindale.

These results gave us the confidence that the method could reduce the
number of combinations for clinical review, would highlight combinations
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not in the current literature. This led to the routine quarterly scanning of the
data set using the BCPNN as part of the signal detection process. However,
the percentage of the novel combinations which were true and useful signals
was not known from these studies. 

In order to determine whether we would find true and useful signals earlier
with the new method we tested against another sensitive international
signalling system. We compared against the Reactions database of the ADIS
publication ‘Reactions on Line’ [52]. The latter is the online equivalent of the
hard copy ADIS publication ‘Reactions Weekly’ and describes first case
reports for drugs of suspected ADRs published in journals. It covers over
2,000 biomedical journals published worldwide and major meetings. All drug
adverse reaction combinations published as 'First reports' in ‘Reactions on
Line’ between January and June 1998 were captured, and compared to the
WHO database, over the same time period. Forty-three combinations were
captured, and twelve had not been reported to the WHO database at all at
this time. Eleven of the 31 combinations that had been reported to the
WHO database were associations three or more months before publication
in ‘Reactions on Line’. This study showed that when reports were received
into the WHO database the BCPNN was sensitive in highlighting
associations early in a reasonable proportion of cases when compared with a
very competitive weekly alerting system, often based on single cases. It also
emphasised that the BCPNN cannot be consistently effective at highlighting
new signals if reporting to the WHO database is delayed. 

This study also led to a cooperation between ADIS and the UMC in linking
the two largely independent signalling systems, into a single widely available
publication, Reactions Weekly. This is in addition to the signalling within the
WHO Programme.

There was also a need to demonstrate that the BCPNN method was a
significant enhancement to the then current WHO signalling process. In
paper II a comparison was also performed to the old method of signal
detection used at the Uppsala Monitoring Centre where drug - ADR
combinations were highlighted for clinical review, predominantly based on
the total reporting of the drug - ADR of interest. Six of the ten signals found
by the old method would have been highlighted by the BCPNN for clinical
review, four before they were sent to national centres. None of the four that
the BCPNN ‘missed’, had more than four reports in total at the time of
writing of paper II. This lack of increase in reporting perhaps suggested that
they were false signals.



102

8.2 Problems of validation

 Whilst the above studies show that the BCPNN does find some significant
associations early in comparison with two different approaches, more
extensive systematic testing of the method was needed. As there is no 'gold
standard' for signal detection demonstration of the specificity and sensitivity
was difficult. Consider a two by two contingency table:

True signal False signal

Test positive a b

Test negative c d

Cell ‘b’ represents the cell that drug adverse reaction combinations are
classified in when the test method falsely highlights a combination ‘false
positives’. Combinations in Cell ‘c’ are ‘false negatives’: combinations that
the method failed to highlight which are in fact true signals.

But what is the definition of a true accepted ADR that we can use to
determine signals against? And should the method be expected to find any
type of accepted ADR? With a successful signal detection method, we
considered that the two by two contingency table should have the following
properties:
1. High ‘a’ and ‘d’
2. Low ‘b’
3. Very low ‘c’
Drug Adverse combinations falling in cell ‘c’ are more problematic than
those in cell ‘b’. False combinations will in the main be rejected by clinical
review whereas complete reliance on the test method for filtering
combinations of interest for review would mean that cell ‘c’ combinations
would not be clinically considered.

In addition to their being no ideal signalling system ‘gold standard’ for
comparison, the definition and nature of ADR signals make evaluation of
approaches difficult. The WHO definition as described previously requires
clinical judgement. In testing a quantitative method this subjectivity did not
encourage the use of this definition when evaluating the usefulness of the
BCPNN methodology in highlighting signals!
For an experiment, the definition needed to be:

a) Objective
b) Reproducible
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c) Independent of the test result
We could define known and accepted ADRs as listed in broadly accepted
standard literature sources or summary of product characteristics (SPCs). It
would also be possible to use known drug withdrawals as a standard, but
what if a drug is only withdrawn in one country, or a few, but not
worldwide? What if the drug is withdrawn while the ADR is only suspected,
or withdrawn for economic and not primarily safety reasons? All choices
have limitations.

There are also problems of contemporary comparison. If a combination is
highlighted (ie IC-2SD is greater than zero), but the combination is already
listed in a reference source then the combination was highlighted by the
quantitative method correctly but too late to be a signal. If, however, the
combination is not listed in a reference source, this may be either a false
positive or a true positive that we have highlighted early! We decided to do a
retrospective study of the database and compare the results to a
contemporary study of the literature. If one tests a method by only checking
that contemporary known ADRs are successfully highlighted, then the
applicability of the method to previously undetected ADRs is still unknown.
Even if one can show that the method can find known problems, this does
not necessarily suggest that currently unknown problems will be detected by
the method. The act of being known might be the factor which causes such
combinations to be highlighted. The real test is whether a method is better
at highlighting those adverse events which are true signals but already
known, or those that are true signals but currently unknown, the difference
between these two categories will affect to what degree such methods will be
used in the future.

Another important issue was how to consider the BCPNN method as
separate from factors affecting report collection. We decided to test the total
system including collection of reports since it is both data and its analysis
which determines the effectiveness of the WHO signalling process. All
decisions on the implementation of the BCPNN have been made with the
intention of maximising the signal detection potential of the WHO database
for WHO Programme members. As discussed previously other decisions
and indeed other approaches might be better adapted to other data sets, and
for other purposes.



104

8.3 Retrospective evaluation

As explained above, it is difficult to show that any measure effectively finds
signals. To evaluate the BCPNN as a useful system for detecting new drug-
adverse reaction signals effectively and early, a retrospective study was
performed. Drug - ADR combinations from 1993:quarter one were
examined and compared to the literature from both 1993 and 2000 (paper
II). Tests to determine whether we would have found true signals earlier
with the new method were made against general reference sources
(Physicians’ Desk Reference and Martindale). 

A retrospective evaluation of all of the 95 associations which became
highlighted by BCPNN, and 13 negatively highlighted by BCPNN (non-
associations) from 93.1 were made. Associations were those that had IC-
2SD newly greater than zero in that quarter. Non-associations were defined
as IC-2SD<0 newly in that quarter. In this study the positive predictive
value reached 44.2% since 42 of the 95 cases would have been found with
the BCPNN. The negative predictive value was 84.6%, since only two of the
13 cases not highlighted, were found to be signals. For the purposes of the
study signals were defined as combinations unknown in 1993, but listed in
the literature in 2000. This study is described in paper II. In routine use all
associations must also pass a filter of clinical review to be considered signals.
Thus in practice the positive predictive value can be expected to be higher as
all associations are clinically reviewed and many of the false positives can be
expected to be discarded before signalling in the UMC’s routine work.

8.3.1 Limitations of the retrospective study
In our test results there is a mathematical asymmetry in that only ADRs are
reported and not non-ADRs. Test negatives may become test positive in
future, but test positives cannot become test negative.

Literature sources are not a true gold standard for signalling, as not all true
signals are recorded in the literature at any point in time. In addition both
weak and strong suspicions may be listed as signals: the literature cannot be
considered as a consistent gold standard.

The 1993 PDR was not checked because it was not in an electronic format,
and it was considered that information in the PDR was not necessarily
known worldwide. It was considered that a primary exclusion on Martindale
was a better for a check on drug-ADR associations that are well known
worldwide. Both Martindale and the PDR for 2000 were used as a guide to
the best contemporary ‘truth’ of drug related ADRs.
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Small numbers of combinations were considered in this study. This makes
the results less generalisable. Applicability to other time frames may also be
questionable, suggesting that the test should be performed again in the
future. 

As mentioned above, difficulty with the study was that it was not possible to
separate testing of the BCPNN method from testing the WHO programme
and how quickly reports are sent in to it. An effective signalling system relies
on reliable and fast data collection, cleaning processing and entering into a
database, as well as efficient methods to screen and extract relevant
information from it. 

We assumed the literature seven years later than a point in time as a gold
standard of knowledge. In practice not all information may be known within
six years of reporting of a drug adverse reaction reporting. 

No clinical relevance was considered in the definition of a true signal, this
was a design choice for this study, as discussed above, to maximise
objectivity in the investigation.

It was considered that known signals in MD93, may induce publication bias
and lead to the combination standing out erroneously. However, we cannot
be sure such combinations were well and widely known signals. If we had
considered some as known and some not (Eg by how well covered was the
topic in the general medical media, the number of cases described, etc.) then
subjectivity is again introduced into the analysis.

Non-associations are able to change their status over time (to become, for
example, positive associations) and their volume is large, around 10000 in
the study period. We have held that negative associations are a sample of all
non-associations, and is an appropriate selection of the very large number of
all non-associations to demonstrate the performance of the BCPNN
method. 

8.3.2 Commentary on the results of the retrospective study
Testing was focussed on the IC-2SD level. This is the arbitrarily selected
level chosen for routine highlighting of combinations for clinical review
(chosen chiefly because it highlighted a manageable number of associations,
yet seemed appropriately sensitive in the earlier tests mentioned in 8.0),
therefore we focussed the analysis on this level. Testing further levels would
have required a large increase in the number of drug - ADR combinations
reviewed to have sufficient confidence in the results. One of the problems
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of the test was the time taken to check the literature as this step was not
automated in the analysis.

Negative associations are a sample of all non-associations, since this is
logically symmetrical to positive associations, and is an appropriate selection
of the very large number of all non-associations to demonstrate the
performance of the BCPNN method.

It was decided that the most relevant performance evaluation was the
predictive values of the BCPNN as a signalling system. Thus, we have
calculated the positive predictive value based on new associations not in
Martindale 1993, rather than on all associations. This results in a positive
predictive value of 44%, judged on the basis of our literature in 2000, as
compared with the previously quoted 72%, which reflected all associations.
In practical terms this means that nearly half the associations we would have
sent out for expert review were not well known signals. On the other hand,
only 15% of new associations were missed by the BCPNN.

Given that there is no current evaluated method of aided signal detection to
compare against, the above premises seem reasonable in trying to evaluate
the method, and we believe this to be a creditable performance of the
BCPNN on the WHO data.

8.4 Comparison to other methods

A study was performed [148] to investigate the concordance between the
different measures and precision estimates used in signal detection of
pharmacovigilance data. The analysis was performed on the Netherlands
spontaneously reported data set of suspected adverse reactions stored by
that country’s national agency, LAREB. The study was performed on a data
set of 26555 reports, only combinations with two or more reports were
included in the study. Drug - ADR combinations were highlighted by each
of the following tests that were performed: PRR - 1.96 SE >1; ROR - 1.96
SE >1; Yules Q - 1.96 SE >1[149]; Chi squared test with Yates correction p
>0.05; and Poisson p>0.05. The combinations were then compared to the
list of drug adverse reactions highlighted by the IC-2SD, to determine the
concordance of each of these tests with the IC-2SD >1. The IC- 2SD was
selected for comparison because it could be calculated for all combinations
in the data set, in contrast to some of the other measures, and it had also
been compared to the literature (see paper II). For each test sensitivity,
specificity, positive and negative predictive values were calculated. As the
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number of reports of a combination was likely to have a high impact on
differences between the tests, comparison was made for separate groups
based on the total reporting of the combination. There was broad agreement
between the measures when four or more case reports of the combination
were reported in the database. Poorer concordance was found at lower
counter values, in general less combinations were highlighted for two or
three cases by the IC-2SD and this can be explained by the large dampening
effect of the prior assumptions about the IC distribution at low counter
values.

In practice, as currently implemented, all the measures have similar
properties in highlighting signals [148]. All combinations highlighted by the
BCPNN were highlighted by PRR and ROR, but not all those highlighted by
PRR or ROR highlighted by BCPNN. This is because of the Bayesian
dampening effect at low counter values. The question then arises: are these
true signals that the BCPNN highlights late or not at all? Or are they false
positives that the other methods highlight based on very small amounts of
data? Further investigation is needed to determine whether the discordant
pairs represented mainly true signals highlighted earlier by the other
methods, or spurious associations. It is probably true, however, that
differences between data sets, choices and use of terminology, and decisions
made on implementation (see section 8) are likely to have more impact on
signal detection than these small differences due to choice of choice of
measure.

8.5 Further tests needed

Any formal testing of signal evaluation on a routine basis for all drugs is
impossible because of the myriad of factors that have influence on the result
and its generalisability. For example a test on a limited set of drugs at a
specific point in time has a limited validity for that set of drugs for another
point in time. We believe that the selected tests show the feasability of using
the BCPNN method on a routine basis. The range of investigations reported
in this thesis is a basis of knowledge for further evaluation and development.
The real demonstration of usefulness or not of these methods will be seen
over time if we increasingly effectively highlight new ADRs to drugs
prospectively. We must particularly check how many true signals are missed
by these methods. The volume of information and the need for speed in
signal detection and communication makes such approaches essential, even
allowing for slight doubt regarding the level of their effectiveness.
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Part II Refining signals

Chapter 9. Group effect detection

This chapter will explore the potential of the BCPNN to provide extra
information about highlighted signals, how such analyses can be performed
and how far conclusions can be drawn. When a drug-adverse reaction
association is considered potentially clinically important it is relevant to
compare how such an association compares in its unexpectedness to related
drugs, which might, for instance, be used for the same indication. Similarly
consideration of ADRs at a group level may facilitate signal detection, and
even find ‘syndromes’ of ADRs or ADR terms that might be clinically
important.

9.1 Grouping of drugs

In addition to detecting specific drug-ADR signals, the BCPNN method can
also be used to examine the relation between a group of similar drugs and
the same ADR[262]. The BCPNN can be used to perform runs of a group
of drugs and calculate an IC and its standard deviation for the group. The IC
and IC-2SD for the group and an ADR can be compared to a specific drug
with the same ADR over time. Grouping of drugs can be done for example
using the WHO Anatomical Therapeutic Chemical (ATC) classification [57]. 
An investigation was performed to look at both the IC value between the
drug and the ADR, and the IC value between the drug group excluding the
drug of interest and the same ADR. The two were then compared. In these
examples ATC minus the drug of interest was used, rather than ATC for the
drug group, this was done to stop the drug of interest effecting the group.
The benefit of using the ATC as the group, is that the comparison between
the drug of interest with an ADR and the group - ADR is equivalent to the
IC of drug and ADR to a background of the ATC group, which is intuitive.

To demonstrate the methodology paper III presents examples of drug-
adverse reaction signals which are known to be drug specific effects
(practolol - sclerosing peritonitis), and those which are known group effects
(ACE inhibitors - coughing). Results of more recent drug safety issues were
also included (anthistamines - heart rate and rhythm disorders and
antipsychotics - heart muscle disorder.)
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Retrospective time scans were ran of: practolol - sclerosing peritonitis and
non-selective beta blocking agents -sclerosing peritonitis; ACE inhibitors -
coughing and captopril - coughing; anthistamines - heart rate and rhythm
disorders and terfenadine - heart rate and rhythm disorders; antipsychotics -
heart muscle disorder and clozapine - heart muscle disorder. For the
practolol work the term ‘peritonitis’ was also included as ‘sclerosing
peritonitis’ was a term entered into the dictionary after the drug problem
occurred for this drug and this very specific ADR. This emphasises the
important role of terminology in signal detection The clozapine
antipsychotic heart muscle disorder signal led to a further publication on the
possibility that antipsychotics in addition to clozapine might cause
myocarditis. This is paper IV of the thesis and is discussed below.

The results in this paper suggest that this kind of BCPNN run can
distinguish both known drug specific and known group effects. One might
suspect that this method is only separating drug specific and group effects
after the effects are known. This possible bias has been investigated and the
retrospective analysis of paper II showed that the differences in IC above
occurred before the effects were first published.

There are two examples in the results of possible group effects where only
one of the drugs in the group had been previously considered responsible,
but our results suggested the possibility of other drugs had the same effect
within the group. These require further investigation. Such runs may help to
promote the need for risk benefit analyses between drugs when considering
specific drug-ADR relationships. The runs themselves may lead to further
more detailed analyses as further hypotheses are generated.

9.1.1 A clinically interesting example
Our aims with this work were:

a) To highlight a potentially important clinical issue.
b) To publish an example of a clinically important signal discovered by

a data mining approach to signal detection on the WHO database.
The signal of antipsychotics and heart muscle disorder was detected using
the method described in paper III, and the full signal was subsequently
written up and published to draw attention to this potential ADR (paper
IV). This paper is included in this thesis to demonstrate the usefulness of the
BCPNN in highlighting new signals. 

The benefit of the atypical antipsychotics over traditional antipsychotics had
been reported to lie in reduced incidence and severity of side effects rather
than improved efficacy [263]. The clinical importance of our article is clear
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as we seek to promote the need for investigation of alternative therapies and
their risks when considering the risks associated with a particular drug, with,
in this case, myocarditis. This article demonstrates that more work must be
done to investigate this issue.

The results presented in this paper were the direct result of our data mining
approach. A concern had been raised with clozapine myocarditis [264, 265],
we then examined the association between the group of antipsychotics with
myocarditis and cardiomyopathy. A quantitative association was discovered
between the group of drugs together with cardiomyopathy this led us to
suspect that other antipsychotics might also be related to heart muscle
disorder. We then investigated the individual antipsychotics with heart
muscle disorders using a best-case-worst-case analysis (the results were
shown in paper III) and then performed an independent clinical case-by-
case analysis. The cases were in the opinion of clinical review strong enough
to suggest a signal and warranted publication. Case by case analysis was
performed using a standard template [252].

9.1.2 Refinements
As described in paper III, and as described above, best-case-worst-case
analysis may sometimes be important in quantitative signal detection. In this
case antipsychotics are very frequently used with other drugs, therefore cases
of suspected heart muscle disorder where an antipsychotic was listed, might
be more probably due to other drugs also listed on the report. Cases where
no drugs known to be associated with heart muscle disorder are listed carry
much more strength of evidence in support of individual antipsychotics
causing heart muscle disorder. This has similarities to the method described
in Chapter 2 by Purcell and Barty[67]. When comparing two drugs sensitivity
analyses can be performed to determine the level of difference in under-
reporting that would be needed to make the difference between two drugs
disappear[39].

9.2 Strengths and weaknesses

The comparison group of drugs must be clinically valid and selected
objectively before the analysis is performed. The use of this method relies on
the amount of relevant data available and the proportion of cases of multiple
suspected drugs on case reports. The types of drugs investigated may also
affect the usefulness of the approach, for example drugs with multiple drug
indications (at potentially different doses) may be particularly problematic.
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Also differences in use of ADR terminology, such as inter-country variation,
will influence the results.

Comparing ICs between drugs is valid as long as neither has differential
ADR specific selective reporting. The IC has the same property as the ROR
for which the point value has been shown to be independent of general drug
or general ADR reporting [159], though the standard deviation will be
affected. A study of general medical practitioners in France, showed not
only that under-reporting was considerable, but also that it was not
homogenous, that is variation of reporting rate existed between drugs
demanding caution when comparing ADRs between drugs [33].

9.3 Implementation into routine work

The IC value for the ATC group that a drug belongs to could be provided in
the line listing of the combination database. This would allow quick filtering
on drug - ADR combinations that are highlighted both for the group and
the ADR, or for the drug and ADR. This would facilitate routine
consideration of signals as possible group effects.

9.4 Further work

ADR groupings can also be made, as was done for the antihistamines when
the system organ class of heart rate rhythms and disorders was the ADR
level investigated, as presented in paper III.

Earlier we have tested on different levels of the WHOART terminology to
determine the optimal level for signal detection, and decided that the
preferred term level was most appropriate. Going up and down in hierarchy
maximises signal detection potential and this is a technique we perform
frequently to get indications the scope of problems and also to be sure to
capture all ADR reports that are relevant in a case series. This approach
helps to minimise the negative impact of a specific terminology where very
similar cases may be reported under different terms. This was done for the
clozapine study paper IV by combining cardiomyopathy and myocarditis as
a single term, the study focussed on cardiomyopathy but it was important to
capture myocarditis cases that might have been reported as cardiomyopathy,
the more general term.
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9.4.1 Analysis of other variables
Different methods can be used for combining three variables (see next
Chapter). However, one approach is to consider the stratum specific values
for a drug-ADR combination of interest. To demonstrate this approach the
IC value for digoxin-rash for different age groups has been examined [233].
Such consideration of other variables can provide an indication of whether
confounding, or more complex dependencies, might relate to the drug -
ADR of interest. This might allow signals that effect specific sub-
populations to be detected. The decision on how such stratification might
best be included in the overall data mining strategy has been discussed in the
previous section. Lack of data on variables such as dose data, may limit the
usefulness of the BCPNN when looking at a third variable in addition to the
drug - ADR, even in such a large data set as the WHO database.

9.5 Other methods

Tsong [266] suggests a method for comparing rates of AE reporting
between drugs, by adjusting for marketing at different times by adjusting for
year, year marketed, and secular trend in reporting. 

Tubert et al[267] present a method for calculating the CI around the
difference in reporting rate of two drugs and thus can consider the chance of
a difference in reporting rate between the two drugs by considering the
probability of the difference in reporting rate of the two drugs is a chance
finding.
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Chapter 10. Complex dependencies

10.1 The need for searching for complex relations in general and
the WHO database

The work presented in the thesis has thus far focussed on methods for
highlighting unexpected single drug - single ADR combinations that might
be indicative of signals. This section discusses extending the method to look
for dependencies between groups of variables, in particular to use the
BCPNN to routinely look for unexpectedly reported combinations of
several ADRs, drugs or other variables. This is presented in paper V.

A huge potential benefit of quantitative methods used for data mining is to
detect possible dependencies between many variables, where the sheer
volume of data would make such detection by manual inspection impossible.
The implementation of quantitative approaches also allows systematic
scanning of the data, bringing with it benefits of transparency reproducibility
and validation of the system. The principles used for detection of single
drug- single adverse reaction combinations can be extended to discover
‘unexpected’ complex dependencies between groups of drugs and adverse
reactions.

Methods to find dependencies between groups of variables are of
importance in pharmacovigilance. For example to detect a signal that a drug
might possibly cause a specific ADR, but only for a particular well-defined
group of patients, (such as patients within a certain age range), would be
very valuable. If such a localised high risk can be determined early, before
concerns over a potential signal grow, then there may be sufficient time to
target and test the hypothesis. Then a highly effective drug might be
contraindicated for a specific group of patients and kept on the market for
others, rather than being withdrawn. Similarly the detection of other more
complex dependencies, such as drug-drug interaction induced ADRs, other
types of interactions, and drug induced syndromes are important.

10.2 Pairs and triplets search in WHO database

Initial research focussed on extending the dependency between the two
variables to three: When considering single drug - single ADR dependencies
the following change in probability is considered: p(y) 6 p(y|x) 
(as the IC=log2 {p(y|x)/p(y)}). If this is extended to detect dependencies
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between a pair of ADRs (y1 and y2) the following combination would be of
interest: p(y1,y2) 6 p(y1,y2|x). Syndromes might be detected best by capturing
combinations with positive values of: p(y1,y2|x) / p(y1,y2). When IC > 0, this
suggests unexpected large reporting of the three-way variable combination,
as compared to the paired y (y1, y2) and single x variable. The IC between a
drug and adverse reaction can also be written as IC=log2 {p(x|y1)/p(x)}.
Similarly for a possible interaction: p(x1,x2) 6 p(x1,x2|y) could be considered
of interest. When three variables are considered the formulae for
interactions and syndromes become different. Interactions might be found
by looking for large values of p((x1,x2)|y)/p(x1, x2). Using this formula
perhaps we are able to highlight the strong relationship between y and the
x1,x2 combination.
The above formula for the potential detection of syndromes was used to
examine ADR reporting for haloperidol [181]. Possible dependencies with
specific reported ADR terms, pairs of ADR terms reported on the same
report, and triples of reported ADRs were considered.
The IC was calculated for ADRs reported with haloperidol in the normal
way:

To detect syndromes the IC with a pair of ADRs was defined as:

Similarly:

The IC measures the change in probability of a pair of ADRs being reported
together when haloperidol is and is not reported as a suspected drug. This
formula will highlight combinations where the pair of adverse reactions is
unexpectedly frequently reported relative to general drug reporting, and
general reporting of that pair of ADRs. This method could by symmetry
clearly have been used for the detection of unexpectedly frequently reported
pairs of drugs. 

Unfortunately a high IC between a drug and a pair of ADRs could be caused
by strong paired IC values alone: between x and y1, x and y2, or y1 and y2.
Indeed the high IC between the three variables could be due to a
combination of all three paired dependencies, rather then just an unexpected
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three-way dependency. The goal of this method is to highlight unexpected
three way dependencies, not readily explicable in a lower dimension space.

Whilst there is one clear definition for paired IC of p(x,y)/ (p(x)*p(y)) which
is equivalent to p(y|x)/p(y), when this approach is extended to three
variables many non equivalent possibilities exist. For example, p(x,y1,y2)/
{p(x)*p(y1)* p(y2)} is not the same as p(y1,y2|x) / p(y1,y2), and there are
many non-equivalent possible calculations for finding unexpected
dependencies between three variables x, y1 and y2, such as:

All of these formulae attempt to quantify the impact of adding information
about one variable. The same non-equivalence applies to higher order
dependencies. All the above formulae suffer from considering both three
and two variable dependencies simultaneously.

The expected number of cases between three variables is likely to be smaller
than for two variables. Thus a relatively small observed count may make the
observed/expected ratio positive. This might lead to quantitative
highlighting of a three-way combination based on very small numbers of
cases. However the effect of the BCPNN choice of priors would lead to
considerable dampening of the IC value (see Chapter 6.), and low counter
values would also result in wide standard deviations so that the combination
would not be spuriously highlighted. Such a method, while effective in
highlighting symptoms of the syndrome [233]could not be used to detect the
entire pattern of constituent terms, of, for example the haloperidol induced
neuroleptic malignant syndrome (NMS), nor did similar IC measures since
all symptoms were never reported on same report [233]. While this might
not be disadvantageous when searching for known syndromes that might
occur, this property of not methodologically linking all the symptoms
together would be very disadvantageous with a previously unknown
syndrome. A more sophisticated pattern recognition approach was needed.

10.3 Pattern recognition

A Pattern is ( as defined in paper V):
‘ A set of recognizable, mutually predictable, frequently corresponding events.’

Pattern recognition is the detection of such patterns in large amounts of
data. It is hard to define how a friend is recognised, and how effectively this
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occurs will also vary with circumstances. If we meet the friend somewhere
unexpected, such as in another country, then we may be unsure we
recognise that person. If the person changes their appearance by from
example wearing a hat recognition might decrease, however if the hat is
distinctive and we associate the hat with them we might conversely
recognise the friend more readily. Another example is handwriting: we
cannot easily derive rules for why the figure ‘4' if handwritten is recognised
as a ‘4', particularly if one tries to generate rules applying to a number of ‘4' s
written by different individuals it will be difficult. Also, humans don’t always
get it right!

If one is shortsighted, then an object in the distance may appear blurred, but
by putting glasses on the object can be recognised. The aim of the BCPNN
in pattern recognition is similar to that of glasses for a shortsighted user: to
make true patterns in the reported data in the WHO database apparent
which might otherwise appear obscure and might be missed.

So far, development has focussed on methods for finding patterns in
reporting of ADR terms. Further work will extend this to other variables.
A syndrome can be defined as:

‘A group of symptoms and signs of disordered function related to one another by
means of some anatomic, physiologic, or biochemical peculiarity’
(Taber’s cyclopaedic medical dictionary).

Thus the term ‘syndrome’ is used medically to refer to apparently different
symptoms that are in fact all directly due to a central ‘peculiarity’. A pattern
of ADRs can be seen as a set of ADRs that are likely to cooccur and thus be
reported together when an ADR is received on a specific drug. Signal
detection should include the detection of such clusters of ADRs. ADRs may
occur in the same case and at the same time but they may occur in different
but overlapping combinations at different times, but they are always
dependant on the given drug. Such complex associations might be known or
unknown.
 
The interest in detecting syndromes might be to characterise distinctive
reporting patterns for some drugs known to cause a specific syndrome and
to find other drugs that may have similar reporting patterns. On the other
hand the real challenge is to find unknown syndromes: patterns of ADRs
which are together related to a drug.

ADR syndromes may have a temporal component, certain ADR terms being
seen as predictors. One ADR caused by a latent disease state may be visible
early, where a more serious ADR may take longer to develop to be clinically
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obvious. A typical example is the practolol induced oculo-mucocutaneous
syndrome in which dry eye was an early manifestation of the much broader
syndrome. It may be hard to detect temporal relationship ADRs, as they are
less likely to be reported on the same case report.

A model for syndrome detection can be that a few symptoms are reported
on one case, then a few different symptoms reported on another case,
increased overlap of reporting as cases come in occurs but never are
complete symptoms reported on a single case. The pattern will be related to
both how many times a particular variable is reported but also how many
other variables it is reported with. A case series of 6 reports each with
groups of six of nine symptoms reported is more suggestive of a pattern
than 36 cases each with a single symptom of the nine of interest reported.
To lead to effective syndrome and higher order dependency detection, and
to reduce the impact of few of the ADRs of the syndrome being reported
on same report, we decided to investigate a pattern recognition technique. 

If a drug causes a syndrome, the reporting of a known syndrome might
include cases where the syndrome term itself may or may not be reported,
and all, some or none of the constituent symptoms might be reported, and
any combination of symptom and syndrome reporting. Additionally other
ADRs might be reported which are either drug induced but unrelated to the
syndrome or not drug induced. Either can be considered as ‘noise’ from the
perspective of detection of the drug-ADR of interest. For unknown
syndromes symptoms alone will be reported. Known syndromes might
result in a combination of reporting of the syndrome and its constituent
symptoms separately. However for both unknown and known syndromes all
symptoms of the syndrome will rarely if ever all be reported on a single case.
To effectively detect known syndromes for new drugs, cases where some or
all symptoms but not the syndrome term should be captured.

Therefore a method was needed to detect syndromes from partial reporting
of syndromes, even when the syndrome or the constituent parts are
unknown, this problem domain is often referred to as unsupervised pattern
recognition. A new method needs to be effective in both detecting both
known and unknown syndromes.
An ideal pattern recognition method would:

a) Detect complete patterns from only incomplete partial input
patterns, both discrete and real valued variable data

b) Be effective in highly sparse data sets
c) Be robust in the presence of noise and missing data
d) Be computationally fast and capable of handling huge numbers of
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combinations and cases
e) Detect previously unknown patterns, and have no restriction on

number of members of pattern
f) Find patterns without the need for predefined rules over the

properties that patterns should have
g) Effectively sort patterns and non-patterns and deal effectively with

overlapping patterns
h) Produce transparent results.

Visualisation techniques might be used to look for complex dependencies in
data, however high dimensionality is hard to visualise appropriately. Also
distances between points may be over interpreted if discrete variables are
considered. This is also a problem with clustering techniques based on
minimising distances between cases to define classes or clusters.

10.4 Recurrent neural network

There was a clear need for a new method, and the properties of neural
networks (see Chapter 5) made it a natural choice. For pattern recognition
on the WHO database the BCPNN is implemented as a recurrent neural
network. The recurrent neural network method is a variant of the feed
forward BCPNN used for IC analysis between drug-ADR combinations
(paper V), and the IC is the weight in the neural network, as for routine use.
Each variable value is represented by a node in the network, and the
network trained on input data (cases). The output value of a node in the
recurrent neural network is calculated as a posterior probability based on the
values of the other nodes of the network and weight between the nodes.
After the outputs of all nodes are calculated, they are then used as inputs for
the network in the next iteration. When all the outputs of all nodes stabilise
to specific values, then this represents the output pattern. Both the number
of counts of a particular attribute or node and how many times specific
combinations of nodes are lit together (the IC values between pairs of
attributes) influence the probability of a node being lit and thus have
membership of the final output pattern. Nodes are highlighted in the pattern
recognition technique by exciting/activating all nodes slightly using a bias.

The choice of the subset of nodes to excite (unless all nodes are excited)
such as the drug of interest is subjective and needs to be further tested.
The nodes own activation is important although there is no recurrent link to
the same node. There is a slight dampening effect which makes the nodes
change between active and inactive (and vice versa) slowly, ie a delayed
change in activation. When all the nodes stop changing in activity after an
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iteration then the pattern is considered to be stable. Both positive and
negative connections effect whether a node is active after conditioning on all
the other nodes. Only linear dependencies are considered, as the probability
of a node being on is conditioned on each of the other nodes separately. 
The method thus focusses on finding a group of attributes that has overall
strong paired connections between their nodes in the network, although all
nodes will not necessarily be strongly correlated with each other.

To calculate the posterior probabilities of interest the weight between each
pair of the nodes is needed (the IC value). As mentioned in Chapter 6 a
different prior to that used normally for signal detection has been used for
unsupervised pattern recognition. In fact a true Bayesian prior is not used:
instead the maximum likelihood classically based estimate is used For values
when the classical estimate would be undefined the IC is set to zero.
Additionally a minimum value of IC is set, which is the most negative any
weight can be in the network. This is not a true prior in the Bayesian sense,
however it has been shown to be useful in pattern recognition [226]. The
prior used in routine work was not found to be effective because of its
dampening effect at low counter values. In the future we intend to change to
a truly Bayesian prior. Further work is needed to determine why our chosen
‘prior’ was effective in pattern recognition in contrast to other priors.

10.5 Bayesian Classifier

In paper V a Bayesian belief network[268] related to auto-class [269] was
used for comparison of the effectiveness of the method in searching for the
classes of a given set of cases with a number of possible variable attributes
on each case. The number of classes is assumed, and then each case is
randomly assigned to a class. For simplicity, assume that two classes are
investigated. Under the assumption that the classification of the cases is
correct (but that the precise definition of the class is unknown) then the
probability of each attribute being on a case (node in the artificial data set)
given that the case belongs to the specific class is calculated. This is done for
all the nodes. A probability is also done for the attributes assuming that the
case belongs to the other class.

Thus for each attribute one gets two probabilities, a probability that the
attribute is listed on a report, given each of the classes. Then one can
calculate the probability of a given set of attribute values given a class, and
from this, using Bayes law, the probability that a case belongs to a specific
class given the attribute values on the case. The probability of each class is
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then calculated for the specific attribute values for a case. The highest
probability for a class given the values is assumed to be true, and all cases are
reclassified according to their highest probability of class given attribute
values. Thus all cases are reassigned to classes which may or not be the same
as previously. The whole process is repeated until a stable output
classification of cases is produced. From this final classification of cases to
classes the probability of each attribute for a given class can be calculated to
get an insight into the attributes of the classes. The process is repeated for
different random assignment of cases to find a true stable output set of
classification of cases.

In this approach a number of classes is assumed. The entire process above is
repeated for different number of classes, and the number of classes which
best models the cases is assumed to be the true classification.

10.6 Artificial test set

As discussed previously there is no gold standard for signal detection. The
lack of a gold standard is even more clear for patterns where for example
even for a known syndrome the exact symptoms that make up the syndrome
may be disputed. Therefore in evaluating our new method we tested how
effectively it could determine known patterns, by testing the method on an
artificially constructed test set. The artificial test set of shapes of pattern
generated on a 9 by 9 grid of pixels described in detail in paper V.

Training of the neural network was done on samples of varying
completeness of, and noise over, the true input patterns. Completeness was
varied between 60 and 80%, and noise 0 to 50%. Noise was introduced by
randomly exciting extra nodes on the input ‘cases’, and missing data by using
partial patterns for training. Testing was repeated with a variable number of
input patterns. We compared the stable output patterns to the true input
patterns. Predictive values were calculated by comparing the Kullback-
Leiber (KL) distance between the recalled pattern and true complete input
pattern. The positive predictive value represented the proportion of nodes
that should have been highlighted in the output that were highlighted in the
results, and the negative predictive value the number of nodes that should
not have been highlighted in the output pattern that were highlighted.
Overall a positive predictive value of 80.4% and a negative predictive value
of 0.01% was achieved for completeness between 60% and 80% and noise
varied from 0 to 50%. When a high number of input patterns are used (4 or
more), then there must be a low percentage of completeness and high noise
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to have any ‘missing cells’, that is any nodes not recalled, that ought to be in
the output pattern. If there are more than 4 input patterns, the noise level is
less than or equal to 20%, and a completeness of more than or equal to
50%. Then there are no missing nodes, although the number of extra nodes
varies. In general in the results there are more often extra nodes than
missing nodes. 

Further noise could have been introduced by also removing probability from
the correctly lit input nodes in training. Often the same pattern was recalled
as output, especially at low noise and high completeness, this pattern had the
highest number of nodes in it (32). Further work is needed to determine
whether this was a coincidental finding or an illustration of the influence
that the number of lit nodes has on the output pattern. The output
performance was found to improve as the number of input patterns was
increased. This may be at least in part explained that, as the number of input
patterns increase, there is a higher chance that the output pattern will be
similar to one of the input patterns. As completeness of input patterns
increased or as noise decreased, better recall of an input pattern occurred, as
was expected.

10.7 Example of implementation on WHO data set

Paper V also describes an example of implementation of the recurrent
BCPNN on the WHO database. The drug haloperidol was selected for
investigation, since the Neuroleptic Malignant Syndrome (NMS) is a well-
known reaction to haloperidol treatment and there has been considerable
reporting of haloperidol (8807 suspected reports) to the WHO database.
The seventeen adverse reaction terms found in the detected pattern are
reactions are known or can be considered related to NMS. Thus this method
effectively associated the pattern of ADRs that make up the NMS, and
showed that true patterns can be found in the WHO database.

Only one ADR was positively associated with all other ADRs in the pattern,
most had positive ICs with about 14 of the 17 other reactions. The following
adverse reaction terms were highlighted: NMS, hypertonia, fever, tremor,
confusion, creatine phosphokinase increased, agitation, coma, convulsions,
tachycardia, stupor, hypertension, sweating increased, dysphagia,
leukocytosis, urinary incontinence, apnoea.

The method was used to search for a pattern for the drug rather than coding
the drug of interest as a specific node. Further work is being done into
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differences in patterns of ADRs detected with other drugs, a particular focus
is on comparing therapeutically similar medical products.

10.8 Other methods to determine drug interactions

In addition to the Du Mouchel method for looking at higher order
dependencies, other methods have been used. For example Moore et al
showed in 1997 how spontaneous reporting could be used to look at ACE
inhibitors using the odds ratio [147], and van Puijenbroek et al published an
approach using logistic regression of the odds ratio to highlight interactions
in 2000[270].

Amery [138, 256]presented methods for interaction detection by screening
all AE reports for a given drug X, and then scrutinizing all other co-listed
drugs on those same AE reports. For all cases of drug X and a specific AE
where any other specific drug was listed on 5 or more of those reports, then
this drug pair combination was highlighted. For such drug pair combinations
the proportion of reports of a particular AE amongst all the AEs reported
for that pair of drugs is compared to the proportion that might be expected,
that is the proportion of reporting of that same AE for the original specified
drug relative to all AE reporting of the original drug, irrespective of co-
medication. Combinations where the observed and expected proportion
differ significantly are then highlighted.

Amery also suggested methods for syndrome detection: “Clinicians may well
initially report the component manifestations of a previously unsuspected
syndrome.” For a given drug it is a good idea to look for concurrent clinical
manifestations reported more frequently than expected from the
background incidence of the component features. Unexpected clustering
may indicate a drug specific syndrome, but also clinically unimportant drug
related syndromes may also be found. As Amery [138] puts it, some false
positives “is a small price to pay for the timely detection of very rare serious
syndromes.” 

Mandel [132] also suggests a possible method for drug interaction detection
suggesting the Chi-squared or ROR between reporting of two drugs. This
needs criteria when deciding to initiate an ad hoc logistic regression analysis
for calculating complex relations.
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10.9 Conclusions

The BCPNN method finds artificial patterns in an artificial data set, with
both missing data and noise present. The recurrent network also successfully
identifies the pattern of NMS syndrome and constituent symptoms in
haloperidol reports, demonstrating effective implementation on the WHO
database. The method is potentially computationally tractable for pattern
recognition through the entire database

Implementation on the WHO database was demonstrated by examining the
pattern of adverse reactions highlighted for haloperidol. This work is
described in paper V.

A post hoc explanation can often be found for any interesting pattern, and if
no such plausible explanations are found then the reality of the underlying
patterns might be doubted, as the pattern may be perhaps a chance finding
alone [83]. Apparently interesting patterns which can be plausibly explained
may also be due to data anomalies and peculiarities, which re-emphasises the
need for further evaluation of generated hypotheses. 

The effectiveness of data washing and quality of reported data will effect
how effectively the method can be successfully extended to searching for
patterns of other variables such as drug dose.

10.9.1 Future work
The method has been shown to find patterns but further work is needed to
maximise the number of clinically interesting patterns found. It seems likely
that, in routine use, patterns may show ‘methodological signals’ of
peculiarities of the WHO database and system. These might prove both
interesting and useful in understanding the process of worldwide reporting.
Investigation of the IC between a pattern and a particular drug will allow us
to introduce the concept of unexpectedness into our approach, and consider
temporal changes in patterns by looking at IC changes over time. It will be
possible to look at the number of 'cases' of true patterns in the data by
sequential removal of ‘cases’ of patterns and thus counting the ‘number of
cases’ of a specific pattern. A methodological challenge for us is to remove
patterns reliably from the background of the database.

The role of the bias value needs to be further considered. In this thesis
subjective choices of levels were made. So far it seems that inputs excite the
network, however the output has been shown to be invariant to the choice
of bias when the training data, including noise and completeness level was
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varied. This suggests that when true patterns in real data are examined the
subjective choice of bias value is not a major problem, as the network
relaxes to the same pattern independent of bias level selection.

Another consideration is the need to decide whether it is more important to
find patterns reliably, or to highlight the most unexpected patterns. We will
need to consider why a particular pattern is highlighted and what
characteristics do the components of this pattern share (ie individual high
ICs) with each other but not with non-highlighted nodes. All nodes do not
have an equal chance of membership of the true pattern based on the
accumulated data, and indeed may have varying degrees of membership in
reality.

We will need to establish how likely it is that any pattern is real rather than a
chance finding, and develop precision estimates around the overall
probability of a pattern, representing the volume of data in support, or not,
of the existence of data in such a pattern.

We will need to show that two different patterns are in fact not just the same
pattern seen from different perspectives. For example, therapeutic
ineffectiveness in reports of celecoxib and rofecoxib has occurred for each
drug under different WHOART terms, ‘Medicine ineffective’ has been
reported much more commonly for rofecoxib than ‘Therapeutic response
decreased’ whereas the more commonly reported term is ‘Therapeutic
response decreased’ for celecoxib. This might erroneously suggest two
different patterns, when in fact the same pattern is seen from two different
perspectives. Better methods for presenting output patterns are needed to
minimise this problem and methods considering semantic distance between
terms might help. The potential impact of classification into terminology
must always be considered in signal detection.

We will need to demonstrate that the method can make the distinction
between true patterns not completely reported due to under-reporting as
opposed to inferring spurious ‘total’ patterns which do not exist. Methods
for ranking patterns to give a measure of their strength would also be clearly
of use.

Future work will need to be directed to understanding and improving the
recurrent BCPNN. We need to better understand the selection criteria for
the network highlighting one true pattern rather than another and to further
understand the relative importance between:

a) the number of reports of a specific ADR, 
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b) the strength of dependency (weight) between two ADR terms
and

c) the joint reporting of the two ADR terms in determining
membership or not for each ADR of the output pattern. 

We will also need to consider more than paired links, but in looking at
higher order correlations their relevance and importance compared to paired
links will be an issue: if higher order dependencies are considered the
method may be less effective in detecting large patterns from partial inputs. 

The impact of missing reports, under reporting etc. has been mentioned and
will need to be further considered. There will be a need to test impact of
adjusting threshold of: a) when pattern is stable b) when pattern is new, and
to consider methods for determining when no patterns left in the data just
noise!

Further work is needed to improve the visualisation of the output to
maximise knowledge discovery. The more possible patterns, the more
chance that a pattern appears significant by chance. The method can be
extended so that when one pattern is found deeper mining within the
pattern should be done to find others.

The consideration of changes in pattern over time may be very valuable for
signal detection. ADRs that are not members of a syndrome may be
predictors, that is ADRs that may frequently lead to reporting of other
(sometimes more serious) ADRs. These will be characterised by temporal
relationships. The time from ADR to ADR may be very short. If time is
short all three may be reported together and appear on a report as a
syndrome.

In the WHO database we may find ADR terms which are predictors on
different case reports, in this way special attention may be paid to special
reporting trends and signals may be highlighted correctly very early.
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Chapter 11. Future work

11.1 Areas for improvement/further testing

Further method evaluation and impact of signalling work will continue in
the future in order to further maximise the potential of the BCPNN in signal
detection. Ongoing consideration of changing the threshold (for example to
IC-2SD>1) will continue. Comparison to a background of other
spontaneous reports has limitations. This applies as well to the BCPNN on
the WHO database as other similar methods used in other data sets. Further
work is needed to improve the background for comparison and approaches
to limiting any negative impact of the background comparison needs to be
made. If for example drug utilisation data could be collected and linked for
all marketed products, then the BCPNN method could be improved
considerably. Such data could either be used to calculate the expected
number more accurately, or perhaps included in the prior assumptions for
the drug-ADR of interest. The large volume of potentially interesting data
makes the choice of presentation to interested parties an ongoing challenge.
Further work is needed to allow the national centres and others to make the
best possible use of BCPNN analyses. 

The calculations used in IC analysis will be improved, as has been discussed
in the BCPNN Chapter. There are certain assumptions made about the IC
distribution, and an exact form for the E(IC) will be implemented routinely,
as well as a mechanism for improving our routine estimation of the spread
of a particular IC distribution [168]. The pattern recognition method will be
improved further. This will include research on detection of unexpected
patterns, the use of the method in identifying confounders and defining the
amount of support of a particular pattern, that is the number of ‘cases’ of a
pattern. Rather than considering different nodes as either being members on
non-members of a pattern, instead their varying probability of membership
might be measured.

11.2 Future applications

In the future the use of the BCPNN could be extended, not only within the
WHO database but also in pharmacovigilance in general and to other health
care data sets beyond pharmacovigilance, as it is currently recognised and
into monitoring therapeutic and medical error.
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Much of the signal detection in this thesis has focussed on finding
dependencies between the recorded drug substance and the reported ADR
terms. Increasingly the intention is to extend the use of the BCPNN to
routine analysis of other variables within the WHO database. Other
variables of interest such as the field ‘indication for use’ are frequently
empty, thus the importance of techniques to handle missing data
appropriately while optimising the use of the data that has been collected
will be important. Techniques such as multiple imputation [271, 272] will be
investigated for analysing variables which are sparsely filled in on reports.
The implementation of the IC will be developed further to highlight
unexpected dependencies within free text, and this is expected to become a
standard BCPNN analysis tool.

Overdose reports are invaluable in further knowledge about the toxic effects
of medicinal products in humans. We are in the process of linking with the
International Programme on Chemical Safety to have access to overdose
reports worldwide. 

The genetic makeup of individuals may result in variation in the rate of
metabolizing drugs which can result in unexpected toxic effects at normal
doses. By linking overdose reports to spontaneous reports collected where
an apparently correct dose of a drug was administered may help in
determining causality of cases, but also increase understanding of
idiosyncratic reactions. To address this the IC value for the whole ADR
profile of a drug could be investigated as the administered dose of the drug
changes.

The BCPNN could be used to look for the reporting patterns of drugs
known to cause certain ADRs. Then by looking for similar reporting
patterns for newer and chemically related drugs, it may be possible to predict
the development of some ADRs or patterns of ADRs earlier. This would be
a type of supervised pattern recognition.

Analyses of case series when quite large numbers are involved are hard. It
may be very difficult to ascertain patterns by manual inspection. 

Unsupervised pattern recognition may provide support for the medical
assessor. This might take the form of a simple query template that would
allow an assessor, when looking at a specific report, to be prompted with
similar reports, without necessarily defining precise criteria for similarity.
The BCPNN will also be investigated to facilitate data entry and cleaning of
new report data to the WHO database. This could be done for example by
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considering the probability that two reports are duplicates based on the
amount and uniqueness of the information provided. By retaining this
probability in the database (and possibly using it in analyses) this would
make the need for classification of cases as duplicate or not-duplicate less
relevant. Weighting of probability of duplication could even be introduced
into the IC analysis.

The BCPNN methodology has been specifically designed for use on the
WHO database. In this data set temporal trends are very hard to interpret,
therefore currently no particular analysis is performed to observe the
temporal trend, other than to observe how the strength of association
changes as the cumulative amount of data increases until (if) the data passes
a preset threshold for analysis. The use of temporal trends on this data set
will be further investigated, and may be particularly be relevant if with IT
advances data arrives at the WHO Centre more regularly, frequently and
with reduced delay from the onset of the possible adverse reaction.

In free text searching the aim is to try and find unexpected dependencies
between words in free text. Mutual Information has been used to highlight
unexpected pairs of words in a body of text irrespective of their placement
relative to each other [239]. The potential importance in drug safety and in
general healthcare for being able to extract useful information out of
narratives is enormous. Perhaps in the long term there will be less need for
strict hierarchical classifications of data, and the information loss that the
use of such a terminology necessarily implies.

The detection of excipient induced adverse reactions is extremely important
but difficult [273] with the current reporting system. The BCPNN might be
able to detect previously unexpected trends of adverse reactions in branded
drug products that link to excipients, and improve safety in this area.
Herbal safety has increasing importance in pharmacovigilance [274]and the
WHO database includes suspected adverse reactions to [275]. The BCPNN
will be used for signal detection in herbal safety, which will require some
adjustments to the method. Pattern recognition might also be of help in the
classification of herbals and for finding trends in the reporting of herbals.
Quantitative and less quantitative aspects might be combined in the
highlighting of combinations, by providing a weighting to non-quantitative
features in the initial signal screening of the data set, this might focus clinical
review more effectively on true signals. Some suggestions of variables that
might be appropriate to weight in this way are discussed by Meyboom et al
[276].
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Investigations could be made into the implications of drug structure in the
reporting of adverse drug reactions. For example examination of the
functional groups and adverse reaction profiles and looking for unexpected
dependencies between specific blocking groups and certain adverse reactions
is possible. One could also look for unexpected similarities in ADR profile
between similar drug structures. The BCPNN might be used to look for
correlations between the pharmacological properties of a drug and the type
of reported adverse reaction patterns, extending the work of Alvager [212].
The pattern recognition approach could be used to either improve existing
terminologies by detecting unexpected clustering of terms, or highlighting
redundant terms rarely used. Such an approach might also provide the basis
for a more complex and flexible approach to classification of reported
adverse reaction terms.

The Bayesian approach might be further extended to form different
frameworks for expectations, based on previous experience with the same
drug, and on clinical trials experience. Such an approach might also be
beneficial in risk benefit analysis.

Work might be done into how the BCPNN could be best be adapted for
pharmacovigilance data sets where the quantity of information varies
enormously between drugs, this might be the case in pharmaceutical
company data sets which may have considerable reporting of drugs, but only
from a few therapy areas. 

The BCPNN might be used to investigate other data sets that could be
linked to adverse event data this might possibly include: genomic data,
chemical structure information, drug utilisation data and drug development
data sets. The BCPNN is particularly appropriate for implementation on
other large sparsely populated data sets. The BCPNN has recently been used
for data mining three data sets: an organo-phosphate poisoning data set, a
medical error data set and the WHO database. Many other structured data
sets can be analysed using the BCPNN approach.
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Conclusions

This thesis demonstrates that the BCPNN is an effective tool for drug -
ADR signal detection in the WHO database. This database contains many
flaws due to the constraints of routine voluntary reporting. Even so the
method is still effective. The BCPNN as presented in this thesis is a
hypothesis generating the tool, the output requiring critical clinical review.
While there is no one perfect signalling system, in a data set such as the
WHO database, the BCPNN approach is a very useful aid to signal
detection. This quantitative signal detection methodology has been evaluated
as far as possible and is now in effective routine use for drug adverse
reaction signal detection in the WHO database. The method enhances rather
than replaces traditional methods of signal detection. We have shown that
the method can be extended to drug interactions, group effect detection and
the identification of more complex patterns in the data. The potential for
further uses of the BCPNN in pharmacovigilance and other applications is
enormous as the potential for collecting, moving, cleaning and storing data
continues to increase. 

As society’s appreciation of the irrelevance of collecting vast amounts of
data without analysis continues to increases, so will the interest in data
mining. The BCPNN has a promising future in this work domain. Our work
suggests that the BCPNN will continue to be a useful tool in the early
detection of signals and thus play a key role in pharmacovigilance and a
small part in improving the rational use of medicinal products. 
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Appendix 1: Computational details about the BCPNN

The BCPNN does not use commercial software, instead it has been
developed specifically for implementation on the WHO database. All coding
of the BCPNN for implementation on the WHO database has been done by
Roland Orre and his team at Neurologic. The programming code is a
mixture of C and Scheme, C used for low level programming and Scheme
for high level programming.

Runs are done routinely at three month intervals but can also be run ad-hoc.
Non-routine BCPNN runs can be executed by the programmers, but can
also be started by the end users at the UMC. An interface to the BCPNN is
open for access by email from the UMC. These e-mails are written and sent
in SML, a Scheme-compatible markup language especially designed for
specifying queries on a database. A programme to facilitate the correct
formatting and structure of such queries has been developed and is in use at
the Centre. In the interface front end: Queries can be written using a
graphical query builder, or in SML or XML, all queries are then converted to
SML before sending to the BCPNN server. Considerable flexibility is
possible in the choice of variables and how they should be combined for the
query. Erroneous e-mails receive error messages, if the query is correct then
the job is entered into a queuing system, and the jobs are executed
sequentially. When the job is finished a confirmatory email received by the
user. Results are then accessed from the BCPNN website via password
protected http transfer. On the website in addition to the results, full
documentation of all runs is stored. Details of the job, its date, the data set
(ie which version of the WHO database) the BCPNN was performed on, the
time taken to perform the job , and any problems with the runs are all
automatically documented for future reference. This is a useful validation
and documentation tool. The output is for text produced as ASCII delimited
text files which can then be imported into spreadsheet packages, and graphs
are routinely produced in postscript and pdf format.
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Appendix 2: Derivation of IC distribution as implemented
in this thesis

There is no closed form expression for the IC distribution. For the work in
this thesis the IC distribution is assumed to be normally distributed, and
therefore only the E(IC) and V(IC) need to be estimated for a full
description of the IC distribution. The following is adapted from Orre et al
[233].

In this thesis the expectation of the IC is approximated by:

For a beta distribution with the hyper-parameter "1, "0 the mean is[277]:

For a dirichlet distribution the mean is [277]:

Beta distributed priors are used for p(x) and p(y). P(x) has hyper-parameters
("1,"0) and we define " = "0+"1, p(y) has hyper-parameters($1, $0), and we
define $= $0+$1. A dirichlet distributed prior is used for p(x,y) with hyper-
parameters ((00, (01, (10, (11) and (= (00 + (01+ (10 + (11. The posteriors
hyper-parameters are found by adding the prior hyper-parameters and their
corresponding counts (cxy, cx, cy and C), thus the expectation for the
posterior probabilities of interest are:

Then substituting the E{p(x)}, E{p(y)} and E{p(x,y)}, the expectation of
the IC can be approximated by:
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The above is the form of the E(IC) that has been used in this thesis.

For the approximation of the variance of a function the delta technique
gives [277]:

Thus the variance of the IC can be approximated by:

The variance of a beta distribution is given by [277]:

Thus the V{p(x)}:

and similarly V{p(y)}:

The dirichlet distribution variance is [277]:

And thus the V{p(xy)} is:

Substituting the V{p(x)}, V{p(y)} and V{p(x,y)} into the V(IC) gives:

This is the formula for the variance used in all the publications in this thesis.
Based on our prior assumptions, the hyper-parameters are defined as: "1=1,
"=2, $1=1, $=2, (11=1 and
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