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Abstract

The emergence of Grid computing infrastructures enables researchers to share
resources and collaborate in more efficient ways than before, despite belonging
to different organizations and being distanced geographically. While the Grid
computing paradigm offers new opportunities, it also gives rise to new diffi-
culties. One such problem is the selection of resources for user applications.
Given the large and disparate set of Grid resources, manual resource selection
becomes impractical, even for experienced users. This thesis investigates meth-
ods, algorithms and software for a Grid resource broker, i.e., a scheduling agent
that automates the resource selection process for the user. The development of
such a component is a non-trivial task as Grid resources are heterogeneous in
hardware, software, availability, ownership and usage policies. A wide range of
algorithmically difficult issues must also be solved, including characterization of
jobs, prediction of resource performance, data placement considerations, and,
how to provide Quality of Service guarantees. One contribution of this thesis
is the development of resource brokering algorithms that enable resource selec-
tion based on Grid job performance predictions and use advance reservations
to provide Quality of Service guarantees. The thesis also includes an algorithm
for coallocation of sets of jobs. This algorithm guarantees a simultaneous start
of each subjob, as required e.g., when running larger-than-supercomputer sim-
ulations that involve multiple resources.

We today have the somewhat paradoxal situation where Grids, originally
aimed to overcome interoperability problems between different computing plat-
forms, themselves struggle with interoperability problems caused by the wide
range of interfaces, protocols and data formats that are used in different envi-
ronments. The reasons for this situation are obvious, expected and almost
impossible to avoid, as the task of defining appropriate standards, models
and best-practices must be preceded by basic research, proof-of-concept im-
plementations and real-world testing. We address the interoperability problem
with a generic Grid resource brokering architecture and job submission ser-
vice. By using (proposed) standard formats and protocols, the service acts as
an interoperability-bridge that translates job requests between clients and re-
sources running different Grid middlewares. This concept is demonstrated by
the integration of the service with three different Grid middlewares. The service
also enables users to both fine-tune the existing resource selection algorithms
and plug in custom brokering algorithms tailored to their requirements.
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Chapter 1

Introduction to Grid
Computing

1.1 Background

During the late 1980’s and early 1990’s, the rapid development of network ca-
pacity made it feasible to interconnect remotely located parallel computers,
in order to tackle larger-than-supercomputer problems. The resulting infras-
tructures were referred to as meta-computers. The earliest meta-computing at-
tempts used protocols specific for each experiment, before the I-WAY project [27]
developed the first general-purpose toolkit. The I-WAY toolkit was success-
fully used by more than 50 applications, demonstrating the feasibility of inter-
connecting resources such as supercomputers, instruments and storage. The
term Grid computing was coined to describe the interconnection of more gen-
eral types of resources. In addition to the possibility to tackle larger-than-
supercomputer problems, early motivating factors for the construction of Grids
were improved collaboration and the possibility to remotely access scarce and
expensive scientific instruments.

The perhaps most well known Grid software is the Globus Toolkit [80], a
further development of the I-WAY software, with greater focus on protocols for
fundamental tasks such as resource discovery, job submission and data transfer.
Later versions of the Globus Toolkit are used as building blocks in many of
todays Grids. Another early general-purpose Grid toolkit is Legion [37], that
models and controls remote resources in an object oriented manner. Further
examples of early Grid projects include the Storage Resource Broker [9], that
enables uniform access to heterogeneous storage resources, AppLeS [11] and
NetSolve [12], both application level schedulers, and Cactus [2], a programming
environment for parallel high performance computing on various platforms,
including Grids. An in-depth description of early Grid projects is beyond the
scope of this thesis, and can be found in books such as [26, 10].
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CHAPTER 1. INTRODUCTION TO GRID COMPUTING

1.2 Characteristics of Grid Computing

Early Grid computing efforts focused on uniform, efficient and secure access
to computational resources, despite heterogeneity in ownership, security mech-
anisms, and policies. One of the more popular definitions states that Grid
computing is “Coordinated resource sharing and problem solving in dynamic,
multi-institutional virtual organizations” [30]. In Grid computing, the term
Virtual Organization (VO) is used to describe the parties sharing resources.
The forming of a VO is motivated by a scenario where “a number of mutually
distrustful participants with varying degrees of prior knowledge (perhaps none
at all) want to share resources in order to perform some task” [30].

One of the more recent, and perhaps the mostly used definition of Grid
computing is Ian Foster’s three point check list [24] that defines a Grid as a
system that:

1. coordinates resources that are not subject to centralized control,

2. uses standard, open, general-purpose protocols and interfaces,

3. delivers nontrivial Qualities of Service.

The work on Grid resource brokering in this thesis is well aligned with the
above definition of a Grid. The addressed Grid scenario stresses that brokering
must be performed despite lack of global control. One main purpose of the
thesis is to demonstrate how open, standard protocols and interfaces can be
used to achieve interoperability between different Grids. The thesis also inves-
tigates various issues for Quality of Service, including advance reservations and
coallocation.

1.3 Fundamental Grid Capabilities

Many of the existing Grids have fundamental differences in purpose, archi-
tecture and type of resources that they interconnect. However, some basic
functionalities are provided by almost all Grids, including management of jobs
and information as well as data transfer and security, although the actual tools
used for these tasks differ.

1.3.1 Job Management

Remote execution of (computational) jobs is often the prime motivation for
constructing a Grid. We here focus on the basic capability to execute a job on
a predefined resource. Higher-level tasks, such as selection of which resource
to run the job on, are discussed in Chapter 2.

There are many problems that need to be solved in order to provide high-
quality job management mechanisms, both from a user and resource owner
perspective. Users want a simple, secure and efficient interface to initiate,

2



1.3. FUNDAMENTAL GRID CAPABILITIES

monitor and control jobs on a remote resource. Most existing Grid toolkits
offer a set of basic functionalities that (partly) fulfills these requirements. A
job description language allows users to express the job configuration, e.g., the
executable to run, input and output files, as well as the requirements on the
resource executing the job, e.g., hardware architecture, amount of memory, and
operating system. The job execution mechanisms typically use an abstraction
layer to hide the heterogeneity of the underlying execution platform. Examples
of such platforms include batch system schedulers, such as LoadLeveler [46],
LSF [58] and PBS [57]. Other possible execution backends include Condor
[69], a loosely connected pool of machines available to Grid jobs only when
otherwise idle, and execution of the job on the frontend machine itself (POSIX
“Fork”). Most job management mechanisms also define a state model for a
computational job. Typical job states include “pending”, “running”, “finished”
and “failed”.

Resource owners need authentication and authorization mechanisms to be
able to control which users that may access the resources. Resource owners also
want to control the environment the Grid job is executed in, e.g., via sandboxing
techniques1. Further resource owner requirements include functionality for
auditing and accounting, i.e., tracking who is using the resource, for what,
and in what quantities.

As of today, none of the large Grids use standard interfaces for job man-
agement or a standardized job description language. Some Grid projects use
the Globus GRAM interface for job management [25], even though there are
a few other solutions available. Standardization efforts for job description for-
mats, job management interfaces, and state models for jobs are discussed in
Section 2.4.2.

1.3.2 Management of Grid Information

The Grid information management problem includes two separate issues, to
discover what resources are available and to monitor known resources. Discov-
ery of available resources is normally performed by contacting an information
index. Information about resources can either be aggregated into the index, or
kept in a local information service on the resource itself. In the latter case, the
index contains information about how to contact the local information service
on the resource. In a typical resource discovery scenario, a client retrieves in-
formation about the set of currently available resources from an index, queries
the most interesting resources for more detailed information, and selects which
resource to use based on the retrieved information.

A naive way to perform monitoring is to periodically query the monitored
resources for new information. Mechanisms to asynchronously notify inter-

1Sandboxing mechanisms provide a secure, limited execution environment for an appli-
cation not fully trusted, in this case a Grid job. According to Thain et al [69], sandboxing
techniques must provide both the box, i.e., the protection mechanisms, and the sand, i.e., an
execution environment as familiar as possible for the application.
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CHAPTER 1. INTRODUCTION TO GRID COMPUTING

ested parties with information updates are however to prefer. Such notification
mechanisms can reduce the number of messages significantly, allowing clients
to retrieve updates as they are generated without resorting to extensive polling.
While discovery includes the retrieval of both static and dynamic information,
monitoring is exclusively used for dynamic resource information. A typical use
case for resource monitoring is a client that supervises the progress of a task
performed by a resource.

The potential number of users and resources in a Grid is very large, making
scalability and responsiveness important criteria for information management
systems. For discovery, scalability is the main issue, as an index may have to
serve a large number of clients. Responsiveness is more important for monitor-
ing than for discovery, as up-to-date information is vital for some monitoring
clients, e.g., failure detectors.

Information management in Grids is further complicated by the fact that
information is more or less always old, as the state of a Grid resource may
change rapidly. Furthermore, the availability of resources vary. Resources may
at any time join, or due to policy reasons or unforeseen events, disappear from,
the Grid. To avoid stale index entries from no longer available resources, a
good index should be self-cleaning via soft-state registrations. In addition to
always being old, information is often incomplete, as the respective owners of
the resources are free to choose what resource information they publish for
public access in a Grid. Resource information is not to be trusted blindly, as
the presence of information about a resource in an index neither guarantees the
availability of the resource, nor promises that a particular user is authorized to
use the resource.

The existence of several VOs in a Grid results in a variable grouping of in-
formation with multiple, overlapping indices instead of one clean, hierarchical
index structure containing all available information. Most indices contain gen-
eral information about a subset of the resources in a VO, although specialized
indices can be used, e.g., for keeping track of available storage locations and
the amount of free space on each. Specialized indices can help to reduce the
load on general purpose ones. It is however hard to anticipate every type of
client information request, and it is not feasible to construct a large number of
special-purpose indices. For performance reasons, users and other information
consumers should instead be able to specify and limit the information they are
interested in retrieving. This could be done using a query language such as
XPath [14] or SQL [44].

Concludingly, for Grid information management, we need (i) a mechanism
to publish information about Grid resources, (ii) the capability to aggregate
information about (potentially very large) sets of resources into indices, (iii) a
mechanism to asynchronously notify interested entities about changes in infor-
mation, and (iv) a query language that enables consumers of resource informa-
tion to specify and limit the information the want to retrieve.

4



1.3. FUNDAMENTAL GRID CAPABILITIES

1.3.3 Data Transfer

Many Grid applications require secure and efficient access to data that is stored
distributed across a Grid. The GridFTP protocol [21] extends FTP with au-
thentication on both the data channel and the control channel, based either
on the Grid Security Infrastructure (which is described in Section 1.3.4) or
Kerberos [54]. GridFTP contains several performance improvements over the
original FTP protocol, including parallel transfers, i.e., the usage of multiple
TCP data streams between two endpoints, and striped transfers, i.e., usage of
data streams from different endpoints, both on the sender and receiver side.
Further functionality improvements include restartable transfers and transfers
of partial files. Third-party transfers (server-to-server transfers) allow a client
to transfer files between two servers without acting as an intermediate proxy for
the data channel. GridFTP also specifies both an option for automatic TCP
buffer size negotiation and protocol messages for explicitly setting the buffer
size.

1.3.4 Security

The resources used in a Grid are typically valuable and the data transferred be-
tween the resources may be confidential, making security an important aspect
of Grid computing. New challenges arise in Grid security as the interactions
between user tools and resources are complex, often beyond the traditional
client-server model. Grid security is further complicated by the fact that re-
sources belonging to different administrative domains (trust domains) interact,
each having different security policies and using different mechanisms to im-
plement the policies.

From a user perspective, ease of use is a primary security concern. A single
sign-on mechanism allows users to authenticate themselves only once, instead
of having to manually repeat the authentication procedure for each resource
they interact with. The requirement for delegation arises from the complex
interaction pattern between users and resources. Through delegation, a user
can grant a resource permission to perform operations on behalf of the user.

For resource owners it is vital that the Grid security mechanisms are easy
to integrate with the local security infrastructure used within the administra-
tive domain. Resource owners also need a mechanism to control access to the
resource. Flexibility is the key issue for developers. A versatile API for au-
thentication, delegation and similar tasks enables developers to cope with the
complexity of the interactions between applications and Grid resources.

A commonly used security mechanism is the Grid Security Infrastructure
(GSI) [78, 29]. The GSI uses a public key infrastructure with X.509 certificates
[41] and uses TLS (SSL) [17] for secure communication. Delegation and single
sign-on are handled through proxy certificates [73], often simply referred to as
proxies. A proxy certificate is valid for a short period of time only, typically a
few hours.
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CHAPTER 1. INTRODUCTION TO GRID COMPUTING

1.3.5 A Basic Job Submission Scenario

A typical interaction between a client and a set of Grid resources is illustrated
in Figure 1.1. In this scenario, the user initially sends a query to the index to
discover what resources are available. As described in Section 1.3.2, the con-
figuration of the index determines whether the user retrieves all information
available about the registered resources, or only references to other information
sources describing the resources in more detail. In the latter case, the user has
to perform subsequent queries to find out more detailed information about the
resources. After retrieving resource information, the user selects which resource
to use and then performs the job submission to the selected resource by one
of the mechanisms described in Section 1.3.1. Finally, the user ensures that
the job input files (including the executable) are transferred to the selected
resource. This last task is either performed by the user via direct transfer,
or, as illustrated in Figure 1.1, by the resource itself using third-party trans-
fer. Security mechanisms can be involved in all of the above tasks, including
authentication of the user by the resource, authorization of the user’s permis-
sion to execute the job, and delegation of the user’s credentials to enable the
resource to download job input files.

Index

Computational
resource

Storage
resource

User
client

(i) discover (iii) submit
(iv) transfer

data

(ii) select

Figure 1.1: Component interactions in a basic job submission scenario.

As described above and illustrated in Figure 1.1, the basic Grid mecha-
nisms can be used to perform most tasks in the basic job submission scenario.
Resource selection is however beyond the capabilities of the fundamental Grid
tools. Chapter 2 describes architectural models and algorithmic considerations
for resource selection.
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1.4. SERVICE ORIENTED ARCHITECTURES

1.4 Service Oriented Architectures

In a general toolkit for Grid computing, it should be easy to add support for new
Grid components, such as sensors, instruments and alternative data sources.
The construction of client tools is simplified if basic tasks such as invocation,
creation, notification, and termination can be performed in a uniform manner,
independent of the type of the resource the client interacts with. The first
generations of Grid software failed to fulfill these requirements. The early
versions of the Globus toolkit used resource type specific protocols, e.g., LDAP
[20] for resource discovery, GridFTP [21] for data transfer and GRAM [25]
for job management. New resource types could only be integrated by the
introduction of additional protocols, adding to the protocol heterogeneity of
the toolkit.

More recently, Service Oriented Architectures have been used to overcome
these limitations. A Service Oriented Architecture (SOA) is “a paradigm for
organizing and utilizing distributed capabilities that may be under the control
of different ownership domains. It provides a uniform means to offer, discover,
interact with and use capabilities to produce desired effects consistent with
measurable preconditions and expectations.” [55]. A key observation in SOAs
is that a capability required by one entity (a person or an organization) often is
offered by other entities. Within SOAs, a service is described as the capability
to perform work for another, the specification of the capability, and the offer to
perform the work [55]. Needs and capabilities in a SOA are brought together
by services. A service descriptor is the visibility mechanism that enables po-
tential service consumers to decide if a particular service provider fulfill their
requirements.

Figure 1.2 gives an overview of a SOA, and illustrates the so called publish-
find-bind pattern commonly applied in SOAs. In the figure, a service provider
publishes its capabilities in an index. A service consumer that needs some
capability queries the index and finds the service. In the last step, the service
consumer binds to the service provider, and requests the capability.

publish

find

Service
provider

Index

Service
consumer bind

Figure 1.2: Publish-find-bind in a Service Oriented Architecture.
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Web services are one concrete rendering of SOAs. The World Wide Web
Consortium describes a Web service as a software system designed to support
interoperable machine-to machine interaction over a network [75]. Web services
are described using the Web Services Description Language (WSDL) [13], and
communicate using the Simple Object Access Protocol (SOAP) [40], typically
with HTTP as the transport protocol. Web services typically use an Universal
Description, Discovery and Integration (UDDI) [81] server as an index.

Despite being a general architecture, Web services have some shortcomings
when applied to Grid computing. Web services are stateless, i.e., there is no
standard mechanism to store state information in a service. Web services are
also persistent and cannot be created and destroyed dynamically. Further-
more, the UDDI, assuming persistent services, cannot cope with the volatile
nature of the Grid, where services may be available for a limited period of time
only. The unfeasibility of using pure Web services for Grid computing was the
prime motivation for the design of the by now obsolete Open Grid Services
Infrastructure (OGSI) [71]. The OGSI extends the Web service concept with
Grid services. Grid services do, as opposed to Web services, have state and
a limited lifetime. The lifetime mechanisms allow Grid Services to be created
and destroyed, the latter occurring either immediately or at a specified time.
Furthermore, the OGSI specifies a mechanism for sending notifications of state
changes. OGSI ServiceGroups use soft-state registration of entries, making
ServiceGroups more suitable for Grid use than UDDI servers.

The OGSI specification did not gain widespread support, and was further-
more criticized by the Web services community, e.g., for being too tightly cou-
pled to object orientation, for having poor support for existing Web service
tools, and for being monolithic. To overcome these issues, OGSI was refactored
into the Web Services Resource Framework (WSRF) [66] family of specifica-
tions, removing the monolithic structure and many of the other shortcomings
of the OGSI. In WSRF, Web services are stateless and persistent. A stateless
service can have one or more stateful WS-Resources [34] associated with it.
A client invoking a service can specify, as part of the service address, which
WS-Resource it wants to interact with. The WS-ResourceProperties [33] spec-
ification defines how state is stored in WS-Resources. WS-ResourceLifetime
[67] defines mechanisms for lifecycle management of WS-Resources, but not of
Web services as these are persistent in WSRF. The basic fault messages de-
fined in the WS-Basefault [72] specification are used to increase consistency.
In a WS-ServiceGroup [50], Web services and WS-Resources can be grouped
together. Information registered in a ServiceGroup is, to avoid stale entries, re-
moved unless it is renewed within a given time. The WS-BaseNotification [32]
framework is not part of the WSRF family of specifications, but uses WSRF
mechanisms to deliver asynchronous updates to interested entities and is often
used together with the rest of WSRF.

8



Chapter 2

Grid Resource Brokering

To choose which Grid resource(s) to use for a specific application can easily
become unfeasible, even for the educated user, and is better handled by a Grid
resource broker. A resource broker is a tool that automates resource selection,
or more commonly, the whole job submission process, for the user. A Grid
resource broker is sometimes referred to as a meta-scheduler, as it selects which
local scheduler to interact with.

2.1 Brokering Scenarios

There are two main Grid resource brokering scenarios. In the centralized sce-
nario, all access to the resources available in the Grid is controlled by one
broker. A centralized broker has good knowledge of, and control over, all sub-
mitted jobs and can, via load balancing techniques, produce good schedules.
One obvious drawback of this type of broker is the potential performance and
scalability bottleneck and that a centralized broker is a single point of failure.
Another shortcoming of the centralized brokering approach is that it is hard to
introduce dynamic policies, e.g., user-specified resource selection algorithms, in
a centralized system.

The alternative approach is a decentralized (distributed) brokering archi-
tecture, where individual users have their own resource broker. This type of
broker typically manages only a fraction of the total number of jobs submitted
to the Grid, and can hence not (alone) perform load balancing. Advantages
of the distributed brokering approach include scalability and fault-tolerance.
A decentralized brokering architecture is furthermore customizable, as an in-
dividual broker can be tailored to the specific requirements of an certain user
(or application). Centralized and distributed brokers, as well as the hybrid
brokering approach with a hierarchy of brokers, are further discussed in [47].

A centralized broker is typically used to schedule jobs to a specific set of
resources, often belonging to the same VO or Grid. A decentralized broker on

9



CHAPTER 2. GRID RESOURCE BROKERING

the other hand, is most often not tied to certain resources, but allows the user
to specify in each job request which resources the broker should consider.

The scheduling policy used by a resource broker can be either system-
oriented or user-oriented [47]. The goal expressed in a system-oriented schedul-
ing policy can be to maximize overall system throughput, load balance, resource
utilization, or fairness, or a combination of these. System-oriented scheduling
policies are typically used by centralized brokers. A distributed broker most
often strives to maximize a user-oriented scheduling policy, typically by im-
proving the throughput or individual response time for jobs submitted by the
individual user, regardless of the impact on the overall Grid performance and
at the expense of competing brokers.

This thesis investigates the decentralized Grid brokering problem. The vary-
ing characteristics of different applications make resource selection a problem
that must be solved on an application basis. The brokering problem is further
complicated by heterogeneity in resource hardware, software and usage poli-
cies. Since a decentralized broker operates without global control, it must base
all its decisions on information about (and negotiation with) the resources.
As mentioned in Section 1.3.2, information gathered about the state of the
available resources is often incomplete, as resources may limit the published
information due to misconfiguration or policy reasons. The information is also
typically outdated, as the current load of a resource may change at any time,
making Grid resource brokering an online scheduling problem. A decentralized
broker may serve more than one user, but typically handles every user in iso-
lation in such a scenario, in effect giving each user a personal broker. Users
of a decentralized broker have to compete for resources with other users of the
same broker, with users of other Grid brokers, and, as most resource owners do
not dedicate their resources exclusively to Grid use, with users accessing the
resources through local, non-Grid interfaces.

All attempts to solve the Grid brokering problem should consider the de-
gree of transparency. Users want transparent access to the resources, but some
issues, such as the resource selection criteria, typically requires some user in-
volvement. A flexible mechanism that enables users to express their different
resource requirements is especially important for a decentralized broker with
a user-oriented scheduling policy, as user satisfaction is the main goal for this
type of broker. A user’s typical resource requirements for a computational job
include hardware architecture and the number of CPUs of the resource, amount
of main memory and secondary storage available to the job. Further resource
requirements include operating system, installed software, including availability
of licences for commercial software toolkits, capacity of the network connecting
the resource to the Grid, and available Quality of Service (QoS) guarantees,
such as job start (or completion) time.

Figure 2.1 illustrates a decentralized brokering scenario with a set of com-
putational Grid resources. Each resource uses a local scheduler to plan and
manage the execution of the jobs submitted to that resource. The scheduler
controls the backend that executes the jobs, see Section 1.3.1 for more details.

10
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ResourceResource

Broker
Client

Client

Broker

Client

Client

ClientBroker

Client

Resource

   job
queues

Local
Scheduler

...

compute
backend

IndexIndex

Figure 2.1: Overview of components and interactions in a decentralized bro-
kering scenario.

Also shown in Figure 2.1 are two Grid information indices storing resource in-
formation. These can be configured either to aggregate all information about
the resources, or to contain only the addresses to information services located
on the resource. For clarity, Figure 2.1 shows a scenario where all available
resource information is retrieved from the index and no information queries
are sent from the brokers to the individual resources. The dotted arrows in
the figure illustrate how resources register information about themselves in the
indices. Resource information queries from brokers to indices are shown as
dashed arrows. The two rectangularly shaped brokers in Figure 2.1 each serve
a small set of users. The other type of broker, shown in the right-hand side of
the figure, is integrated with a user client and is hence used by a single user
only. The solid arrows in Figure 2.1 illustrate job requests, either sent from the
users to the brokers, or from a broker to a resource. Data transfers are omitted
from the figure for clarity.

Market-based Grids use different approaches to resource selection than the
one described in this thesis. In these artificial markets, participants trade re-
source shares. Claimed advantages of the marked-based approach are increased
resource utilization and better load balancing, both a result of the supply and
demand equilibrium that is predicted to occur in an economic system [79].
Users can furthermore prioritize between their jobs by controlling the budget
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CHAPTER 2. GRID RESOURCE BROKERING

allocated to each job. Examples of market-based mechanisms for Grid com-
puting include preallocation of artificial “Grid credits” [61] and systems where
resource consumption is based on real economic compensation [42]. The pricing
mechanism in a market-based Grid is often implemented either as a commodity
market or as an auction. Additional models for market-based resource alloca-
tion exist, and a complete description is beyond the scope of this thesis.

Although the market-based approach may seem fundamentally different
from other Grid systems, the task of a Grid resource broker remains much
the same. The broker still has to identify, characterize, negotiate, select etc.
resources to solve the decentralized Grid brokering problem. The additional
constraint in a market-based Grid is that the resource selection algorithm has
to consider price as an additional parameter. Instead of requesting the “best”
resource, a user may prefer to use the best resource that fulfills certain budget
constraints, i.e., resource selection becomes a tradeoff between cost and per-
formance. This issue and other resource selection considerations are further
discussed by Yahyapour [82].

2.2 Tasks of a Grid Resource Broker

The basic tasks performed by a Grid resource broker include discovery of re-
sources, selection of which resource to use, invocation of the job request oper-
ation of the chosen resource, and finally, transfer of the job input files to the
resource (alternative, instructing some other entity to stage the files). Optional
tasks for a broker include to monitor the job during execution and job clean
up tasks. A general discussion of tasks performed during resource brokering is
outlined by Schopf [62]. In addition to the fundamental tasks described above,
a Grid resource broker may perform other tasks in a strive to improve Quality
of Service, including creation of advance reservations, coallocation of sets of
resources, and management of workflows.

Advance Reservations. An advance reservation is a guarantee for the con-
sumption of a certain amount of resources at a specified time in the future.
This guarantee is not absolute and may be cancelled due to resource failure
or policy reasons, such as when a higher priority activity (typically another
reservation) causes the reservation to be preempted. As advance reservations
typically are given very high priority, the latter case is unlikely to occur.

There are many use cases for advance reservations, including time-critical
tasks that must meet a deadline, which would be impossible without a start
time guarantee. Further examples include demonstrations, debugging, and
other interactive use, when access to the resource at an agreed time is useful.
Advance reservations also enable the job to be coordinated with other activ-
ities, essential for coallocation and workflows as described later. The usage
of advance reservations for computational resources typically causes a perfor-
mance decline due to the scheduling algorithms used in todays batch systems
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[65]. Reservations may be used with good performance if a certain degree of
laxity is allowed in the reservation start times [23], but current batch system
schedulers lack the mechanisms required to implement such reservation rear-
rangements [49].

Coallocation. Coallocation is the simultaneous allocation of a set of re-
sources to be used together for solving a problem. A typical use case for
coallocation is when multiple parallel computers are used to run a job that
communicates not only between the CPUs in one computer, but also across
different computers, using e.g., the Message Passing Interface (MPI) [52]. A
more sophisticated scenario is the concurrent usage of instruments and com-
puters to in real-time analyze, and possibly visualize, data gathered during an
experiment.

In order to provide a coallocation mechanism, a resource broker must solve
two problems. The first is the selection of which set of resources to use. This is
a non-trivial selection procedure as the set of resources suitable for the subjobs
forming the coallocated job may overlap (typical in the MPI-scenario). The
selected resources should furthermore be reserved with a common start time,
to ensure the simultaneous start of the subjobs. The second problem is the co-
ordination of the subjobs that form the coallocated job. For many applications,
e.g., jobs using cross-cluster MPI, each subjob must be aware of, and able to
communicate with, the other subjobs. Preferably, this functionality should be
as transparent as possible to the application.

Workflows. A workflow is a more general coordination of a set of jobs than a
coallocated job. Workflows are typically described using some sort of directed
graph, which determines the execution order of the jobs and describes input-
output relations between the jobs. Workflows are not considered in this thesis,
but the Grid brokering tools developed could be used by a workflow engine to
execute the different parts of a workflow.

Non-goals of a decentralized broker. In the discussion of the tasks of
a decentralized broker, it is useful to explicitly state some related tasks not
performed by the broker, and argue why these tasks are best handled by other
components.

A good distribution of the load over the resources in a Grid is essential
for both achieving good performance and utilizing the resources efficiently. A
decentralized resource broker that only handles a small fraction of the total
number of submitted jobs cannot alone achieve good load balance. However,
as decentralized brokers typically seek to minimize the time a user has to wait
for application completion, each broker probably contributes to the total load
balance of the Grid by avoiding the most heavily loaded resources.

One capacity allocation mechanism commonly used in scientific collabora-
tive Grids is policy-driven preallocation of resource shares. Fairness in this
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type of Grid can for a given user be described as the difference between the
user’s current (and possibly also historical) resource usage and the preallocated
amount of resources the user is entitled to [22]. A decentralized resource broker
does not necessarily try to enforce fairness. On the contrary, the broker could
be considered successful if it manages to deliver a larger quantity of resources
than the user is entitled to. Fairness should be enforced on the resource side
[22], not by throttling mechanisms in the broker.

A topic related to fairness is accounting [61], i.e., book keeping of the
amount of resources consumed by a user. As fairness, possible payment etc.
typically is determined from accounting information, the broker must not per-
form this task. A user trying to circumvent accounting (and hence also payment
and fairness) could otherwise use an alternative brokering client, that does not
report resource consumption truefully.

2.3 Standardization and Interoperability

We today have the somewhat paradoxal situation where Grids, partly being
developed to overcome interoperability problems between different computing
platforms, themselves to a high extent have interoperability problems. The de-
velopment of portable Grid applications is hard, as existing Grids use largely
different tools, data formats and interfaces for basic job management. The rea-
sons for this situation are obvious, expected and almost impossible to avoid, as
the task of defining appropriate standards must be preceded by basic research,
proof-of-concept implementations and real-world testing. When designing stan-
dard interfaces, one goal is to capture as much as possible of the functionality
available in existing systems, a goal that must be balanced against the risk
of making the interfaces too complex. Some Grid projects are reluctant to
adopt standard interfaces as these tend to be more general than the project’s
native interfaces, and hence not support all features. One should bear in mind
that the custom interfaces with non-common features used by some projects
typically were designed with these extra features in mind.

The limitations in interoperability of the many existing Grids suggest that
we, as of today, cannot discuss the concept of the Grid, as an analogy to
the Internet, or the Web. Throughout this thesis, a set of interconnected
resources that use the same protocols, interfaces and data formats, and hence
can interoperate, is referred to as a Grid.

One definition of interoperability (there exist quite a few others) that is
suitable for our domain, states that interoperability is “The capability to com-
municate, execute programs, or transfer data among various functional units
in a manner that requires the user to have little or no knowledge of the unique
characteristics of those units” [45].

Developing this concept in a job submission scenario, we want our Grid re-
source broker to be able to communicate with resources belonging to different
Grids, in order to retrieve information about the resources, to negotiate QoS
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terms, to submit jobs, etc. In order to achieve this in a transparent manner,
common protocols are required for basic tasks such as resource discovery, ad-
vance reservations and job submission. Furthermore, common data formats are
required to describe jobs and resources. The herein used definition of interop-
erability [45] only requires that the usage of a system has to be transparent at
the user level. A set of Grids can hence be defined as interoperable if interme-
diate components, e.g., resource brokers, give the end-user a unified view with
common data formats and protocols, while internally translating (and hiding)
the heterogeneity of the underlying Grid systems.

Broker

Job (Grid 1)

Job (Grid M)

Job (Grid 2)

Grid 1

Grid N

Grid 2

......

Figure 2.2: A Grid resource broker that enables all-to-all interoperability
through transparency for both users and resources.

The concept of a broker as an interoperability-bridge is illustrated in Figure
2.2, where a user of the broker transparently can access resources belonging to
different Grids (using different protocols). One main focus of this thesis is
the design and implementation of a Grid resource broker that provides end-
user transparency, and hence enables interoperability. In addition to client
side transparency, the brokering architecture described in this thesis provides
Grid transparency, i.e., a Grid resource can accept jobs expressed in the job
description language of a number of (other) Grids, as illustrated in Figure 2.2.
We hence achieve all-to-all interoperability, where each job can use resources
belonging to different Grids, and a resource belonging to one Grid can accept
jobs intended for execution on another Grid.

2.4 Related Work

There exist several areas of work related to Grid brokering, such as research on
performance prediction, interoperability, and QoS, including advance reserva-
tions and coallocation. All these topics are, in addition to the short summaries
in Section 2.4.1, discussed in more detail in Paper III. This paper also briefly
describes existing resource brokering projects. Section 2.4.2 discusses alterna-
tives to the (proposed) standards used in this thesis.
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2.4.1 Resource Brokering

Research on job performance prediction includes the study of models for es-
timating various parts of Grid job performance, typically execution time and
time spent waiting in a batch queue for access to the resource. Two common
mechanisms for such predictions are (i), application of statistical methods on
data gathered from previous executions [48, 64, 70], and (ii), heuristics based
on job and resource characteristics [39, 77].

Work on interoperability includes Grid brokering projects targeting re-
sources running different Grid middlewares [43, 56, 74], and projects using
(proposed) standard formats, e.g., to describe computational jobs [36, 53, 56].
The Grid Interoperability Now (GIN) [35] project specifically targets increased
interoperation of existing Grids.

Advance reservations are used by a number of Grid brokering projects in
order to provide QoS guarantees, see e.g., [28, 63]. Other researchers study
the performance impact of reservations on resource utilization [23, 65]. There
seem to be a broad interest in standardization of both a protocol for advance
reservation and definition of standard terms to express QoS requirements for
various domains, including computers and networks, see e.g., [5, 60]. Studies
on resource coallocation typically focus either on algorithms for selecting the
set of resources to coallocate [51, 76], or on tools for managing a coallocated
job [3, 16], including coordination and bootstrapping of the subjobs.

2.4.2 Standardization Efforts

One main contribution in this thesis is Grid interoperability and the usage
of standard formats and protocols to achieve it. The usage of WSRF [66] to
model state in Web services, the Web Services Agreement (WSAG) framework
[5] to manage advance reservations, the Grid Laboratory Uniform Environment
(GLUE) [4] to describe Grid resources, and the Job Submission Description
Language (JSDL) [7] to express computational job requests, as well as the
roles of these (proposed) standards are discussed further in Paper II. It is often
ironically said that “the good thing with standards is that there are so many
to pick from”. As this is true also for standards related to Grid brokering,
this section briefly covers related standardization efforts, not used or discussed
elsewhere in the thesis.

For information modelling, the Common Information Model (CIM) [18],
developed by the Distributed Management Task Force (DMTF) [19] is an al-
ternative to the GLUE model. The CIM standard defines a single, technology-
neutral, model for service semantics and management information, described
using an object oriented paradigm. CIM specifies the Core model, applica-
ble to all types of management information, and the Common model, that
addresses specific domains, e.g., systems, applications, networks, users and
policies. Although CIM originally was not designed for Grid computing, Grid
specific efforts exist, including the creation of a Job Submission Information
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Model (JSIM) [68] on top of CIM. As of today, the Grid-native GLUE model
has more widespread support than CIM in the Grid community, despite being
more narrow in scope.

One important Grid standardization effort is the Open Grid Services Ar-
chitecture (OGSA), which is motivated as follows: “A broadly applicable and
adopted framework for distributed system integration, virtualization, and man-
agement requires the definition of a core set of interfaces, behaviors, resource
models, and bindings” [31]. OGSA specifies capabilities for several areas, in-
cluding execution management, data, security and information.

From a Grid brokering perspective, there are several proposed standards
either directly included in, or related to, the OGSA that are of interest. The
OGSA Basic Execution Service (BES) specification [38] describes a standard-
ized interface for management of computational activities. Operations in this
interface include creation of a new activity from a JSDL document, retrieval of
activity status, and termination of an existing activity. BES also defines a state
model for computational jobs. The services envisioned in the BES specification
are the BES-Factory service for creation of new computational activities, the
BES-Activity service for management of activities, and the BES-Management
service that monitors and manages the BES services themselves, the last ser-
vice indented for administrator use only. A wide acceptance of BES would
greatly improve interoperability between different Grid middlewares as this
would mean agreement on both the job description language (JSDL) and the
job submission and control mechanisms (BES-Factory, BES-Activity).

The OGSA specification contains the definition of the OGSA Execution
Management Services (OGSA EMS) [31], which specifies how units of work are
managed, from instantiation and submission to completion. This management
includes finding execution candidates; selecting execution location; and prepar-
ing, initiating and managing the execution. OGSA EMS defines the following
three service categories to handle these tasks: Resource, Job Management and
Resource Selection.

The Resource service in OGSA EMS loosely defines a service container
as something that contains execution entities, such as computational jobs,
database queries, and Web service invocations. The OGSA BES described
earlier could be one rendering of a service container. In the Job Management
service, a job is defined as the smallest managed unit of work, including all
information about the work unit. The Job Manager orchestrates the other
OGSA EMS services to handle a job, from instantiation to completion. The
Resource Selection Service in OGSA EMS [31] consists of two parts, the Candi-
date Set Generator (CSG), that answers the fundamental question of where a
given job can execute, and the Execution Planning Service (EPS), that deter-
mines where a job should execute. A JSDL document is included in a request
to the EPS, which in term invokes the CSG to get a list of suitable resources.
Then, the EPS ranks the resources according to the user’s requirements and
returns an execution plan, an ordered list of BES services suitable for the job.
The Resource Selection Service specification also defines Reservation Services
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for management of advance reservations, although the details of these, as well
as the exact interface of the CSG, are still to be determined at the time of
writing.

The WSRF is not the only effort to standardize access to stateful Web
services. Currently, WSRF and similar frameworks for Web Services are being
refactored and aligned [15]. One major part of this work is the construction of
migration guidelines [8] for simplified adaptation of existing software. We here
limit the description to the subset of standards closest related to WSRF, and
hence to this thesis. The Web Services Transfer (WS-Transfer) [1] specification
defines management of resources (Web service state) using the “create”, “get”,
“put” and “delete” operations [1]. The Web Services Resource Transfer (WS-
RT) [59] specification is an extension of WS-Transfer, which in addition to the
WS-Transfer operations defines partial access to fragments of the resources via
expression dialects. The WS-RT is seen by some as a replacement of WSRF. It
is possible that future Grid standards, e.g., an updated version of the OGSA
specification, will be rendered using WS-RT instead for WSRF.
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Chapter 3

Summary of the Papers

3.1 Paper I

The first paper in the thesis studies various aspects of the decentralized Grid
brokering problem. A prediction of the Total Time to Delivery (TTD) for a
Grid application is used as the main criteria in resource selection. The TTD
includes the time required to perform the following operations: (i) transfer
of the input files and executable to the selected Grid resource, (ii) wait for
resource access, e.g., in a batch queue, (iii) execute the application, and (iv)
transfer of job output files to their requested location(s).

Paper I also discusses algorithms to estimate (predict) each part of the
TTD, including the usage of bandwidth prediction tools for tasks (i) and (iv),
the prediction of batch queue waiting times using either advance reservations
or an estimate based on current resource load, and a mechanism to predict the
application execution time based on benchmark results. Paper I describes the
implementation of resource selection algorithms based on prediction of the TTD
in a job submission tool for the NorduGrid/ARC middleware. Two approaches
for management of advance reservations are also discussed, one closely inte-
grated with existing NorduGrid/ARC job submission mechanisms, the other a
general service-based framework for reservation management.

3.2 Paper II

The second paper presents early work on the design and implementation of
a general, service-based Grid brokering architecture. The described job sub-
mission service consists of a set of replaceable modules, that each performs a
well-defined task in the job submission process. The concept of replaceability
is used also within some components, e.g., the resource selection algorithms
can be exchanged for alternative implementations.

The brokering architecture is designed to be as independent as possible of
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the Grid middleware used on the resources, and also to support any middleware
on the client side. This interoperable design is achieved through the use of
(proposed) standard formats and protocols, including WSRF, JSDL, GLUE
and WSAG, which are used both internally in the job submission service and,
if possible, in communication with resources. Interaction with a specific Grid
middleware that uses other data formats or protocols than the ones described
above is handled through a well-defined set of integration points. The feasibility
of this approach is demonstrated by the integration of the job submission service
with the NorduGrid/ARC middleware.

The resource selection algorithms from Paper I are developed further in
Paper II, with focus on greater flexibility for the user. Users may choose to
select resources in a strive to achieve the earliest possible job completion, or
the earliest possible job start. Furthermore, users may fine-tune the resource
selection process by including a document with job preferences when invoking
the broker. This document can be used to express job start time requirements
and can also give valuable advise to the broker about the characteristics of the
application.

Paper II describes what was work in progress at the time the paper was
written. The paper contains preliminary performance results for the job sub-
mission service, including measurements of response times and throughput for
ordinary jobs and for jobs requesting advance reservations.

3.3 Paper III

Paper III completes the infrastructure described in Paper II and extends it in
several directions. The concept from Paper II of an interoperable architecture
is confirmed by integration of the job submission service with two Grid mid-
dlewares, Globus Toolkit 4 and LCG2, in addition to the already supported
NorduGrid/ARC. The implementation of the integration plugins for each mid-
dleware is typically less than ten percent of the middleware-neutral code. This
suggests that a feature-rich job submission tool for a Grid middleware can be
obtained by implementing job submission service plugins for that middleware.

The resource selection algorithms from Paper II are complemented with an
algorithm for coallocation of sets of jobs, guaranteeing a simultaneous start
of all jobs in the coallocation request. This functionality is required, e.g.,
when setting up an MPI job across more than one computational resource.
The coallocation algorithm operates in iterations of negotiation. The set of
resources for which a start time guarantee (an advance reservation) is available
is gradually increased in the iterations, until each job has a reservation. Basic
graph-theory techniques, particularly bipartite matchings, are used to resolve
conflicts that arise from overlaps in the sets of resources suitable for use by the
individual subjobs.

The implementation of the job submission service from Paper II is enhanced
and finalized. The performance is improved for some operations e.g., creation
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of advance reservations. Paper III contains an in-depth performance evalua-
tion of the job submission service, including tests of service response time and
throughput for various Grid configurations.

Paper III also gives a thorough account of work related to Grid resource
brokering, making the paper a complete description of a production-quality
Grid resource brokering tool - the job submission service. To the best of our
knowledge, this contribution is unique as it combines a cross-middleware re-
source brokering architecture with replaceable resource selection algorithms,
advance reservations and coallocation.

3.4 Future Work

There exist several directions of future work with a starting point in this thesis.
If Grid economies become increasingly more popular, the resource selection

algorithms described in this thesis can be adapted to select resources in a
market-based Grid. This would include implementation of mechanisms that
allow the user to specify the acceptable cost-performance tradeoff, as discussed
in Section 2.1.

The coallocation algorithm introduced in Paper III can be improved, mainly
in two directions. First, the algorithm can be adapted to allow for a more gen-
eral job start time synchronization. Currently, only simultaneous job start is
possible. A general job start coordination algorithm could be useful in, e.g.
workflow scenarios. Secondly, the actual coallocation algorithm can be im-
proved, including better techniques to avoid (or resolve) conflicts that arise
due to the competition for resources between the subjobs in a coallocated job.
Moreover, the construction of such algorithms would benefit from the develop-
ment of theoretical models for the resource selection and coallocation processes.

In addition to these algorithmic improvements, a library for coordination
of subjobs within a coallocated job is required. This library would include
mechanisms for subjobs to synchronize themselves prior to execution at their
respective resource, and will to as large extent as possible reuse previous work
in the area [16].

The current architecture for managing advance reservations is based on
the WSAG specification, which defines an agreement request protocol mes-
sage, with acceptance or rejection as the only possible answers. This makes
multi-phase negotiation difficult, as experienced in the work with the coalloca-
tion algorithm. A more general negotiation framework that includes offers and
counter-offers, is described in WS-AgreementNegotiation [6], but this specifica-
tion is not yet ready to be used. A full-featured negotiation protocol like WS-
AgreementNegotiation would enable a resource broker to efficiently negotiate
sophisticated agreements and hence meet a wide range of QoS requirements.

Papers II and III demonstrate the feasibility of integrating the job sub-
mission service with the GT4, LCG2 and NorduGrid/ARC Grid middlewares.
Additional integration may be performed both by Grid communities that use
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other middlewares than the currently support ones, and by developers of a new
middleware. Such integration would, with a relatively small effort, result in a
feature-rich Grid brokering component for the considered middleware.

The architecture of the job submission service is currently being refactored
to comply with the structure specified in the OGSA EMS [31], described in
Section 2.4.2. This project also includes the construction of additional tools
for job monitoring and control, as well as support for Grid batch processing.

22



Bibliography

[1] J. Alexander, D. Box, L. Felipe Cabrera, D. Chappell, G. Daniels,
R. Janecek, C. Kaler, B. Lovering, R. McCollum, D. Orchard, S. Parasta-
tidis, J. Schlimmer, I. Sedukhin, and J. Shewchuk. Web Services Transfer
(WS-Transfer). http://www.w3.org/Submission/WS-Transfer/, October
2006.

[2] G. Allen, T. Dramlitsch, I. Foster, N. Karonis, M. Ripeanu, E. Seidel, and
B. Toonen. Supporting efficient execution in heterogeneous distributed
computing environments with Cactus and Globus. In Proceedings of Su-
percomputing 2001, 2001.

[3] S. Ananad, S. Yoginath, G. von Laszewski, and B. Alunkal. Flow-based
Multistage Co-allocation Service. In Braan J d’Auriol, editor, Proceedings
of the International Conference on Communications in Computing, pages
24–30, Las Vegas, 2003. CSREA Press.

[4] S. Andreozzi, S. Burke, L. Field, S. Fisher, B. Kónya, M. Mam-
belli, J. M. Schopf, M. Viljoen, and A. Wilson. GLUE Schema
Specification version 1.2. http://glueschema.forge.cnaf.infn.it/uploads/
Spec/GLUEInfoModel 1 2 final.pdf, November 2006.

[5] A. Andrieux, K. Czajkowski, A. Dan, K. Keahey, H. Lud-
wig, T. Nakata, J. Pruyne, J. Rofrano, S. Tuecke, and
M. Xu. Web Services Agreement Specification (WS-Agreement).
https://forge.gridforum.org/sf/docman/do/downloadDocument/projects.
graap-wg/docman.root.current drafts/doc6090, November 2006.

[6] A. Andrieux, K. Czajkowski, A. Dan, K. Keahey, H. Ludwig,
J. Pruyne, J. Rofrano, S. Tuecke, and M. Xu. Web Ser-
vices Agreement Negotiation Specification (WS-AgreementNegotiation).
https://forge.gridforum.org/sf/go/doc6092?nav=1, November 2006.

[7] A. Anjomshoaa, F. Brisard, M. Drescher, D. Fellows, A. Ly,
A. S. McGough, D. Pulsipher, and A. Savva. Job Sub-
mission Description Language (JSDL) specification, version 1.0.
http://www.ogf.org/documents/GFD.56.pdf, November 2006.

23



BIBLIOGRAPHY

[8] J. Antony, M. Baskey, J. Chang, J. Crosskey, D. Davis, Mo-
hammad Fakhar, R. Goering, D. Jemiolo, H. Kreger, D. Rus-
sell, M. Weitzel, Mike William, L. Williamson, and M. Yost.
WSDM/WS-Man Reconciliation - An Overview and Migration Guide.
http://download.boulder.ibm.com/ibmdl/pub/software/dw/specs/ws-
wsdmmgmt/wsdmmgmt.pdf, November 2006.

[9] C. Baru, R. Moore, A. Rajasekar, and M. Wan. The SDSC Storage Re-
source Broker. In S.A. MacKay and J.H. Johnson, editors, Proceedings of
CASCON’98, 1998.

[10] F. Berman, G.C. Fox, and A.J.G Hey (editors). Grid computing: making
the global infrastructure a reality. John Wiley and Sons Ltd, 2003.

[11] F. Berman and R. Wolski. The AppLeS Project: A Status Report. In
N. Koike, editor, Proceedings of the 8th NEC Research Symposium, 1997.

[12] H. Casanova and J. Dongarra. Netsolve: A network server for solving
computational science problems. Int. J. Supercomput. Appl., 11(3):212–
223, 1997.

[13] E. Christensen, F. Curbera, G. Meredith, and S. Weerawarana. Web Ser-
vices Description Language (WSDL) 1.1. http://www.w3.org/TR/wsdl,
October 2006.

[14] J. Clark and S. DeRose (editors). XML Path Language (XPath) version
1.0. http://www.w3.org/TR/xpath, November 2006.

[15] K. Cline, J. Cohen, D. Davis, D.F. Ferguson, H. Kreger, R. Mc-
Collum, B. Murray, I. Robinson, J. Schlimmer, J. Shewchuk,
V. Tewari, and W. Vambenepe. Toward converging Web
service standards for resources, events, and management.
http://devresource.hp.com/drc/specifications/wsm/wsm.pdf, Novem-
ber 2006.

[16] K. Czajkowski, I. Foster, and C. Kesselman. Resource co-allocation in com-
putational Grids. In Proceedings of the Eighth IEEE International Sympo-
sium on High Performance Distributed Computing (HPDC-8), pages 219–
228, 1999.

[17] T. Dierks and C. Allen. The TLS protocol version 1.0.
http://www.ietf.org/rfc/rfc2246.txt, October 2006.

[18] Distributed Management Task Force. DMTF Common Information Model
(CIM). http://www.dmtf.org/standards/cim/, November 2006.

[19] Distributed Management Task Force, Inc. http://www.dmtf.org. Novem-
ber 2006.

24



BIBLIOGRAPHY

[20] K. Zeilenga (editor). Lightweight Directory Access Protocol (LDAP):
Technical specification road map. http://www.ietf.org/rfc/rfc4510.txt,
November 2006.

[21] W. Allcock (editor). GridFTP: Protocol extensions to FTP for the Grid.
http://www.ogf.org/documents/GFD.20.pdf, October 2006.

[22] E. Elmroth and P. Gardfjäll. Design and evaluation of a decentralized
system for Grid-wide fairshare scheduling. In H. Stockinger, R. Buyya,
and R. Perrott, editors, First International Conference on e-Science and
Grid Computing, pages 221–229. IEEE CS Press, 2005.

[23] U. Farooq, S. Majumdar, and E. W. Parsons. Impact of laxity on schedul-
ing with advance reservations in Grids. In MASCOTS ’05: Proceedings
of the 13th IEEE International Symposium on Modeling, Analysis, and
Simulation of Computer and Telecommunication Systems, pages 319–324,
Washington, DC, USA, 2005. IEEE Computer Society.

[24] I. Foster. What is the Grid? a three point checklist. www-
fp.mcs.anl.gov/∼foster/Articles/WhatIsTheGrid.pdf, October 2006.

[25] I. Foster. Globus toolkit version 4: Software for service-oriented systems.
In H. Jin, D. Reed, and W. Jiang, editors, IFIP International Conference
on Network and Parallel Computing, LNCS 3779, pages 2–13, 2006.

[26] I. Foster and C. Kesselman (editors). The GRID: Blueprint for a New
Computing Infrastructure. Morgan Kaufmann Publishers, Inc., 1999.

[27] I. Foster, J. Geisler, W. Nickless, W. Smith, and S. Tuecke. Software
infrastructure for the I-WAY high performance distributed computing ex-
periment. In Proc. 5th IEEE Symposium on High Performance Distributed
Computing, pages 562–571, 1997.

[28] I. Foster, C. Kesselman, C. Lee, B. Lindell, K. Nahrstedt, and A. Roy.
A distributed resource management architecture that supports advance
reservations and co-allocation. In 7th International Workshop on Quality
of Service, pages 27–36. IEEE, 1999.

[29] I. Foster, C. Kesselman, G. Tsudik, and S. Tuecke. A security architecture
for computational Grids. In Proc. 5th ACM Conference on Computer and
Communications Security Conference, pages 83–92, 1998.

[30] I. Foster, C. Kesselman, and S. Tuecke. The anatomy of the Grid: Enabling
scalable virtual organizations. Int. J. Supercomput. Appl., 15(3), 2001.

[31] I. Foster, H. Kishimoto, A. Savva, D. Berry, A.S. Grimshaw,
B. Horn, F. Maciel, F. Siebenlist, R. Subramaniam, J. Treadwell, and
J. Von Reich. The Open Grid Services Architecture, version 1.5.
http://www.ggf.org/documents/GFD.80.pdf, October 2006.

25



BIBLIOGRAPHY

[32] S. Graham and B. Murray (editors). Web Services Base Notification 1.2
(WS-BaseNotification). http://docs.oasis-open.org/wsn/2004/06/wsn-
WS-BaseNotification-1.2-draft-03.pdf, November 2006.

[33] S. Graham and J. Treadwell (editors). Web Services Resource Proper-
ties 1.2 (WS-ResourceProperties). http://docs.oasis-open.org/wsrf/wsrf-
ws resource properties-1.2-spec-os.pdf, November 2006.

[34] S. Graham, A. Karmarkar, J. Mischkinsky, I. Robinson, and I. Sedukhin
(editors). Web Services Resource 1.2 (WS-Resource). http://docs.oasis-
open.org/wsrf/wsrf-ws resource-1.2-spec-os.pdf, November 2006.

[35] Grid Interoperability Now. http://wiki.nesc.ac.uk/read/gin-jobs. Septem-
ber 2006.

[36] GridSAM. http://gridsam.sourceforge.net. September 2006.

[37] A. S. Grimshaw and W. A. Wulf. The Legion vision of a worldwide virtual
computer. Communications of the ACM, 40(1):39–45, 1997.

[38] A.S. Grimshaw, S. Newhouse, D. Pulsipher, and M. Mor-
gan. OGSA Basic Execution Service version 1.0.
https://forge.gridforum.org/sf/go/doc13793, November 2006.

[39] R. Gruber, V. Keller, P. Kuonen, M-C. Sawley, B. Schaeli, A. Tolou,
M. Torruella, and T-M. Tran. Towards an intelligent Grid scheduling
system. In R. Wyrzykowski, J. Dongarra, N. Meyer, and J. Wasniewski,
editors, Parallel Processing and Applied Mathematics, LNCS 3911, pages
751–757. Springer Verlag, 2005.

[40] M. Gudgin, M. Hadley, N. Mendelsohn, J-J. Moreau, and H. Frystyk
Nielsen. SOAP version 1.2 part 1: Messaging framework.
http://www.w3.org/TR/soap12-part1/, October 2006.

[41] R. Housley, W. Polk, W. Ford, and D. Solo. Internet X.509 public
key infrastructure certificate and certificate revocation list (CRL) profile.
http://www.ietf.org/rfc/rfc3280.txt, October 2006.

[42] http://www.sun.com/service/sungrid/SunGridUG.pdf. SunTM Grid com-
pute utility - reference guide. October 2006.

[43] E. Huedo, R. S. Montero, and I. M. Llorente. A framework for adaptive
execution on Grids. Software - Practice and Experience, 34:631–651, 2004.

[44] International Organization for Standardization. Information technology
– database languages – SQL – part 1: Framework (SQL/framework).
ISO/IEC 9075-1:2003.

26



BIBLIOGRAPHY

[45] International Organization for Standardization. Information technology
vocabulary, fundamental terms, ISO/IEC 2382-01:1993. JTC 1, ICS
35.020, 01.040.35.

[46] S. Kannan, P. Mayes, M. Roberts, D. Brelsford, and J. Skovira. Workload
Management with LoadLeveler. IBM Corp., 2001.

[47] K. Krauter, R. Buyya, and M. Maheswaran. A taxonomy and survey of
Grid resource management systems for distributed computing. Software -
Practice and Experience, 15(32):135–164, 2002.

[48] H. Li, J. Chen, Y. Tao, D. Gro, and L. Wolters. Improving a local learning
technique for queue wait time predictions. In Sixth IEEE International
Symposium on Cluster Computing and the Grid (CCGRID’06), pages 335–
342, 2006.

[49] J. MacLaren. Advance reservations state of the art. http://www.fz-
juelich.de/zam/RD/coop/ggf/graap/sched-graap-2.0.html, September
2006.

[50] T. Maguire and D. Snelling (editors). Web Services Service Group 1.2 (WS-
ServiceGroup). http://docs.oasis-open.org/wsrf/wsrf-ws service group-
1.2-spec-os.pdf, November 2006.

[51] G. Mateescu. Quality of Service on the Grid via metascheduling with
resource co-scheduling and co-reservation. Int. J. High Perf. Comput.
Appl., 17(3):209–218, Fall 2003.

[52] Message Passing Interface Forum. http://www.mpi-forum.org, November
2006.

[53] K. Miura. Overview of japanese science grid project NAREGI. Progress
in Informatics, 1(3):67–75, 2006.

[54] C. Neuman, T. Yu, S. Hartman, and K. Raeburn. The Kerberos network
authentication service (v5). http://www.ietf.org/rfc/rfc4120.txt, Novem-
ber 2006.

[55] OASIS Open. Reference Model for Service Oriented Architecture
1.0. http://www.oasis-open.org/committees/download.php/19679/soa-
rm-cs.pdf, October 2006.

[56] OMII Europe: Open Middleware Infrastructure Institute for Europe.
http://www.omii-europe.org/, November 2006.

[57] OpenPBS. Portable Batch System. http://www.openpbs.org, November
2006.

[58] Platform Computing. http://www.platform.com/Products/Platform.LSF.
Family/Platform.LSF/. November 2006.

27



BIBLIOGRAPHY

[59] B. Reistad, B. Murray, D. Davis, I. Robinson (editor), R. McCol-
lum (editor), A. Nosov, S. Graham, V. Tewari, and W. Vam-
benepe. Web Services Resource Transfer (WS-RT). http://www-
128.ibm.com/developerworks/library/specification/ws-wsrt/, October
2006.

[60] A. Roy and V. Sander. Advance reservation API.
http://www.ogf.org/documents/GFD.5.pdf, May 2006.

[61] T. Sandholm, P. Gardfjäll, E. Elmroth, L. Johnsson, and O. Mulmo. A
service-oriented approach to enforce Grid resource allocations. Interna-
tional Journal of Cooperative Information Systems, 15(3):439–459, 2006.

[62] J.M. Schopf. Ten actions when Grid scheduling. In J. Nabrzyski, J.M.
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