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Abstract

Today’s mobile phones are capable of both fast data processing and communication via
a number of interfaces such as 3G, Wi-Fi, and Bluetooth. As the number of mobile
phones increases, the distance between adjacent mobile phones decreases. However, the
mobile phones rarely communicate directly with each other.

This thesis explores the possibilities of communication and work-sharing among adja-
cent mobile phones by the creation of a communication framework and an application.
The communication framework enables both direct and group communication among
mobile phones and the application uses the communication framework to share work
and improve the download time of a web page. Together they form a system that is
used to evaluate the performance in mobile distributed systems. The thesis demonstrates
that work-sharing among adjacent mobile phones is feasible and that the speedup is sig-
nificant when the shared work is large enough compared to the overhead introduced by
the communication.
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Chapter 1

Introduction

Today’s mobile phones are equipped with components that provide interesting capabil-
ities, both in terms of communication via a number of different interfaces and fast data
processing. The large number of mobile units in the world makes them effectively scat-
tered around the globe and they constitute several small, currently unused, networks
of collaborating units. When two or more units are close to each other, the process-
ing capabilities and the connectivity could be shared among the adjacent units. This
could, for example, be applied to an augmented reality application where the task of
processing an image can be shared among several adjacent units. Another example,
which concerns a more common task today, is data retrieval from the Internet when a
web page is downloaded. Instead of downloading the content of an entire web page on a
single unit, the connectivity of several adjacent units can be used to retrieve the data.
CodeMill AB, an IT-company located in Ume̊a, has interest in this technology. This
thesis investigates to what extent adjacent units can communicate and share work with
each other. This technology becomes more interesting over time with the increases in
both performance and number of units.

1.1 Goal

The aim of this thesis is to study mobile distributed systems and how adjacent units
can communicate and share work with each other. The knowledge from these studies
should be used to implement software for units based on Android [25]. The software
is supposed to consist of a framework for communication among adjacent units and an
application that utilizes the communication framework to share work. The software
should be used to test and evaluate the performance that can be achieved when work
is shared in a network of collaborating units. Based on the evaluation, the feasibility of
the technology in mobile applications can be determined.

1



2 Chapter 1. Introduction

1.2 Method

To be able to reach the goal of this thesis project the fundamentals of mobile distributed
systems and the differences they have compared to wired distributed systems must
be understood first. An in-depth study in the area provides sufficient knowledge to
enable the identification of use cases that both suit mobile distributed systems and
could benefit from work-sharing. Based on the use cases and the knowledge from the
in-depth study, the requirements for the communication framework and the application
can be determined. During the implementation of the software an agile development
process is used. This means that design, implementation, and tests interleave with each
other and that they are iterated several times and thus, each iteration creates a refined
software. When the final version of the software is implemented the performance in a
mobile distributed system can be tested and evaluated.

1.3 Outline

The remainder of this thesis is organized according to the method described in Sec-
tion 1.2. Chapter 2 presents the in-depth study about consistency in mobile distributed
systems. In Chapter 3, the use cases and the requirements for the software are de-
scribed. Chapter 4 discusses the design and implementation process. The test results
and an evaluation of the performance are presented in Chapter 5. Chapter 6 concludes
the achievements of the thesis project followed by acknowledgments, a list of references,
and appendices describing the finer details of the software, respectively.



Chapter 2

Consistency in Mobile
Distributed Systems

Computing systems have evolved from independent and static computation nodes into
dynamic distributed systems [53]. These distributed systems continuously grow larger
and as a result, the network latency as well as the physical distance between individual
computing systems or nodes increase within the systems. This evolution gives rise to
new issues, such as substantially varying access times to data objects in the system.
Non-local access to objects (objects located in another node than the processing node
itself) becomes slower due to high communication costs. In order to compensate for this
drawback and to improve reliability, availability, and scalability in distributed systems,
techniques such as caching and replication are introduced [4, 38, 53, 54, 55].

One such technique is Distributed Shared Memory (DSM), a replication system used
for sharing data between nodes that do not share physical memory. In such a system
consistency problems (the coexistence of many, possibly different, copies of the same
object throughout the system) are a major concern and have to be addressed prop-
erly [33, 38, 54, 55]. One solution to these problems is to apply a consistency model to
handle the state of the distributed objects. A consistency model establishes a series of
guarantees about the relationships among the operations executed by the nodes in the
system that affect data objects, which in turn constrain the possible resulting values of
the operations that read data objects [47, 55].

2.1 Fundamental consistency concepts

In order to fully understand the ideas behind consistency and various consistency models,
a number of concepts have to be defined.

Definition 1: History
In a distributed system there exists a global history H which is a partially ordered set
of all the operations that occur in all nodes in the system.
For each node i there exists a local history, Hi that contains the sequence of opera-
tions performed by node i. The operations in the histories can be either read or write
operations [20, 47, 54, 55].

3



4 Chapter 2. Consistency in Mobile Distributed Systems

Definition 2: Program order
When an operation a occurs before another operation b in the global history H, a
precedes b in program order [54, 55].

Definition 3: Serialization
A serialization S of a set of operations D is a linear sequence containing every operation
in D, such that each read operation on a specific object returns the most recent (in the
order of S) written value to that same object [54, 55].

Level of consistency
A consistency model that provides strong consistency (or a high level of consistency)
captures the real-time ordering of operations on objects in a system. Communication
is commonly needed in order to keep the nodes synchronized and capture the real-time
ordering of operations within a distributed system. Therefore, strong consistency limits
the scalability of distributed systems due to the communication overhead it infers [36].
Weaker consistency (a lower consistency level) implies that the real-time ordering of
operations is not captured and the weaker the model gets, the more arbitrary orderings
of operations are acceptable.

Mutual consistency
In a distributed system there may exist several copies of shared objects at different nodes
as a result of caching and replication. Mutual consistency concerns the consistency
between a group of copies of different objects [38]. Copies of two objects are said,
informally, to be mutually consistent if they can exist together in an application’s view.
More formally, this requirement states that the two object copies are mutually consistent
if their current values coexisted in some global system state. However, there is no unique
definition of a global system state [40] and consequently, mutual consistency depends
upon the used consistency model [4, 38].

Ordering and time
Ordering and time represent two aspects that concern consistency of shared objects in
distributed systems. The former addresses conflicts between operations whereas the
latter describes the allowed delay before the effects of an operation is visible to all nodes
in a system [55].
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2.2 Consistency models

The closer a model comes to capturing real-time ordering of operations, the more over-
head it introduces [52]. There are thus a wide range of models that provide different
levels of consistency. The most common models are presented in this section.

2.2.1 Linearizability

Linearizability [27], also known as single-copy consistency [48], is a slightly weaker ver-
sion of strict consistency, the most stringent consistency model [52]. However, strict
consistency requires absolute global time, which is impossible to implement in a dis-
tributed system [52], and it is therefore not further mentioned here. Linearizability
explicitly captures real-time as it requires that all operations executed in a distributed
system are observed in an order that respects their real-time ordering. By this require-
ment, linearizability implicitly both requires the existence of a globally available clock
and fulfills the requirements posed by mutual consistency. Linearizability is satisfied by
the global history H if there exists a serialization of H that respects the order implied
by the times the operations were executed [27, 48, 55]. For example, if operation a is
performed before operation b in H and the same ordering is found in the serialization
of H, then H is linearizable.

Linearizability is a local property, i.e., if each individual object in a system is lin-
earizable, the individual objects can be composed and the entire system is thus lineariz-
able [27]. By this property, each object can be implemented and verified independently,
which allows a higher degree of concurrency and modularity in the system [13, 27]. This
property in combination with the real-time ordering of operations makes linearizability
a convenient consistency model to use for formal verification [13].

2.2.2 Sequential consistency

The sequential consistency model [39] is the most commonly used model in DSM sys-
tems [33]. This model is considered to yield a lower level of consistency and requires
that there exists a serialization of the global history H that respects the program or-
der for each node in a system. In other words, sequential consistency requires that all
operations in any execution appear to have executed atomically, in an arbitrary order
that is consistent with the order observed at other nodes in the system. Sequential con-
sistency implies mutual consistency [36]. The arbitrary ordering of operations implies
that real-time is not captured within the sequential consistency model and it is thus
not guaranteed that a read operation returns the most recent value [13, 33, 55]. For
example, if three operations; read1 (R1), write1 (W1), and read2 (R2) are executed on
a shared object, multiple orderings of the three operations are acceptable. The allowed
orderings include (R1, W1, R2) and (R1, R2, W2), given that all nodes in the system
observe the same ordering. If any node observes a different ordering compared to the
other nodes in the system, the system is not sequentially consistent [33].

Sequential consistency is, as opposed to linearizability, a global property or non-
compositional. This means that all objects must be implemented and verified together
to ensure a sequentially consistent system [13].
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2.2.3 Causal consistency

Causal consistency [2] is a weaker consistency model that only requires causally related
operations to be observed in the same order by all nodes in the system. All other
operations that occur are allowed to be observed in different orders among the nodes [33,
55]. A causally related operation is ordered by the causality relation, “→” and is defined
as follows:

Definition 4: The causality relation
Let a, b, c ∈ H. We say that a → b, a causally precedes b, if one of the following
conditions is true:

(i) a and b are executed on the same node and a is executed before b;

(ii) b reads an object value written by a;

(iii) a → c and c → b.

Two distinct operations a and b are defined as concurrent if none of these three conditions
applies to the operations [3, 33, 38, 48, 55]. For example, two independent writes at
separate nodes can be observed as concurrent. Based on this definition causal consistency
can be phrased as follows. Let {Hi + w} be the set of all the operations in Hi and all
write operations performed by any node in H. Causal consistency is satisfied by the
global history H if, for each node, there exists a serialization of {Hi + w} that respects
the causality relation. In other words, all values returned by read operations must be
consistent with the causality relation [3, 33, 55]. An example is shown in Figure 2.1.

Figure 2.1: A scenario with two objects and potentially causally related operations.

Figure 2.1 shows that node A performs a write WA1 on object X and subsequently
node B performs a read RB1 on X, and then performs a write WB1 to object Y . In this
case RB1 and WB1 are potentially causally related due to the fact that the value written
to Y might depend on the value of X (that was written by node A prior to the read by
node B). This yields a single acceptable serialization, (WA1, RB1, WB1). However, if
two nodes perform one write operation each, W1 and W2, at the same time, these writes
are not causally related. Consequently, one node can observe the operations serialized as
(W1, W2) while the other node observes (W2, W1), without breaking causal consistency.

The definition of causal consistency does not explicitly capture real-time as concur-
rent write operations can be perceived in different orders at each node. This property
is often seen as an advantage of causal consistency, as it enables efficient implementa-
tions with less synchronization overhead [55]. Furthermore, there is no requirement for
mutual consistency in the causal consistency model [36].
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2.2.4 Timed consistency

Timed consistency [55] introduces an upper limit of the time before a write operation
must be observed by all nodes in the system. That is, if a write operation is executed
at time t, all nodes must be aware of the operation at a time t + δ, where δ is a
parameter given for each execution. Timed consistency addresses both ordering and
time [55] and by doing so it generalizes other consistency models such as sequential
consistency and linearizability [55]. When δ is set to 0, the timed consistency model
becomes linearizability.

The values that a read operation may return in timed consistency models are limited
by the amount of time that has elapsed since the previous writes in the system. A read
is said to read on time if the value it returns is not stale. A value is considered stale
when there are more recent values in the system that have been available for at least
δ units of time. This definition of reads that are on time depends on the timestamps
applied to the operations in the execution, or more specifically, on the clock that assigns
the timestamps [55]. When the system has perfectly synchronized clocks, the following
can be defined:

Definition 5: Read on time with perfectly synchronized clocks
Let D ⊂ H be a set of operations and S a serialization of D. Let w, r ∈ D be such that
w writes to object X and X is later read by r. In other words, w is the most recent write
operation performed on X prior to r in the serialization S. Let T (x) be the timestamp
when operation x is performed on an object. The set Wr, associated with the read r,
is defined as: Wr = {w′ ∈ D : (w′ writes a value into object X) ∧ (T (w) < T (w′) <
(T (r)− δ))}.

We say that the read r reads on time in the serialization S if Wr = ∅. Based on
this definition, a serialization is considered to satisfy a timed consistency model if every
read operation in the serialization reads on time [55]. An illustration of Definition 5 is
presented in Figure 2.2 where a series of operations are applied to one object.

Figure 2.2: A scenario where operation r does not read on time.

In Figure 2.2 operation r reads a value written by operation w. Operation W1 occurs
before w and according to the definition it does not affect whether r reads on time or not.
The same applies to the more recent operation W4, since the delay δ has not elapsed
before r is executed. However, both W2 and W3 occur after w and the values have been
available for more than δ units of time when r is performed. Therefore, W2,W3 ∈ Wr

and consequently, r does not read on time.
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Definition 5 requires perfectly synchronized clocks, which is a strong requirement
since physical clocks drift [20, 55] and are therefore unable to stay synchronized. How-
ever, in a system with approximately-synchronized clocks, periodic synchronizations can
limit the difference in time between two arbitrary nodes to ε. Additionally, the difference
between an arbitrary clock and the “real” time1 never exceeds ε/2 [12, 21, 37, 43, 44].
This implies that if a node reports that an operation was performed at a specific node
at time t, then this time corresponds to some time in the interval [t− ε/2, t + ε/2] [55].
Based on the guarantee provided by approximately-synchronized clocks, the definition
of timed consistency can be modified into the following:

Definition 6: Read on time with approximately-synchronized clocks
Let both D ⊂ H and w, r ∈ D be defined as for perfectly synchronized clocks. T (x) is
defined as before. Wr is defined as: Wr = {w′ ∈ D : (w′ writes a value into object X)∧
(T (w) + ε < T (w′)) ∧ (T (w′) + ε < T (r)− δ)}.

This definition states that a read operation r reads on time if Wr = ∅. Consequently,
a serialization is timed if all its read operations reads on time [55]. Figure 2.3 presents
a modified illustration of Figure 2.2 that conforms to Definition 6.

Figure 2.3: A scenario where operation r reads on time.

As in Figure 2.2, the operations W1 and W4 in Figure 2.3 do not affect whether
operation r reads on time or not. Furthermore, the approximately-synchronized clocks
make it impossible to decide exactly when operations W2 and W3 occur. W2 and w
are considered concurrent as they occur within ε units of time. It is also impossible to
tell if W3 occurred more than δ units of time before r. Hence Wr = ∅ and r reads on
time.

1“Real” time here refers to a time maintained by some master node in the system.
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Timed serial consistency

Timed serial consistency can be seen as a consistency model that can vary in strict-
ness from sequential consistency to linearizability. When the parameter δ, the delay
before a write must be visible to all nodes, is set to 0, the consistency model becomes
linearizability. On the contrary, when δ is infinity, the model is equal to sequential
consistency [55].

The global history H satisfies timed serial consistency if there exists a timed serial-
ization of H that adheres to the program order for each node. This definition depends
on the value supplied for δ in each execution [55].

Timed causal consistency

The global history H satisfies timed causal consistency if there for each node exists a
timed serialization of {Hi + w} (all the operations in node i and all write operations in
H) that respects the causality relation “→”.

As with causal consistency, the different serializations do not have to follow the
real-time ordering implied by the execution times of the operations. Concurrent write
operations can be observed in different orders at different nodes and whether or not a
write operation is concurrent depends on the specified value of the parameter δ. An
execution that satisfies causal consistency may satisfy timed causal consistency as well,
depending on the value of δ [55].

2.2.5 FIFO consistency

FIFO consistency, also known as Pipelined RAM (PRAM) [41], further relaxes causal
consistency by observing all writes from different nodes as concurrent [52]. Write op-
erations performed by a single node are observed by other nodes in the order they are
issued, but writes from different nodes may be observed in an arbitrary order among
the nodes. This implies that a read operation can return the object in the local cache
and that a write operation first updates the local copy and then broadcasts the updated
object to the other nodes in the system [45]. Similar to in the causal consistency model,
there are no requirements of mutual consistency in the FIFO consistency model [36].

2.2.6 Weak consistency

Weak consistency [22] is a consistency model that attempts to avoid the costs inferred
by sequential consistency, while still providing the same consistency level. This is done
by exploiting two characteristics within a system. The first characteristic is that a
single change in an object in one node does not have to be observed by the other nodes
immediately. The second characteristic is that an object is rarely accessed once only.
When an application accesses an object, the object is usually accessed several times
followed by an extended period of time without access.

Based on the first characteristic, weak consistency combines multiple changes into a
single update that is propagated to the other nodes in the system when needed. This is
the main benefit of weak consistency; multiple changes are grouped into one big update
message instead of sending one update per change. As a consequence, when an update
is made all altered objects are synchronized [33]. To implement this consistency model
a synchronization variable must be present in every node and when this variable is set
in a node, two tasks must take place. First, all changes made to objects by the node
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that initialized the synchronization are sent to the other nodes in the system. Secondly,
all changes made to objects by other nodes are sent to the node that initialized the
synchronization.

2.2.7 Release consistency

Release consistency [23] is identical to weak consistency [45] except for when the syn-
chronization tasks take place. In release consistency, two synchronization variables are
used per node. By using two variables, the node can decide which of the two tasks that
has to be performed at a given situation. The first task, to send all local changes to a
set of objects in one node to all other nodes, only has to be performed when no changes
occurred to the objects for an extended period of time. The second task, to retrieve all
changes made to a set of objects in all other nodes, only has to be performed prior to
the local node starts to alter the objects [33]. This reduces communication and possibly
increases the degree of concurrency in the system [33].

2.2.8 Eventual consistency

A system that provides eventual consistency [17] guarantees that the state of the objects
in the system eventually converges. This is achieved by enabling a node to apply an
operation to an object locally and then continue to work with the local copy of the object.
Operations performed at other nodes are exchanged and applied in the background
at some time. The system thus becomes consistent when no operations occur for an
extended period of time [48]. In the meantime, when all nodes cannot observe all
operations in the systems, the nodes may observe stale or possibly incorrect objects. In
other words, a system is eventually consistent if all nodes stop performing operations
and all nodes eventually reach the same state for all objects [34, 48, 57].

Eventual consistency is a generalization of various forms of causal consistency and
is therefore a weak consistency model [57]. The model applies well to situations where
availability is extremely important [48]. For example, the Domain Name System (DNS)
implements eventual consistency in a successful manner [57]. In DNS, updates are
propagated according to a configured pattern and in combination with timed caches, all
nodes observe the updates eventually.
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2.3 Hierarchy of consistency models

The many different consistency models arise from the fact that no single model can
address the whole spectrum of issues that exists in a general distributed system [15].
Different systems have different requirements on the consistency level and different mod-
els must hence be used. However, the consistency models are closely related and can be
ordered in a hierarchy.

Figure 2.4: Hierarchy of consistency models.

Figure 2.4 presents a Venn diagram of the different consistency models. Every system
that satisfies linearizability (LIN) is also Sequentially Consistent (SC) but the reverse
is not always true since the latter model does not guarantee that the real-time ordering
of operations is captured [55]. LIN is a special case of timed consistency models [55].
When the delay before a write must be visible to the rest of the system is 0, both
Timed Serial Consistency (TSC) and Timed Causal Consistency (TCC) become LIN.
When there is no upper bound for the delay TSC becomes SC. The equivalent holds
for TCC that becomes Causal Consistency (CC) when there is no upper bound for
the delay [55]. A SC system is always causally consistent since CC only requires that
causally related operations are observed in the same order by all the nodes in the system.
Concurrent operations in a CC system may be observed in different orders among the
nodes, but that does not necessarily mean this always happens. In the case when all
nodes observe all operations in the same order, the system fulfills the requirements of
SC [55]. Furthermore, each CC system is FIFO consistent. The FIFO consistency model
considers all writes from different nodes as concurrent, which means that the ordering
of operations that are potentially causally related can be observed in different orders in
different nodes. A similar relation as the one between SC and CC exists for CC and
FIFO. FIFO allows a relaxation of the ordering, but does not require it.

There are other consistency models than those illustrated in Figure 2.4, but these
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can be seen as special cases of the presented models. Both weak consistency and release
consistency offer the same consistency level as sequential consistency and can therefore
be placed along with SC in the hierarchy in Figure 2.4. Eventual consistency only
guarantees consistency when no operations occur for an extended period of time and
allows stale objects during execution. This model is more focused towards availability
and different executions can yield different levels of consistency and it is thus harder to
compare with other consistency models.

2.4 Achieving consistency

There is a number of mechanisms that can be used to implement a consistency model in
a distributed system, e.g., ordered group communication and consistency protocols [54].
However, an implementation of a consistency model is often more strict than it has to
be [45]. For example, sequential consistency accepts that a read operation returns a
value that has not been written yet. Usually an application does not accept such an
ordering of operations and therefore the implemented consistency model can be slightly
stronger than sequential consistency due to ease of implementation.

The selection of a consistency model is a trade-off between the number of concur-
rent operations and the ordering of the operations in the system [45], as proven in the
Consistency, Availability and tolerance to network Partitions (CAP) theorem.

2.4.1 The CAP theorem

The CAP theorem concerns strong consistency, high availability and tolerance to net-
work partitions in distributed systems. The theorem states that it is impossible to pro-
vide all three of these properties at the same time in a distributed system [17, 24] and it
has been proved by Gilbert and Lynch [24]. This raises the concern about which prop-
erty is the least important one, since all three properties are both desirable and expected
in distributed systems [24]. Strong consistency is expected because many systems are
often used together with databases where the so called ACID (Atomicity, Consistency,
Isolation, and Durability) properties apply. The databases provide strong consistency
by the use of transactions. Uncommitted transactions are isolated from each other and
a transaction either commits or fails entirely. Thus, operations within a transaction can
never observe inconsistent data and this strong consistency is expected in other compo-
nents of the system as well [24]. High availability is expected as distributed systems are
connected to a network and whenever the network is available, the system is supposed
to be available [24]. Finally, tolerance to network partitions is expected because it is a
basic fault-tolerance technique. If a link goes down or a node crashes, the rest of the
system should continue to work as before - even if the crash results in fewer nodes or
even two separate partitions [24].

The Basically Available Soft-state Eventual consistency (BASE) model is based on
the CAP theorem and has been proposed as an alternative to ACID. BASE provides high
availability and weak consistency, which yields a best effort system where approximations
and stale objects are acceptable, but is as such easier to implement than ACID [17].
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2.4.2 Mechanisms to support consistency

The two main methods to achieve consistency, group communication mechanisms and
consistency protocols are further described here.

Group communication

Group communication mechanisms are used to allow a group of nodes communicate
with each other, where a group is defined as a number of nodes that have copies of
related objects [1]. A complete implementation of group communication includes both
a group membership service to manage the nodes included in the group and a multicast
communication operation [20]. By utilizing the properties of multicast, all nodes in a
system become informed of an operation. A group can be either static or dynamic. Static
means that a specific set of nodes can join the group before communication starts and
when the communication starts, no additional nodes can join the group. In a dynamic
group any node can join or leave the group at any time, providing more flexibility to
the system [16, 20].

Ordered group communication is an extension to group communication and several
types exist, where each type provides various ordering semantics [1]. The provided
ordering ensures that the nodes in the system communicate and access the objects
in a consistent way. The ordered group communication can thus by itself ensure the
consistency level of a consistency model [47].

The definition of various properties have similarities in consistency models and or-
dered group communication. These similarities include, for example, the way histories
are defined in the system. Furthermore, in a DSM system, the allowed operations are
reads and writes [55] and in an ordered group communication system the allowed op-
erations are send, receive, and internal events, where the internal events are ignored in
the operations ordering [47]. This makes the two types of systems very similar and,
as presented by Raynal and Schiper [47], the consistency models FIFO, CC, SC, and
LIN corresponds to FIFO, causally ordered, logically instantaneous, and rendezvous
communications, respectively.

Consistency protocols

Consistency protocols, also known as coherency protocols, are techniques for maintaining
consistency between multiple copies of values in a shared memory system according to a
specific consistency model [35]. A number of consistency protocols exists, for example,
the Modified Shared Invalid (MSI) protocol [11] and the write-once protocol [11]. A
common feature in the protocols is that they tag cached or copied values with labels
that state if the values are valid or not [11], effectively notifying a reader if the value is
stale or not. Consistency protocols can also be applied in a DSM environment, where
group communication often is used to tag copied objects throughout the system [53].
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2.4.3 Multiple levels of consistency

Many different consistency models are available and the selection of a model affects
both the ease of implementation and the performance of a system [1]. Furthermore,
in many systems a single consistency model can be too restrictive due to poor perfor-
mance. For example, imagine a system where some nodes only are allowed to read the
state of objects while other nodes may both read and update the state of objects. In
such a system, the nodes that may update the objects could have stronger consistency
requirements than the nodes that only read the objects [1]. Based on this character-
istic, the scalability of such systems can be improved by providing multiple levels of
consistency [1] as the read-only nodes can use a weaker consistency model and therefore
generate less communication overhead.

In many distributed systems there is a large number of shared objects, but a partic-
ular node in the system is likely to only access a few of these [54]. To relieve the system
of keeping all objects consistent according to some strong consistency model, multiple
consistency models can be used. A node can use a strong consistency model on the
objects that it accesses while it can use a weaker consistency model on other objects in
the system.

Another suitable application of multiple consistency levels is within a system where
availability of resources such as network bandwidth varies over time [1]. In such a
scenario the system could use a lower level of consistency to increase the performance
when the resource availability is low and the consistency level can be reverted to normal
when the resource availability increases to normal levels.

2.4.4 Disconnected operations

Distributed systems that cache objects in the nodes are potentially capable of supporting
disconnected operations. A disconnected operation is an operation that is performed in
a node that currently is disconnected from the other nodes in a system [4]. However,
the consistency model must support that both read and write operations are allowed
to complete locally with a cached copy of the object. Furthermore, it is desirable that
cached objects in a disconnected client are mutually consistent. For example, consider a
node that caches two objects, one representing a web page with the stock market index
and the other representing a news web page. Before the node is disconnected from the
system, the object representing the news web page is updated to describe a change in
the stock market index. Clearly, if the object representing the stock market index is not
updated the two objects are not mutually consistent and preferably the node should not
be allowed to access the outdated object [4].
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2.5 Suitable consistency models in a mobile scenario

The network plays a vital role in most of today’s computer systems. If there is no network
connectivity, no operations can be performed [46]. However, mobile nodes (such as
mobile phones) are vulnerable to network disconnections, both voluntary disconnections
in order to save resources such as power and disconnections imposed by the nature of
the wireless medium [46]. This makes disconnections a part of the normal operation,
where some nodes may be only occasionally connected to the rest of the system. An
environment with wireless communications and mobile nodes gives rise to new challenges
in distributed computing.

Wireless mobile computing environments are limited by the available bandwidth, the
battery power of the mobile nodes, frequent disconnections, and node mobility [46, 58].
These properties make communication in mobile distributed systems more challenging
than in wired ones. Consequently, in a system where communication itself is a challenge
it becomes an even greater challenge to provide a certain level of consistency.

The CAP theorem states that it is impossible to provide strong consistency, high
availability, and tolerance to network partitions at the same time in distributed sys-
tems, and hence, one of these three properties has to be given lower priority. In mobile
distributed systems network partitions do occur frequently due to disconnections and
since many of these disconnections are voluntary, high availability is required to sup-
port disconnected operations in the mobile nodes. Therefore, strong consistency is the
property that typically has to be treated as less important in mobile distributed systems.

The high level of consistency provided by the real-time ordering of operations in lin-
earizability would be desirable in most systems. However, this model requires that there
exists a globally available clock and also that communication takes place between all
nodes before an operation can complete. These two requirements are highly unsuitable
in a mobile distributed system since it is impossible to provide a global clock in such an
environment. Furthermore, when disconnections are common, operations must be able
to complete in a disconnected mode. Clearly, linearizability is inappropriate in a mobile
scenario. This is also confirmed by the CAP theorem, as a strong consistency model is
infeasible to provide in an environment where disconnections are common.

Sequential consistency allows an arbitrary ordering of operations and does therefore
not explicitly capture the real-time ordering of operations. However, every node in a
system must observe all the operations in the exact same order. This property implies,
as with linearizability, that communication must take place between all nodes before
an operation can complete. This is a reasonable requirement in a wired distributed
system and might be an explanation to why it is the most commonly used consistency
model in DSM systems. However, in mobile distributed systems it is not a suitable
requirement. SC would be suited as the highest level of consistency in a system where
multiple consistency models are used. The nodes that are close to each other, actively
update shared objects, or are connected with high bandwidth could use SC since these
characteristics allow (or even require) them to use a higher level of consistency. As
the bandwidth between adjacent nodes is likely to be higher than between remote ones,
communication is faster between neighbors. Also, as many disconnections are voluntary,
the nodes that actively perform updates are less likely to disconnect and thus SC becomes
a more appropriate consistency model.

Causal consistency follows the same principle as SC and does not capture the real-
time ordering of operations. As opposed to SC, CC allows concurrent operations to be
observed in different orders at different nodes. This relaxation results in less communi-



16 Chapter 2. Consistency in Mobile Distributed Systems

cation between the nodes as CC only requires causally related operations to be observed
in the same order at all nodes. Less communication in combination with the fact that
both read and write operations are allowed to complete in a disconnected state makes
CC suitable for mobile distributed systems. However, there is no requirement of mutual
consistency in the CC model, which is a desirable feature for disconnected nodes. In
other words, CC provides a lower level of consistency suitable for systems with mobile
nodes, but at a price. CC allows mutual inconsistencies to exist and these inconsistencies
have to be tackled to fully support disconnected operations.

The problem with mutual inconsistencies in a disconnected node can be remedied
by timed consistency models (timed serial consistency and timed causal consistency).
Timed models introduce an upper bound on the delay when a write operation must
be observed by all nodes in the system. This can be useful in systems where real-time
ordering of operations is desirable, but, just as one can expect, a finite period of time is
allowed before all nodes in the system must be aware of the operation. This delay can
vary greatly depending on the consistency requirements in the system. Timed models
are thus suitable in many situations. When the allowed delay is small, the level of con-
sistency increases and the scalability decreases due to more communications overhead.
The duration of the delay is thus a trade-off between strong consistency and high avail-
ability, as in the CAP theorem. Since high availability is the more important property
of the two in mobile scenarios, a large value of the delay is suitable in such systems. The
definitions of the timed models are based on approximately-synchronized clocks and it
is hence possible to use them in a mobile distributed system. Timed serial consistency
provides a consistency level that ranges from linearizability to sequential consistency.
Consequently, TSC is not appropriate for mobile distributed systems as communication
must take place before an operation can complete. On the other hand, timed causal
consistency allows disconnected operations due to the lack of this requirement. This
model thus becomes suitable for mobile distributed systems, given that the value of
the delay is appropriate. Another interesting property of TCC is that the lifetime of
copies can be limited by the upper bound on the delay. For example, copies that are
not updated satisfies causal consistency forever since both writes and reads are allowed
to complete locally. The same applies to timed causal consistency, except that a copy
becomes outdated whenever a change has occurred to the object in some other node
and the upper bound on the delay is reached. This makes TCC slightly stronger than
CC and the mutual inconsistencies that can occur in the latter model can be handled
to some extent by the invalidation of copies after a certain amount of time.
Concludingly, TCC makes a best-effort attempt to capture the real-time ordering of
operations, while still allowing disconnected operations with a certain level of mutual
consistency. These properties together makes it a suitable consistency model in mobile
distributed systems.

FIFO consistency, a further relaxation of causal consistency, can be used in a mobile
distributed system. FIFO supports disconnected operations and the amount of syn-
chronization needed through communication is low. However, the level of consistency it
provides is perhaps too low. Treating all write operations from other nodes as concur-
rent means that all nodes can have different views of all the copies and there can thus be
almost no consistency at all in the system. In cases where disconnected operations are
more common than connected ones, FIFO consistency could be a suitable consistency
model where a certain level of consistency is needed for each node on an individual
basis. However, this is not very useful in a distributed system. FIFO consistency seems
unsuitable in any system where collaboration is expected and where some consistency
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between the nodes is required. Of course, the described scenario is a worst case one and
the practical outcome can be better. Then again, there are other consistency models
that provide better worst case scenarios and still are possible to implement in a mobile
distributed system.

Both weak consistency and release consistency attempt to avoid the costs of sequen-
tial consistency and still provide the same consistency level. This is mainly achieved by
a reduction in the amount of communication, a desirable solution in a mobile distributed
system where disconnections are frequent. A disconnected node may be able to recon-
nect before updates are propagated in the system and changes done in a disconnected
node can be grouped into one update. However, as the bandwidth is limited in mobile
distributed systems, huge single updates can become a burden instead of a relief. If all
nodes propagate all their updates at the same time, they are stalled for an extended
period of time while waiting for the updates. This seemingly efficient solution can thus
result in worse performance throughout the system. In mobile distributed systems, an
even flow of traffic is preferable to make better use of the limited bandwidth. One sit-
uation where traffic peaks would be desirable is when a majority of the nodes operate
in a disconnected state and the nodes propagate all their operations as soon as they
are connected again. Naturally, this requires high bandwidth. Based on the available
resources in a system, weak consistency and release consistency might be suitable for
mobile distributed systems. However, in a general mobile distributed system neither of
these is the recommended choice.

Eventual consistency guarantees that a system eventually converges, i.e., that all
nodes stop to perform operations. While nodes perform operations, stale or incorrect
values are accepted to enable disconnected operations. Eventual consistency is an ex-
treme application of the CAP theorem where strong consistency is given low priority.
Instead, high availability and tolerance to network partitions are provided and this makes
the model suitable for mobile distributed systems, given that the application that run
on top of the system can accept the low level of consistency while operations are per-
formed. The fact that the system becomes consistent eventually, is what saves eventual
consistency from not being a consistency model at all and it is also what makes it inter-
esting. This means that the objects in a system are almost constantly available and the
system scales well since little or no communication is needed while performing opera-
tions, but in the end all the operations in the system are aggregated into one consistent
state. Eventual consistency is a stark contrast to other consistency models. Eventual
consistency shifts the focus from the consistency within a system to the availability of
the system. However, it can be hard to find a suitable application that accepts the low
level of consistency in a mobile scenario.

Table 2.1 displays a summary of the consistency models with focus on their applica-
bility to mobile distributed systems.
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Table 2.1: A summary of properties of consistency models with focus on their applica-
bility to mobile distributed systems.

Model Bandwidth Disconnected Mutual Captures
requirement operations consistency real-time

Linearizability High No Yes Yes
Sequential consistency High No Yes No
Timed serial consistency High No Yes No
Weak consistency High Yes (limited) Yes No
Release consistency High Yes (limited) Yes No
Timed causal consistency Medium Yes Yes (limited) No
Causal consistency Medium Yes No No
FIFO consistency Low Yes No No
Eventual consistency Low Yes No No

Based on the properties of a mobile distributed system, the use of multiple consis-
tency models is a suitable solution to consistency problems. Timed causal consistency
can be used as the default model as it provides both support for disconnected opera-
tions and limited mutual consistency while it performs a best-effort attempt to capture
the real-time ordering of operations. When the network bandwidth is high among a
few nodes, these nodes can use sequential consistency among them if necessary. None
of the suggested models explicitly captures the real-time ordering, but with sequential
consistency the nodes at least agree on a specific ordering. This is a reasonable trade-
off in a mobile distributed system where availability of resources can vary greatly and
disconnections are frequent.
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Use Cases and Requirements

A web browser is a common feature of the mobile phones available today. However,
browsing the web on a mobile phone can easily become quite tedious due to limited
bandwidth. If a mobile phone could utilize a network of collaborating units to retrieve
the data when browsing the web, the experience might be improved. The collaborating
units can both provide a cached web page and process a part of the work that is shared.
With a starting point in this observation, three use cases are created. The use cases
clearly show what the system needs to be able to support.

3.1 Use cases

Three use cases are presented below as examples of how the system is expected to work,
and together they form the basis for the requirements.

3.1.1 Use case 1: Work-sharing

In this use case a user wants to browse a web page. As there is no cached version of the
web page available, the work of retrieving the web page is shared among the adjacent
units.

Figure 3.1: Work-sharing among adjacent units.

The work-sharing among adjacent units is done as Figure 3.1 shows. The individual
steps are described below.

19
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1. The user wants to browse a web page, e.g., http://www.codemill.se/.

2. M1 does not have http://www.codemill.se/ in its cache and sends out a request
for the web page to adjacent units.

3. The units that receive the request, including M2, check their caches and respond
negatively as no cache entry for http://www.codemill.se/ is available.

4. M1 splits the Hypertext Transfer Protocol (HTTP) requests, i.e., retrieval of data,
into smaller parts, downloads some data itself, and lets adjacent units retrieve the
other parts.

5. The units that download requested data cache it and then send the data to M1.
M1 caches each requested part.

6. When the entire web page is cached in M1, the content is displayed to the user.

This use case shows that adjacent units are used to download parts of a web page in
order to reduce the time it takes to download a web page.

3.1.2 Use case 2: Cached web page

Every unit caches the web pages it downloads and in this use case a user wants to browse
a web page, just as in the first use case. The difference in this use case is that a cached
version of the requested web page is retrieved from an adjacent unit.

Figure 3.2: Retrieval of a cached web page from an adjacent unit.

Figure 3.2 shows how the retrieval of a web page from an adjacent unit is done and
the individual steps are described below.

1. User 1 browses http://www.codemill.se/ and caches its contents.

2. The units M1 and M2 become adjacent and User 2 requests http://www.codemill.se/.

3. M2 does not have the web page in its cache and sends out a request for it to
adjacent units.

4. M1 finds a valid cache entry for http://www.codemill.se/ in its cache and replies
with the cached web page to M2.

5. M2 caches the entire web page and displays the content to User 2.
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Whenever a user requests a web page the caches of all adjacent units are searched
for a cached version of the web page. This effectively reduces both the amount of time it
takes to download a web page and the total amount of data retrieved from the Internet.

3.1.3 Use case 3: Offline exchange of favorite web pages

This use case originates from the high frequency of network disconnects. A disconnected
state is common for units in a mobile distributed system and therefore it can be useful if
a unit can retrieve all the data it needs while it is connected or when there are adjacent
units.

Figure 3.3: A user requests a list of web pages from adjacent units.

Figure 3.3 shows how a list of work can be shared among adjacent units. The
individual steps are presented below.

1. The user creates a list of favorite web pages to cache, i.e., be able to browse in a
disconnected state.

2. The user wants to update the favorite web pages and M1 sends out the favorite
web pages as individual requests to adjacent units.

3. The adjacent units reply with available cached web pages or negative responses to
the requests.

4. For the favorite web pages for which no cached entries exist, M1 splits the HTTP
requests into smaller parts.

5. All the adjacent units download and cache their parts.

6. The adjacent units send the data to M1 that caches the data for future use.

This use case allows a user to connect for a short while, download a list of web pages
and then disconnect and still be able to browse the web pages for as long as the cache
entries are valid.
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3.2 Requirements

An intermediate goal of this thesis project is to build both a framework for communi-
cation among adjacent units and an application that can benefit from the work-sharing
opportunities provided by a network of collaborating units. The requirements for the
communication framework and the application are gathered from the use cases and
the knowledge acquired in Chapter 2. First, the requirements are divided between the
communication framework and the application to make sure that each software can be
created apart from the other if there is not enough time to implement both of them.
Further categorization of the requirements are made based on the importance of a spe-
cific requirement. The importance of a requirement is based on the time available for
this thesis project and the functionality the requirement provides. The aim with this
categorization is to make sure that the the communication framework and the applica-
tion together can realize the use cases. The keywords MUST, SHOULD and MAY are to be
interpreted as described in RFC 2119 [28].

3.2.1 The communication framework

The communication framework MUST:

– Work in a decentralized manner.

– Have a short setup time since units can join and leave at any time.

– Have support for scaling of the amount of work that is shared.

– Use a consistency model that supports disconnected operations.

– Support transfer of images.

– Support static groups, i.e., groups where no new members can join the group once
the group is established.

– Support Android-based units using the Android Software Development Kit (SDK).

– Work in conjunction with a stand-alone access point.

– Continue to function even if an arbitrary number of nodes crashes.

– Define an Application Programming Interface (API) available to other applications
that run on the same unit.

– Handle all group connection issues and thus provide a transparent communication
layer to the applications using it.

– Be able to provide feedback about how data is retrieved.

– Be a stand-alone and reusable application.

The above requirements are the ones that must be implemented. It is vital that the
communication framework can handle all the communication issues that are encoun-
tered in a transparent manner, both group communication and communication directly
between two units. This allows applications that utilize the communication framework
to ignore all communication aspects and focus on its application specific tasks. Another
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advantage of this approach is that a general framework for communication is created,
which can be used by virtually any application that is based on communication among
adjacent units. As Chapter 2 shows, the nodes in a mobile distributed system are often
in a disconnected state and in order to allow them to continue to operate in a dis-
connected scenario, the communication framework must use a consistency model that
supports disconnected operations.

The communication framework SHOULD:

– Support transfer of generic data, such as an entire web page.

– Support dynamic groups, i.e., groups where members can join and leave at any
time.

– Support dynamic discovery of available groups.

– Work without a stand-alone access point.

– Have approximately-synchronized clocks.

The above list of requirements are desired features in the communication frame-
work. Since the use cases are centered around browsing web pages the communication
framework needs to be able to transfer any type of data. To further improve the over-
all experience of the software, the communication framework should support dynamic
groups as well as automated discovery of available groups hosted by adjacent units. As
stand-alone access points not always are available, the communication framework should
be able to create connections directly to other units.

Finally, the communication framework MAY:

– Allow arbitrary work to be sent (not limited to HTTP download requests), includ-
ing directions on how to perform the work, e.g., a thread.

– Use the Global Positioning System (GPS) to decide a suitable consistency model
between units.

If the communication framework can send any data coupled with instructions on how to
handle the data, a specific application running in the unit that receives the data would
not be needed. This would allow any unit to use any other unit to process any type of
data in an arbitrary way, which would greatly simplify the construction of a wide range
of work-sharing applications. Apart from this, Chapter 2 states that communication in
a mobile distributed system can benefit from the use of multiple consistency models.
The GPS-coordinates of adjacent units can be used to decide the distance between them
and in that way help in the selection of a suitable consistency model. Units close to
each other can use a stronger consistency model whereas distant units can use a weaker
one.
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3.2.2 The application

The application MUST:

– Make use of the communication framework.

– Be able to retrieve data from the Internet.

– Be able to cache retrieved data.

– Be able to decide whether or not requested data is available within a group of
adjacent units.

– Be able to display downloaded images.

– Display information related to the usage of the underlying communication frame-
work.

– Allow the user to explicitly specify a group to join.

– Allow the creator of a group to decide whether or not a certain user can join the
group.

– Allow the user to set up a list of favorites, as described in Use case 3.

– Select the most recent version of a web page if multiple versions are cached.

– Allow a user to set a timeout on the cached data.

– Allow a user to explicitly clear the cache at any time.

– Allow a user to set an upper limit on the size of the cache.

The first requirement, which is obvious, is that the application must use the com-
munication framework. The other requirements originates from the use cases and how
the data is retrieved and handled in the application.

If it is possible to realize and time permits the application SHOULD:

– Contain a simple web browser.

– Use all methods defined in the communication framework API.

– Automatically join a suitable group whenever one exists.

– Allow the user to adjust the settings for the amount of work-sharing that may be
performed.

– Allow users to specify the amount of bandwidth they want to share with adjacent
units.

As with the communication framework, the application requirements originate from the
use cases and in order for use cases 1 and 2 to work, a web browser is needed in the ap-
plication. The communication framework is general and therefore the application should
use all of its features in order to show what the framework is capable of. Adjustable set-
tings for the work-sharing should exist as it provides a way to find the optimal amount
of work to share.
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The focus of the application is not its visual looks, but the application MAY:

– Provide an interface to the user that looks like the default web browser on Android-
based units.

If time permits the interface of the application may look like the interface of the
native web browser on Android-based units.
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Chapter 4

Design and Implementation

Android-based mobile phones are a recent addition to the market and in order to han-
dle unknown limitations of the hardware and the Android SDK, an agile development
process is selected. This means that design, implementation, and tests of the soft-
ware interleave with each other in short cycles in order to handle shortcomings as they
are discovered. Whenever a limitation is revealed, the affected parts of the software
are redesigned before the implementation continues. This leads to a gradually refined
software that evolves to suit the limitations and the requirements in Chapter 3. The
requirements are also the guidelines in the plan for each working day during this phase
of the thesis project. Given the requirements, tasks that approximately take eight hours
to complete are created. For requirements that are estimated to take more than eight
hours to complete, several smaller tasks are created that can be completed separately.
A ticket is formed for each of these tasks together with a short description of what is
expected to work when the task is completed. Tickets worth 40 hours of work in total
are selected every week. If it turns out that the time it takes to complete a certain
ticket differs greatly from the approximated time, tickets can be added and removed as
needed. The tickets are selected based on the prioritization among the requirements and
since the application cannot function without the communication framework, the tickets
for the communication framework generally have a higher priority than the ones for the
application. This approach shows exactly what to do each week and as the tickets have
a description of the expected functionality, it is easy to decide when to close a ticket.
If a task is not completed at the end of a week or any limitation appears, changes can
be applied and, if needed, the priority of the requirements can be updated before new
tickets are selected.

4.1 Prerequisites

In this thesis project a HTC Hero [19], an Android-based mobile phone, is used. The
Android SDK exists in many different versions and HTC Hero supports Android SDK
version 1.5 and hence, this is the targeted version of the Android SDK. Throughout the
project only one real unit is available and therefore the software must work on emulated
units (emulators) as well. An overview of the Android platform is given in the official
Android developer’s guide [8], and a description of the used APIs [9] is also available
online.

27



28 Chapter 4. Design and Implementation

4.2 System overview

The use cases and the requirements defined in Chapter 3 state exactly what the system
needs to support. Based on these, a rough sketch is made of the system that shows the
main components and how they interact. The system is named Adcelero after the Latin
word adcelero meaning to speed up.

Figure 4.1: A sketch of the main components in the system and how they interact.

Figure 4.1 shows how the communication framework is separated from the appli-
cation and how they communicate via an interface. This ensures that, in accordance
to the requirements, the communication framework is separate and reusable as well as
loosely coupled. The two main components of the application are Adcelero and the
RequestHandler. The former handles interactions with external components such as
a web browser and directs requests to the latter that processes the requests. The Re-
questHandler is allowed to access the cache, adjacent units, and the Internet to download
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a requested web page. Other instances of Adcelero in adjacent units are accessed through
the communication framework. The most important component in the communication
framework is the CommunicationManager. This component handles all communication
issues and exposes the framework to other applications that run on the same unit.

The structure of the system is further refined based on the use cases. The use cases
dictate what the system must handle and provide a basis for the identification of func-
tionalities that are needed in the system. The identified functionalities are inserted into
appropriate components selected from those presented in Figure 4.1. This combina-
tion of functionalities and components yields a skeleton structure of the system that is
suitable for UML-based notations such as sequence diagrams and class diagrams. The
sequence diagrams show how the components interact on finer level of detail than in
Figure 4.1 and can be found in Appendix A. The class diagram provides a basis for the
skeleton classes, their methods, and how the classes should be organized. Altogether
these diagrams provide an initial design for the implementation that can be further
refined later in the iterative process.

4.3 Group communication

Many frameworks are available for group communication, such as ISIS [14] and Ho-
rus [56]. These frameworks are general and suit most systems. However, most of the
available frameworks are targeted towards wired distributed systems and many are also
too large to run on a mobile phone. None of the frameworks suit the peculiarities of
mobile distributed systems well. For these reasons, a new communication framework is
created.

4.3.1 Interface

As the mobile phones today host multiple interfaces for short-range communication, one
interface must be selected for this implementation. The Android SDK supports both
Wi-Fi [5] and Bluetooth [32] connectivity. However, Bluetooth is not fully supported
in the targeted version of the Android SDK and therefore Wi-Fi becomes the selected
interface.

4.3.2 Protocol

The protocol that the communication framework specifies is an important consideration
as the entire system is affected by any limitations in the protocol. Basically, the system
needs a set of messages and a mechanism to send these messages to other units. The set
consists of three general messages, namely a point-to-point message, a group message,
and a group management message. The first message is intended for direct communi-
cation between two units, the second one provides group communication, and the third
is an extension to the point-to-point message that concerns group management. The
set of messages can be increased by the creation of new message types. A new type of
message must inherit from one of the current messages in the set and could be used,
e.g., to create support for a new type of data to send via the communication framework.
Since the Android SDK is based on Java [51] this is realized with objects as messages
and Java socket-programming. Java socket-programming provides the User Datagram
Protocol (UDP) and the Transmission Control Protocol (TCP) as low-level transmission
protocols, but only one protocol is of interest, namely TCP. The properties of a mobile
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distributed system require the system to use TCP as this protocol is the only one that
provides both reliable and error-checked transfer. This ensures that a unit reliably can
state whether a message has reached another unit or not. This is vital in a mobile
distributed system where a unit can become disconnected at any time. Altogether the
use of TCP and the set of messages make the protocol general and simple and at the
same time it fulfills the requirements of the communication framework.

A large variety of existing protocols are available, including HTTP [29], File Transfer
Protocol (FTP) [30], BitTorrent [31], and JXTA [50]. The decision why a new protocol
is created for the communication framework is based on the benefits and the drawbacks
of the existing protocols and the implications on the system if an existing protocol is
selected. HTTP supports eXtensible Markup Language (XML)-encoding for transfer
of general data, but it requires extensive serialization to and from XML. In order to
fully support HTTP, given the time available for this thesis project, an external web
server would be needed and since external dependencies are undesired, HTTP is not
an option. FTP is also rejected due to similar reasons. FTP is targeted towards file
transfers, i.e., only a subset of what a general communication framework should support.
As with HTTP, an external FTP server would have to be included in the dependencies.
BitTorrent has many built-in features that would suit the system, such as automated
discovery of remote hosts and that data can be downloaded from multiple locations.
However, the requirements state that the application must be in control of the work-
sharing. In order to fulfill this requirement and to make the communication framework
as general as possible the features should not be embedded in the protocol that is used
for communication. JXTA is a general protocol for peer-to-peer communication that
can be used on a wide range of appliances. The downside is that it uses a centralized
service to pair hosts, which contradicts the requirements.

The requirements state that the communication framework must support group com-
munication, i.e., that the same message is sent to multiple hosts at the same time. This
is something that is achieved with the use of multicast. Two different types of basic
multicast exist, basic non-reliable multicast and basic reliable multicast. For this project
the non-reliable version is selected due to the properties of mobile distributed systems.
Units can become temporarily disconnected at any time and it is impossible to reliably
decide whether a unit has failed or not. The goal is also to reduce the communication in
the system as limited bandwidth is a property of mobile distributed systems. Reliable
multicast would introduce a large overhead and delay due to the additional messages
that have to be exchanged between the units.

4.3.3 Consistency model

The requirements for the communication framework state that it must support discon-
nected operations and the knowledge from Chapter 2 enables such a consistency model
to be selected. As Chapter 2 concludes, timed causal consistency (TCC) is the most
suitable consistency model for a mobile distributed system. However, TCC requires
at least approximately-synchronized clocks in the system and this overlaps with a low-
priority requirement of the communication framework. If the clock synchronization in
TCC is removed the resulting model is causal consistency (CC). This relaxed model is
selected as it provides almost the same consistency as TCC and, if the requirement of
approximately-synchronized clocks is fulfilled, CC can easily be upgraded to TCC. The
CC model is realized in the system with causal order message-passing where the rela-
tions between individual messages are preserved through the inclusion of a vector clock
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in each message. A vector clock that uses one clock value per member in the group is
selected since the amount of members is expected to be small compared to the number
of messages in the group.

4.3.4 Group management

Group management is an important feature of the communication framework. The
requirements state that it must handle static groups. It should also handle dynamic
groups as well as dynamic discovery of groups. A general communication framework
should handle both static and dynamic groups and this is solved with an implementa-
tion of dynamic groups that can be reconfigured into static groups at any time. This
reconfiguration stops the announcement of the group and any new members are rejected.
Hence, the dynamic group becomes static. Since the communication framework must
work in a decentralized manner, a mechanism to discover available groups without a
centralized service is needed. The communication between any two units takes place
in one network subnet and a multicast solution would have been great for group an-
nouncements. However, the used version of the Android SDK has limited support for
multicast traffic. Instead broadcast traffic is selected for group announcements, which
all hosts on a subnet receive. This allows all units that host a group to broadcast their
announcements, and hence, units in the same subnet can listen for the announcements.

The fact that the communication occurs in one subnet only is used for the identifica-
tion of a specific member in a group. The unique identifier of a member is a combination
of the member’s IP number and port number. For each subnet, the IP number and the
port number are unique for one unit and thus creates a unique identifier.

Lost members

Lost members, or members in a disconnected state, are common in a mobile distributed
system. A group member is considered lost and removed from the group whenever a
message cannot be sent to it, even if the remote member only is temporarily discon-
nected. Each unit in a group has to discover a lost member by itself, no notifications are
sent from the unit who first discovers a lost member to the other members of a group.
This behaviour is selected as the lost member might be in a disconnected state only
temporarily and also to reduce the amount of traffic in the system. As a result, some
members can consider another member as lost whereas others do not. If a lost member
becomes connected again it can continue to send messages to the group. However, at
least one member has removed the lost member from the group and when this member
receives a message from the lost member it notifies the lost member that it is no longer
part of the group. This ensures that the lost member can rejoin the group and by this
mean reset its group membership. If a lost member does not rejoin the group it cannot
receive group messages from other members due to the ordering constraints imposed by
the selected consistency model. Example scenarios that can occur with lost members
and how these scenarios are handled are presented in Appendix A.
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4.3.5 Interface to applications

The communication framework must be reusable by other applications. This requires
that an interface is published to other applications that run on the same unit. An
interface to other applications can be achieved in two ways with the Android SDK, ei-
ther via an object that is passed between two applications or via an interface defined
in the Android Interface Definition Language (AIDL). The former method requires the
two applications to know about each other whereas the latter method allows the two
applications to be independent. AIDL is selected as it makes the two applications less
coupled and hence, suits a general, reusable, and stand-alone communication framework
better. The use cases and the requirements in Chapter 3 in combination with the func-
tionalities in Section 4.2 provide a basis for the selection of methods for the interface.
The methods in the interface are made general and allow other applications to handle
group issues, members, and messages. Some additional methods are added to the in-
terface due to the use of emulators as they do not behave exactly as a real unit. The
interface to applications actually consists of two separate interfaces. One main interface
with the methods the communication framework provides and one additional interface
for callbacks. The callback methods are typically used if a response is not expected
within a few milliseconds. Table 4.1 lists the methods in the two interfaces.

Table 4.1: A summary of the methods in the interfaces between the communication
framework and applications.

Method Functionality
Main interface
startServer Start a server to receive messages from other members.

Used by emulators only.
registerCallback Register a callback interface

(implemented by the application).
unregisterCallback Unregister a callback interface.
createGroup Create a group.
joinGroup Join a specific group.
leaveGroup Leave a specific group.
closeGroup Close a specific group

(stop announcements and reject new members).
getMembers Get the members of a specific group.
respondToPendingMember Send a response to a member

that wants to join a group.
getStatistics Get statistics about the usage etc.
sendMessage Send a message.
Callback interface
receiveMessage A callback when a message arrives.
notifyGroupAvailable A callback when a group is available.
notifyGroupJoined A callback when a group is joined.
notifyPendingMember A callback when a member wants to join a group.
notifyLostMembers A callback when members are lost.
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4.4 Work-sharing

The ability to share work is an important feature of the system as this is the aim of
the application that uses the communication framework. To keep the communication
framework as general as possible, the logic for the work-sharing is placed in the appli-
cation. This ensures that the communication framework is separated from the specific
tasks of an application.

4.4.1 Load balancing

In Adcelero the work is shared among the members of a group via requests. The work
can be shared either equally or unequally according to static load balancing as Figure 4.2
shows.

(a) Work shared equally. (b) Work shared unequally.

Figure 4.2: Two types of work-sharing in Adcelero.

The work is shared equally with a simple algorithm where both the data items (e.g.,
images) and the units are sorted. The former by size and the latter by download rate.
The latency in the group communication is measured and based on these three factors,
the work units are assigned to units according to a simple round-robin algorithm as
shown in Figure 4.2a. The unit with the highest rate downloads the largest data item,
the unit with the second highest rate downloads the second largest data item, etc. If
the number of data items to download exceeds the number of units the process starts
over with the remaining data items and thus, each unit downloads an equal amount of
work units. To share the work unequally a similar approach is used. The requester first
selects its data items to download and then the other work units are assigned in the
same way as when the work is shared equally, as Figure 4.2b shows.

4.4.2 Cache

In order to speed up the retrieval of data items a cache is employed in each unit where
downloaded data items are cached temporarily. This allows data items to be retrieved
from three sources: the cache, the group, and the Internet. When data items are
requested from a member in a group, that member can retrieve the data items from either
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its cache or the Internet. The cache thus becomes useful in all units in every request
that is made. A more detailed description of the cache can be found in Appendix A.

4.4.3 Security

The application must provide a feature that enables a group member to decide whether
to share its connection with another member or not. This feature is provided via a
setting that allows a member to reject a new member when it requests to join a group.
However, this is not the only security issue in this system. Since data items are retrieved
from other members in the group, the system must be able to guarantee that received
data items are the correct ones. Protection against data items corrupted in transfer
is provided by the use of TCP as the transmission protocol. However, there is no
verification that a received data item corresponds to the requested one. A checksum
of the data item that is substantially smaller than the item itself could provide this
verification. The original checksum of a data item can be downloaded with negligible
impact on the overall performance of the system and the validity of a data item that
is received can thus be verified. Adcelero is essentially a web browser and the data
items are retrieved via HTTP which defines a header named Content-MD5. This header
contains a checksum of the data item. The only problem with this approach is that this
header is optional. For example, in the Apache web server [10] the Content-MD5 header
is turned off by default. Thus, a member has to trust the other members of a group
when a request is made. This is not a unique security flaw for Adcelero, any system can
be subject to invalid data.

To prevent that malicious data items spread uncontrolled among members in a group,
a request of a certain Uniform Resource Locator (URL) must be made before its contents
are cached. This ensures that no member can send a data item to another member
without a request for that specific data item. However, as stated earlier, no guarantees
are made about that the data item is the correct one.

4.4.4 GUI

To increase the adoptability of Adcelero, the optimal solution would be an implemen-
tation without a GUI and implement Adcelero as a plugin to an existing web browser.
As the aim of the thesis project is software without external dependencies, the only
accessible web browser is the default one for Android-based mobile phones. The default
web browser supports plugins, however, not in the used version of the Android SDK.
This implies that a GUI must be implemented. The requirements specify that the GUI
may look like the native Android web browser. The only difference to the default web
browser should be in the background where work-sharing and the communication frame-
work are used in order to download data faster than other web browsers. The Android
SDK provides a lightweight version of the default web browser as a GUI component and
this component is used to display the contents of a web page in Adcelero. The menu
is similar to the one in the default web browser, with some additions. Menu options
that concern the communication framework are added as this is what makes Adcelero
different. Most of the GUI is defined in XML-files. This makes it easy to remove the
GUI from Adcelero and create a plugin for a web browser instead. As a continuation
of this, an interface that Adcelero can present to web browsers is proposed. More de-
tailed information about the interface to web browsers and the GUI can be found in
Appendix A.
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Performance Evaluation

The aim of this thesis project is to study how units can share work among each other
and if this is feasible from a performance perspective. Hence, this chapter focuses on
the performance when work is shared in a network of collaborating units. Tests that
confirm the correctness of Adcelero are described in Appendix B.

5.1 Setup

The nature of this thesis project implies that more than one unit is needed in order to
setup some scenarios. As only one real unit is available for the tests, the other units
have to be emulated. This has some implications on the measured performance, but all
tests strive to imitate a setup with real units only as far as possible.

5.1.1 Equipment

A list of the used test equipment is presented in Table 5.1. The performance of the
HTC Hero phone is measured via http://www.bredbandskollen.se/ against a test server
located in Sundsvall, Sweden, some 250 km away. The numbers are averages of three
consecutive runs.
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Table 5.1: The test equipment.

HTC Hero

Properties
Kernel version 2.6.27-8dd6deee htc-kernel@and18-2 )
Build number 2.73.405.5 146733 CL#61267 release-keys
Software version 1.0.0.A6288

Measured 3G
performance

Send 0.54 Mbit/s
Receive 1.42 Mbit/s
Latency 399 ms

Measured Wi-Fi
performance

Send 3.80 Mbit/s
Receive 4.08 Mbit/s
Latency 195 ms
Computer that hosts the emulator(s)

Properties

CPU Intel(R) Core(TM)2 CPU 6300 @ 1.86GHz
RAM 2.00 GB
NIC Marvell Technology Group Ltd. 88E8056

PCI-E Gigabit Ethernet Controller (rev 12)
OS Ubuntu Desktop 9.04
LAN connection 1 Gbit/s

Web server that hosts the tests

Properties

CPU Intel Pentium 4 @ 2.4 GHz
RAM 1.00 GB
NIC Intel Corporation 82547EI Gigabit Ethernet

Controller
OS Ubuntu Server 9.10
LAN connection 1 Gbit/s

Access point

Properties Manufacturer D-Link
Model DIR-655

The equipment is located on the same network subnet and the D-Link DIR-655
interconnects all devices. The HTC Hero is connected via Wi-Fi and the other equipment
is connected via Ethernet cables. Figure 5.1 shows how the equipment is physically
connected in the tests.
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Figure 5.1: An (logical) overview of how the equipment is physically connected.

The path the data actually is transported between the devices differ from the physical
connections in Figure 5.1. The emulators cannot receive data directly from other devices
due to security reasons. As a solution to this problem, the data is sent to another
computer first (the web server) that forwards the data to the computer that hosts the
emulators. This enables data to be sent to an emulator, which is vital for the tests to
work at all. All of this has to be taken into consideration when the tests are designed
and performed in order to imitate a real situation as far as possible.

5.2 Tests

The real unit is used as much as possible in the tests, but as some tests include two or
three units, emulators must be used. Traffic directed to an emulator is forwarded via
the web server whereas traffic in the opposite direction travels directly to its destination.
The communication time is measured when data is sent from an emulator to the real
unit as this introduces the least number of extra steps in the process and it is hence as
close as possible to a real setup. Data processing is measured on the real unit and since
the group communication implies that some processing is performed on another unit,
the tests are performed twice per run. One test with the real unit as the requester and
the other with an emulator as the requester. This allows all processing that is included
in a test to be measured on the real unit and parts of the individual results are composed
to the final result. The tests that run on the real unit are repeated five times to produce
a good average value whereas the tests that include emulators are run once or twice.
This is considered enough since the tests with multiple units are of a theoretical nature
due to the use of emulators. The measured time in the tests with emulators is corrected
with the values that are provided by the tests that are run several times on the real
unit.

The tests are based on four different web pages hosted by the web server. These
pages all consist of six identical images. However, one web page contains small images,
one contains medium images, one contains large images and, finally, one contains extra
large images. Table 5.2 shows the respective size of these images.
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Table 5.2: The size of the images that are used in the tests.
Type of image Size (kB)
Small 51.6
Medium 258.7
Large 1387.3
Extra large 8435.8

Six images are used in each web page as this number can be divided by one, two
and three, i.e., the number of units that are used in the different tests. The size of
the images are selected in order to make group communication overhead neglectable for
large images. The extra large image size is added to verify that the maximum speedup
is reached. The difference between the image size is about a factor five, which is useful
when the results are compared as the interval between any two sizes is similar. The
total size of these web pages (both the HTML document and the images) is presented
in Table 5.3.

Table 5.3: The total size of the web pages that are used in the tests.
Type Size (kB)
Small 309.7
Medium 1552.8
Large 8324.1
Extra large 50615.4

The raw data that is used to evaluate the performance are presented in Appendix B
together with the tests of the cache solution.
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5.2.1 Initial tests

In order to be able to imitate a setup with only real units in later tests, some initial
values are needed as a basis for the corrections.

Table 5.4: The average time it takes to download an image via 3G.
Type of image Time (ms) Estimated bandwidth (Mbit/s)
Small 899.2 0.47
Medium 2089.4 1.01
Large 8238.0 1.38
Extra large 49424.6 1.40

Table 5.4 presents the time it takes to download an image via 3G. The estimated
bandwidth eventually reaches the measured bandwidth of the device (1.42 Mbit/s).

Table 5.5: The average time it takes to download an image via Wi-Fi.
Type of image Time (ms) Estimated bandwidth (Mbit/s)
Small 178.8 2.36
Medium 470.2 4.51
Large 1801.0 6.31
Extra large 10045.4 6.88

Table 5.5 presents the time it takes to download an image via Wi-Fi. The estimated
bandwidth exceeds the measured bandwidth in Table 5.1 quickly and increases beyond
it. This happens because the bandwidth listed in Table 5.1 is measured against a server
some 250 km away whereas the web server used in the test in Table 5.5 is located on
the same network subnet three meters away. The difference in download time between
3G and Wi-Fi, as presented in Table 5.6, is used to correct the results in the tests with
emulators.

Table 5.6: The difference in time it takes to download an image via 3G and Wi-Fi.
Type of image Time difference (ms)
Small 720.4
Medium 1619.2
Large 6437.0
Extra large 39379.2

Based on the numbers in Table 5.4 and Table 5.5, Wi-Fi is 4 to 5 times faster than
3G and this is a key factor that has to be taken into account in the later tests. The
estimated bandwidth that is reached with the extra large image is better than that of
the large image, but they are still close to each other. This makes the large image size
suitable for work-sharing as it provides a good speedup. As Amdahl’s law [7] dictates,
if the fraction of serial work in a given problem is s, the maximum speedup obtainable
when the problem is solved by a number of parallel processors is 1/s. The speedup,
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S, is the time it takes to process everything in one unit, T1, divided by the time it
takes to process everything in n units, Tn (S = T1

Tn
). Perfect speedup is attained when

S = n. For example, if two units are used the perfect speedup is two. The serial work
of the problem studied here can be seen as the overhead that is introduced when work
is shared among units. The size of the overhead is fixed, independent of the image size.
However, a larger image implies that the fraction of overhead (or serial work) becomes
smaller. A smaller fraction of overhead leads to a higher maximum speedup. As an
example, consider a case where one unit downloads a web page with three data items
compared to three units that do the same. It is assumed that the overhead takes one
second to process and that each data item also takes one second to download. This
yields 25% overhead (serial work) and a maximum speedup of four. The single unit
can do this in four seconds whereas the three units can do this in two seconds (one
second for the overhead and one second for the data items). This gives a speedup of
two. Now, if the web page contains nine data items, a situation with 10% overhead and
a maximum speedup of ten is created. The single unit can download this in ten seconds
whereas the three units can download it in four seconds (one second for the overhead
and three seconds for the data items). This results in a speedup of two and a half.
In both cases the perfect speedup is three as three units are used. In the second case
the work increases by a factor three (from three to nine data items) and the speedup
approaches the perfect speedup as the fraction of overhead decreases. These cases show
that the maximum obtainable speedup increases as the image size increases, but the
perfect speedup is the same in both cases as the number of units does not change. The
size of the extra large image in the tests is about five times larger than the size of the
large image, and still the estimated bandwidth in the tests are similar as presented in
Table 5.4 and Table 5.5. This confirms that the speedup with the current size of the
large image is good.

5.2.2 Performance tests

The performance tests are composed of five individual tests. Three of the tests concern
work-sharing and two concern the cache solution. The work-sharing tests are presented
here as the aim of the thesis project is work-sharing whereas the cache tests are presented
in Appendix B. Each individual test uses the same setup of the equipment and the same
web pages. The first test uses one mobile unit, the second two units, and the third one
three units. The work is shared equally in all the tests. This implies that the unit in
the first test downloads six images, each unit in the second test downloads three images
whereas each unit in the third test downloads two images. As the second and the third
test include at least one emulator, the results for these are composed from different
measurements. First, the time it takes for a real unit to create the request for the entire
web page is added to the result (Step 1 in Figure 3.1). The second step is to add the
time it takes to send the request from an emulator to the other units (including the real
unit). This step also includes the time it takes to to process the request on the real
unit (Step 2 and a part of Step 3 in Figure 3.1). Next, the time it takes for the real
unit to read the negative response produced by the emulator is added (two responses
from two emulators in the third test). The third step also includes the delay when the
HTML document is downloaded on the real unit in order to parse it and share the work
(a part of Step 3 and a part of Step 4 in Figure 3.1). The fourth measurement is the
time it takes to process and download the request with the shared work on the real unit
(a part of Step 4 and Step 5 in Figure 3.1). Finally, the fifth and last step includes
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the time it takes for the real unit to receive the shared work from the emulators (Step
6 in Figure 3.1). In the tests, none of the units has a cached entry of the requested
web pages and the downloads are made via 3G. However, in the second and the third
test the downloads are done via Wi-Fi and therefore the difference compared to 3G in
download time (as measured in Section 5.2.1) times the number of images to download
is added to the result. To simplify the third test, it is assumed that the units work in
parallel when the results are composed. The test results are displayed in Table 5.7.

Table 5.7: The time in milliseconds it takes to download an entire web page with work-
sharing.

Web page 1 unit 2 units 3 units
Small 6818.4 7072.2 7392.8
Medium 16397.2 10777.6 15165.4
Large 55067.0 36304.0 34584.0
Extra large 304638.0 - -

In the test with one unit the measured time is, as expected, roughly six times larger
than the time it takes to download one image (see Table 5.4). The second test shows
that the total amount of time it takes to download a web page can be reduced with
work-sharing between two units. However, as the third test shows, the time it takes to
download a web page with work-sharing and three units is similar or worse compared
to when only two units are used. When three units are used the images of the web
page are retrieved faster to the individual units, but one unit can utilize the entire
bandwidth provided by the requester in the group communication and if two units work
in parallel they share the available bandwidth. Thus, the reduction in download time
at the individual units disappear when the images are sent to the requester. This in
combination with the extra communication incurred by the use of three units makes the
download time higher for the medium web page and only slightly improves it for the
large web page compared to when two units are used.

Table 5.8: The obtained speedups in the performance tests.
Web page 2 units 3 units
Small 0.96 0.92
Medium 1.52 1.08
Large 1.52 1.59
Extra large - -

Table 5.8 shows that when the shared work is large enough, some speedup is obtained.
The speedup is large when two units are used, namely 1.52 for the medium and the
large web page. The imperfect speedup originates from the overhead and the delay the
communication framework introduces. This is also the reason to why there is no speedup
at all in the test with the small web page. When three units are used the speedup does
not increase further due to the limited bandwidth in the group communication.
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Chapter 6

Conclusion

This thesis project creates a communication framework and an application that uses
the communication framework based on knowledge about mobile distributed systems.
The communication framework allows adjacent units to communicate with each other
and the application utilizes the communication between adjacent units to share work.
Together they are used to show that work-sharing among adjacent units is a feasible
method for faster web page downloads and the evaluation demonstrates that the per-
formance is reasonable. Given that the work is large enough the speedup is significant.
However, the additional communication that is introduced when the number of units
increases can become a limiting factor. After all, the thesis project fulfills its goals and
it demonstrates that work-sharing among adjacent units is something to be considered
a suitable technique for the future.

6.1 Limitations and future work

The major limitation of this thesis project is that an Android-based unit, in its default
configuration, cannot have both Wi-Fi and 3G enabled at the same time. This is a
limitation in the Android SDK and the only way to solve this problem, at the time
of writing, is to use an alternative firmware that is not officially supported by the
manufacturers. If, and when, this limitation is removed, the software has to be altered
in order for it to work as expected. Furthermore, in the current implementation, the
units must be connected via an access point instead of directly to each other. This is
also a limitation in the Android SDK. During this thesis project, the Wi-Fi Alliance [5]
introduced a technology named Wi-Fi Direct [6]. This technology enables units to
connect directly to each other via Wi-Fi and it is likely to be supported in future
versions of the Android SDK. If, and when, this happens, support for the technology in
Adcelero would be appropriate.

The load balancing algorithm for work-sharing among units is oversimplistic. The
parameters, such as the download rate of a unit and the latency in the group communi-
cation, are included, but most of them have been given static values. An implementation
which uses the parameters to the full extent would improve the work-sharing. However,
the algorithm is simple and some research about how and when to share work among
units would be a great addition to this thesis project. For example, dynamic assignment
of work items to units as they complete their current downloads could be useful.

The focus of this thesis project is the communication among adjacent units. This
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leaves some work to do on other parts of the software, such as the security and the inter-
action with other web browsers. The thesis includes a simple investigation of potential
security issues but a more careful investigation is needed if this technique is to become
widespread. The types of web pages Adcelero supports is limited and the easiest way
for Adcelero to provide support for general web pages is to integrate it with an external
web browser. This would ensure that all web pages would be parsed correctly (at least
in theory) and the support for more file types would be added. Such an integration
would also increase the acceptance of the work-sharing technology as users do not have
to replace their favorite web browser.

The file sizes used in the performance tests are limited as the virtual machine that
runs on Android-based units limits the allocated size on the heap to 16 megabytes. The
extra large web page is hence removed from some tests. A natural step to achieve more
exact test results would be to conduct all tests with real mobile phones only instead
of a mixture of phones and emulators. Another interesting study would be to increase
the number of phones to see how the added communication affects the performance. If
the communication between the units dominates the results, an attempt to reduce the
amount of communication could also be suitable future work.

A comparison of how much battery power is drained when a download is made
directly via 3G compared to via a network of collaborating units would be nice since
battery power is key for mobile phones.

6.2 Related work

A similar work which focuses on math calculations is done with an implementation of
JCGrid [18] for Android-based units, namely griddroid [26]. JCGrid is based on Java
and uses a similar technique to Adcelero to send messages between units in a group.
However, JCGrid is not focused on mobile distributed systems and it uses three different
types of units: clients that produce work, workers that process work, and servers that
distribute work between the clients and the workers. In Adcelero there is no servers that
distribute work but every unit is a combination of a client and a worker.

During this thesis project an article emerged about a technology named Cool-Tether [49].
Cool-Tether allows a client (e.g., a computer) to use multiple mobile phones to download
data. The similarities to Adcelero end at the use of multiple phones to download data
as Cool-Tether uses software on a client to share work among the available phones. In
Cool-Tether the individual phones do not communicate with each other whereas Ad-
celero integrates the clients into the phones that communicate directly with each other.
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Appendix A

Detailed Design and
Implementation

This appendix presents a more detailed description of the design and implementation
issues encountered in this thesis project.

A.1 The communication framework

This part of the appendix presents the inner structure of the communication framework.

Figure A.1: The components in the communication framework and how they interact.

As Figure A.1 shows, the core of the communication framework is the Communica-
tionManager. Data that the communication framework processes always travel via the
CommunicationManager. The CommunicationManager instance makes sure that mes-
sages sent to a certain group reach all the members of that group. This is done with the
help of a GroupManager instance that handles all issues concerned with groups (e.g., lost
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members). In order to ensure that all group messages adhere to the consistency model,
all such messages travel via an instance of OrderManager. Eventually all messages reach
the MessageSender instance that sends the messages to the destined members.

Messages that arrive from other members are handled by a ConnectionListener in-
stance. A new instance of a MessageReceiver is created for each incoming message. The
MessageReceiver reads the message and eventually delivers it to the Communication-
Manager, either directly or via the OrderManager if the message is a group message.
Communication with applications occurs via two public interfaces, namely Communca-
tionService and CommunicationServiceCallback.

A.1.1 Lost members

Lost members are common in a mobile distributed system and they must be handled
in a good way. This section presents nine scenarios that may occur in the system, how
they are handled, and what the result is. The clock entries in the figures should be
interpreted as follows:

– The rows start with the number of the event that precedes the clock entry. 0
represents the clock entries before the test is started.

– If a row is missing for an event, no changes occurred to the clock entries compared
to the previous row.

– The first entry in a row represents the clock for Unit 1, the second entry represents
the clock for Unit 2, etc.

– A row without any clock entries means that the clock is empty.

– A row that ends with halt means that the received message cannot be delivered
under the used consistency model.

For example, in Figure A.2 all units start with the same clock entries, 1 for Unit 1,
1 for Unit 2, and 1 for Unit 3 ([1,1,1]). After the first event, the clock entries in Unit 1
are [2,1,-], in Unit 2 [2,1,1], and in Unit 3 the clock entries do not change.
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Case 1: A lost member that returns

Figure A.2: A lost member that returns.

Figure A.2 shows a case where a member is considered lost by one member and then
the lost member returns and sends a message.

1. Unit 1 sends a group message and Unit 3 is considered lost by Unit 1.

2. Unit 3 returns and sends a group message.

3. Unit 1 receives the message from Unit 3 and notifies Unit 3 about its lost mem-
bership of the group.

4. Unit 3 sends out a leave message to the group.

5. Unit 3 sends out a join message to the group.

With this series of events the vector clocks eventually become consistent with each other.
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Case 2: A lost member that does not return

Figure A.3: A lost member that does not return.

Figure A.3 shows a case where a member is considered lost by two members.

1. Unit 1 sends a group message and Unit 3 is considered lost by Unit 1.

2. Unit 2 sends a group message and Unit 3 is considered lost by Unit 2.

The vector clocks become consistent in Unit 1 and Unit 2 after these events.
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Case 3: A member that rejoins a group without leaving it first

Figure A.4: A member that rejoins a group without leaving it first.

Figure A.4 shows a situation where a member disconnects without notifying that it
leaves the group. The other members do not manage to discover the lost member before
it rejoins the group again.

1. Unit 3 disconnects and sends out a join message to the group.

The vector clock entry for Unit 3 is reset and all the vector clocks become consistent
with each other.
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Case 4: A member that is considered lost by one member returns

Figure A.5: A member considered lost by one member returns.

Figure A.5 displays a case where one member in the group considers another member
as lost while the other members do not.

1. Unit 1 sends a group message and considers Unit 3 as lost.

2. Unit 2 sends a group message that reaches all members in the group. Unit 3 cannot
deliver the message due to the used consistency model.

3. Unit 3 sends a group message that reaches all members in the group.

4. Unit 1 receives the message from Unit 3 and notifies Unit 3 about its lost mem-
bership of the group.

5. Unit 3 sends out a leave message to the group.

6. Unit 3 sends out a join message to the group.

With this series of events some messages cannot be delivered in Unit 3 as one message
from Unit 1 is missing. However, messages from Unit 3 still reach the other members
and the ones that consider Unit 3 as lost, notify Unit 3 about this. In the end, all the
vector clocks in the group become consistent.
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Case 5: A case where the sender is the lost member

Figure A.6: A case where the sender is the lost member.

Figure A.6 is an example of when the sender of a message is the lost member.

1. Unit 1 sends a group message but this message does not reach any other member.

When this happens Unit 1 considers itself as the lost member and the vector clocks in
the other members are still consistent.

Case 6: A circular case of lost members

Figure A.7: A circular case of lost members.

Figure A.7 is an example of when members consider different members as lost due
to a temporarily disconnected state that can occur.

1. Unit 1 sends a group message and considers Unit 3 as lost.
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2. Unit 2 sends a group message and considers Unit 1 as lost.

In this case the members consider each other as lost and whenever Unit 1 sends a
message Unit 2 notifies Unit 1 about its lost membership. Similarily, whenever Unit 3
sends a message Unit 1 notifies Unit 3 about its lost membership. The only currently
valid member is Unit 2 and when the other members eventually rejoin the group the
vector clocks become consistent.

Case 7: A member leaves before another member discovers a lost member

Figure A.8: A member leaves before another member discovers a lost member.

Figure A.8 shows a case where one member discovers a lost member and before
anyone else discovers the lost member, the member who made the discovery leaves the
group.

1. Unit 1 sends a group message and considers Unit 3 as lost.

2. Unit 1 sends a leave message to Unit 2, the valid member in the group.

3. Unit 2 sends a group message.

This case shows that whenever a member leaves a group, the valid members removes the
vector clock entry for the member who left. When a previously lost member receives a
message from the valid member, Unit 2, there is no entry for the member who left and
the message can be delivered correctly. Eventually, Unit 3 discovers that Unit 1 has left
and until this happens the vector clock entry for Unit 1 remains in Unit 3.
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Case 8: Some members do not know about a new member

Figure A.9: Some members do not know about a new member.

Figure A.9 shows a case where a new member fails to notify all current members of
a group about its group membership.

1. Unit 3 sends out a join message to the group that does not reach Unit 2.

2. Unit 1 sends a group message that reaches all members in the group.

Whenever Unit 3 sends a group message that reaches Unit 2, Unit 2 treats Unit 3
as a lost member.
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Case 9: A lost member must identify another member as lost before message
delivery

Figure A.10: A lost member must identify another member as lost before messages can
be delivered.

Figure A.10 displays a case where a lost member cannot deliver the messages it
receives.

1. Unit 1 sends a group message and considers Unit 3 as lost.

2. Unit 2 sends a group message that reaches all members in the group.

3. Unit 1 sends a leave message to Unit 2, the valid member in the group.

4. Unit 2 sends a group message that reaches all remaining members in the group.

This example shows that invalid entries can exist in the vector clocks and thus
prevent messages from delivery. However, as soon as Unit 3 identifies Unit 1 as a lost
member, the invalid vector clock entries are removed, the halted messages are delivered
and the vector clocks of the valid members become consistent with each other.
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A.2 The application

Figure A.11 shows the components in the application and their interaction.

Figure A.11: The components in the application and how they interact.

The application is based on an instance of the Adcelero class. Adcelero handles the
interaction with a web browser and relies on a RequestHandler instance that processes all
the requests. The RequestHandler creates instances of both RequestSplitter and Request-
Worker that run in separate threads. An instance of RequestSplitter retrieves HTML
documents and parses them in order to extract work for a RequestWorker instance. A
singleton instance of CacheAdapter ensures that a data item is cached whenever one is
downloaded. All the interaction with the communication framework is performed via the
RequestHandler in order to synchronize the threads and avoid concurrent modifications.

A.2.1 Caching

The cache provided by the default web browser in the Android SDK is limited. It is
impossible to fabricate cache entries and the cache is forced to be located in the memory
of the application. The memory is significantly smaller than the Secure Digital (SD)
card that most Android-based units are equipped with. The SD card is preferred in
order to avoid size limitations and therefore a simple cache solution is created. The
cache replacement algorithm is FIFO-based. This simple technique with little overhead
suits devices with limited resources [42]. Since the cache is designed for content from
the Internet that might change at any time a timestamp is added to each cache entry.
This implies that a cache entry can be removed either when the cache is full or when
the entry expires. The solution stores the actual files on the SD card whereas the meta
data for each file (such as the URL) is stored in a database that resides in memory. As
a result, it is enough to read the faster database to decide whether a cache entry exists
or not and the slower SD card is accessed only when needed. The files are stored on the
SD card in the same hierarchy as they are stored in the web server that hosts the files.
Since a URL can contain some characters that are not allowed in a file system, a part
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of the URL is replaced with a MD5 hash.
This cache solution is very simple but suits mobile phones well based on its com-

plexity. It might not be the best solution, but if Adcelero is integrated with an external
web browser a cache already exists. This solution is used as it provides what is needed
in order to test the system.

A.2.2 GUI

The design of the GUI is based on the GUI of the default web browser on Android-
based mobile phones. A flow chart with the different views in the GUI is presented in
Figure A.12.
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Figure A.12: A flow chart of the views in the GUI.

As Figure A.12 shows, the GUI is separated into several different views. Different
views have separate duties and the code thus becomes easier to maintain. Most of the
components in the views are the standard components provided by the Android SDK,
i.e., the look-and-feel of the application is similar to other Android applications.
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A.2.3 Proposed interface to web browsers

Adcelero can be transformed into a plugin that external web browsers can use. This
requires an interface Adcelero can present to the web browsers. Table A.1 lists the
proposed methods for such an interface.

Table A.1: A summary of the methods in the proposed interface to web browsers.
Method Functionality
hasURL Check if a URL can be retrieved

from either the cache or a group.
downloadParts Download the parts of a URL.
putInCache Insert a file into the cache

(e.g., when the web browser downloads a file).
statusUpdate A callback to the web browser with updates

of the progress of a download.
showURL A callback to the web browser when a download

completes.

With the five proposed methods in Table A.1, Adcelero is enabled to work as a plugin
to an external web browser.

A.3 Interaction between the communication frame-
work and the application

In Figure A.13 two sequence diagrams show the components and how they interact in
Use case 1 (presented in Section 3.1.1).
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(a) A sequence diagram that corresponds to Unit 1 in Use case 1.

(b) A sequence diagram that corresponds to Unit 2 in Use case 1.

Figure A.13: Sequence diagrams that corresponds to Use case 1.
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Appendix B

Test data

For reference, the raw test data from the evaluation are presented here together with
more details about the tests.

B.1 Unit tests

The communication framework and the application are tested separately in order to
make sure that they comply with the requirements stated in Chapter 3. For each
requirement, a separate test is run to ensure that the software works as supposed.

B.1.1 The communication framework

Requirement: The implemented consistency model is causal consistency (CC) with the
use of causally ordered message passing. Causal order has to fulfill the following:
If (multicast m) happened before (multicast m’) within a group g (this happened before
relation is induced by messages only), then any correct process in g that delivers m’ must
deliver m before m’.
Test: Verify that messages are delivered according to casual order.
Setup: Setup three units (A, B and C) and do the following:

1. Make sure three units (A, B and C) are connected to the group and that each unit
has sent one message, that is, each unit should have the vector clock [1, 1, 1].

2. Pause processing of incoming messages in A.

3. Send a message m1 from B.

4. Lock the message m1 from B in A (stop A from delivering it).

4.1 The message m1 is delivered in both B and C, with vector clocks [1, 2, 1]. A
still has the vector clock [1, 1, 1].

5. Send a message m2 from A.

5.1 The message m2 is delivered to A [2, 1, 1], B [2, 2, 1], and C [2, 2, 1].

6. Send a message m3 from C.
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6.1 The message m3 is delivered to B [2, 2, 2] and C [2, 2, 2]. A does not deliver
m3 due to the happened before relation.

7. Send a message m4 from B.

7.1 The message m4 is delivered to B [2, 3, 2] and C [2, 3, 2]. A does not deliver
m4 due to the happened before relation.

8. Unlock message m1 in A.

8.1 A delivers m1 [2, 2, 1].

8.2 A delivers m3 [2, 2, 2].

8.3 A delivers m4 [2, 3, 2].

The units should display the messages according to Table B.1.

Table B.1: The expected result in the consistency model test.
A B C

1st message m2 m1 m1
2nd message m1 m2 m2
3rd message m3 m3 m3
4th message m4 m4 m4

Result: The messages are presented in the expected order.

Requirement: Must work in a decentralized manner.
Test: Ensure that no central service is needed (placed on a system other than the
units). Since the system includes group communication, some of the group management
functionalities must be located in one of these units. The system works in a decentral-
ized manner if no external system is used.
Setup: Two units should be able to start to communicate with each other without the
interaction from any other system.
Result: As emulators cannot broadcast, a group is started on an emulator and an
external program announces it. A real unit can both send and receive broadcasts and
hence, the group is discovered and group communication can be performed.

Requirement: Must have a short setup time since clients can join and leave at any
time.
Test: The setup time depends on the current available bandwidth and network delays.
The goal is a setup time less than 3 seconds.
Setup: Let one unit host a group and be ready to communicate with other hosts. In-
troduce a new unit to the group and measure the time it takes before general messages
can be sent.
Result: The setup time varies from 15 seconds down to 1 second (it depends mostly
on the emulator).



B.1. Unit tests 69

Requirement: Must have support for scaling of the amount of work that is shared.
Test: Can any type of message be sent (small and large ones)?
Setup: Setup two hosts in a group and send a message containing only a string that
states ”Hi!” and one message with an HTML document and three images. Register the
amount of bytes that are sent.
Result: Both messages are received correctly. The overhead is significantly larger for
the string compared to the images.

Requirement: Must use a consistency model that supports disconnected operations.
Test: Can operations be performed while a member is in a disconnected state?
Setup: Let a member join a group and then disconnect. Make sure the other members
can continue to communicate and that the member without a connection to the group
still can retrieve data from the Internet.
Result: Causal consistency works. A member that is disconnected reverts to 3G as
soon as the other members are considered lost. The members who are still connected
remove the lost member and continue as normal.

Requirement: Must support transfer of images.
Test: Can images be serialized and sent to another unit with the use of the framework?
Setup: Download an image at one unit and send it to another unit via the framework.
Deserialize it at the other unit.
Result: An image is stored in a byte array that is sent to another unit that deserializes
it correctly.

Requirement: Must support static groups.
Test: Can a group be closed after a number of members has connected?
Setup: Let two members join a group, close the group, and try to connect with another
member. The connection attempt should fail.
Result: The first attempt is a failure, members can still connect to the group. After a
fix the test works correctly.

Requirement: Must support Android-based units using the Android SDK.
Test: Can an Android-based unit use the framework natively?
Setup: -
Result: No external dependencies are used, only the Android SDK.

Requirement: Must work in conjunction with a stand-alone access point.
Test: Can the units communicate via a stand-alone access point?
Setup: -
Result: Units connected to the same network subnet via an access point can commu-
nicate.

Requirement: Must continue to function even if an arbitrary number of nodes crashes.
Test: If one or more nodes fail, can the other nodes in the group (system) continue to
communicate?
Setup: -
Result: Yes. Even though the timeout is long before the loss of a group member is
detected in some scenarios, it works correctly.
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Requirement: Must define an API available to other applications that run on the same
unit.
Test: Is the framework available to other applications?
Setup: -
Result: Yes, the framework defines an interface to applications and it can run as a
background process.

Requirement: Must handle all group connection issues and thus provide a transparent
communication layer to the applications using it.
Test: Does the framework handle the group connection issues by itself or does the
application have to interact?
Setup: -
Result: The communication layer handles all issues by itself given that the settings are
correct. For security reasons, the default is that user approval is needed when a new
member joins a group or when a unit is about to join a new group.

Requirement: Must be able to provide feedback about how data is retrieved.
Test: Can the application detect from which member a message is sent?
Setup: -
Result: Yes, when a member sends a message the message is marked with information
about the sender.

Requirement: Must be a stand-alone and reusable application.
Test: Can the framework be (re)used by another application?
Setup: -
Result: Yes, it is designed as a stand-alone application with a public interface.

Requirement: Should support transfer of generic data, such as an entire web page.
Test: Can any type of data be sent between units with the framework?
Setup: -
Result: Yes, as long as it is serializable (in Java) and it extends one of the three mes-
sages defined in the framework.

Requirement: Should support dynamic groups.
Test: Can a client join and leave a group at any time?
Setup: Let a member, u1, join a group with two existing members. Send messages in
the group. Let u1 leave the group. Send messages in the group. Let u1 join the group
again. Send messages in the group.
Result: Works flawlessly!

Requirement: Should support dynamic discovery of available groups.
Test: Can a unit discover groups dynamically (i.e., without interaction from the user
to initiate a search)?
Setup: Let one member create a group and announce it. Make sure other units receive
the notifications.
Result: Yes, broadcasts are visible to other units.
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Requirement: Should work without a stand-alone access point.
Test: Can the units communicate directly between each other?
Setup: -
Result: No, it is not possible due to a limitation in the Android SDK.

Requirement: Should have approximately-synchronized clocks.
Test: Does the units have approximately-synchronized clocks?
Setup: -
Result: No, there was not enough time available in this thesis project to implement
clock synchronization.

Requirement: May allow arbitrary work units to be sent, including directions on how
to perform the work (such as a thread).
Test: Can a thread be serialized in one unit, be sent to another unit that runs the
thread and then sends the result back to the first unit?
Setup: Let two members communicate with each other and then one member sends a
message containing a thread to the other member which runs the thread and responds
with the result.
Result: No, threads are not serializable in Java. The other member must have some
prior knowledge of the work that is sent.

Requirement: May use GPS to decide a suitable consistency model between units.
Test: Does a unit use GPS-coordinates to locate other units and determine the distance
between them?
Setup: -
Result: No, neither GPS nor multiple consistency models are used.

B.1.2 The application

Requirement: Must make use of the communication framework.
Test: -
Setup: -
Result: Yes, it is used for communication between the units.

Requirement: Must be able to retrieve data from the Internet.
Test: Can data be retrieved from the Internet?
Setup: Start the application and without joining a group, retrieve the web page
http://www.visuri.se/adcelero/small/.
Result: The web page is correctly retrieved via 3G.

Requirement: Must be able to cache data.
Test: Make sure that the data downloaded in the previous test is cached on the unit.
Setup: Same as the previous test.
Result: The files reside on the SD card and the meta data in the database.
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Requirement: Must be able to decide whether or not requested data is available within
a group.
Test: Let a unit decide whether to download data from the Internet or from the group.
Setup: The test consists of two subtests.
Subtest 1: Let two units, m1 and m2, join one group, where m2 has a cached version
of http://www.visuri.se/adcelero/small/ and m1 requests that URL. m1 should retrieve
the data from the group.
Subtest 2: The two units, still in the same group, are used once again. This time m1
requests http://www.visuri.se/adcelero/medium/ that is not cached in any unit in the
group. Now, m1 should retrieve the data from the Internet.
Result: The tests work correctly.

Requirement: Must be able to display downloaded images.
Test: Make sure that the downloaded web pages with images can be displayed by the
application.
Setup: Download a web page with images, for example http://www.visuri.se/adcelero/small/,
and make sure that the images are shown in the application.
Result: The images are shown.

Requirement: Must display information related to the usage of the underlying commu-
nication framework.
Test: Get statistics from the communication framework after it has been used for a
while.
Setup: Let two units communicate in a group for a while. Get statistics from both
units and make sure that the statistics are reasonable.
Result: The members of the group and how many messages that have been sent to
these members can be seen in the statistics. The statistics from the two units are rea-
sonable (similar on both units).

Requirement: Must allow the user to explicitly specify a group to join.
Test: Can the user specify which group to join?
Setup: Make sure that there is an option to select which group to join.
Result: Yes, a user can select a group to join by specifying an IP address and a port
number.

Requirement: Must allow the creator of a group to decide whether or not a certain
user can join the group.
Test: Test if the application allows the creator of a group to deny a request to join the
group.
Setup: Let one unit host a group and join the group with another unit. Make sure that
the creator can reject the new member.
Result: When a creator of a group does not automatically accept a new member, a
dialog appears and the joining member can be rejected.
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Requirement: Must allow the user to set up favorites.
Test: Can a list of favorite web pages be created in the application.
Setup: Create a list of favorite web pages in the application.
Include http://www.visuri.se/adcelero/small/, http://www.visuri.se/adcelero/medium/,
and http://www.visuri.se/adcelero/large/.
Result: Yes, a list of favorites can be created and it is persistent across invocations of
the application.

Requirement: Must select the most recent version of a web page if multiple versions
are cached.
Test: If several cached versions of a web page exists, which one is selected?
Setup: Let three units communicate in a group and let one unit hold a cached version
of a web page created at time X. Let another unit have a cache of the exact same web
page created at time X + 5. When the third unit, without a cache of the web page,
requests the page make sure that it is the version created at X + 5 that eventually ends
up in the cache at the third unit.
Result: If several responses arrive to a member, the cache entries are compared to each
other and the newer of the two is stored in the cache. If an older cache entry is currently
being shown to the user, the web page is reloaded when the cache is updated.

Requirement: Must allow a user to set a timeout on the cached data.
Test: Will cached content ever expire?
Setup: Try to set the cache timeout in the application. Download a web page and
ensure it is cached. When the cache expires, try to load the cached web page. Ensure
that the cached version is not used.
Result: A new version of the web page is downloaded and replaces the old one in the
cache.

Requirement: Must allow a user to explicitly clear the cache at any time.
Test: Ensure that the cache can be cleared whenever the user wants.
Setup: Download a web page in one unit and ensure that it is cached. Empty the cache
and request the same web page again. Ensure that the cached version is not used.
Result: It works as intended.

Requirement: Must allow a user to set an upper limit of the size of the cache.
Test: Test if the cache size can be limited.
Setup: Set a small cache size (e.g., 100 kB) and download content larger than 100 kB.
Ensure that the application adheres to the size limit.
Result: The limit is not violated and if the cache is full, the files currently in the cache
are removed until the new content fits (the oldest content is removed first as specified
by FIFO).

Requirement: Should contain a simple web browser.
Test: Can a web page be displayed correctly?
Setup: Download http://tomcat.apache.org/ on a unit and compare the displayed looks
with the same page in a web browser on a computer. Ensure that the page looks equal.
Result: The display size is obviously smaller on the unit but the overall apperance is
equal.
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Requirement: Should use all methods defined in the communication framework API.
Test: Does the application make use of the methods provided by the framework?
Setup: Investigate the API of the framework and make sure all methods are used by
the application.
Result: All the methods in the interface are used by the application.

Requirement: Should seamlessly and automatically join a suitable group whenever
one exists.
Test: Can a group be joined automatically?
Setup: Let one unit host a group and announce it. Configure another unit to automat-
ically join an available group. Make sure that the second unit joins the group hosted by
the first unit automatically.
Result: When the announcement of the group arrives to the unit, it automatically tries
to join the group if it is not connected to another group already (provided that the unit
is configured to join a group automatically).

Requirement: Should allow the user to adjust the settings for the amount of work-
sharing that may be performed.
Test: Can a user decide how much work it should process itself?
Setup: Set up a group with two units. Download http://www.visuri.se/adcelero/small/
with equal work-sharing. Make sure that the same number of images are downloaded
by each unit (the page contains six images). Clear the cache of both units and alter
the work-sharing to 70% self. Download the page again and now the requester should
download five images (as 0.7 ∗ 6 = 4.2 > 4) and the other unit one image. Make sure
that this works.
Result: In the first case both units download three images each. In the second case
the requester downloads five images while the other unit downloads one image.

Requirement: Should allow users to specify the amount of bandwidth they want to
share with adjacent units.
Test: Can the shared bandwidth be limited?
Setup: Make sure there is a setting for this and that the unit adheres to the limit when
an incoming request arrives.
Result: The bandwidth cannot be limited. Instead there is a setting that displays a
notification whenever a certain amount of data has been downloaded.

Requirement: May provide an interface to the user that looks like the default web
browser on Android-based units.
Test: Does the interface look like the interface of the default web browser?
Setup: Evaluate if the interface is similar or not.
Result: The interface is similar to the default browser on an Android-based unit and
it is created according to the best-practices of Android development.
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B.2 Evaluation tests

The raw data from the tests in the evaluation (see Chapter 5) are presented here.

B.2.1 Initial tests

The results from the initial tests are very important as they are used in later tests.

Download one image via 3G

Table B.2 shows the time it takes to download one image via 3G.

Table B.2: The time in milliseconds it takes to download one image of different types
via 3G.

Run Small Medium Large Extra large
1 1222 3038 11418 51873
2 1012 1770 8264 49418
3 1218 1755 8220 49347
4 1090 2332 8231 49397
5 555 2247 8235 49403
6 621 2343 8240 49558
Avg 899.2± 294.4 2089.4± 300.8 8238.0± 16.3 49424.6± 79.2

The average time is calculated with the timings from Run 2 through 6 only as the
first run includes the initial setup time. The timings are stable for the large and the
extra large image size. For the medium image size the timings are rather stable and for
the small image size a bit volatile.

Download one image via Wi-Fi

Table B.3 shows the time it takes to download one image via Wi-Fi.

Table B.3: The time in milliseconds it takes to download one image of different types
via Wi-Fi.

Run Small Medium Large Extra large
1 1673 848 3509 10292
2 282 419 2522 9744
3 125 686 1641 11092
4 218 449 1513 10792
5 128 406 1624 8967
6 141 391 1705 9632
Avg 178.8± 69.1 470.2± 122.5 1801.0± 408.9 10045.4± 877.1

The average time is calculated with the timings from Run 2 through 6 only as the first
run includes the initial setup time. The deviation varies with the image size, which is
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reasonable. However, with Wi-Fi the deviation increases when the image size increases
whereas the deviation decreases with 3G. One possible explanation may be that the
Internet Service Provider (ISP) uses a proxy with a buffer to provide an even stream of
data. An even stream of data increases the probability of less deviation. The proxy fills
the buffer before data is sent to the mobile phone via 3G and thus, the probability of
an even stream of data increases. The probability of a filled buffer increases even more
as the image size increases, as shown by the deviation in Table B.2. The downloads via
Wi-Fi do not use a proxy and thus, the mobile phone has to handle the variations in
the stream of data by itself. When the image size increases and no proxy is used, the
probability of variations increases as the download time increases. Since a mobile phone
has limited resources it can be overwhelmed by these variations in the stream of data
and thus, the deviation increases.

B.2.2 Performance tests

Table B.4 shows the measurements from the first performance test in Section 5.2.2.

Table B.4: Measurements in milliseconds from the first performance test.
Run Small Medium Large Extra large
1 7323 14763 53347 304638
2 6930 14010 54614 -
3 6882 22956 57240 -
4 6514 15989 - -
5 6443 14268 - -
Avg 6818.4± 355.2 16397.2± 3744.6 55067.0± 1985.6 304638± 0

The larger tests are run fewer times due to two reasons. The first reason is that the
larger tests take longer time to complete and the second reason is a limit of the mobile
phone that is available for the tests. The mobile phone is limited to a certain amout
of data that can be downloaded each month and if this limit is exceeded, the download
rate is reduced without notification. Hence, to avoid a reduced download rate, the larger
tests are run fewer times.

Table B.5 shows the performance details of the measurements from the second test
in Section 5.2.2.
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Table B.5: Measurements in milliseconds from the second performance test.
Part Small Medium Large
Create request 26 35 37
Read and process request 577 1136 913
Read negative response, 1337 641 1105
download HTML, parse it
and share the work
Read and process request 2064 2145 8373
Download difference to 3G 3 ∗ 720.4 3 ∗ 1619.2 3 ∗ 6437.0
Read and handle response 907 1963 6565
Total 7072.2 10777.6 36304.0

Table B.6 shows the performance details of the measurements from the third test in
Section 5.2.2.

Table B.6: Measurements in milliseconds from the third performance test.
Part Small Medium Large
Create request 73 19 15
Read and process request 643 1002 2789
Read negative response, 935 938 1207
download HTML, parse it
and share the work
Read and process request 1282 2039 7580
Download difference to 3G 2 ∗ 720.4 2 ∗ 1619.2 2 ∗ 6437.0
Read and handle response 3019 7929 10119
Total 7392.8 15165.4 34584.0
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B.2.3 Cache performance

This section presents test data from the tests of the cache solution. Table B.7 presents
the time it takes to load a web page when it exists in the cache of a unit.

Table B.7: The access time in milliseconds to a web page cached in a unit.
Run Small Medium Large
1 211 193 193
2 186 200 195
3 187 208 193
4 191 190 186
5 191 187 200
Avg 193.2± 10.2 195.6± 8.5 193.4± 5.0

The access time to a locally cached web page is constant. Table B.8 shows the time
it takes to retrieve a web page when it is cached in another unit.

Table B.8: The download time in milliseconds of a web page that is cached in another
unit.

Part Small Medium Large
Create a request 25 23 14
Read and process a request 1482 1844 3415
Read and handle a response 2230 2985 14524
Total 3737 4852 17953

Additional overhead is introduced by the group communication when a unit is con-
nected to a group. The download time of the small web page is similar to that of the
medium web page whereas the download time of the large web page increases propor-
tionally as the size of the web page increases about a factor five. This shows that the
communication overhead is significant for the small web page.

Table B.9 shows the download time when a cache is used compared to when it is not.
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Table B.9: The download time of web page when it is cached compared to when it is
not.

Web page Note Time (ms)

Small
Cached in group 3737.0
One unit download 6818.4
Two units download 7072.2

Medium
Cached in group 4852.0
One unit download 16397.2
Two units download 10777.6

Large
Cached in group 17953.0
One download 55067.0
Two units download 36304.0

As the numbers in Table B.9 show, the download time is reduced significantly when
a cached version of a web page exists in a group compared to when everything is down-
loaded by one unit via 3G. Compared to when the work is shared between two units
the download time is reduced by about a factor two when the cache is used. The cache
hence significantly improves the download time of a web page.
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