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“And now, the end is near 

And so I face the final curtain 

My friend, I’ll say it clear 

I’ll state my case, of which I’m certain 

I’ve lived a life that’s full 

I’ve traveled each and every highway 

And more, much more than this, I did it my way” (Paul Anka) 

 

Yes, I did it my way (and it took me 25 years!) 

 

 

 

  



 

 

 



Abstract

In test score equating the focus is on the problem of �nding the relationship
between the scales of di�erent test forms. This can be done only if data are
collected in such a way that the e�ect of di�erences in ability between groups
taking di�erent test forms can be separated from the e�ect of di�erences in test
form di�culty. In standard equating procedures this problem has been solved
by using common examinees or common items. With common examinees, as
in the equivalent groups design, the single group design, and the counterbal-
anced design, the examinees taking the test forms are either exactly the same,
i.e., each examinee takes both test forms, or random samples from the same
population. Common items (anchor items) are usually used when the samples
taking the di�erent test forms are assumed to come from di�erent populations.

The thesis consists of four papers and the main theme in three of these
papers is the use of covariates, i.e., background variables correlated with the
test scores, in observed score equating. We show how covariates can be used to
adjust for systematic di�erences between samples in a non-equivalent groups
design when there are no anchor items. We also show how covariates can be
used to decrease the equating error in an equivalent groups design or in a
non-equivalent groups design.

The �rst paper, Paper I, is the only paper where the focus is on something
else than the incorporation of covariates in equating. The paper is an intro-
duction to test score equating, and the author's thoughts on the foundation of
test score equating. There are a number of di�erent de�nitions of test score
equating in the literature. Some of these de�nitions are presented and the sim-
ilarities and di�erences between them are discussed. An attempt is also made
to clarify the connection between the de�nitions and the most commonly used
equating functions.

In Paper II a model is proposed for observed score linear equating with
background variables. The idea presented in the paper is to adjust for sys-
tematic di�erences in ability between groups in a non-equivalent groups design
by using information from background variables correlated with the observed
test scores. It is assumed that conditional on the background variables the
two samples can be seen as random samples from the same population. The
background variables are used to explain the systematic di�erences in ability
between the populations. The proposed model consists of a linear regression
model connecting the observed scores with the background variables and a lin-
ear equating function connecting observed scores on one test forms to observed
scores on the other test form. Maximum likelihood estimators of the model pa-
rameters are derived, using an assumption of normally distributed test scores,
and data from two administrations of the Swedish Scholastic Assessment Test
are used to illustrate the use of the model.

In Paper III we use the model presented in Paper II with two di�erent data
collection designs: the non-equivalent groups design (with and without anchor



items) and the equivalent groups design. Simulated data are used to examine
the e�ect - in terms of bias, variance and mean squared error - on the estimators,
of including covariates. With the equivalent groups design the results show
that using covariates can increase the accuracy of the equating. With the non-
equivalent groups design the results show that using an anchor test together
with covariates is the most e�cient way of reducing the mean squared error
of the estimators. Furthermore, with no anchor test, the background variables
can be used to adjust for the systematic di�erences between the populations
and produce unbiased estimators of the equating relationship, provided that
the �right� variables are used, i.e., the variables explaining those di�erences.

In Paper IV we explore the idea of using covariates as a substitute for an
anchor test with a non-equivalent groups design in the framework of Kernel
Equating. Kernel Equating can be seen as a method including �ve di�erent
steps: presmoothing, estimation of score probabilities, continuization, equat-
ing, and calculating the standard error of equating. For each of these steps
we give the theoretical results when observations on covariates are used as a
substitute for scores on an anchor test. It is shown that we can use the method
developed for Post-Strati�cation Equating in the non-equivalent groups with
anchor test design, but with observations on the covariates instead of scores
on an anchor test. The method is illustrated using data from the Swedish
Scholastic Assessment Test.



Preface

This section is actually the hardest section to write. I expect the entire
thesis to be read by at most �ve people, but this section will be read by
many more. And they are all looking for their own name. So, to avoid the
risk of forgetting someone, I would like to begin by thanking you all. If you
are reading this part I really thank you for your contribution.

Twenty �ve years is a long time. Thirty three years is even longer. Okay,
you knew that. Many of you are statisticians. I began my studies at the
university (in Stockholm) 33 years ago. Why has it taken me so long to write
this thesis? The answer is simple. I have come to realize that life is too short
to be wasted on things that aren't that important. For me there have been
at least three other things that I've considered more important than writing
a thesis: football, family, and heavy metal (in that order). Anyway, now
it's done. It is perhaps not the best thing I've ever done, but it has really
been fun. I have enjoyed writing, learning new stu� and working with my
supervisor Marie. One thing I have learned is to never do anything like this
again. It has been fun, but it's a once in a lifetime event. It wouldn't be
that fun to do it all over again.

And now it's �nally time for what you have been waiting for: the names.
This thesis would never have been written without the help of a number of
people. First of all I would like to thank my supervisors over the years: my
current supervisor Marie Wiberg and my former supervisor Hans Nyquist.
Marie has the energy of a Duracell Bunny on speed, while Hans is more of a
wise owl. Especially Marie's help during the last two years has been crucial.
Without her planning, pushing, reading and commenting, this could never
have been done. We both like to make plans, but the di�erence is that I
break them and make new plans, while Marie sticks to the �rst plan. So,
she has really helped me to stay on the right track. I would also like to
thank Xavier de Luna and Göran Broström for reading and commenting on
parts of the thesis. Göran Arnoldsson deserves special thanks for helping
me with the computer program. Jessica Fahlén, my �neighbor� and comrade
in arms, thank you for listening. It has been good to have someone with
similar problems to talk to. Finally, I would like to thank Widar Henriksson
and Ingemar Wedman for introducing me to educational measurement and
equating. Ingemar passed away - way too early - about two years ago, but
I'm convinced that he would have been pleased to see me �nally write this
thesis.

There are also a number of people outside the academy that I would



like to thank. They haven't made any contributions to the work on the
thesis. On the contrary, they have slowed me down by making the rest of
my life interesting and meaningful. But, once again, you have to ask yourself
what's important in life. First of all I would like to thank, not only my wife
(Agneta) and my three children (Stefan, Annika and Viktor), but the entire
clan with HQ in Renholmen. I would also like to thank Calle, Bengt and all
the guys in Svenska Fotbollsgrabbar. These guys really now how to party
(and solve all important problems in football tactics at the same time).

Finally I have to thank Mathias and Henrik for bringing me back alive
from the forest in Röbäck. I was completely lost, and without them I would
have been lost for ever.

Let me close with a poem by Tage Danielsson. This is to show you my
cultural side, and it is also the only poem I know by heart:

Bo nöjt.
Tjo �öjt!
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1 Introduction

To measure a property is to assign numbers to units as a way of represent-
ing that property. This assignment is often done according to standardized
rules, at least when the property measured is physical, such as, for example, a
person's height or weight. The standardization makes it possible to compare
measurements at di�erent times and in di�erent places. When a person's height
is measured it does not matter if the measurement is done in the USA or in
Sweden. The measurement rules are the same. Even if di�erent scales may be
used, for instance inches in the USA and centimeters in Sweden, there is still
no problem to make comparisons because the relationship between the scales
is well known.

When we measure a person's height we can also use the measuring instru-
ment over and over again, almost as many times as we like, without destroying
it. It will continue to measure the same property with the same reliability. And
even if it is destroyed - a yardstick may, for example, break or burn or just be
thrown away - we can build a new one, equally reliable, and with exactly the
same scale.

Many of the physical properties of a person are directly observable. We can
see if a person is tall and we can feel if he/she is heavy. As a contrast most of
the interesting properties in the �eld of educational measurement are latent.
We can't see or feel properties such as verbal ability, at least not directly, and
this causes additional measurement problems. One problem is that it may be
di�cult to decide whether the measuring instrument, often a test designed by
experts, really measure the property that it is supposed to measure. Are the
numbers valid measures of the underlying latent trait? Another problem is that
the measuring instrument is often destroyed when it is used. A test form that
becomes known to prospective test takers must usually be replaced by a new
test form. An example is the Swedish Scholastic Assessment Test (SweSAT),
used in Sweden in the selection process to universities. The test is given twice
a year, with a new test form each time. To make comparisons between scores
from individuals taking the new test form and scores from individuals taking
the old test form meaningful and fair, the new test form must measure the
same property as the old one, and the scores on the new test form must also
be on the same scale, or at least possible to transform to the same scale, as the
scores on the old one.

In this thesis the focus will be on the problem of transforming scores on
an already constructed new test form into equivalent scores on an old test
form. The main purpose is to show how covariates, i.e., background variables
correlated with the test score, can be used to increase the accuracy of an
equating and to adjust for systematic di�erences in ability between di�erent
samples taking di�erent test forms.

The reminder of this thesis is organized as follows. In the next section test
score equating is introduced. The requirements of test score equating, and
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some common equating functions and data collection designs are presented.
The third section summarizes the four papers, and the last section contains
suggestions of further reseach related to the topic.

2 Test Score Equating

In test score equating the focus is on the problem of �nding the relationship
between the scales of di�erent test forms. The starting point is usually test
forms that are assumed to be parallel in almost every aspect except in level of
di�culty. It is argued that even if a new test form is built to be as similar as
possible to the old one, making an assumption that the test forms measure the
same thing plausible, there may still be di�erences between the two in di�culty.
To make scores from the two test forms comparable a function relating the
scores on one of the test forms to the scores on the other test form must be
found.

2.1 Requirements of Test Score Equating

As a �rst step in test score equating we need guidelines that make it possible to
decide whether or not a transformation function, linking the scales of two test
forms to each other, quali�es as an equating function. Test score equating is
not the only way to link scales of di�erent test forms to each other. There are
also other, weaker, linking methods (e.g., Dorans, 2004; Dorans, Pommerich
& Holland, 2007; Holland & Dorans, 2006; Kolen, 2004; Kolen & Brennan,
2004; Pommerich, Hanson, Harris & Strong, 2004). Even if there is a general
agreement of the basic idea behind test score equating a number of di�erent
de�nitions can be found in the literature. Some of them are in terms of dis-
tributions of scores in populations (e.g., Ango�, 1971, 1982; Braun & Holland,
1982; Flanagan, 1951; Lord, 1955). Others are in terms of scores for particular
individuals (e.g., Lord, 1977, 1980; Morris, 1982). Another distinction that one
can make is between de�nitions that concentrate on the transformation func-
tion alone (e.g., Braun & Holland, 1982) and de�nitions that also consider the
situation in which the transformation function is used. An example of the latter
is the de�nition in Ango� (1971, 1982) where a function transforming scores
on one test form into scores on another test form is an equating function only
if the test forms measure the same psychological characteristic with the same
reliability, and if the transformation function is the same in any population.

During the last decades or so there has been some consensus behind the
following �ve requirements of test score equating (e.g., Holland & Dorans, 2006;
Kolen & Brennan, 2004):

1. The equal construct requirement. Only test forms measuring the same
psychological construct should be equated.
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2. The equal reliability requirement. Only test forms with equal reliability
should be equated.

3. The symmetry requirement. The function for equating scores of test form
Y to those of test form X should be the inverse of the function equating
scores of test form X to those of test form Y.

4. The equity requirement. It should be a matter of indi�erence to each
examinee which test form he or she takes.

5. The (sub)population invariance requirement. The equating function should
be (sub)population invariant, i.e., the equating function should be the
same regardless of the choice of (sub)population used to compute the
function.

According to some researchers these �ve requirements are not to be taken
literally (e.g., Dorans & Holland, 2000; Holland & Dorans, 2006), and has
more of a �heuristic value for addressing the question of whether or not two
tests can be, or have been, successfully equated� (Holland & Dorans, 2006, p.
194).

2.2 Equating Functions

The next step in test score equating is to specify a model for the link between
the scales of the test forms. This model is usually a mathematical function,
and is expressed either in terms of observed scores on the test forms or in terms
of true scores. For a thorough review of equating functions see, e.g., the ex-
cellent textbook by Kolen & Brennan (2004). The concept of a true score is
frequently used in Paper I and needs to be de�ned. Perhaps the most com-
monly used de�nition of a true score is the one given in Lord & Novick (1968).
They de�ne a true score as �the expected observed score with respect to the
propensity distribution of a given person on a given measurement� (Lord &
Novick, 1968, p. 30). Lord and Novick describes the propensity distribution
as the distribution that might be obtained over a sequence of statistically in-
dependent measurements with the same measurement instrument on the same
person. This de�nition is based on the idea of the test taker as a �random
subject� who's answer is governed by a random mechanism.

Perhaps the most widely used observed score equating function is the equiper-
centile function. Let Form X and Form Y be the names of the two test forms to
be equated and X and Y the scores on Form X and Form Y. The equipercentile
equating function is de�ned in terms of the cumulative distribution functions
(cdf's) of X and Y in the target population, i.e., the population on which the
equating is to be done. Let

F (x) = P (X ≤ x) (1)
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and
G (y) = P (Y ≤ y) (2)

be the cdf's of X and Y over the target population. If the two cdf's are
continuous and strictly increasing the equipercentile equating function of X to
Y is de�ned by

eY (x) = G−1 (F (x)) . (3)

However, score distributions are usually discrete, so the equipercentile equating
function cannot be used unless we deal with the problem of discreteness in some
way. The step-function cdf's must be approximated by continuous cdf's. One
way of solving this problem is to use linear interpolation. Another is to use
kernel smoothing.

The equipercentile equating function is a function that transforms scores
on one test form, Form X, in such a way that the distribution of transformed
scores in a population is equal to the distribution of scores on the other test
form, Form Y, in the same population. A smooth form, and a special case, of
the equipercentile equating function is the linear equating function

eY (x) = µY −
σY
σX

µX +
σY
σX

x (4)

a form that emerges when the score distributions of the two test forms di�er
only in their �rst two moments, the mean and the variance. In Equation 4,
µY , µX , σY , and σX are the means and variances of Y and X, respectively.

A relatively new equipercentile-like approach to observed score equating is
Kernel Equating (von Davier, Holland & Thayer, 2004). Kernel Equating is a
single uni�ed approach to observed score test equating, usually presented as a
process involving �ve di�erent steps:

1. Presmoothing. Fitting appropriate statistical models to raw data.

2. Estimation of the score probabilities. Score probabilities on the target
population are obtained from the estimated distributions in step 1.

3. Continuization. The continuization of the discrete cdf's using kernel
smoothing (hence the name Kernel Equating).

4. Equating. The equipercentile equating function is formed from the two
continuized cdf's.

5. Calculating the standard error of equating.

In von Davier et al. (2004) log-linear models are used in the presmoothing step
and a Gaussian kernel is used in the continuization step.

Another popular approach to test score equating is to use item response
theory (IRT). While the equipercentile approach is based on distributions of
scores in a population, the IRT approach is based on the item and distributions
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for particular individuals. In the most frequently used version of IRT the
administration of a binary scored item to an individual is seen as a Bernoulli
trial with �right� or �wrong� as the possible outcomes. The probability of right
is assumed to be governed by the individual's ability. There is some confusion
about the interpretation of this probability. This will be discussed in Paper I.
If it is interpreted as a probability for a particular individual, it is assumed that
all individuals with the same ability have the same probability of giving the
right answer to an item. An individual's expected number-right score on a test
form, the true number-right score, is given by the sum, over all items, of these
probabilities. If two test forms are compared, the true scores that correspond
to the same level of ability are considered to be equivalent.

In this thesis the focus in three of the papers is on observed score equating
with covariates. In Paper II and Paper III we use the linear equating function.
In Paper IV we use the equipercentile equating function in the framework of
Kernel Equating. However, in Paper I, true score equating and IRT models are
also included in a discussion of the connection between equating functions and
the de�nitions (or requirements) of equating.

2.3 Data Collection Designs

To equate two test forms there is a need to collect data in such a way that the
equating function can be estimated. We must be able to separate the e�ect of
di�erences in ability from the e�ect of di�erences in test form di�culty. There
are basically four di�erent designs considered in the literature:

1. The equivalent groups design (EG): One of the test forms is administered
to one sample and the other test form is administered to another sample,
and the two samples are independent random samples from the same
population.

2. The single group design (SG): Both test forms are administered to the
same sample of individuals and in the same order.

3. The counterbalanced design (CB): Two independent random samples
from the same population take both test forms, but in di�erent order.
One sample starts with Form X, and the other sample starts with Form
Y.

4. The non-equivalent groups with anchor test design (NEAT): One of the
test forms is administered to a random sample from a population, and the
other test form is administered to another random sample from another
population. An anchor test is administered to both samples.

These four designs are also presented schematically in Tables 1 and 2. In the
EG design, the samples are statistically equivalent, so systematic di�erences in
test score distributions can only be explained by di�erences between the test
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forms. In the SG design we control for di�erences in ability by using both test
forms on each individual. There is a problem with this design if there are order
e�ects (e.g., learning or fatigue). With order e�ects it's di�cult to distinguish
between e�ects due to order and e�ects due to di�erences between the test
forms. To give both test forms to each individual, but in a di�erent order, as
in the CB design, is a way of taking account of these possible order e�ects. In
the fourth design the samples come from di�erent populations with (perhaps)
systematic di�erences in ability. The approach in this design, the NEAT design,
is to use common items (anchor items) to adjust for the di�erences in examinee
ability.

In this thesis we examine and illustrate the use of covariates, background
variables correlated with the test scores, as a way to adjust for di�erences
between the populations in a non-equivalent groups design. This is an approach
that can be used in the absence of scores on an anchor test. We also investigate
the e�ect of using covariates to increase the accuracy of an equating in an EG
design or a non-equivalent groups design. We show that even when we have an
anchor test in a non-equivalent groups design the mean squared errors of the
estimators can be reduced by using covariates as a complement.

Table 1: The EG design, the SG design, and the NEAT design.

Design Population Sample Form X Form Y Anchor test
EG P 1

√

P 2
√

SG P 1
√ √

NEAT P 1
√ √

Q 2
√ √

Table 2: The counterbalanced design: Two samples from population P, taking
both test forms in a counterbalanced order.

Population Sample Form X
�rst

Form X
second

Form Y
�rst

Form Y
second

P 1
√ √

P 2
√ √

3 Summary of Papers

The di�erent de�nitions and requirements of test score equating, and the con-
nections between these de�nitions and requirements and the choice of model
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(equating function), are discussed in Paper I. In Paper II a model is proposed
for observed score linear equating in a non-equivalent groups design, with back-
ground variables, correlated with test scores, instead of anchor items. Maxi-
mum likelihood estimators of the equating parameters are derived, and data
from two administrations of the SweSAT are used to illustrate the method.
Papers I and II are just updated versions of papers published in a licentiate
thesis in 1997 (Bränberg, 1997). In Paper III the e�ect on observed score linear
equating - in terms of bias, standard deviation, and mean squared error - of us-
ing covariates is examined in a simulation study. The population models used
to generate the simulated data are based on data from the SweSAT. In Paper
IV we show how covariates can be used with a non-equivalent groups design
in the framework of Kernel Equating. Once again data from the SweSAT are
used for illustrative purposes.

Since we use data from the SweSAT in three of the papers, a short descrip-
tion of the test may be in order. The SweSAT is used in Sweden for admission
to universities and colleges and is given twice a year with a new test form every
time. In its current form, the SweSAT consists of �ve subtests covering areas
of vocabulary, data su�ciency, Swedish reading comprehension, interpretation
of diagrams, tables and maps, and English reading comprehension. The overall
test consists of a total of 122 multiple choice items. The data used in Paper
II is from an older version of the SweSAT, with six subtests and 144 items.
Instead of the English reading comprehension subtest, this older version has
two subtests covering social science/general information and study technique.
For more details about the SweSAT see, e.g., Stage & Ögren (2004). For a
description of the equating methods currently used for the SweSAT see, e.g.,
Emons (1998) or Lyrén & Hambleton (2008).

3.1 Paper I. Some Thoughts on the Foundations of Test

Score Equating

There are a number of di�erent de�nitions of test score equating in the litera-
ture. Some of these de�nitions are presented and the similarities and di�erences
between them are discussed. An attempt is also made to clarify the connection
between the de�nitions and the most commonly used equating functions.

One basic distinction between di�erent de�nitions is that some of them are
in terms of distributions in a population, while others are in terms of scores
for particular individuals. The de�nitions in Ango� (1971, 1982), Braun &
Holland (1982), Flanagan (1951), and Lord (1955), are all based on the idea
that scores on two test forms are said to be equated if the score scales are so
adjusted that both test forms have the same distribution in the population.
On the other hand, the de�nitions in Lord (1977, 1980) and Morris (1982) are
based on the argument that for two test forms to be equated it must be a
matter of indi�erence to each examinee which test form he or she takes. In
these latter de�nitions the focus is moved from distributions in populations to
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the performance of speci�c individuals. Another important distinction between
di�erent de�nitions is that some (e.g., Flanagan, 1951; Lord, 1955) are in terms
of true scores, while others are in terms of observed scores (e.g., Ango�, 1971,
1982; Braun & Holland, 1982). All these di�erences are presented and discussed
in the paper.

The equating functions presented in the paper are the observed score equiper-
centile equating function and the IRT true score equating function. A linear
equating function is also presented as a special case of the equipercentile equat-
ing function. There is a connection between the de�nitions and these equating
functions. For example, it is argued that the observed score equipercentile
equating function is an equating function according to the de�nition in Braun
& Holland (1982) and - with the additional requirements that the two test
forms measure the same psychological function with the same accuracy, and
that the transformation is population invariant - also according to the de�ni-
tions in Ango� (1971, 1982), but not according to the de�nition in Lord (1977,
1980) or Morris (1982). In the discussion of IRT true score equating it is argued
that for IRT true score equating to be an equating of true scores the probabil-
ity of a correct response to an item must be interpreted as a probability for a
particular individual.

In the �nal section of the paper it is argued that when a comparison is
made between di�erent approaches, one can discern a fundamental di�erence in
perspective. For some researchers the starting point is the stochastic individual
whose answer on an item is governed by some probability distribution. To
administer a test form to an individual is therefore, according to this view, a
random trial and a particular individual's observed score a random variable.

From the other perspective the starting point is a distribution of potential
scores in a population of individuals. Prior to any testing each individual in the
population has a potential score on a speci�c test form. A particular test form
is administered only once to each individual and repeated measurements on the
same individual is not a part of the trial. With this view the observed score is
not a random variable for a particular individual. It is a random variable only
if the individual is randomly selected from some population.

A conclusion is that it is important to make it clear if a distribution is a
distribution for a particular individual or a distribution for a population of
individuals. We must know what we are modeling. What is the random trial?
Are we modeling the behavior of a particular individual or the behavior of a
randomly selected individual? There is an important distinction between these
two approaches.

3.2 Paper II. Observed Score Linear Equating using Back-

ground Variables

A model is proposed for observed score linear equating with background vari-
ables. Maximum likelihood estimators of the model parameters are derived and
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data from two administrations of the SweSAT, are used to illustrate the use of
the model.

Suppose that one test form is administered to one sample and the other test
form to another sample, and that these samples are samples from di�erent pop-
ulations. With this design it is impossible to separate the e�ect of di�erences
in ability from di�erences in test form di�culty without strong assumptions
and/or additional information. The idea presented in this paper is to adjust
for systematic di�erences in ability by using information from background vari-
ables correlated with the observed test scores. It is assumed that conditional
on the background variables the two samples can be seen as random samples
from the same population. The background variables are used to �explain� the
systematic di�erences in ability between the populations.

The proposed model consists of a linear regression model connecting the
observed scores with the background variables and a linear equating function
connecting observed scores on one test forms to observed scores on the other
test form. For the derivation of maximum likelihood estimators it is assumed
that the variation of scores in the population can be described by a normal
distribution. It is shown in the paper that when all the parameters in the
regression model, except the intercepts, are equal to zero, the maximum like-
lihood estimators, based on a normality assumption, are approximately equal
to the estimators given in, e.g., Ango� (1971, 1982) for the equivalent groups
design.

To illustrate the use of the model two administrations (Spring 1987 and
Fall 1987) of the SweSAT are equated. The SweSAT is an example of a test
without anchor items and where there may be systematic di�erences between
the samples taking di�erent administrations of the test. The result of the
equating is very close to the equating actually performed.

3.3 Paper III. The E�ect on Equating of using Back-

ground Variables

In this paper observed score linear equating with two di�erent data collection
designs, the EG and the non-equivalent groups design (with and without an an-
chor test), is examined when including information from background variables
correlated with the test scores. The purpose of the study is to examine the
e�ect - in terms of bias, variance and mean squared error - on the estimators,
of including this additional information. The model and the estimators are the
same as in Paper II.

In order to evaluate the properties of the estimators simulated data are
used. The simulated data are generated using a multinomial distribution with
the probabilities calculated by �tting a polynomial log-linear model to relative
frequencies obtained from scores on two of the SweSAT subtests. These two
subtests are DTM (interpret diagrams, tables, and maps) and DS (data su�-
ciency, i.e., a measure of mathematical reasoning). The background variables

9



used are education and gender. Note that, even though we derive the estima-
tors using an assumption of normally distributed test scores, we do not use this
assumption when we generate the simulated data. The reason for this is that
we want to see how the estimators behave when we use data as close to reality
as possible.

With the EG design, two samples are generated from the same population
and a known linear equating function is estimated. This is replicated 20,000
times for each model, i.e., for di�erent combinations of background variables.
The results show that using background variables can increase the accuracy of
the equating.

With the non-equivalent groups design, the same procedure is used as with
the equivalent groups design, except that the samples are drawn from di�erent
populations. The results show that using an anchor test, the NEAT design, is by
far the most e�cient way of reducing the mean squared error of the estimators.
But even with the NEAT design the accuracy can be increased by using back-
ground variables. Furthermore, with no anchor test, the background variables
can be used to adjust for the systematic di�erences between the populations
and produce unbiased estimators of the equating relationship, provided that
the �right� variables are used, i.e., the variables �explaining� those di�erences.

3.4 Paper IV. Kernel Equating with Covariates

In this paper we explore the idea of using covariates as a substitute for an anchor
test with a non-equivalent groups design in the framework of Kernel Equating.
The paper is based, to a large extent, on the book on Kernel Equating written
by von Davier, Holland & Thayer (2004). For each of the �ve steps in Kernel
Equating we give the theoretical results when observations on covariates are
used as a substitute for scores on an anchor test. To illustrate the method
we equate scores from two administrations of the DS subtest of the SweSAT,
Fall 1996 and Spring 1997. The DS subtest, is a subtest containing 22 items
intended to measure quantitative reasoning ability. The covariates used are
grade in Mathematics level A in upper secondary school, gender, and education.

In the �rst step (presmoothing), we use polynomial log-linear models to
describe the discrete multivariate distributions of the combination of scores
on the test form and values on the covariates. We use maximum likelihood
estimation to estimate the parameters of the models. The complexity of the
models is to some extent a function of the number of possible combinations
of scores on the test form and values on the covariates. With many possible
combinations, the number of parameters can be very large. In our illustration
we have 414 di�erent combinations and over 40 parameters.

In the second step, the estimation of the score probabilities in the target
population, we need the distributions of both X and Y in both populations.
To be able to estimate these distributions we make two assumptions about the
connection between the test scores and the covariates. The �rst assumption is
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that the conditional distribution of X given the covariates is the same in both
populations. The second assumption is that the conditional distribution of Y
given the covariates is the same in both populations. This is basically the same
assumption as in the commonly used Post-Strati�cation Equating (PSE) in the
NEAT design, but instead of using scores on an anchor test we use covariates.
The assumption is reasonable if the di�erences between the populations can be
explained by di�erences in the distributions on the covariates.

Once the score probabilities in the target population are estimated in the
second step, the following three steps in Kernel Equating are straight forward.
In the third step, the continuization, we use a Gaussian kernel. The bandwiths
are computed using the penalty function suggested by von Davier et al. (2004).
The continuization gives us the estimated cdf's necessary for an equipercentile
equating, which is the fourth step in Kernel Equating. The estimated equiper-
centile equating function is given by using the estimated cdf's in Equation 3.
Finally we use the δ-method to compute the standard error of equating (von
Davier et al., 2004; Kolen & Brennan, 2004). Once again we can use meth-
ods developed for PSE in the NEAT design. The di�erence is that we use
combinations of values on covariates instead of scores on an anchor test. The
calculations are in principle straight forward but in practice rather tedious,
with large matrices, especially if there are many possible combinations of test
scores and values on the covariates.

4 Further Research

In the thesis we show how covariates can be used to adjust for di�erences be-
tween populations in both Kernel Equating and observed score linear equating.
An important part of this adjustment is the choice of variables. We assume
that the covariates we use can account for the systematic di�erences between
the samples. In the illustrations in this thesis we use data from the SweSAT.
The choice of covariates is primarily determined by the availability of data and
is not, as it should be, based on solid theory and empirical research. One possi-
ble area for future research is to �nd out more about the relationship between
test scores and background variables.

One other possibility, suggested by Livingston, Dorans & Wright (1990) in
an article on matching in equating, is to use a propensity score, i.e., a linear
combination of all interesting variables. This is a path that needs to be further
investigated.

In Paper III we investigate the e�ect on observed score linear equating of
using covariates. This can also be done for equipercentile equating and Kernel
Equating to see if and how much the accuracy of an equating can be increased
with covariates in the model. We know how we can use covariates in, e.g.,
Kernel Equating but we do not know the size of the e�ect.

In Paper IV we use Kernel Equating with covariates in a non-equivalent
groups design without an anchor test. But what about the standard data col-
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lection designs? Perhaps it is a good idea to use covariates even in those cases
to improve the accuracy of the estimation. After all, accuracy is a very impor-
tant issue in equating. It's all about fairness and with inaccurate estimation
the comparison between individuals taking di�erent forms of a test will not be
fair.

In Papers II and IV we assume that the conditional distributions, given
the covariates, are equal in both populations. Finding ways of investigating
the appropriateness of this assumption is a very important issue and closely
connected to the choice of covariates. Some work along in this area has been
done by Holland, von Davier, Sinharay & Han (2006), but more can be done.
We also need to know more about the e�ects of violating this assumption
(sensitivity analysis).

In this thesis we only use covariates in a framework of observed score equat-
ing. It could be interesting to examine the use of covariates in a framework of
IRT equating. There has been some work in the area of using collateral infor-
mation in IRT equating with sparse data (e.g., Mislevy, Sheehan & Wingersky,
1993), but not with covariates in the way we use them in this thesis.
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