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Abstract
Understanding the structure of a network is an essential part in understanding the behavior
of the system it represents, but as the system becomes really large, a visualization of the
full network looses its potential to reveal important structural relationships. Then we need
ways to simplify and highlight the important structures of the network while the details
are filtered out, just like good maps do. We have developed an interactive application
that utilizes mathematical methods based on network and information theory to reveal
the important patterns hidden in huge amount of interaction data. The application gives
the professional as well as the nonprofessional user the ability to load his or hers own file
containing the network data, from mobile phone networks and social online networks to
transport networks and financial networks and lets you explore the data and generate a
customized map which highlights the influential patterns in your data. A demo application
is also developed to demonstrate the mathematical and information-theoretical principles
behind the map generation.

Interaktiv kartgenerator för att förenkla och förtydliga
viktiga strukturer i stora nätverk
Sammanfattning
För att koppla form till funktion är nätverk ett oumbärligt verktyg, men när systemen
blir riktigt stora förlorar nätverken sin förmåga att avslöja viktiga strukturella samband.
Då behövs det kraftfulla metoder för att förenkla och framhäva de viktiga strukturerna i
nätverken samtidigt som detaljerna filtreras bort, precis som bra kartor gör. Vi har utvecklat
en interaktiv applikation som utnyttjar matematiska metoder baserat på nätverks- och informationsteori för att avslöja viktiga mönster som ligger dolt i myllret av interaktionsdata.
Du kan läsa in din egen fil med nätverksdata, från telekommunikationsnätverk och sociala
online-nätverk till transportnärverk och finansiella nätverk, och få tillbaka en skräddarsydd
karta som låter dig upptäcka de inflytelserika mönstren i nätverket. En demo-applikation är
också utvecklad för att demonstrera de matematiska och informationsteoretiska principerna
bakom kartgenereringen.
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Chapter 1

Introduction
We find different kind of networks everywhere, both man-made and natural, from social
and biological networks, to economic and information networks. A network is a schematic
representation of a system with many parts, called nodes, interacting in some way, defined
by the links between the nodes. (See figure 1.1 for an example network.) The nodes in those
networks can for example represent people, neurons, finance companies or websites whereas
the links would for example represent friendships, synapses, transactions or hyperlinks. Even
if the elements of networks can be of so completely different nature, there seems to be some
important structural properties common to many real-world networks [2], e.g. the scalefree property, which means that a part of the network is topologically similar to the whole
network, and the small world-property, popularly known as six degrees of separation [5].
Network science is an emerging scientific field in which scientific researchers study these
common properties and seek to discover unifying principles underlying the topology of networks. The motivation is that structure affects function, and the current interest in networks
is part of a broader movement towards research on complex systems [14]. For instance, the
topology of social networks affects the spread of information and disease, and the topology
of the power grid affects the robustness and stability of power transmission. Hence there are
important properties of complex systems not deducible from their elements but emerging
from their system-wide patterns of interaction. In other words, the whole in a complex
system is more than the sum of its parts. Understanding social, biological, and economic
systems therefore often depends on understanding their patterns of interactions, i.e. their
networks. From Strogatz 2001 [14]:
In the longer run, network thinking will become essential to all branches of science as we struggle to interpret the data pouring in from neurobiology, genomics,
ecology, finance and the World-Wide Web.
Visualizing the network is one way to better understand the interaction patterns, but as
the number of nodes and links grows, the visualization will just be cluttered and it looses
its potential to convey important information about the system. Therefore, some sort of
simplification process is necessary. A process that would reduce the information content
significantly while retaining the important information about the system. Finding such
appropriate coarse-grain descriptions of a network is the basic objective of community detection [2, 1]. Community structures, in which the nodes are joined together forming clusters
between which there are only looser connections, are also a property found in many realworld networks [2]. Different community detection algorithms may not highlight the same
1
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structures as they may use different assumptions [1, 10], but are some structures more meaningful than others? It depends on which information we seek to extract about the system.
From Rosvall et al. 2009 [10]:
To see how structure influences behavior, we will recognize that links in a network
induce movement across the network and result in system-wide interdependence.
In doing so, we explicitly acknowledge that most networks carry flow. To highlight and simplify the network structure with respect to this flow, we use the
map equation.
A clustering algorithm based on the map equation is used in this project to decompose the
network into modules. A demo application is also developed to demonstrate the concepts
and mathematics behind the map equation. In that application1 , flow is represented and
visualized by the movement of a random walker following the link structure of the network.
With the random walker as a proxy for real flow, the community structures, or modules, of
a network are areas in which the random tends to stay for a long time before it leaves. An
analogy is cities with respect to the flow of people in a nation, or, on a higher level, nations
with respect to the flow of people in the world. Visualizing these modules and the flow
between them would then serve as a coarse-grained representation of the whole network,
capitalizing on the patterns of flow induced and constrained by the mere link structure.
The result is a map that both simplifies and highlights the important structures in large
networks.

Figure 1.1: An example network, here a high-school dating network showing which boys (blue
nodes) and girls (pink nodes) that have been dating (marked by the links).

1 Interactive

demonstration of the map equation. http://www.mapequation.org

Chapter 2

Problem Description
The mathematics and the algorithms used to simplify and visualize a network, capitalizing on
to the structure of flow, is already developed [10]. In this project we develop two applications
that unite those tools with intuitive interactive visualizations demonstrating and applying,
respectively, the mathematical methods used in generating maps from network data.
As for the first, i.e. the demo application, we started to develop that in an earlier project
course to demonstrate the mechanics of the map equation [10]. That project resulted in
an application (shown in figure 2.1) which visualizes a set of undirected sample networks
and gives the user the ability to explore how the current partitioning of the network affects
the minimum description length of the encoded representation of the flow (see chapter 3).
Continuing with that development was the starting point for this degree project.
As for the second, i.e. the map generation application, maps like that in figure 2.2
have been created in a number of more or less manual steps combining data from different
programs and scripts, and customizing the map can be rather time consuming. The second
task of this project is to facilitate the process of generating such maps by means of an
interactive self-contained and user-friendly application.

2.1

Problem Statement

2.1.1

The demo application

The main task in this project regarding the demo application is to continue develop it to
handle also directed networks.

2.1.2

The map generator

Combine the different steps needed to generate a map of a network into one application.
The user should be able to:
– Load a file with network data of a widely used common format1
– Run the clustering algorithm [10] to generate a modular description of the network
– Adjust the resolution to visualize only the most influential patterns in the network
1 Pajek

- analysis and visualization for large networks. http://pajek.imfm.si/
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Figure 2.1: A snapshot from the application “Interactive demonstration of the map equation
for complex networks” that we developed in an earlier project course. That project layed out the
foundation for this degree project. This snapshot shows a random walkers movement on the network
as a proxy for real flow and the duality between finding a good modular description of the network
and finding an efficient compression of the encoded representation of the flow [10].

2.1. Problem Statement
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Figure 2.2: Mapping the dynamic landscape of science based on citation patterns among scientific
journals [12]. This network is based on data over approximately one million citations. Now such
maps are created in a number of more or less manual steps and it can be rather time consuming
to customize it. This project aims to facilitate the map making by means of an interactive selfcontained and user-friendly application. The figure is published in PNAS 105, 1118 (2008).
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– Get an automatic node layout and fine-tune the positions by dragging the nodes
– Customize the size and color scales
– Save the map to a PDF.

2.2

Goals

– The demo application should convey the mathematical and information-theoretical
principles behind the map generation.
– The map generator should convey the meaningful patterns hidden in large networks
by letting the users load their own network data of common file format and generate a
customized map. The application should facilitate the process of creating good maps of
networks based on the clustering algorithm developed by Rosvall and Bergstrom [11].
It should also increase the accessibility and benefit of that algorithm by combining all
steps involved in the map generation into a self-contained user-friendly application.
– The user interface on both should be intuitive and self-explanatory.

2.3

Purposes

If we understand the structural patterns in complex networks we may gain important information about the system it describe [14], but for really large networks some sort of
simplification process is needed. The clustering algorithm by Rosvall and Bergstrom finds a
modular description of the network that catches the influential patterns with respect to the
dynamics on the networks induced by the very structure [11]. But there is a gap between
a simplified description of a network to a map that tell us something. The map generator
finds its purpose by combining powerful mathematical tools with intuitive interactive visualization to an application that bridge that gap without requiring professional knowledge
from the user.

2.4

Methods and tools

As applications are the main goals of this project, the methods are those of software development, i.e. choosing programming languages and environments, finding and utilizing
existing libraries that may facilitate the development, implementing and evaluating algorithms, source code management etc. Here we mention the most important tools for that
end. For the central mathematical methods and algorithms used, see chapter 3.

2.4.1

Flare data visualization toolkit

As we started developing the demo application before this project I had already started
to acquaint myself with a data visualization library called Flare2 which is an ActionScript
library for creating visualizations that run in the Adobe Flash Player3 , a free and widely
distributed cross-platform browser plug-in. The toolkit supports data management, visual
encoding, animation, and interaction techniques.
2 Flare

data visualization for the web. http://flare.prefuse.org/
Flash Player. http://www.adobe.com/products/flashplayer/

3 Adobe

2.5. Related Work
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The flare library also included a demo with a simple visualization of a graph demonstrating different layout algorithms, thus I had a suitable template to start experimenting
with, having visual feedback already from start.

2.4.2

Adobe Flex

The graphical user interface is built up using the Adobe Flex4 framework and their markup
language MXML for declarative composition and layout of components. Adobe also provides
free license to students for their Flex Builder 3 software, which is an Eclipse based IDE that
includes editors for MXML and ActionScript and visual design of the user interface layout.

2.4.3

Adobe Alchemy

Adobe Alchemy is designed to bring the power of C and C++ libraries to Web applications
and the performance can be considerably faster than ActionScript 3.0 but anywhere from
2-10x slower than native C/C++ code.5 The Alchemy toolkit works by compiling C/C++
code through a number of intermediate steps to a file that can be used by Flex to access
the methods written in C/C++. Adobe provides a preview of the toolkit for assessing the
level of community interest but there is no assurance that there will be a shipping version
of Alchemy.

2.4.4

AlivePDF

AlivePDF is an open-source ActionScript 3 (Flash, Flex, AIR) PDF generation library,
which allows the user to generate PDF’s on the client side.6

2.5

Related Work

In a recent comparative analysis by Fortunato et al. [1, 7], the authors set up a set of
benchmarks to evaluate different clustering algorithms for networks. They concluded that
the algorithm by Rosvall and Bergstrom used in this project performed best on those. They
also regarded that algorithm as the most encouraging in terms of its potential and reliability
in detecting community structures in real-world networks.

4 Adobe

Flex. http://www.adobe.com/products/flex/
Alchemy. http://labs.adobe.com/technologies/alchemy/
6 AlivePDF. http://alivepdf.bytearray.org/
5 Adobe
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Chapter 3

Maps by compressing flow of
information on networks
In this chapter I will give an outline of the information-theoretic approach to find a good
map of a network, which is the theoretical foundations of this project.

3.1

A map as a compressed representation of what it
depicts

In a map, the irrelevant information has been filtered out while the important patterns are
preserved and highlighted. It is a model that is complex enough to display the important
traits of the underlying data while being simple enough for us to discover those. Consequently, a good map contains less information without loosing the big picture. In other
words, a map is a compressed representation of some data. So good maps implies good compressions, but if the implication holds in both directions, then we can take the approach of
finding a good compressed representation of the network data to solve the problem of finding
a good map. This duality between the problem of compressing a data set, and the problem
of detecting and extracting significant patterns or structures within those data is explored
in the branch of statistics known as MDL, or minimum description length statistics [9, 3].
From Grünwald 1998 [4]:
The fundamental idea behind the MDL Principle is that any regularity in a
given set of data can be used to compress the data, i.e. to describe it using fewer
symbols than needed to describe the data literally. The more regularities there
are in the data, the more we can compress it. This leads to the view (which is
just a version of Occam’s famous razor) that the more we can compress a given
set of data, the more we can say we have learned about the data.
Here Grünwald equals learning with finding regularities. One of the important properties of
MDL methods is that they provide a natural safeguard against overfitting, because a tradeoff is implemented between the complexity of the hypothesis (model) and the complexity of
the data given the hypothesis. This is used to quantify the "complex enough" and "simple
enough" stated above, but in order to apply this principle we must find a suitable way to
describe a network.
9
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Using a random walker to represent the network

As we are interested in finding the structures within a network that are significant with
respect to how information or resources flow through that network, we use a random walker
as a proxy for real flow and the trajectory of this random walker then represent how information flows through the network, as shown in figure 3.1(a). The random walker will follow
the link structure and in each step choose to walk to one of the neighboring nodes with
probabilities proportional to the weight of the outgoing links. Keeping track of the visit frequencies of the nodes, a pattern begins to emerge as the number of steps increases, as seen
in figures 4.1 to 4.3 on pages 14–15. The visit frequencies of an infinite (ergodic) random
walk is actually the PageRank values [8] of the nodes, which can be computed directly as
the entries of the dominant eigenvector of the modified adjacency matrix. The modification
concerns directed networks and corresponds to adding a probability for teleporting to a random node so that the random walker don’t get stuck in nodes or parts of the network with
no links out from it, which is the ergodicity requirement [10]. To exploit the regularities
with respect to the visit frequencies, we must first name the nodes so that the trajectory
could be described, which takes us to information theory.

3.3

First compression step: Finding patterns of flow on
node level

To be able to decode the network structure from a sample trajectory of the flow the nodes
must be coded with unique names. We could use for example a binary alphabet, containing
only the symbols 0 and 1 to give the nodes unique names or codewords. With a codeword
length of 2 we could them describe only four nodes uniquely, giving them the names 00, 01, 10
and 11 respectively. For the sample network in figure 3.1 containing 25 nodes, no more than
log2 25 = 5 symbols or bits are needed in each name to uniquely label the nodes. Now we
can start to describe the trajectory of the random walker and the specific 71-step walk in
figure 3.1(a) would thus require 5 × 71 = 355 bits. For this purpose, there is a more efficient
way of naming them though, remembering that “any regularity in a given set of data can
be used to compress the data”. As some nodes are visited more often than others, we could
compress the data by giving shorter names to the more frequently visited nodes and thus
longer names for nodes with lower probability of being visited, as in the Morse code where
common letters in the average message, such as ’E’ and ’T’, receive short codes and rare ones
longer codes. When using a variable-length code like this, a shorter codeword must not be
the the initial sequence of a longer as the receiver then may not be able to uniquely decode
the trajectory without a special marker separating the codewords, which is not included in
the alphabet. Huffman coding [6] is precisely an algorithm for producing such prefix-free
codes with the variable length based on the estimated probability of occurrence. If we use
the probabilities estimated by the visit frequencies of an infinite random walk then we are
now able to compress the sample trajectory to 314 bits as seen in figure 3.1(b).

3.4

Second compression step: Finding patterns of flow
on cluster level

Now we have used the regularities on the node level to compress the message traced by the
random walker describing the flow structure on the network, but if there are community

3.5. The map equation
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structures in the network – that is to say, areas where the random walker tends to stay for
a long time – the message could be compressed even more; In real communities, or rather
cities, names of the streets are unique within the city but may often be re-used among
different cities. This is generally not a problem since you have different maps for different
cities or naturally know which city that is considered. Introducing in a similar way an index
codebook for keeping a reference to which community in the network the random walker
currently visits, the codewords could be made smaller as they now only have to be unique
within their community. Now the Huffman coding algorithm used to give name to the
nodes would also apply for the index codebooks, as those codes must be used when entering
and exiting the communities, or modules, to know when to look up the code in the index
codebook or in one of the module codebooks to decode the message.
As we must introduce extra code when the random walker enters and exits modules
there is a trade-off with the extremes of having one big module containing all nodes, which
would give the same results as before, or one module for each node, reducing the codeword
length to 1 for each node but causing the index codebook to be used for every step, with
the same average codeword length as the nodes had before. Between those extremes there
is an optimum balance where the modules are small enough to reduce the average codeword
length used, but large enough and with their boundaries chosen such that the random walker
statistically stays there for a long time before leaving. This is an optimization problem
solved by the clustering algorithm by Rosvall and Bergstrom used in this project [10]. The
algorithm uses the map equation (see section 3.5) to quantify and resolve the trade-off
that faces every cartographer – the fine balance between missing important structures by
oversimplification, and making the map unintelligible by including too much information
and superfluous detail. The demo application of this project is designed to demonstrate this
trade-off.
When solving for the sample network in figure 3.1, the sample trajectory could, using
the two-level description of the random walk, be compressed from 314 to 243 bits as seen
in figure 3.1(c). The resulting modules are areas that encapsulates flow and can be used as
a coarse-grained description of the network, schematically visualized in figure 3.1(d). Thus,
a modular description of a network can be viewed as a lossy compression of that network’s
structure, and the problem of community detection as a problem of finding an efficient
compression of the structure.

3.5

The map equation

The algorithm for finding a simplified description of a network without loosing its important
structures uses the duality between finding community structure in networks and minimizing
the description length of a random walker’s movements on a network as described above.
How good the compression is depends on the extent of community structure in the network
and how well the partitioning of the network into modules matches those communities, but
we could actually quantify that for a given partitioning of the network without encoding
a specific path, and even without constructing an alphabet to assign codes for the nodes.
This is the point of the map equation. It uses Shannon’s source coding theorem [13] which
implies that when you use n codewords to describe the n states of a random variable X
that occur with frequencies pi , the average length of a codeword
Pn can be no less than the
entropy of the random variable X itself, defined by H(X) = − 1 pi log(pi ). The logarithm
is taken in base 2 and hence the codelength is measured in bits. This defines the limit
of data compression and gives a theoretical lower limit of how concisely we can specify a
network path using a given partition structure. To find an optimal partition of the network,

12
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it is sufficient to calculate this theoretical limit for different partitions of the network and
pick the one that gives the shortest description length, i.e. the one that minimizes the map
equation:

L(M) = qy H(Q) +

m
X

pi H(P i ).

(3.1)

i=1

where L(M) is the average length of the code describing a step of the random walk. To get
that, we need only to weight the average length of codewords from the index codebook and
the module codebooks by their rates of use (qy and pi respectively). The average length
of codewords, H(Q) and H(P i ), are the theoretical limits thereof, also called the Shannon
entropy or Shannon limit. These values, and the corresponding ones using actual Huffman
coding, and how they relate to different partitioning of a network can be explored in the
demo application and is explained in more depth in the article in appendix.
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Figure 3.1: Detecting communities by compressing the description of information flows on networks. (A) The flow on a network is represented by a random walker following the link structure.
The orange line shows a sample trajectory, but we have to give unique names to the nodes to be
able to describe and use the trajectory as a representation of the network structure. (B) Huffman
coding [6] is used to give unique prefix-free codes to all nodes with shorter codes for the more
frequently visited. The encoded sample trajectory in A is shown under the network, starting with
1111100 for the first node on the walk, 1100 for the second node, etc. (C) There are areas, or clusters, in the network where the random walker tends to stay for a long time before it leaves. These
clusters, or modules, are highlighted by different colors. This modular property of the network is
exploited in the encoding in the use of a two-level description of the random walk, in which node
names are unique only within its module but re-used in other modules. To know which node is
visited the modules receive unique names and these are used when the random walker enters the
modules. Exit codes has to be added when leaving a module to know when to change codebook.
Using this code, we can describe the walk in A by the 243 bits shown under the network in C. The
codes naming the modules and the codes used to indicate an exit from each module are shown to
the left and the right of the arrows under the network, respectively. The walk begins in the red
module, indicated by the first three bits 111. The code 0000 specifies the first node on the walk,
etc. (D) The node level is ignored and only the flow between modules are described. This gives an
efficient coarse-grained picture of the network with respect to flow as it keeps the structures which
capture most of the flow.

Chapter 4

Results
4.1

The demo application

The demo application is an interactive visualization tool for anyone to explore the mechanics
of the map equation, which is the foundation in the clustering algorithm used in the map
generator. The user can choose between a set of sample networks, both undirected and
directed, with or without weighted edges. The network is visualized at the left side and the
right side of the application contains a tabbed navigator to switch between Code view or
Rate view, which are explained later.

4.1.1

Random Walker and the Rate view

Clicking the Random Walker button reveals three more buttons, Start/Stop, Stop and Reset
for controlling the random walker on the network. The rate of each node is defined as the
visit frequency, i.e. the number of visits each node has received divided by the total number
of steps taken by the random walker. The value is displayed in the histogram in the rate
view, and is also encoded in the size of each node if that option is checked. The random
walker starts on a random node which consequently receives a rank value of 1 as no other
node has been visited (see figure 4.1). If the network is directed, the random walker has a
probability of teleporting to a random node in the network so that each node is reachable.
That is, the random walker will not get stuck in nodes or parts of the network with no links
out. This event has happened in figure 4.2. Here the walker has teleported from a group of
nodes with no links out form the group. Continuing the walk as seen in figure 4.3, the rate
of each node starts to converge to a certain value, which is equal to the PageRank value [8].
This value is visualized in the rate view as the grey empty bars in the histogram. For the
information-theoretical role of the random walker, see chapter 3.

4.1.2

Iterative Voting

As the PageRank values correspond to the visit frequencies of an infinite random walk
(with a certain teleportation probability on directed networks to fulfill ergodicity), there is
another iterative method that will produce exactly the same result. Here this method is
called Iterative Voting from the analogy that each node has the capacity to send out votes
to its neighbors in proportion to its current rank. Click on Init votes to initiate the process
democratically, i.e. each node receives equal rate summing up to one, as seen in figure 4.4.
13
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Start the voting round by clicking either Vote or Automatic voting and the node rates will
quickly converge to the PageRank values as seen in figures 4.5 to 4.6 on pages 16–17. At
steady state, clicking the button Eigenfactor will produce the Eigenfactor scores1 , which
basically runs a last voting round using only the network structure when distributing the
votes to reduce the noise introduced by using teleportation.

4.1.3

Code view

Switching to code view (see figure 4.7) reveals the codebooks to the right and the Huffman
codes used to name the nodes and the modules. It also shows the result of the map equation
below the codebooks. The purpose of the code view is to demonstrate how the codelength
depends on the current partitioning of the network. The color of the nodes corresponds to
which partition or module the nodes belong to (see figure 4.8).

Figure 4.1: The demo application after one step with the random walker. The random walker is
used as a proxy for real flow on the network and visualizes how the effects of flow depend on the
link structure of the network. It does so by setting the rate of each node as the visit frequency of
the random walker.

4.2

The map generator

The possibilities and features of the map generator application are shown and described in
figures 4.9 to 4.14 on pages 19–21. First you load a network from your local directory. The
format of the file must be .net (the format used in Pajek2 ) or .graphml3 and you choose
if you want to load an undirected or directed network. This affects the algorithms used
to generate the map, as well as how the links are visualized. When you have loaded the
network, you have two options. You can let the application run the clustering algorithm
needed to generate the map, or you can load a file containing the cluster information (of
1 Eigenfactor.org

- Ranking and mapping scientific knowledge.
- analysis and visualization for large networks. http://pajek.imfm.si/
3 The GraphML file format. http://graphml.graphdrawing.org/
2 Pajek
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Figure 4.2: The demo application running the random walker. The walker choses one of the
outgoing links from each node with a probability proportional to the weights of the links. To
prevent the random walker to get stuck in this directed network, as nodes or parts of the network
have no links out, it has a probability of teleporting to a random node in the network, which is
seen in this figure.

Figure 4.3: The demo application running the random walker. Here the steady state flow pattern
begins to emerge. The visit frequencies approaches the PageRank measure for each node. This
process and how to use these patterns of flow to generate a map of a network is explained in more
detail in chapter 3.
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Figure 4.4: The demo application showing the initial state of the iterative voting algorithm, which
is another method for reaching the same steady state flow pattern as the random walker gives rise
to. It starts by giving each node equal amount of votes as shown in the histogram. Then the votes
will be distributed over the network as if having one random walker on each node that instead of
choosing to vote for one of its neighbors with probability proportional to the weights of the links,
splits its vote and gives each of its neighbors a fraction corresponding to the weights of the links.

Figure 4.5: The demo application running the iterative voting. The nodes are in the very beginning of distributing their current rate as votes to their neighboring nodes, with each vote amount
proportional to the weight of the outgoing links. In a directed network as this, a fraction of the votes
is always teleported to each node to reach convergence, but the teleport votes are only visualized
when the speed is set down.

4.2. The map generator
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Figure 4.6: The demo application displaying the outcome of eight rounds of iterative voting. Using
this method, the rates quickly converge to the same steady state distribution as for the random
walker.

Figure 4.7: The demo application running the random walker having switched to the code view.
This view displays the encoded trajectory of the random walker by printing the Huffman codes of
the nodes it visits. The encoded trajectory also includes the Huffman codes for entering and exiting
a module for knowing which module the random walker currently visits, as the node names are only
unique within a module but re-used between them. The index codebook contains these enter codes
whereas the module codebooks contains the node codes and the exit code for their modules.

18

Chapter 4. Results

Figure 4.8: The demo application showing a quick way of changing the color of the nodes, which
corresponds to which module they belongs to.

Pajek’s .clu format which contains one column of N integers that defines which module
each of the N nodes in the network belongs to). Then a map is generated using a set of
default values defining the resolution (how many edges you want to visualize, ordered on
their weights), an initial layout for the nodes and a set of minimum and maximum values
defining the size and color scales. Alternatively, you can load a map that contains both the
network data and the cluster data in a single file to skip the second step.4
When you hover the mouse over the nodes, they move to the top if they are partially
covered by other nodes, and you can fine-tune their positions by just dragging them. If you
double-click on a node, which actually is a module in the original network, it will list the
nodes contained in that module including their individual PageRank [8] values. By that
information you will be able to identify and re-label the module nodes as you want.
When you are done customizing the map you can choose to save the map to a local file.
The map will then be rendered using vector graphics in the PDF format. You can also save
the cluster data to a file in Pajek’s .clu format, which lists the module identities computed
for each node in the loaded network.

4 The

map file format. http://www.mapequation.org

4.2. The map generator

19

Figure 4.9: The map generator’s initial view. The load network menu enable you to browse your
local directory for files containing network data of the .net (Pajek) or .graphml format. You must
choose if you want to load a directed or undirected network as that affects the algorithms used
to generate the map and the visual appearance of the map. You can also load sample networks –
one directed and one undirected. The next step is partition the network into modules which you
can choose to calculate directly or you can provide a file containing the module assignments for
each node, as seen in the next figure. As an alternative, you can load a map that contains the
information from both steps in a single file.

Figure 4.10: The map generator loading a network. The view on the right shows the name of the
loaded network and the size in terms of the number of nodes and links. Now you have two options.
You can let the application run the clustering algorithm needed to generate the map, or you can
load a file containing the cluster information (of Pajek’s .clu format which contains one column of
N integers that defines which module each of the N nodes in the network belongs to).
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Figure 4.11: The map generator after generating a map. The resolution slider defines how many
links to visualize, ordered by their weights. A node layout algorithm, here called Circle tree, has
been chosen for automatic placement of the nodes. In this view you can also choose how to align
the node labels.

Figure 4.12: The map generator, using a force-based layout algorithm to lay out the nodes in a
clear way. The size and color of the map elements are computed from the PageRank and flow values
for the modules and links respectively, interpolating between a minimum and maximum value using
a linear, root or log scale.
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Figure 4.13: The map generator with an undirected network describing the citation network of
network scientists. If you double-click on a module node you will see which nodes that are assigned
to that module including their individual PageRank values. By that information you will be able
to identify and re-label the module nodes as you want.

Figure 4.14: The map generator after pressing the button to export the map to a PDF file. This
will generate a PDF with white background and with size according to the current bounding box
of the visualization of the network. The map elements are rendered using vector graphics. Thus
the generated map can be enlarged without loosing quality.
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Chapter 5

Conclusions
It has been very stimulating working this project, not least because I got involved in an
interesting field of research having access to leading scientific results [7] while at the same
time getting the opportunity to apply the results to a tool with immediate practical use.
The applications that we developed in this project is addressing some of the challenges of
the modern science of networks described by Fortunato 2009 [1]:
Finally, if there has been a tremendous effort in the design of clustering algorithms, basically nothing has been done to make sense of their results. What
shall we do with communities? What can they tell us about a system?
These challenges of network science coincide with the fundamental problems in cartography,
i.e. the study and practice of making maps by combining science, aesthetics and technique
under the premise that reality can be modeled in ways to communicate spatial information
effectively. Generalized to not only deal with spatial information, but any kind of information of the underlying object, the challenges of this project can be stated as a general
problem in cartography:
– Selection: Set the map’s agenda by choosing which traits or properties of the object
to retain and which to discard. Eliminate characteristics of the mapped object that
are not relevant to the map’s purpose.
– Simplification: Reduce the complexity of the characteristics that will be mapped.
– Enhancement: While the problems above focus on the reduction and omission of
detail, highlighting specific elements or even adding details that visualize important
properties can aid in reading the map.
– Design: Consider visual cues such as size, shape and color and orchestrate the elements of the map, to best convey its message to its audience.
As more and more data are gathered for network analysis, seeing the challenges through
the eyes of the cartographer seems to me as a suitable starting point to try to interpret
and make use of the data, while the information-theoretic approach, using the principle of
minimum description length, seems to be the least ad-hoc way of quantifying and resolving
the cartographer’s dilemma, summarized in the words of Einstein:
Make things as simple as possible, but not simpler.
23
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As for the software development, the Flare visualization library has proven to be a great
piece of software for working with networks, and the Flex framework offered many useful
components for building the user interface, accelerated by the use of the language-aware
features of Flex Builder. The languages were new for me but very well documented regarding
the API for the Flash Player and for the Flex framework. However, the documentation
regarding the Flare library was remarkably poor; The API contained for the most part
nothing more than the name of the methods or properties, but what they really mean and
how they are used was unfortunately almost entirely absent. With a better documentation
on the Flare API, the development process would have been more smooth. Despite that,
the huge user base for the Adobe Flex MXML and ActionScript languages provided for
fast feedback when searching for explanations to error messages or for solutions to various
component or language-specific problems. As I started to get a grip of how the language
works, exploring and studying the source code for the Flare library itself served rather well
as a substitute for the poor documentation, even though it may not have been the most
time efficient way to understand how to use it. Anyway, working with these challenges has
been a rewarding experience.

5.1

Limitations

The performance limits of the Flash Player are noticeable when running a force based
layout algorithm on a network in the map generator. Even if the code can be written
more optimized, it seems that the ActionScript compiler limits the performance more than
necessary. This becomes obvious when I compared the performance to Alchemy compiled
code, which runs on the same virtual machine as was designed to execute programs written
in ActionScript 3.0 language. Moving the algorithm for calculating PageRanks on directed
networks to C++ letting Alchemy compile it reduced the running time by a factor more
than twenty.
Another language specific limitation is that for application running in the Flash Player,
both the execution of ActionScript code and screen rendering is handled in a single thread.
This means that if the execution of a block of code requires more time than that which is
allotted within any given frame, Flash Player will appear to lock up until the execution is
finished, or, after a default timeout period, just stop executing code. To avoid that, such
methods or blocks of code have to be rewritten to asynchronous versions, i.e. its calculations
must be broken up into smaller, individual segments that needs not only know when to stop,
but how to get back to where it was, which adds dependency of persistent data etc. This
problem was introduced very late in the project as we tried to load bigger networks. I
didn’t have time to rewrite all of the methods of concern to asynchronous versions, so at
the moment this sets a limit on how big network you can load.

5.2

Future work

For the map generator, examples of features that could be added or improved are
– Add a search field to search for and locate specific nodes by their names.
– Improve the label control by adding options for color and font and allow for custom
positioning for each individual node label.
– Add support for more file formats for loading and saving a network.

5.2. Future work
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– Implement undo/redo functionality and the ability to save the current state to a file
to be able to continue to customize a map later.
Regarding the possible performance limits for really large networks, a possible future task
may be migrating to another language, possibly Java as the Flare toolkit is a port of the
prefuse toolkit - a visualization framework for the Java programming language.1

1 The

prefuse visualization toolkit. http://prefuse.org/
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Many real-world networks are so large that we must simplify their structure before we can extract
useful information about the systems they represent. As the tools for doing these simplifications
proliferate within the network literature, researchers would benefit from some guidelines about
which of the so-called community detection algorithms are most appropriate for the structures they
are studying and the questions they are asking. Here we show that different methods highlight
different aspects of a network’s structure and that the the sort of information that we seek to
extract about the system must guide us in our decision. For example, many community detection
algorithms, including the popular modularity maximization approach, infer module assignments
from an underlying model of the network formation process. However, we are not always as
interested in how a system’s network structure was formed, as we are in how a network’s extant
structure influences the system’s behavior. To see how structure influences current behavior, we
will recognize that links in a network induce movement across the network and result in systemwide interdependence. In doing so, we explicitly acknowledge that most networks carry flow. To
highlight and simplify the network structure with respect to this flow, we use the map equation. We
present an intuitive derivation of this flow-based and information-theoretic method and provide an
interactive on-line application that anyone can use to explore the mechanics of the map equation.
The differences between the map equation and the modularity maximization approach are not
merely conceptual. Because the map equation attends to patterns of flow on the network and the
modularity maximization approach does not, the two methods can yield dramatically different
results for some network structures. To illustrate this and build our understanding of each method,
we partition several sample networks. We also describe an algorithm and provide source code to
efficiently decompose large weighted and directed networks based on the map equation.

I. INTRODUCTION

Networks are useful constructs to schematize the organization of interactions in social and biological systems.
Networks are particularly valuable for characterizing interdependent interactions, where the interaction between
components A and B influences the interaction between
components B and C, and so on. For most such integrated systems, it is a flow of some entity — passengers traveling among airports, money transferred among
banks, gossip exchanged among friends, signals transmitted in the brain — that connects a system’s components
and generates their interdependence. Network structures
constrain these flows. Therefore, understanding the behavior of integrated systems at the macro-level is not
possible without comprehending the network structure
with respect to the flow, the dynamics on the network.
One major drawback of networks is that, for visualization purposes, they can only depict small systems.
Real-world networks are often so large that they must
be represented by coarse-grained descriptions. Deriving
appropriate coarse-grain descriptions is the basic objec-

∗ Electronic address: martin.rosvall@physics.umu.se; URL: http:
//www.tp.umu.se/∼rosvall/

tive of community detection (1, 2, 3, 4). But before we
decompose the nodes and links into modules that represent the network, we must first decide what we mean by
“appropriate.” That is, we must decide which aspects of
the system should be highlighted in our coarse-graining.
If we are concerned with the process that generated
the network in the first place, we should use methods
based on some underlying stochastic model of network
formation. To study the formation process, we can, for
example, use modularity (5), mixture models at two (6)
or more (7) levels, Bayesian inference (8), or our clusterbased compression approach (9) to resolve community
structure in undirected and unweighted networks. If instead we want to infer system behavior from network
structure, we should focus on how the structure of the
extant network constrains the dynamics that can occur
on that network. To capture how local interactions induce a system-wide flow that connects the system, we
need to simplify and highlight the underlying network
structure with respect to how the links drive this flow
across the network. For example, both Markov processes
on networks and spectral methods can capture this notion (10, 11, 12, 13). In this paper, we present a detailed
description of the flow-based and information-theoretic
method known as the map equation (14). For a given network partition, the map equation specifies the theoretical
limit of how concisely we can describe the trajectory of a

2
random walker on the network. With the random walker
as a proxy for real flow, minimizing the map equation
over all possible network partitions reveals important aspects of network structure with respect to the dynamics
on the network. To illustrate and further explain how the
map equation operates, we compare its action with the
topological method modularity maximization (1). Because the two methods can yield different results for some
network structures, it is illuminating to understand when
and why they differ.

II. MAPPING FLOW

There is a duality between the problem of compressing
a data set, and the problem of detecting and extracting significant patterns or structures within those data.
This general duality is explored in the branch of statistics
known as MDL, or minimum description length statistics
(15, 16). We can apply these principles to the problem
at hand: finding the structures within a network that are
significant with respect to how information or resources
flow through that network.
To exploit the inference-compression duality for dynamics on networks, we envision a communication process in which a sender wants to communicate to a receiver
about movement on a network. That is, we represent the
data that we are interested in — the trace of the flow on
the network — with a compressed message. This takes
us to the heart of information theory, and we can employ
Shannon’s source coding theorems to find the limits on
how far we can compress the data (17). For some applications, we may have data on the actual trajectories
of goods, funds, information, or services as they travel
through the network, and we could work with the trajectories directly. More often, however, we will only have
a characterization of the network structure along which
these objects can move, in which case we can do no better
than to approximate likely trajectories as random walks
guided by the directed and weighted links of the network.
This is the approach that we take with the map equation.
In order to effectively and concisely describe where on
the network a random walker is, an effective encoding of
position will necessarily exploit the regularities in patterns of movement on that network. If we can find an
optimal code for describing places traced by a path on a
network, we have also solved the dual problem of finding
the important structural features of that network. Therefore, we look for a way to assign codewords to nodes that
is efficient with respect to the dynamics on the network.
A straightforward method of assigning codewords to
nodes is to use a Huffman code (19). Huffman codes
are optimally efficient for symbol-by-symbol encoding
and save space by assigning short codewords to common
events or objects, and long codewords to rare ones, just
as Morse code uses short codes for common letters and
longer codes for rare ones. Figure 1(b) shows a prefix-free
Huffman coding for a sample network. It corresponds to

a lookup table for coding and decoding nodes on the network, a codebook that connects nodes with codewords. In
this codebook, each Huffman codeword specifies a particular node, and the codeword lengths are derived from the
ergodic node visit frequencies of a random walk (the average node visit frequencies of an infinite-length random
walk). Because the code is prefix-free, that is, no codeword is a prefix of any other codeword, codewords can
be sent concatenated without punctuation and still be
unambiguously decoded by the receiver. With the Huffman code pictured in Fig. 1(b), we are able to describe
the nodes traced by the specific 71-step walk in 314 bits.
If we instead had chosen a uniform code, in which all
codewords are of equal length, each codeword would be
dlog 25e = 5 bits long (logarithm taken in base 2), and
71 · 5 = 355 bits would have been required to describe
the walk.
This Huffman code is optimal for sending a one-time
transmission describing the location of a random walker
at one particular instant in time. Moreover, it is optimal
for describing a list of locations of the random walker
at arbitrary (and sufficiently distant) times. However,
if we wish to list the locations visited by our random
walker in a sequence of successive steps, we can do better.
Sequences of successive steps are of critical importance
to us; after all, this is flow.
Many real-world networks are structured into a set of
regions such that once the random walker enters a region, it tends to stay there for a long time, and movements between regions are relatively rare. As we design
a code to enumerate a succession of locations visited,
we can take advantage of this regional structure. We
can take a region with a long persistence time and give
it its own separate codebook. So long as we are content to reuse codewords in other regional codebooks, the
codewords used to name the locations in any single region will be shorter than those in the global Huffman
code example above, because there are fewer locations to
be specified. We call these regions “modules” and their
codebooks “module codebooks.” However, with multiple
module codebooks, each of which re-uses a similar set of
codewords, the sender must also specify which module
codebook should be used. That is, every time a path enters a new module, both sender and receiver must simultaneously switch to the correct module codebook or the
message will be nonsense. This is implemented by using
one extra codebook, an index codebook, with codewords
that specify which of the module codebooks is to be used.
The coding procedure is then as follows. The index codebook specifies a module codebook, and the module codebook specifies a succession of nodes within that module.
When the random walker leaves the module, we need to
return to the index codebook. To indicate this, instead of
sending another node name from the module codebook,
we send the “èxit command” from the module codebook.
The codeword lengths in the index codebook are derived
from the relative rates at which a random walker enters
each module, while the codeword lengths for each mod-
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FIG. 1 Detecting regularities in patterns of movement on a network (derived from (14) and also available in a dynamic version
(18)). (a) We want to effectively and concisely describe the trace of a random walker on a network. The orange line shows
one sample trajectory. For an optimally efficient one-level description, we can use the codewords of the Huffman codebook
depicted in (b). The 314 bits shown under the network describes the sample trajectory in (a), starting with 1111100 for the
first node on the walk in the upper left corner, 1100 for the second node, etc., and ending with 00011 for the last node on the
walk in the lower right corner. (c) A two-level description of the random walk, in which an index codebook is used to switch
between module codebooks, yields on average a 32% shorter description for this network. The codes of the index codebook for
switching module codebooks and the codes used to indicate an exit from each module are shown to the left and the right of the
arrows under the network, respectively. Using this code, we capitalize on structures with long persistence times, and we can
use fewer bits than we could do with a one-level description. For the walk in (a), we only need the 243 bits shown under the
the network in (c). The first three bits 111 indicate that the walk begins in the red module, the code 0000 specifies the first
node on the walk, and so forth. (d) Reporting only the module names, and not the locations within the modules, provides an
efficient coarse-graining of the network.

ule codebook are derived from the relative rates at which
a random walker visits each node in the module or exits
the module.
Here emerges the duality between coding a data stream
and finding regularities in the structure that generates
that stream. Using multiple codebooks, we transform the
problem of minimizing the description length of places
traced by a path into the problem of how we should best
partition the network with respect to flow. How many
modules should we use, and which nodes should be assigned to which modules to minimize the map equation?
Figure 1(c) illustrates a two-level description that capitalizes on structures with long persistence time and encodes the walk in panel (a) more efficiently than the onelevel description in panel (b). We have implemented a
dynamic visualization and made it available for anyone
to explore the inference-compression duality and the mechanics of the map equation (http://www.tp.umu.se/
∼rosvall/livemod/mapequation/).
Figure 2 visualizes the use of one or multiple codebooks for the network in Fig. 1. The sparklines show how
the description length associated with between-module
movements increases with the number of modules and
more frequent use of the index codebook. Contrarily, the
description length associated with within-module movements decreases with the number of modules and with
the use of smaller module codebooks. The sum of the
two, the full description length, takes a minimum at four

modules. We use stacked boxes to illustrate the rates at
which a random walker visits nodes and enters and exits modules. The codewords to the right of the boxes are
derived from the within-module relative rates and withinindex relative rates, respectively. Both relative rates and
codewords change from the one-codebook solution with
all nodes in one module, to the optimal solution, with an
index codebook and four module codebooks with nodes
assigned to four modules (see online dynamic visualization (18)).

III. THE MAP EQUATION

We have described the Huffman coding process in detail in order to make it clear how the coding structure
works. But of course the aim of community detection is
not to encode a particular path through a network. In
community detection, we simply want to find the modular structure of the network with respect to flow and our
approach is to exploit the inference-compression duality
to do so. In fact, we do not even need to devise an optimal
code for a given partition to estimate how efficient that
optimal code would be. This is the whole point of the
map equation. It tells us how efficient the optimal code
would be for any given partition, without actually devising that code. That is, it tells us the theoretical limit
of how concisely we can specify a network path using a
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FIG. 2 The duality between finding community structure in networks and minimizing the description length of a random
walk across the network (available online as a Flash applet (18)). With a single module codebook (top) we cannot capture
the higher order structure of the network, and the per-step description length of the random walker’s movements is on average
4.53 bits. The sparklines (middle) show how the description length for module transitions, within-module movements, and the
sum of the two depend on the number of modules m varying from 1 to 25 (with explicit values for the one- and four-module
partitions included in this figure and the 25-module partition with one module for each node). The description length for
module transitions increases monotonically, and the description length for within-module movements decreases monotonically
with the number of modules. The sum of the two, the total description length LH (M(m)), with subscript H for Huffman to
distinguish this length from the Shannon limit used in the actual map equation, takes a minimum at four modules. With an
index codebook and four module codebooks (bottom), we can compress the description length down to an average of 3.09 bits
per step. For this optimal partition of the network, the four module codebooks are associated with smaller sets of nodes and
shorter codewords, but still with long persistence time and few between-module movements. This compensates for the extra
cost of switching modules and accessing the index codebook.
To illustrate the duality between module detection and coding, the code structure corresponding to the current partition is
shown by the stacked boxes on the right. The height of each box corresponds to the per-step rate of codeword use. The left
stack represents the index codebook associated with movements between modules. The height of each box is equal to the
exit probability qiy of the corresponding module i. Boxes are ordered according to theirPheights. The codewords naming the
modules are the Huffman codes calculated from the probabilities qiy /qy , where qy = m
1 qiy is the total height of the left
stack. The length of the codeword naming module i is approximately − log qiy /qy , the Shannon limit in the map equation.
In the figure, the per-step description length of the random walker’s movements between
modules is the sum of the length of
P
the codewords weighted by their use. This length is bounded below by the limit − m
q
log qiy /qy that we use in the map
iy
1
equation.
The right stack represents the module codebooks associated with movements within modules. The height of each box in
module i is equal to the ergodic node visit probabilities pα∈i or the exit probability qiy marked by the blocks with arrows. The
boxes corresponding to the same module are collected together
and ordered according to their weight; in turn, the modules
P
are ordered according to their total weights pi = qiy + α∈i pα . The codewords naming the nodes and exits (the arrows on
the box and after the codeword distinguish exits from nodes and illustrate that the index codebook will be accessed next) in
each module i are the Huffman codes calculated from the probabilities pα∈i /pi (nodes) and qiy /pi (exits). The length of
codewords naming nodes α ∈ i and exit from module i are approximately − log(pα∈i /pi ) (nodes) and − log(qiy /pi ) (exits).
In the figure, the per-step description length of the random walker’s movementsP
within
sum
ˆ modules is the
˜
P of the length ofi the
i
codewords weighted by their use. This length is bounded below by the limit − m
1 qiy log(qiy /p ) +
α∈i pα log(pα /p ) .
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given partition structure. To find an optimal partition of
the network, it is sufficient to calculate this theoretical
limit for different partitions of the network and pick the
one that gives the shortest description length.
For a module partition M of n nodes α = 1, 2, . . . , n
into m modules i = 1, 2, . . . , m, we define this lower
bound on code length to be L(M). To calculate L for
an arbitrary partition, we first invoke Shannon’s source
coding theorem (17), which implies that when you use
n codewords to describe the n states of a random variable X that occur with frequencies pi , the average length
of a codeword can be no less than the
Pnentropy of the
random variable X itself: H(X) = − 1 pi log(pi ) (we
measure code lengths in bits and take the logarithm in
base 2). This provides us with a lower bound on the
average length of codewords for each codebook. To calculate the average length of the code describing a step
of the random walk, we need only to weight the average
length of codewords from the index codebook and the
module codebooks by their rates of use. This is the map
equation:

L(M) = qy H(Q) +

m
X

pi H(P i ).

write the map equation as:
!
!
m
m
X
X
L(M) =
qiy log
qiy
−2
+

i=1
m
X

i=1
m
X

(4)

i=1

qiy log (qiy ) −
qiy +

i=1

X

pα

α∈i

!

n
X

pα log (pα )

α=1

log qiy +

X
α∈i

pα

!

.

In this expanded
Pn form of the map equation, we note
that the term 1 pα log (pα ) is independent of partitioning, and elsewhere in the expression pα appears only
when summed over all nodes in a module. Consequently,
when we optimize the network partition, it is sufficient to
keep track of changes in qiy , the rate at which
P a random
walker enters and exits each module, and α∈i pα , the
fraction of time a random walker spends in each module.
They can easily be derived for any partition of the network, and updating them is a straightforward and fast
operation. Any numerical search algorithm developed
to find a network partition that optimizes an objective
function can be modified to minimize the map equation.

(1)

i=1

A. Undirected weighted networks

Here H(Q) is the frequency-weighted average length of
codewords in the index codebook and H(P i ) is frequencyweighted average length of codewords in module codebook i. Further, the entropy terms are weighted by the
rate at which the codebooks are used. With qiy for the
probability to exit
module i, the index codebook is used
Pm
at a rate qy = i=1 qiy , the probability that the random walker switches modules on any given step. With
pα for the probability to visit
P node α, module codebook
i is used at a rate pi = α∈i pα + qiy , the fraction of
time the random walk spends in module i plus the probability that it exits the module and the exit message is
used. Now it is straightforward to express the entropies
in qiy and pα . For the index codebook, the entropy is

For undirected networks, the node visit frequency of
node α simply corresponds to the relative weight wα of
the links connected to the node. The relative weight is
the total weight of the links connected to the node divided by twice the total weight of all links in the network,
which corresponds to the total weight of all link-ends.
P
With wα for the relative weight of node α, wi = α∈i wα
for the relative weight of module i, wiy for the
relative
Pm
weight of links exiting module i, and wy = i=1 wiy
for the total relative weight of links between modules, the
map equation takes the form

L(M) = wy log (wy ) − 2
H(Q) = −

m
X
i=1

q
Pm iy
log
j=1 qjy

q
Pm iy
j=1 qjy

!

(2)

and for module codebook i the entropy is
H(P i ) = −
−

qiy
P
log
qiy + β∈i pβ

X
α∈i

qiy +

pα
P

β∈i

pβ

log

n
X

α=1

wα log (wα ) +

m
X

wiy log (wiy )

(5)

i=1

(wiy + wi ) log (wiy + wi ) .

i=1

B. Directed weighted networks

qiy
P
qiy + β∈i pβ
qiy +

−

m
X

pα
P

β∈i

!

pβ

(3)

!

.

By combining Eqs. 2 and 3 and simplifying, we can

For directed weighted networks, we use the power iteration method to calculate the steady state visit frequency
for each node. To guarantee a unique steady state distribution for directed networks, we introduce a small teleportation probability τ in the random walk that links
every node to every other node with positive probability
and thereby converts the random walker into a random
surfer. The movement of the random surfer can now be
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(a)

(b)

flow

Map equation L = 3.33 bits
Modularity Q = 0.55

(c)

flow

Map equation L = 3.94 bits
Modularity Q = 0.00

(d)

source−sink

source−sink

Map equation L = 4.58 bits
Modularity Q = 0.55

Map equation L = 3.93 bits
Modularity Q = 0.00

FIG. 3 Comparing the map equation with modularity for networks with and without flow. The two sample networks, labelled
flow and source-sink, are identical except for the direction of two links in each set of four nodes. The coloring of nodes
illustrates alternative partitions. The optimal solutions for the map equation (minimum L) and the modularity (maximum
Q) are highlighted with boldfaced scores. The directed links in the network in (a) and (b) conduct a system-wide flow with
relatively long persistence times in the modules shown in (a). Therefore, the four-module partition in (a) minimizes the map
equation. Modularity, because it looks at patterns with high link-weight within modules, also prefers the four-module solution
in (a) over the unpartitioned network in (b). The directed links in the network in (c) and (d) represent, not movements between
nodes, but rather pairwise interactions, and the source-sink structure induces no flow. With no flow and no regions with long
persistence times, there is no use for multiple codebooks and the unpartitioned network in (d) optimizes the map equation.
But because modularity only counts weights of links and in-degree and out-degree in the modules, it sees no difference between
the solutions in (a)/(c) and (b)/(d), respectively, and again the four-module solution maximizes modularity.

described by an irreducible and aperiodic Markov chain
that has a unique steady state by the Perron-Frobineous
theorem. As in Google’s PageRank algorithm (20), we
use τ = 0.15. The results are relatively robust to this
choice, but as τ → 0, the stationary frequencies may
poorly reflect the important nodes in the network as the
random walker can get trapped in small clusters that do
not point back into the bulk of the network (21). The
surfer moves as follows: at each time step, with probability 1 − τ , the random surfer follows one of the outgoing links from the node α that it currently occupies to
the neighbor node β with probability proportional to the
weights of the outgoingP
links wαβ from α to β. It is therefore convenient to set β wαβ = 1. With the remaining
probability τ , or with probability 1 if the node does not
have any outlinks, the random surfer “teleports” with
uniform probability to a random node anywhere in the
system. But rather than averaging over a single long random walk to generate the ergodic node visit frequencies,
we apply the power iteration method to the probability distribution of the random surfer over the nodes of
the network. We start with a probability distribution of
pα = 1/n for the random surfer to be at each node α
and update the probability distribution iteratively. At
each iteration, we distribute a fraction 1 − τ of the probability flow of the random surfer at each node α to the
neighbors β proportional to the weights of the links wαβ
and distribute the remaining probability flow uniformly
to all nodes in the network. We iterate until the sum of
the absolute differences between successive estimates of
pα is less than 10−15 and the probability distribution has
converged.

Given the ergodic node visit frequencies pα for α =
1, . . . , n and an initial partitioning of the network, it
is
Peasy to calculate the ergodic module visit frequencies
α∈i pα for module i. The exit probability for module
i, with teleportation taken into account, is then
XX
n − ni X
pα wαβ ,
(6)
qiy = τ
pα + (1 − τ )
n α∈i
α∈i
β ∈i
/

where ni is the number of nodes in module i. This
equation follows since every node teleports
P a fraction
τ (n − ni )/n and guides a fraction (1 − τ ) β ∈i
/ wαβ of
its weight pα to nodes outside of its module i.
If the nodes represent objects that are inherently different it can be desirable to nonuniformly teleport to nodes
in the network. For example, in journal-to-journal citation networks, journals should receive teleporting random
surfers proportional to the number of articles they contain, and, in air traffic networks, airports should receive
teleporting random surfers proportional to the number
of flights they handle. This nonuniform teleportation
nicely corrects for the disproportionate amount of random surfers that small journals or small airports receive
if all nodes are teleported to with equal probability. In
practice, nonuniform teleportation can be achieved by assigning to eachPnode α a normalized teleportation weight
τα such that α τα = 1. With teleportation flow distributed nonuniformly, the numeric values of the ergodic
node visit probabilities pα will change slightly and the
exit probability for module i becomes
X
X
XX
qiy = τ (1 −
τα )
pα + (1 − τ )
pα wαβ . (7)
α∈i

α∈i

α∈i β ∈i
/
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This equation P
follows since every node now teleports a
fraction τ (1 − α∈i τα ) of its weight pα to nodes outside
of its module i.
IV. THE MAP EQUATION COMPARED WITH
MODULARITY

Conceptually, detecting communities by mapping flow
is a very different approach from inferring module assignments for underlying network models. Whereas the former approach focuses on the interdependence of links and
the dynamics on the network once it has been formed, the
latter one focuses on pairwise interactions and the formation process itself. Because the map equation and modularity take these two disjoint approaches, it is interesting
to see how they differ in practice. To highlight one important difference, we compare how the map equation and
the generalized modularity, which makes use of information about the weight and direction of links (22, 23, 24),
operate on networks with and without flow.
For weighted and directed networks, the modularity
for a given partitioning of the network into m modules
is the sum of the total weight of all links in each module
minus the expected weight
Q=

m
X
wii
i=1

w

−

wiin wiout
.
w2

(8)

Here wii is the total weight of links starting and ending
in module i, wiin and wiout the total in- and out-weight of
links in module i, and w the total weight of all links in
the network. To estimate the community structure in a
network, Eq. 8 is maximized over all possible assignments
of nodes into any number m of modules.
Figure 3 shows two different networks, each partitioned
in two different ways. Both networks are generated from
the same underlying network model in the modularity
sense: 20 directed links connect 16 nodes in four modules, with equal total in- and out-weight at each module.
The only difference is that we switch the direction of two
links in each module. Because the weights w, wii , wiin ,
and wiout are all the same for the four-module partition
of the two different networks in Fig. 3(a) and (c), the
modularity takes the same value. That is, from the perspective of modularity, the two different networks and
corresponding partitions are identical.
However, from a flow-based perspective, the two networks are completely different. The directed links shown
in the network in panel (a) and panel (b) induce a structured pattern of flow with long persistence times in, and
limited flow between, the four modules highlighted in
panel (a). The map equation picks up on these structural
regularities, and thus the description length is shorter
for the four-module network partition in panel (a) than
for the unpartitioned network in panel (b). By contrast,
for the network shown in panels (c) and (d), there is no
pattern of extended flow at all. Every node is either a

source or a sink, and no movement along the links on
the network can exceed more than one step in length.
As a result, random teleportation will dominate and any
partition into multiple modules will lead to a high flow
between the modules. For networks with links that do
not induce a pattern of flow, the map equation will always be minimized by one single module.
The map equation captures small modules with long
persistence times, and modularity captures small modules with more than the expected number of link-ends,
incoming or outgoing. This example, and the example
with directed and weighted networks in ref. (14), reveal
the effective difference between them. Though modularity can be interpreted as a one-step measure of movement
on a network (13), this example demonstrates that onestep walks cannot capture flow.

V. FAST STOCHASTIC AND RECURSIVE SEARCH
ALGORITHM

Any greedy (fast but inaccurate) or Monte Carlo-based
(accurate but slow) approach can be used to minimize the
map equation. To provide a good balance between the
two extremes, we have developed a fast stochastic and
recursive search algorithm, implemented it in C++, and
made it available online both for directed and undirected
weighted networks (25). As a reference, the new algorithm is as fast as the previous high-speed algorithms
(the greedy search presented in the supporting appendix
of ref. (14)), which were based on the method introduced
in ref. (26) and refined in ref. (27). At the same time,
it is also more accurate than our previous high-accuracy
algorithm (a simulated annealing approach) presented in
the same supporting appendix.
The core of the algorithm follows closely the method
presented in ref. (28): neighboring nodes are joined into
modules, which subsequently are joined into supermodules and so on. First, each node is assigned to its own
module. Then, in random sequential order, each node
is moved to the neighboring module that results in the
largest decrease of the map equation. If no move results
in a decrease of the map equation, the node stays in its
original module. This procedure is repeated, each time in
a new random sequential order, until no move generates a
decrease of the map equation. Now the network is rebuilt,
with the modules of the last level forming the nodes at
this level. And exactly as at the previous level, the nodes
are joined into modules. This hierarchical rebuilding of
the network is repeated until the map equation cannot be
reduced further. Except for the random sequence order,
this is the algorithm described in ref. (28).
With this algorithm, a fairly good clustering of the
network can be found in a very short time. Let us call
this the core algorithm and see how it can be improved.
The nodes assigned to the same module are forced to
move jointly when the network is rebuilt. As a result,
what was an optimal move early in the algorithm might
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have the opposite effect later in the algorithm. Because
two or more modules that merge together and form one
single module when the network is rebuilt can never be
separated again in this algorithm, the accuracy can be
improved by breaking the modules of the final state of
the core algorithm in either of the two following ways:
Submodule movements.
First, each cluster is
treated as a network on its own and the main algorithm is applied to this network. This procedure
generates one or more submodules for each module. Then all submodules are moved back to their
respective modules of the previous step. At this
stage, with the same partition as in the previous
step but with each submodule being freely movable between the modules, the main algorithm is
re-applied.
Single-node movements. First, each node is reassigned to be the sole member of its own module, in order to allow for single-node movements.
Then all nodes are moved back to their respective
modules of the previous step. At this stage, with
the same partition as in the previous step but with
each single node being freely movable between the
modules, the main algorithm is re-applied.
In practice, we repeat the two extensions to the core
algorithm in sequence and as long as the clustering is
improved. Moreover, we apply the submodule movements recursively. That is, to find the submodules to
be moved, the algorithm first splits the submodules into
subsubmodules, subsubsubmodules, and so on until no
further splits are possible. Finally, because the algorithm
is stochastic and fast, we can restart the algorithm from
scratch every time the clustering cannot be improved further and the algorithm stops. The implementation is
straightforward and, by repeating the search more than
once, 100 times or more if possible, the final partition is
less likely to correspond to a local minimum. For each iteration, we record the clustering if the description length
is shorter than the previously shortest description length.
In practice, for networks with on the order of 10,000
nodes and 1,000,000 directed and weighted links, each
iteration takes about 5 seconds on a modern PC.
CONCLUSION

In this paper and associated interactive visualization
(18), we have detailed the mechanics of the map equation
for community detection in networks (14). Our aim has
been to differentiate flow-based methods such as spectral methods and the map equation, which focus on system behavior once the network has been formed, from
methods based on underlying stochastic models such as
mixture models and modularity methods, which focus on
the network formation process. By comparing how the
map equation and modularity operate on networks with

and without flow, we conclude that the two approaches
are not only conceptually different, they also highlight
different aspects of network structure. Depending on
the sorts of questions that one is asking, one approach
may be preferable to the other. For example, to analyze
how networks are formed and to simplify networks for
which links do not represent flows but rather pairwise
relationships, modularity (5) or other topological methods (6, 7, 8, 9) may be preferred. But if instead one is
interested in the dynamics on the network, in how local
interactions induce a system-wide flow, in the interdependence across the network, and in how network structure
relates to system behavior, then flow-based approaches
such as the map equation are preferable.
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9, 176 (2007)
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