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Abstract 
The amount and variety of visual information presented on electronic displays is 
ever-increasing. Finding and acquiring relevant information in the most effective 
manner possible is of course desirable. While there are advantages to presenting a 
large number of information objects on a screen at the same time, it can also hinder 
fast detection of objects of interest. One way of addressing that problem is Voice 
Assisted Visual Search (VAVS). A user supported by VAVS calls out an object of 
interest and is immediately guided to the object by a highlighting cue. This thesis is 
an initial study of the VAVS user interface technique. The findings suggest that VAVS 
is a promising approach, supported by theory and practice. A working prototype 
shows that locating objects of interest can be sped up significantly, requiring only 
half the amount of time taken without the use of VAVS, on average. 

1. Introduction 

1.1 Background 
Living in the western world today means being part of an information society in the 

information age. Information is ever-increasing. New technologies, wherein Internet plays a 

major role, has allowed for easy and fast access and distribution of information. Finding and 

acquiring relevant information in the most effective manner possible is, of course, desirable. 

Similarly, the amount and variety of visual information presented on electronic displays 

is increasing as well. Monitors of desktop and laptop computers, public information displays, 

smart boards, tabletops, etc, are getting higher resolutions, larger in sizes and displays more 

complex information objects. With the constant advancements of programs and applications, 

Graphical User Interfaces (GUI) of modern computer devices contain more and more 

toolbars, icons, command names and other user interface elements. 

Making a large number of information objects immediately available to a person can 

have certain advantages, since people do not have to open or look inside opaque containers of 

information, which is the case with folders or pop menus. Laying out important documents 

on large, high-resolution displays can assist complex mental tasks that require assessing 

information from various sources and of differing types, as a form of easily accessible 

external memory (Andrews et al., 2010; Benyon et al., 2005). 

1.2 Problem 
However, visual search of dense, complex displays can become a difficult and displeasing 

exercise. Scanning a display, or an environment that features several different displays, for a 

certain piece of information, can be associated with substantial effort. The problem can be 

aggravated by several factors, such as age (older people have a more difficult time filtering 

out irrelevant information (Fabiani et al., 2006)) and stress (which narrows the scope of 

attention). 
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1.3 Aim 
Exploring novel design solutions of supporting users of information and computing 

technology (ICT), in scanning displays in order to find the information they are looking for, is 

an important issue for interaction design research, in need of a timely solution. 

The aim of this thesis is to conduct an initial study of the user interface (UI) technique 

Voice Assisted Visual Search (VAVS), as proposed by Victor Kaptelinin, Professor in the 

Department of Informatics at Umeå University, Sweden. The technique employs users’ voice 

input to highlight matching items in order to help the users locate potential objects of 

interest. 

2. Research questions 
The thesis seeks to address these questions: 

• What is the potential of Voice Assisted Visual Search? 

• Does VAVS have an advantage over conventional visual search and if so to what 

extent? 

• Are technical capabilities of widely available digital technologies, such as laptop 

computers, sufficient for implementing VAVS? 

• Are there possible and valuable ways of advancing the concept in the future? 

3. Method 
In order to assess the potential of Voice Assisted Visual Search, the thesis will discuss the 

theoretical support for the need and application of such a system. A working prototype is 

constructed and tested to evaluate a scenario with and without VAVS to gain an initial insight 

of the implementation and practical use of the concept. Building on acquired knowledge, 

suggestions for future advancements and research are attempted. 

4. Related research 

4.1 Speech recognition 

4.1.1 Definition 
An adequate definition of speech recognition is presented by R. Krishna, et al; 

“Speech recognition is the task of translating an acoustic waveform 
representing human speech into a textual representation of that 
speech." (Krishna et al., 2003) 

4.1.2 Benefits and uses 
Interacting with computers and other technological devices using voice can be highly 

beneficial in many situations and in some cases the only practical method of interaction. 

Systems using speech recognition is already in operation for a wide range of purposes, the 

nature and contexts of which varies greatly. The most prevalent situations where speech 
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recognition is employed are when the user’s hands and/or eyes are busy performing some 

other task. Among the myriad of applications, current and possible uses include: 

• Automated transcription when dictating. There is also speech recognition software 

specifically designed for medical and legal professionals with extensive vocabularies 

in the respective fields. (Devine et al., 2000; Nuance MacSpeech Dictate Legal) 

• Speech-based cursor control for individuals with physical disabilities. (Karimullah & 

Sears, 2002)  

• Alternative input in aircraft cockpits to free up the hands and eyes of the pilot in order 

to better concentrate on the actual task of flying. (Englund, 2004) 

• Interactive voice response systems where users explain their query in their own words 

instead of using a telephone keypad for navigating to the right department when 

dialing a call center. (Suhm et al., 2002; Peacocke & Graf 1990) 

4.2 Sensemaking and multimodal UI 
The notion of an accessible and natural way of locating objects of interest among the ever-

increasing GUI elements has been sought after but not quite addressed. Theoretical support 

for the concept that is VAVS can be seen in studies and the use of speech input in concert 

with regular means of interaction (usually mouse and keyboard, often referred to as direct 

manipulation) for optimizing workflow has been phrased by Human Computer Interaction 

(HCI) professionals. 

The following quotes, which phrases the need and possible use of a system such as VAVS 

in a rather explicit way, are from the paper “Space to Think: Large, High-Resolution Displays 

for Sensemaking” (Andrews et al., 2010):  

“There are some limitations due to the limited support in window 
managers for large workspaces. For example, losing the cursor and 
windows and dialog boxes opening or gaining focus in unexpected 
locations are well known problems on larger displays, and will need 
to be addressed in the development of any future tools designed for 
spatial environments such as this one.” 
 
“This is not to say that the analysts did not atomize the data. Rather 
than extracting it, they all isolated it within the documents through 
highlighting. This was clearly an important activity because all of 
the analysts did this, despite the difficulties it entailed. […] Most of 
the analysts even discovered that they could make semi-persistent 
highlights just by selecting some text and then not touching the 
document again. All of these workarounds suggest just how 
important they found these visual representations.” 
 
 “Just as the various stages of the sensemaking process fluidly 
combine, so did the various representations. The use of highlighting 
is a prime example of this. Highlighting passages in a document is a 
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form of identification and extraction. Many forms of atomization 
completely separate the snippet from the document (e.g., copying the 
passage into a new notes document). Highlighting has the benefit 
that it isolates without removing the information from context. 
Highlights serve a second purpose by creating a richer 
representation for the document as a whole as well. They provide a 
visual cue that aides recognition of the document. As one analyst 
remarked, he ‘just need[ed] the pattern of the highlights’ to recognize 
a document.”!

Many HCI professionals see the use of speech recognition well suited for multimodal 

interaction integrated in a way that runs parallel to the VAVS technique in regards to the use 

of speech input: 

“Hall et al. (1996) provide a decision procedure for when to employ 
natural language over deictic controls – controls utilizing a pointing 
device, such as a mouse, pen or finger. Extending on their ideas, in 
order to accommodate both actions and objects, it appears that 
natural language is best for input tasks where the set of semantic 
elements (entities, actions) from which to choose is: 

• Large, unfamiliar to the user, or not well-ordered. 
• Small and unfamiliar…” (Manaris, 1998) 

 
”Put another way, direct manipulation interfaces are believed to be 
best used for specifying simple actions when all references are 
visible and references are limited in number. In contrast to this, 
speech recognition interfaces are thought to be better at specifying 
more complex actions when references are numerous and not 
visible.” (Grasso & Finin, 1997) 

 

”I believe that voice interfaces hold their greatest promise as an 
additional component to a multimodal dialogue, rather than as the 
only interface channel.” (Nielsen, 2003) 

4.3 “Put That There” 
“Put That There” is a working interaction design prototype implemented at the Architecture 

Machine Group at MIT (Schmandt & Hulteen, 1982). The idea is to not rely on speech 

recognition as the sole means of input (as it will, according to the authors, never be 100% 

accurate) and to use redundant input channels. Interacting with the system is done by talking 

and pointing (on a large display), which is a natural way for humans to communicate. The 

user wears a gesture recognizer watchband at the wrist and a microphone and can point at an 

object onscreen and issue a command that will be executed on that specific object. The 

system can also execute commands entirely initiated by voice and will ask the user questions 

in case of ambiguity. For example, if the user requests an operation on an object and there is 
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one or more identical objects present, the system will ask which one she/he is referring to, 

denoting intelligence and that the command has been understood but needs specification. 

VAVS shares two important features with the “Put That There” prototype, they give 

visual cues to the object being referred to (and they do not replace direct manipulation with 

voice. However, the purpose and usage of VAVS is different. 

5. VAVS: Concept and implementation 

5.1 Formula 
V. Kaptelinin defines the VAVS concept as follows (personal communication, February 22, 

2010): 

A user is trying to locate an object of interest on a crowded display. 

1. The user calls the object (e.g. its name) out loud. 

2. The system recognizes the user’s voice, matches it to a displayed object, and 

highlights the object with a visual cue. 

3. The user’s attention is guided by the highlighting cue to the object. 

4. The user locates the object. 

5. (The user confirms that the highlighted object is the object of interest and may issue a 

command to be carried out with said object.) 

5.2 Distinction 
Voice Assisted Visual Search is different from “Put That There” (Schmandt & Hulteen, 1982) 

and other interaction interfaces on two key aspects: 

• The voice is used for locating, not selecting a previously located object. 

• No command is carried out by voice, thus nullifying the potential precarious 

consequences of a user or system’s error regarding speech recognition. 

5.3 Prototype 

5.3.1 Technical outline 
The hardware consists of a laptop with an external microphone and mouse. The laptop is 

running a speech recognition program (set in commands mode) that can execute custom 

scripts. Every name to be uttered when using the prototype is defined in the commands 

library of the speech recognition program and linked to the corresponding script. All 

predefined commands (such as “open application x”, etc) included with the implementation 

of the program were removed from use.  The program is set to listen to a user without the 

need to push a button first (known as push-to-talk). 

The visual interface is a dynamic document opened with a web browser in full screen 

mode. The scripts executed by the speech recognition software outputs key codes and 

keystrokes into a form in the document. The document can thus acknowledge voice 

commands and change state as a function of the form’s value. The document displays the 
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image equivalent of the current value and replaces the image whenever the form’s value 

changes to a new recognized value, as defined in the document code. 

5.3.2 Technical specifications 

• Computer 
Apple MacBook Pro, 15.4-inch (diagonal) widescreen display 

2.33 GHz Intel Core 2 Duo 

4 GB 667 MHz DDR2 SDRAM 

Mac OS X 10.6.3 Snow Leopard  

Microsoft IntelliMouse Explorer 3.0 with USB connector 

• Microphone 
Logitech USB Desktop Microphone 

Frequency response: 100 Hz-16 kHz 

Input sensitivity: -67 dBV/!bar, -47 dBV/Pa +/- 4 dB 

8-foot shielded cord with USB 1.1 connector 

• Speech recognition software 
Nuance MacSpeech Dictate International 

Version: 1.5.8 

6. Experiment design 

6.1 Subjects 
Eight subjects, 23 to 33 years old, male native Swedish speaking students at Umeå University 

took part in the study. 

6.2 Material 
Two maps were employed in the study (see Figure 1, Figure 2). Both maps were loosely based 

on Adobe Photoshop filter-generated images as reference for state/country borders. The 

names of the states/countries were then randomly assigned to map regions. The maps were 

designed so that subjects would be at least somewhat familiar with the names of the map 

regions but both maps were randomly constructed so that subjects could not use previous 

knowledge to infer the location of a map region. 
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Figure 1. Map One. 

6.3 Procedure 
The subjects were tested individually. Each session started with a voice profile calibration to 

optimize the speech recognition program, where the subject reads aloud for around five 

minutes. The subjects were then instructed to carry out a series of tasks consisting of: 

1. Receiving a name of a map area (displayed at the top left side of the screen). 
2. Locating and clicking the area on the map using the mouse. 

The tasks were organized into two blocks of trails, Map One (49 tasks) and Map Two (47 

tasks). During the Speech (S) block the subjects were instructed to use the microphone and 

pronounce the names of the map regions they were looking for. During the No Speech (NS) 

block voice recognition was disabled. Task completion time was automatically registered by 

the dynamic document. The subjects started the test themselves by clicking the start button. 

Every subject followed instructions and had no chance of trying to memorize the maps on 

beforehand. 

Completing a session took around 30 minutes in total, including voice profile calibration 

and general overhead time. Before the end of the session the subjects were asked what they 

thought about the two blocks of tasks. The subjects were also asked if they thought they 

would use a voice assisted visual search system when for example finding the right gate 

(scanning rows of departure monitors) at a busy international airport, granted that they did 

not have to go through the voice profile calibration steps. 
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Figure 2. Map Two. 

6.4 Design 
Each subject carried out a total of 96 tasks, divided into two blocks of trails. For half of the 

subjects the first block of trails employed Map One, and the second block employed Map 

Two. For the other half the order was the opposite. Table 1 illustrates the overall design of the 

sessions. The sequence of map region names was individual for every subject as they were 

randomized by the dynamic document for each map. 

 

 

 

 

7. Results and analysis 
Please see appendix for detailed results. 

The first five tasks of every map were omitted in order to only deal with data not affected 

by possible initiation discrepancies. (No tasks were excluded when listing the map region 

names by longest time taken, since that would not compute correctly.) However, there is 

nothing evident suggesting that the first five tasks produced longer times than the rest of the 

tasks. 

The results of the tests show a clear and constant advantage when using VAVS. On 

average, the use of Speech on Map One required 44 percent of the time it took to complete 

the tasks with No Speech. A similar figure was shown for Map Two, 48 percent.  

Order of conditions 
Table 1.  

S ! NS NS ! S 
Map One ! Map Two 2 subjects 2 subjects 

Order of Maps 
Map Two ! Map One 2 subjects 2 subjects 
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Greatest improvement in completion time for a subject with the help of Speech was 35 

percent. The smallest improvement was 66 percent. 

The results were analyzed using the Wilcoxon signed-rank test (N=8). The difference 

between the No Speech and Speech condition was statistically significant (W+=36, W-=0, 

p=.01). 

 

 

 

 

 

 

 

Figure 4. Average completion time in minutes in the conditions of the study. 

After the test the subjects were asked about their experience with and without the VAVS 

technique. The majority was positive to very positive about the concept and most of them 

were also surprised of the performance of the speech recognition system. They experienced 

the Speech block significantly faster than the No Speech one.  

When asked about using something similar to this prototype when looking for the right 

gate (scanning several rows of monitors) at a large international airport the response was less 

clean-cut, although most of the subjects could definitely see themselves using a system like 

VAVS at busier airports. A few subjects raised the question of integrity in that specific 

scenario, concerned about showing other people where they would be going, while there were 

other subjects not minding that at all. 

8. Discussion and conclusions 

8.1 General  
This thesis has studied the possible value of Voice Assisted Visual Search. The benefit of a 

system such as the VAVS concept has been supported both in theory and practice. This study 

is by no means a conclusive assessment. The study does, however, suggest that the VAVS 

technique is promising. 

Obviously, the experiment conducted for this thesis is only one out of numerous tasks, 

situations and contexts where the use of VAVS should be investigated.  Not only for a broader 

perspective overall and a more thorough understanding of the VAVS concept’s applicability 

but for knowledge such as the thought-process of a user using a VAVS-supported system 

when the user does not know the exact name (or keyword) of what she/he is looking for. This 

could prove both disabling and/or enabling for the concept that is VAVS. This, I would argue, 

is not the main purpose of VAVS, nor is it a deal breaker, but one that is related and likely of 
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substantial importance. Also one where knowledge could be drawn from existing and future 

research on information and semantics.  

8.2 About error rates  
Some people would argue that recording error rates during tests is imperative whenever 

dealing with voice recognition. The nature and purpose of VAVS is however different from, 

for example, voice recognition engines. While VAVS do need a voice recognition engine for its 

implementation, it is not an engine. It is a concept or a technique, if you like. Its utilization is 

not dependant on a specific voice recognition engine. In the tests conducted for this study no 

error rates were recorded on paper. Errors, due to poor pronouncement by the subject or 

voice recording software performance, are accounted for in the total completion time. The 

purpose of the test was not to analyze detailed reports on specific errors, but to see if, and if 

so to what extent, VAVS provides an advantage over conventional visual search. 

8.3 Concept implementation  
Construction of the prototype was done on the Mac OSX Snow Leopard platform using 

AppleScript as a link between the voice recognition software and the test document. The 

prototype is to be seen as a proof of concept. AppleScript and other resources used for this 

prototype is of course not the only way one could implement VAVS, though AppleScript 

provides a relatively ample method for interfacing with a Macintosh computer through voice 

commands. Some software for Mac OSX support AppleScript (and many, especially third-

party software, do not). So on the Mac platform, there are application programming 

interfaces (API) to implement the VAVS technique for relevant software. The study does not 

address other operating system platforms. 

In a more general sense, I can see several scenarios on how the VAVS concept could be 

implemented to be widely accessible, ranging from programming VAVS support for each and 

every application where developers do all the necessary functions themselves, to more or less 

fully automated where the operating system will identify objects on screen by their pathname 

or otherwise. 

In this case, the use of an external microphone was chosen. Many computers today, 

laptops in particular, have built-in microphones. As a result, in theory at least, no extra 

hardware is needed for implementing VAVS. 

9. Possible future research 

A computer user supported by VAVS may want to define new objects of interest, or add new 

names to existing ones. 

Today, when working on complex tasks involving for example several text documents, 

many people open up new, blank, documents as local pastebins or change the font color of a 

specific part of a document in order to find it again at a later point in time. Allowing the user 

to, in a straightforward manner, temporary define, for example, a selected piece of text as a 

new object of interest may be a valuable asset.  

A display setup such as the 32 megapixel (10,240 x 3200) “analyst’s workstation” 

(Andrews et al., 2010) might render a technique like VAVS considerably less usable. A screen 
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real estate of extreme size could have a user looking at one side of the display, calling the 

VAVS system for a visual cue of an object of interest and completely missing the cue if the 

object is on the other side of the display. 

Situations of that nature can possibly be countered by integrating a set of small, cheap 

speakers to the VAVS system. Placing a speaker at each of the four corners of what 

constitutes the display setup and having them play an earcon (Benyon et al., 400) at a volume 

relative to the object of interest’s proximity when cued could be a viable way of extending the 

reach of visual cues. 
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