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Abstract
With an ever growing amount of information that most activities produce today the 

tradition has been to use different systems to store and manage the data. Depending on 
its type, the spreadsheets could be stored with FTP on some file server with an obscure 
directory structure, and every time that new meeting protocol must be added to the 
homepage it's added manually, the phone numbers of every employee is written on a 
long  forgotten  paper  hanging  in  the  corridor,  and  so  forth.  Could  some sort  of  an 
information  infrastructure  consolidate  all  data  to  be  easily  found,  accessed  and 
updated? An infrastructure like that must be able to handle different types of data, it 
must  be based on common technologies for  untroubled management from different 
applications and it must scale well as the data continues to increase.

REST or Representation State Transfer is an architecture style as a set of guidelines 
of how HTTP was originally intended to be used. REST advocates that information 
should be logically divided into linked resources where each resource is identified by 
an URI, and where operations on the resources is performed by the methods of HTTP: 
GET, PUT, POST and DELETE. Content-negotiation is used to deliver different types 
of representations of the resources to the clients. This makes a system based on REST 
loosely coupled and interoperable.

This thesis aims to get a deeper knowledge of REST and how it can be used in  
distributed systems.
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Chapter 1 – Introduction
It's a known fact that most kinds of activity's today generate a lot of digital informa-

tion. It's  estimated that by 2011 the amount of digital information will  be 10 times  
larger then of  2006 [IDC 2008].  So,  what  tools  do we have to  battle  such a large 
increase of data?

Currently there are several ways to store and organize data where simple file storage 
on hard drives or a relational database, accessed by desktop or web applications, is  
probably the most commonly used. These technologies will likely stay with us for a 
long time, but even if not being a new type of file system or database, one fairly new 
interesting tool have arose at our disposal: REST.

REST, or Representational State Transfer, is simply an architectural style that to-
gether with well known standard technologies constitute an appropriate instrument to 
bring order and ease of administration to an information infrastructure. But how can 
REST really give us scalability, adaptability and deliver flexibility, requirements that a 
new tool would need in order to stand out among the already established systems [IDC 
2008]?

Purpose
This thesis is dedicated to my search for applications and architectures that can act 

as a tool for handling large volumes of differentiated data. I did a brief study of REST 
in a previous course which caught my interest, and from my work as an administrator I  
noticed that a common problem in many organizations is to handle all the data. And 
also  the  often  occurring  problem of  searching  information,  which  for  some  reason 
always  seems  to  be  more  easy to  do  on  the  entire  Internet  then  in  a  substantially 
smaller intranet. I imagined a kind of an information infrastructure that could organize 
and control the data. A system where information would be:

• easy to find
• easy to implement
• easy to update
• secure

Easy to find in the sense of a master structure that gives you a feeling of where to 
start the search. Full text search should be possible with extra tools. The structure is 
also related in adding new things. Depending on the context it can sometime be really 
hard to  know where to  store  new data.  Using a  hierarchy structure is  easy for  the 
human mind to grasp, but it may sometime become difficult to know where new items 
should be stored. Perhaps a more free system with categories would be better.

With  all  the  different  media  types  the  information  must  be  easy  to  implement. 
Therefore it's important that the data values are separated from the layout. This means 
that  the  values  themselves  are  not  bound in  a  particular  format  with  a  predefined 
layout, such as font-size. The values must be pure data1 for easy implementation where 
ever needed.

Being easy to update is something that is less common in those solutions I have seen 
being deployed in offices. When information is difficult to update people tend to talk  
about it over the coffee break and how you have to manually correct the faulty address  
in the document before printing it. Why do we copy the same information everywhere 
to make it very difficult to keep updated and if it is possible to update it tends to be an  
awkward process? I believe that if data is easy to update it will encourage users to also  
keep it correct. And if this updated value has an origin, a single point where it's stored,  

1 I.e. also including metadata if existing.
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the changes could propagate through out the entire system automatically2.
Security is something that you as “just a user” shouldn't notice very much. You log 

in and start working. Important things here is to achieve a policy on authentication for 
access and updates, integrity and encryption for sensitive information and backups for 
availability. Security is complex and isn't just about these parts, none the less, it should 
make you sleep better at night.

Can REST be a missing puzzle piece in my desired information infrastructure? In 
order to answer that I must get more knowledge of this architecture style, study its  
strengths and weaknesses.

Definitions
It's assumed that the reader is familiar with at least TCP/IP, HTTP, HTML, XML, 

general concepts of databases and the client-server model.
The following definitions are large subjects themselves but a short description is 

made to clarify these terms as they are used in this thesis.

Architecture
“An architecture determines how system elements are identified and  
allocated, how the elements interact to form a system, the amount and  
granularity of communication needed for interaction, and the interface  
protocols used for communication.” [Fielding 2002]

Architectural Style
“An architectural style is a coordinated set of architectural constraints  
that restricts the roles and features of architectural elements, and the  
allowed relationships among those elements, within any architecture that  
conforms to the style. Thus, a style provides a name by which we can  
refer to a packaged set of architectural design decisions and the set of  
architectural properties that are induced by applying the style.” [Fielding 
2002]

URI
The URI, Uniform Resource Identifier, gives a consistent way to uniquely identify 

resources. It's basically a string with a mandatory scheme to denote its individual type. 
URIs can be divided into two sub types: URL – Uniform Resource Locator and URN – 
Uniform Resource Name. They are both URIs but they differ from each other. The 
URL is giving the location of a resource and is commonly used in web browsers, while 
the URN its name without stating its location. [Coulouris 2005]

Coupling
In distributed systems coupling: “indicates the degree of dependency any two sys-

tems have on each other” [Papazoglou 2008]. A tightly coupled interface is designed 
for  a  very specific  library or  programming language  and  will  be  very sensitive  to 
architectural changes because its protocol is more or less unique for its application. A 
loosely coupled interface uses a more homogenous protocol to make it independent of 
a particular language or framework. Loose coupling vastly lowers the effort that would 
otherwise be required by developers to establish communication between two different 
systems.

2 Following the well known term: DRY – Don't Repeat Yourself.
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Chapter 2 – Representational State Transfer
The dissertation Principled Design of the Modern Web Architecture [Fielding 2002] 

introduces the Representational State Transfer (REST) architectural style as a sugges-
tion to redesign the use of the Hypertext Transfer Protocol and the Uniform Resource 
Identifier's (URI).

The authors imply that using this style would minimize latency and network com-
munication while maximizing the scalability and independence of system components. 
REST uses caching and reuse of interactions, dynamic substitutability of components, 
and processing of actions by intermediaries, in order to meet the need of an Internet-
scale distributed hypermedia system. [Fielding 2002]

The development of REST was mainly realized between 1994 and 1995 in parallel 
to the development of HTTP/1.1 and was further improved over the following five 
years,  with  the  intention  to  illustrate  how  well-designed  web  applications  should 
behave. [Fielding 2002]

The Rudiments
An  interpretation  of  the  name  “Representational  State  Transfer”  would  give 

something like: resource state transfer by representations. The term “Representational” 
means that a resource is embodied by a representation, while “State Transfer” means to 
statelessly transition the state of the resource3. Thus each communication between the 
client and the server is stateless and may contain a request of the current state of the  
resource,  i.e.  a  read  operation;  or  create,  alter  or  delete  a  resource,  i.e.  a  write  
operation. The server is only keeping track of the resource's current state and will never 
store any information about the client.

In a technical view REST expose resources, identified by a unique identifier, to a 
uniform  interface  consisting  of  a  fixed  set  of  methods.  Almost  every  REST 
implementation is based on HTTP4 with its methods: GET, PUT, POST and DELETE. 
GET is used to retrieve a representation of the resource, PUT and POST to update and 
create new resources and DELETE to remove them, where the resources are identified 
by URIs.

Characteristics
A summary of the basic characteristics, or constraints, of REST would yield:
• Client-server based
• Each resource, or data object, have its own unique identifier, an URI.
• The resources are manipulated by a fixed set of methods, which in this case is 

the HTTP methods: GET, PUT, POST and DELETE.
• The type of representation may be requested by the client, i.e. the URI itself  

does not say anything about the returned type of data, only what data it is.
• The  usage  of  HTTP brings  a  number  of  extra  abilities  such  as:  message-

oriented,  stateless  communication,  advanced  cache  support,  compression, 
content negotiation etc.

3 This is from a server perspective. If viewed from a client perspective “State Transfer” would rather mean that 
the client state changes by navigating between different resources. [Fielding 2002]

4 It's possible to use other protocols then HTTP as long as they are client-server based, stateless and have a 
uniform interface, but here the focus is mainly on HTTP.
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The Resources
A resource may be any kind of  information that  can be named.  Some examples 

could be: an employee, a list of employees, a particular meeting, a list of employees 
participating in a particular meeting. Depending on the type of the resource it would 
then contain relevant information, like for the employee resource: name, employee-id, 
email, salary and so on. This would commonly be information derived from a database, 
but a resource could also be the result of a measurement, like the temperature recorded 
by a thermometer. Or perhaps be an engine controller of a fan with the possibility to 
read or set the speed. A resource is simply a data object that can be named and that 
needs to be accessed by a client.

One of the most important aspect of the REST architecture style is the ability to 
locate and identify every resource. This is achieved by letting each resource have its 
own unique identifier, its own URI, and then link the resources together by including 
references  between  them.  The  resource  with  the  list  of  employees  would  give  a 
reference  to  each  employee  resource.  In  this  way the  client  just  need  to  view the 
employee list to get the URIs of employees of interest.

The ability to reach every resource from another is a concept called addressability. A 
system is addressable if it's possible to reach all resources via some list, predefined 
scheme  or  search  result.  Addressability  also  beneficial  in  another  essential  facet, 
Metcalfe's law: “the value of a network is proportional to the square of the number of  
links” [Costello 2006][WP 1]. The more connections between different resources the 
higher the systems value which is one of the reasons behind the success of the World 
Wide Web, see Figure 2.1.

Figure 2.1:  Two telephones can make only one connection, five can make 10 con-
nections, and twelve can make 66 connections. Thus, the number of connections (c)  
between nodes (n) is given by: c = n(n – 1)/2. This fact is the origin of Metcalfe's  
law that  state  that  the  value  of  a  network  is  proportional  to  the  square  of  the  
number of links. And in analog to connections this can be applied for links between  
resources. [Costello 2006][WP 1]

Predefined Methods
There is a limited number of methods needed in order to perform all the possible 

operations on a resource. For relational databases this is commonly known as CRUD: 
Create,  Read,  Update  and  Delete,  which  is  the  fundamental  methods  required  to 
manipulate table data.

REST and HTTP works in the same way, that a predefined set of methods cover any 
possible scenario needed to handle resources. A disadvantage with predefined methods 
is that it may not be the optimal solution for every type of system, but this compromise 
is necessary in order to achieve a unified interface.

So with a carefully selected set of methods it's possible to cover every conceivable 
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scenario of uses [Richardson 2007][WP 2]:
• GET – retrieve a representation
• PUT – replace data values or create an empty resource
• POST – add a new resource in the case where the server must create a 

new URI, else append to an existing resource
• DELETE – delete a resource
• HEAD and OPTIONS – retrieve meta data of a resource

The GET Method

GET is the same operation as the web browsers use to retrieve a page from a web 
server. In other words, it makes a request of a specific resource to the server together  
with a header. This header may contain different properties like the desired MIME-type 
of  the  response,  i.e.  the  selection  of  a  representation-type,  if  the  response  may be 
compressed, appropriate languages and so forth. If the requested resource is found it's 
returned to the client as a representation, but if an exception occur a response code 
explaining the problem is returned instead.

Further more, the GET method must always be implemented completely without 
side-effects to reflect a read-only operation, since this is what it is.

The PUT Method

The usage of PUT is twofold. Firstly, if PUT is invoked on an existing resource its 
values get replaced with the once sent by the client in the message payload. Secondly,  
if it's invoked on a non existing resource, an URI that doesn't map to a resource, the 
resource is created by the server and assigned to this URI. Likewise, if this message 
payload is containing data it will be written to the newly created resource [Richardson 
2007]. 

Thus the semantic of the PUT method sent from the client to the server could be 
summarized as: “put this here”, so if the resource exist it's overwritten, else it's created.

The POST Method

When a client sends a POST message to the server the outcome will depend on the 
server implementation. One common way of functionality is to let the server create a  
new resource and then return this new URI to the client; similar to a SQL-INSERT 
operation. The exact value of the new URI is decided by the server, it may for instance  
be a unique numerical id attached at the end of the request-URI to identify the new 
resource. A perfect example of this could be a bulletin board system where users POST 
to a URI that is a list of messages. The server then creates a new message from the  
content of the payload sent by the client and assign it to a new unique URI which is  
returned. In this way the client can create a new message for the bulletin board but still  
letting the server decide the new URI.

There is another common use for POST in the case where you need to append data 
to an existing resource. This kind of implementation suits a log. To add a new entry to 
the log the client simply sends it a POST with the content in the message payload. The 
server logic then adds this content to the end of the resource data, and the next time a 
GET is invoked the log can be seen as updated with the new content.  [Richardson 
2007]

A summary of the POST semantic would hence be something like: “do something 
with this”.

- 11 -



The DELETE Method

DELETE is the most self explaining method, it simply deletes a resource. To delete a 
resource just send a DELETE message to its URI and the server deletes it.

The HEAD and OPTION Methods

Not often used but available is HEAD and OPTIONS methods. HEAD is equivalent 
of GET with the only difference that the payload of the response is omitted, so only the 
header is returned to the client. OPTIONS returns the allowed methods of a resource. 
[Richardson 2007]

Idempotent Operations

Occasionally in network communication a message sent to a server is lost or takes  
an unusually long time to reach its destination. In that case the same call to the server  
will  probably be repeated by the client. If the call is an operation that changes the  
resource,  for  example removing the last  blog entry,  a  repeated call  could then risk 
removing 2 blog entry's instead of the only intended 1.  It's impossible to know if a 
message have reached the destination or not, so an operation that removes the last blog 
entry is generally a bad design. Instead, operations should be made idempotent when 
ever possible.

An idempotent operation is an operation that if repeated will not further change the 
resource state. In other words, the first time the operation is invoked it will perform its 
changes but if exactly the same operation is invoked again it will not change anything 
further. For instance, if you send a request to a server to delete an item the item will be 
deleted, and if the client sends this request again nothing will change, since the item 
was already deleted. The server should respond with a status code telling the client that 
the operation was already executed. [Richardson 2007]

Representations
As a resource can be of almost any kind of information, a representation is used to 

give it a structured form or type. This is basically consisting of bytes with a standard 
definition of how these bytes are structured, i.e what the data is. In this way the actual  
values may be stored in a database, be some result from a complex calculation or text 
read from a file etc., but the representation of this data may look completely different.  
In one instance a representation of some financial data could be in XML in the format 
of a table, in another representation it could be as a PDF or Excel document with some 
rendered graphical diagrams; but the origin of this data, the resource, could still be the 
same.

Further,  it's  important  to  see  that  representations  are  used  both  ways  of  the 
communication, as a response from the server and possibly in a request to the server.

The advantage of using representations is greater adaptability with an easy extension 
of new types without disturbing the current usage of the system. A looser coupling  
between client and server is also achieved by hiding the real source of the data.

HTTP
With  HTTP  as  the  protocol  there  are  some  notable  abilities  that  are  directly 

inherited, such as message-oriented, client-server style and advanced cache support.

Caches

A REST server with implemented HTTP will take full benefit from caches with no 
or little effort from the implementer. This means that a client can ask the server if a  
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resource been changed recently to receive an updated representation if needed. This is 
done by adding the If-Modified-Since header in the GET operation and is a very 
powerful  feature that  increases the system throughput,  especially for  resources that 
doesn't update too often.

Stateless

To simplify the implementation of HTTP the attribute of statelessness was chosen. 
This ability in conjunction with caches greatly increase the throughput of the system.

Compression

A modern CPU can on very short time compress a larger amount of data. On average 
it's possible to halve the size of a transmission by compressing it, resulting in doubling  
the bandwidth. And as with HTTP cache this feature is easy to use as it's built in into 
the protocol. [Brown][Berry]

Content-negotiation

Built  into HTTP is also content-negotiation. This feature makes it  possible for a 
client  to  request  a  specific  representation  of  a  resource.  XML  is  a  common 
representation  format  and  is  simply  denoted  with  its  MIME-type:  text/xml or 
application/xml. If a server cannot deliver the requested MIME-type a response 
code or a default type will be returned instead.

Content-negotiation may also be a disadvantage in some cases, since if the client 
cannot affect the settings of content-type or accept-language then it's also impossible to 
choose the content-type, i.e. the representation format.
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Chapter 3 – Engineering
The most common way to develop a REST based system is by using the bottom-up 

approach.  In  this  approach  a  system  design  begins  by  defining  the  low  level 
components, and then gradually add functionality by connecting them together until the 
system objective is fulfilled.

In  a  general  view  the  bottom-up  approach  have  been  criticized  of  being  over 
developing a system by creating components without having a clear idea how parts will 
be  linked  together,  or  creating  parts  that  isn't  actually  needed in  the  end  [WP 3]. 
However,  in  REST  this  is  actually  a  benefit,  since  a  complete  set  of  addressed 
resources  will  encourage  future  developers  to  reuse  the  system  in  new  ways  that 
perhaps were not thought of in the primary design. In other words; REST is supposed 
to  expose  a  complete  set  of  linked  resources  in  the  form of  a  simple  interface  to 
constitute an easy access in present and future implementations.

Design Steps
To design a complete REST based solution the following steps should be followed 

[Blue 1][Richardson 2007]:
1. Identify resources
2. Link resources
3. Select and create formats
4. Identify method semantics
5. Select response codes

Step 1: Identify Resources
A suitable  first  step is  to  identify all  the relevant resources.  A relevant resource  

depends a lot  on the context and the purpose of  the system. For instance,  relevant 
resources for a help desk could be a list of all customers, individual customers and 
common types of problems and so forth. These resources contains all the structured 
information about its subject and are often a representation of data collected from a 
database. A resource could also be the result of a measurement, like the temperature 
recorded by a thermometer. The naming of resources can be difficult in some cases but 
strive to use simple and direct nouns. [Richardson 2007]

It's important not to make every little piece of information a separate resource but 
instead bundle them together into logical units. A customer resource would probably 
have a record of the customers name. The name could in theory be its own resource but 
this would increase the complexity and the development time of the system. Therefore 
it's necessary that the server can return the requested data in a structured format, like  
XML or JSON5. In this way it's easy to fetch the customer name from the response if  
needed without the use of a separate “customer name” resource.

If the resource consist of a large amount of data then it's a good practice to give the  
option of splitting the data into chunks or use pageing. A query parameter could reduce 
data size if needed like: .../publications?fromDate=2010-01-01&untilDa
te=2010-03-01 or .../publications?page=0&size=100 for instance. These 
query  parameters  could  reduce  the  amount  of  data  returned  by the  server  to  only 
include a subset of the publications.

URI includes predefined semantics with its corresponding symbols to help declare 
and structure the resources [Richardson 2007]:

• Hierarchy:  A slash-sign  “/”  is  used  to  denote  a  hierarchy relationship.  For 

5 JavaScript Object Notation – a human readable text format used for data interchange.
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example:  .../furniture/tables points  out  that  “tables”  is  a  sub 
resource  to  the  “furniture”  resource.  The  use  of  a  slash  as  a  hierarchy 
denotation  is  common  in  the  computer  world  and  is  used  by  several  file 
systems.

• Query: Query's as “?” followed by one or more string parameters, separated by 
“&”, may also be used. This is ideal for making finer selections of the results 
in lists for instance, like setting sort order, adding a filter or other criterion's on 
the result for the query. This is used for the GET method and denotes an input  
into an algorithm where the response is the result.

• Ordered list: A comma “,” is useful when subjects need to be listed and when 
the order of this list is important. For example: http://company.com/db
/resources/accidents/sectors/12.345,23.456 could reference a 
resource  describing  an  accident  occurred  by  its  geographic  location.  The 
coordinates are separated by a comma that shows that the order of the two 
coordinates are important.

• Unordered list: Semicolon “;” declare an unordered list. Very much like “,” but 
without  the  importance  of  the  ordering.  .../pictures/dog;happy;bl
ack could be used to list all pictures tagged “dog”, “happy” and “black” for 
instance.  In  this  case  the  tags  are  also  resources  themselves  like: 
.../pictures/dog and  so  on.  This  is  path  variables  used  to  avoid 
hierarchy relationships.

• Metadata: The punctuation “.” is for resource meta data coupled to the URI. A 
perfect usage is for map zooming, 0 would be the largest possible map and the 
increasing  numbers  would  be  the  different  zoom  levels.  For  example 
/maps/europe.0 could  show  the  full  view  of  Europe  and  /maps/
europe.4/11,22 would  be  zoomed-in  four  times  and  centered  at  some 
coordinates. Another example for the punctuation is to override the Content-
Type header  to  denote  document  types  like:  /pictures/321.jpg,  or 
selecting a particular language of a product manual: /manuals/321.se.

Each identified resource need a URI. It's a good idea to create a table that declare the 
different resources and the corresponding URIs. Table 3.1 shows an example of some 
resources useful to an imagined company for renting cars.

When assigning  id-numbers  and  similar  identification  tokens  to  resources  it's  of 
course best to follow the general design principles and not use an id that may change 
over time or may be of sensitive information. The registration number of the car seems 
to be a good “car-id” for individual cars, but plate numbers may actually change over  
time so a unique random number is recommended. The same reasoning goes for the 
“customer-id”, using the social security number may be a bit sensitive, so a unique 
random number is probably the best.

The last resource in Table 3.1 is a special resource that lists other resource's. It acts  
as a starting point for the client applications to always show an up-to-date list of the 
“upper” resource's the system contains. This special resource is the essence of the two 
types of states that exists, the server-state that keeps track of the resource's current 
value, and the client-state that changes with the work flow as the client is navigating 
through different resources. With this static starting point the rest of the system can be  
reconfigured dynamically if needed and at the same time making it self-documented. In 
order for this to work this URI must never change and a standard terminology must be 
used to refer resources to there respective URIs. The linking to other resource's can be 
done with defined standards like Atom6 or XLink7, or by using a custom semantic.

6 Atom is a syndication format and publishing protocol used to manage feeds for news articles for example, see: 
http://en.wikipedia.org/wiki/Atom_(standard).

7 The standardized way of linking XML documents together, see: http://www.w3schools.com/xlink/default.asp
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Table 3.1: It's convenient to create a table when identifying the different resources and  
assigning the URIs. {car-id} and {customer-id} in the addresses is a template notation  
of a id-number for an individual car or customer. Note how query parameters are used  
to list cars with a given status. If the address “cars4rent.com” exists it has nothing to  
do with this thesis.
Resource URI Description

Cars http://cars4rent.com/resources/cars List of all cars

Car http://cars4rent.com/resources/cars/{car-id} Information of an 
individual car

Rented cars http://cars4rent.com/resources/cars?status=rented List of all cars that are 
currently rent by a customer

Available cars http://cars4rent.com/resources/cars?status=available List of cars that are 
available

Cars on service http://cars4rent.com/resources/cars?status=service List of cars that are on 
service

Customers http://cars4rent.com/resources/customers List of all registered 
customers

Customer http://cars4rent.com/resources/customers/
{customer-id}

Information of an 
individual customer

Resources http://cars4rent.com/resources List of all resources, like 
customers, cars etc.

Also in Table 3.1, the resources for lists of cars that are currently rented, available or 
on service is referenced by including a query parameter in the URIs. An alternative 
way  of  using  query  parameters  would  be  to  use  the  hierarchy  notification,  like:  
/resources/cars/rented, /resources/cars/available and /resources
/cars/service as shown in Table 3.2. This is commonly used by developers and 
works  just  as  well  as  using  query's,  but  query  parameters  are  supported  by  web 
browsers to directly translate HTML-form input fields to query's. Another advantage of 
using query parameters is that it's easy to extend the functionality to, say, list all cars of  
model  Audi  A6  that  are  currently  rented  or  available  with:  /resources/cars?
status=rented&status=available&brand=Audi&model=A6.

Table 3.2: In comparison to Table 3.1, with URIs that uses query parameters to list  
cars with a current status, it would be possible to use a hierarchy notation instead,  
like:  “cars/rented”,  “cars/available”  and  “cars/service”.  But  this  would  be  more  
difficult  to  use if  the  different  lists  of  cars  need to  be extended in the future. For 
instance, constructing a URI for a resource to “list all rented or available Audi A6  
cars” would be harder to semantically express by using a semicolon separated list as  
the style in this table is emphasizing, than by using query parameters.
Resource URI Description

Cars http://cars4rent.com/resources/cars List of all cars

Rented cars http://cars4rent.com/resources/cars/rented List of all cars that are currently 
rented by a customer

Available cars http://cars4rent.com/resources/cars/available List of cars that are available

Cars on service http://cars4rent.com/resources/cars/service List of cars that are on service

It's also possible to express the previous URI without using query parameters with 
something  like:  /resources/cars/rented;available;audi;a6,  but  this 
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imply that each term in the semicolon separated list is its own resource with a tricky 
question following: “what does the resulting URI really mean, is it a list of cars that is 
rented and available and an Audi and of model A6”? In this context a car cannot be  
rented and available at the same time so the unordered list styled URI is not really 
stating that  fact.  The use of  query parameters  however,  is  more a matter  of  server 
implementation  of  what  the  parameter  combination  means  and  will  therefore  have 
more freedom when designing the system.

The choice of using query parameters or other types of URI elements is sometimes 
difficult and could lead to a long discussion. In this case where a list of items need to  
be narrowed down, the semantically meaning of the query parameter fits very well. But 
other aspects may come into account, for example if the popular caching proxy Squid 
is used between the client and the server, any requests with a URI that contains query 
parameters won't ever get cached since that's the default behavior of Squid. [SO]

Step 2: Link Resources
A resource that is sitting empty in cyberspace is of no use. In order to reach the 

resource or even know that it exists it must be referenced from somewhere. This is 
done by connecting the different resources together, in the same way web pages are  
linked in the World Wide Web. 

To  continue  on  the  rental  car  company example  from Step  1,  a  car  resource  is 
reached from the cars list, which is naturally. And the cars list is reached from the list 
of resources. The same thing goes with customers who is reached from customer list,  
who  is  also  reached  from  the  list  of  resources.  Figure  3.1  illustrate  the  links,  or 
relationships, between the resources. It's important to make sure every resource can be 
reached somehow.

When using XML as presentation format XLink is the obvious choice for connecting 
to other resources. For JSON it's easy to just create URI fields.

An interesting feature is that once implemented, the server will dynamically create 
the list of cars when the Cars resource is requested, which will always be up to date, 
fully automatic and only require 2 methods as shown in step 4.

- 17 -



Figure 3.1: The links between resources. The top resource Resources acts as a  
root and links to Cars and Customers who links to Car and Customer. Car and  
Customer resources is also linked between each other to keep a history on who  
have rented which car. Finally, a graph like this verifies that every resource is  
reachable.

Step 3: Select And Create Formats For Representations
Each  resource  need  a  defined  representation  in  order  to  structure  the  data.  The 

format requested by the client is defined by MIME-types, in this case where HTTP is 
used.  To  continue  the  example  of  the  rental  car  company  each  resource  is  now 
described with its representation in for instance XML shown in Listing 3.1.

A realistic example in simple XML8 were shown here instead of a XML schema. 
Schema's are useful for computer to computer communication to ensure that a data 
structure is correct and should always be used, but they are difficult for humans to read 
so describing the representation plain text is preferred.

Note how the car-element in Listing 3.1 also include some basic information from 
the car resource to simplify the decision making of the next step for the clients. If the 
list of cars would return only the individual car URIs a client would be forced to fetch 
more information from each car one by one to create a useful list of cars.

8 The given examples are mainly used to describe the design procedure and are not meant to be fully working 
solutions. XML may also seem bothersome to write, but with the right tools it's very easy.
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Listing 3.1: A representation of the Cars resource in XML with MIME-type: text/xml.  
Note how XLink is used to reference individual cars.
<cars xmlns:xlink=”http://www.w3.org/1999/xlink”>
   <car xlink:href=”http://cars4rent.com/resources/cars/4321”>
      <model>BMW 500</model>
      <color>Blue metallic</color>
      <status>
         <available />
      </status>
   </car>
   <car xlink:href=”http://cars4rent.com/resources/cars/5432”>
      <model>BMW 500</model>
      <color>Gray metallic</color>
      <status>
         <available />
      </status>
      </car>
      ...
</cars>

From the  list  of  cars  the  client  can  now move  to  the  next  state  and  request  a  
representation  of  an  individual  car  as  shown in  Listing  3.2.  This  representation  is  
mutable and will be updated by the client application if a customer wants to rent this 
car.

Listing 3.2: A representation of the Car resource in XML. This resource is also linked  
to the customers who rented this car.
<car xmlns:xlink=”http://www.w3.org/1999/xlink” id=”4321”>
   <model year=”2008”>BMW 500</model>
   <color>Blue metallic</color>
   <plate_number>ABC 123</plate_number>
   <chassi_number>1234-567890-123</chassi_number>
   <last_service>2010-11-15</last_service>
   <status>
      <available/>
   </status>
   <customers>
      <customer date=”2010-11-14” xlink:href=”http://...”>
         3845
      </customer>
      <customer date=”2010-09-22” xlink:href=”http://...”>
         2093
      </customer>
      ...
   </customers>
   ...
</car>

XMLs strength  is  its  ability  to  structure  information  and  convert  it  to  different 
formats so XML could easily be turned to JSON or HTML with the use of a stylesheet.

The representation for list of customers and individual customers are made in the  
similar way and is shown in Listing 3.3 and Listing 3.4.

Listing 3.3: An XML representation of the Customers resource.
<customers>
   <customer xlink:href=”http://cars4rent.com/resources/customers/6543”>
      John Smith
   </customer>
   <customer xlink:href=”http://cars4rent.com/resources/customers/7654”>
      John Doe
   </customer>
   ...
</customers>
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Listing 3.4: An XML representation of the Customer resource.
<customer id=”6543”>
   <name>John Smith</name>
   <address>...</address>
   ...
   <rented_cars>
      <car date=”2010-07-10”
           xlink:href=”http://cars4rent.com/resources/cars/4321” />
      ...
   </rented_cars>
   ...
</customer>

Whenever  possible  use  established  standard  MIME-types.  For  example,  if  the 
representation  involves  scheduling  then  perhaps  Atom,  with  its  type 
application/atom+xml, would match the representation. Or for standard format-
ted  text:  XHTML.  For  documentations:  Docbook,  and  so  on.  In  this  way  the 
representation  of  the  resource  would  follow  a  standard,  simplifying  the  client 
implementation [Blue 2]. Unless using established standards the MIME-type is fully 
customizable,  meaning  that  the  developer  may  create  its  own  types  which  could 
include information such as the version of the particular representation. In that case if 
the representations structure is changed over time an older client could request an older 
version of the representation and still continue to function.

Finally the resource list itself shown in Listing 3.5.

Listing 3.5: An XML representation of the Resources resource. This resource serve as a  
starting point for the clients who can find the URIs for the next step to take in there  
work flow.
<resources xmlns:xlink=”http://www.w3.org/1999/xlink”>
   <resource xlink:href=”/resources/cars”>cars</resource>
   <resource xlink:href=”/resources/customers”>customers</resource>
</resources>

A support of several MIME-types for every resource makes the system flexible. A 
representation in PDF with an easy to read layout together with the company logo 
could be used for printing. Representations in XHTML can be inserted directly into a 
web page where the style is controlled by an external CSS. Everything is done from the 
same URI by just using content-negotiation.

As a combination or as an alternative way of selecting the content-type is to let the 
URI contain this meta information. If a particular resource is needed in XML a small  
addition to the URI of  .xml could instruct the server to explicitly respond in this 
format. Using the URI to specify the content-type is practical in some cases, especially 
when testing, since a web browser could inspect the different representations by just 
adding the desired type in the address field. Otherwise testing could also be done with 
programs like curl: curl -H “Accept: text/xml” -O http://cars4rent.
com/customers, which allows to manually set the headers and view the response.

Step 4: Identify Method Semantics
REST state that there must be a limited number of methods to be invoked on a 

resource.  By  using  HTTP the  possible  methods  are  GET,  PUT,  POST,  DELETE, 
HEAD and OPTIONS. In this step the usage of the methods are chosen with the result 
shown in Table 3.3.
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Table 3.3: The corresponding methods chosen for each resource. The lists, Cars and  
Customers, doesn't have a PUT or DELETE method since they cannot be deleted and  
will return an empty list if no sub resources exists. Car and Customer resources doesn't  
use the POST method because updating a particular resource is done with PUT. The  
HEAD and OPTIONS methods are implemented but not shown here since there usage  
is always the same for every kind of resource.
Resource GET PUT POST DELETE

Cars List cars n/a Add new car n/a

Car Get car Update car n/a Delete car

Customers List customers n/a Add customer n/a

Customer Get customer Update customer n/a Delete customer

Resources List resources n/a n/a n/a

Obviously it's important to fully understand the semantics of the HTTP methods and 
when to use them. Each car-id is generated upon creation, this implies that the Cars 
resource should handle the activity of adding new cars. So a client sends a POST to the 
server's  Cars resource with the car  details  as  the payload.  The server will  create  a 
unique id for the new car and create that new car resource with its new URI, and then  
return the new URI to the client.

To make sure  a  resource  have a  complete  set  of  required  methods  think  of  the 
CRUD-operations from  database theory and make a check if the resource covers every 
intended operation. For the Car resource it would look something like shown in Table  
3.4.

Table 3.4: To verify that a resource have a method for each CRUD-operation a simple  
table could be used.
CRUD Method

Create POST to the Cars resource

Read GET on the resource itself

Update PUT on the resource itself

Delete DELETE on the resource itself

This shows that the Car resource is fully covered and have a complete set of CRUD-
operations.

Notice how DELETE is unavailable for the lists, this is because a list itself should 
never be deleted since it's the only way to reach the car and customer resources.

Step 5: Select Response Codes
The last design step is important. In a distributed system it's always difficult to find  

bugs and handle exceptions when they are spread across the network. Therefore it's  
vital to inform the client of successful operations or when exceptions occurs. When 
using  HTTP exceptions  are  handled  with  response  codes  that  can  give  the  client 
valuable information. The response codes are divided into families, with some of the  
codes as following [IANA]:

• 1XX: Informational
• 100: Continue
• 102: Processing

• 2XX: Success
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• 200: OK – the operation is carried out successfully *
• 201: Created – a new resource have been created
• 202: Accepted – continue work the server got the message
• 204: No content – no payload content to sent to client due to an empty 

resource
• 3XX: Redirection

• 301: Moved permanently – URI is no longer used *
• 303: See other – useful to redirect to another “real” resource
• 304: Not modified – client already have the data

• 4XX: Client-side error
• 400: Bad request – server is unable to understand the request *
• 401:  Unauthorized  –  server  asks  the  client  to  authorize  with  HTTP 

authentication
• 403: Forbidden – server deny access
• 404: Not found – URI is unused *
• 405: Method not allowed – method is not allowed on this resource
• 409: Conflict – an operation that results into a server conflict, like setting 

a unique name that is already taken *
• 410: Gone – resource used to exist but is now gone *

• 5XX: Server-side error
• 500: Internal server error – generic server error *
• 503:  Service  unavailable  –  server  is  running  but  unable  to  handle  the 

request
Codes marked with a “ * ” is an important code that should be considered to be used 

[Richardson 2007].
The full list of response codes is capable to cover all the reasonable scenarios since 

the number of methods is limited. If the error code itself isn't enough to explain the 
exception it's possible to include a text message with the response to further help the  
client to process the exception.

Most response codes will depend on the resource and the method used, while some 
codes could be considered as used in every type of system. The status codes that is 
likely useful for every type of systems is:

• 400 – Bad request
• 404 – Not found
• 405 – Method not allowed
• 500 – Server error
• 503 – Service unavailable

Code 400 tells the client that something is wrong with the request, this could be in  
the URI or the content of the payload and information like this is very helpful for the 
client. Code 404 will be automatically returned by the most web servers if the resource 
isn't  found and code 405 automatically  returned if  the method is  unavailable 9.  For 
severe errors like internal server errors a status code of 500 is given. For a server that is 
running but is under heavy load, code 503 is used. The server side errors is impossible 
to be prevented by the client but they do help out a little by at least inform that the  
problem is on the server side.

At this final step it's suitable to summarize the design with a table, Table 3.5 show-
ing identified resources, methods and response codes. All resources is fully addressable 
and have a representation in text/xml, now  only the implementation is missing.

9 When ever 405 is actually automatically returned on unsupported methods is not verified at the time of 
writing, the server may instead respond with 400 – Bad request. If not, this behavior should be implemented.
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Table 3.5: A summary of the design showing all the identified resources, selected meth-
ods and declared response codes. The response codes are in addition to the commonly  
used codes: 400, 404, 405, 500 and 503. And the representation for every resource is  
“text/xml”.
Operation Method URI Response codes

List resources GET /resources 200 – OK, 304 – Not modified

List all cars GET /resources/cars, 200 – OK, 304 – Not modified

List available cars GET /resources/cars?status=available 200 – OK, 304 – Not modified

List rented cars GET /resources/cars?status=rented 200 – OK, 304 – Not modified

List cars on service GET /resources/cars?status=service 200 – OK, 304 – Not modified

Get a car GET /resources/cars/4321 200 – OK, 304 – Not modified

Update a car PUT /resources/cars/4321 200 – OK

Add a car POST /resources/cars 201 – Created

Delete a car DELETE /resources/cars/4321 200 – OK

List customers GET /resources/customers 200 – OK, 304 – Not modified

Get a customer GET /resources/customers/4321 200 – OK, 304 – Not modified

Update a customer PUT /resources/customers/4321 200 – OK

Add a customer POST /resources/customers 201 – Created

Delete a customer DELETE /resources/customers/4321 200 – OK

Issues
Regardless of the design method used there are few well-advised suggestions that 

should always be looked at:
• When naming the resources and constructing the URIs it's a common mistake 

for  developers  to  spend  a  lot  of  time  to  find  the  perfect  names  and  URI 
structures.  While  it's  certainly a pleasure to work with a system containing 
clever  and  beautiful  names it's,  after  all,  going  to  be used  in  computer  to 
computer communication. Computers doesn't care if the resources names are 
perfect or not, so don't over design the names and URIs by spending to much  
time on this step. Try to find a balance where the names are good enough and 
where you can go on to the next design step. The semantics of an URI is very 
important however and should always be designed thoughtfully. [Richardson 
2007]

• Follow the REST concept strictly and never create a URI that are actually a 
method,  like:  /resources/cars?deleteId=4321 or  /resources/
cars/4321?setStatus=available.  This is for many reasons; firstly – 
we have the DELETE method for deletion and the PUT method for updates, 
secondly – calling GET on those URIs would change the state of a resource 
and GET must never change the state of anything. If the needs of a system 
seems to be hard to fulfill with REST then it's probably better to use some 
other architecture or tool to solve the problem.

• There is a potential problem when using REST. Let's say the email address of 
every customer is required for some task. Since the resources should be kept in 
logical units,  the address should not be a  separate  resource.  So if only the 
address is needed the client will first get the list of customers then get the full  
data from every customer one by one. This is fine, the client state changes 
while navigating among the resources and the server is keeping the resource 
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states. But in order to perhaps increase speed it may be tempting to create a 
special resource as a list  of every customer email addresses:  /resources
/customers/email, or letting the address be exposed with its own URI: 
/resources/customers/4321/email.  Creating  this  new  fine  grained 
resource will only be useful in a particular scenario which contradicts to the 
REST philosophy and introduces higher complexity even if it wont affect the 
current system. As far as possible, use the cache system to increase speed, only 
as a very last option should more resources be created for specific tasks.

• Don't break the property of statelessnes by using cookies or sessions. A proper 
design won't need those.

It's of course obvious but REST is only one tool in a large toolbox. If this architec-
ture style doesn't fit the needs simply look for other tools and architectures since no 
technology is perfect, yet.

Implementation
REST over HTTP is supported by several frameworks and tools in most languages. 

A framework in this context is a high-level tool that have a predefined architecture, a 
tool is a simple to use library or implementation that hide most of the boilerplate code 
but still let the developer decide the architecture and the use of design patterns for the 
system.

With  the  focus  on  Java,  JAX-RS is  an  official  Java  API  high-level  interface  to 
describe resources with simple POJO's10 [JSR 311]. This API cannot by it self host 
REST  but  require  an  implementation  and  a  container.  There  are  a  number  of 
implementations available as open source with some examples as:

• Jersey – the reference implementation of JAX-RS [Jersey]
• Restlet – one of the first REST-tools that implement its own API as well as 

JAX-RS [Restlet]
• Apache CXF – a mature framework of industrial strength [CXF]
• JBoss's RESTeasy – a stand alone tool that doesn't require Seam [RESTeasy]

From the example above an JAX-RS implementation of the GET method for the 
Cars resource is shown in Listing 3.6.

To define a resource and assign a GET-method only 3 annotations is needed and 
every framework or tool that implement JAX-RS can be switched out without rewriting 
the source code.

The annotations in Listing 3.6 is doing the following:
• @Path(“/resources/cars”) – defines that the Cars-class is a resource 

with an URI http://cars4rent.com/resources/cars
• @GET – defines that the getCars method is the method to be invoked on a GET 

request for the URI http://cars4rent.com/resources/cars
• @Produces(“text/xml”) – defines that the MIME-type of the response 

from the GET request is in readable XML
This example is not complete if compared to the design steps above for the Cars 

resource, but it's an indication on how easy it is to use JAX-RS.

10 POJO or Plain Old Java Object, is a simple java object with fields, getter- and setter-methods.
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Listing 3.6: Example resource in Java with JAX-RS 1.1 annotations.
import ...;
import javax.ws.rs.GET;
import javax.ws.rs.Produces;
import javax.ws.rs.Path;

@Path("/resources/cars")
public class Cars {
   @Inject
   private EntityManagerFactory emf;
   
   public Cars() {
   }
   
   @GET
   @Produces("text/xml")
   public String getCars() {
      StringBuilder xml = new StringBuilder();
      
      xml.append("<cars>");
      
      EntityManager em = emf.createEntityManager();
      try {
         List<com.cars4rent.model.Car> cars = 
               em.createQuery("select c from Car as c").getResultList();
         foreach(com.cars4rent.model.Car c : cars) {
            xml.append(c.toXmlSummary());
         }
      } finally {
         em.close();
      }
      
      xml.append("</cars>");
      
      return xml.toString();
   }
}

Security
REST by itself doesn't state anything about security but are instead depending on its 

carrier protocol. By using HTTP, encryption and authentication is always available as 
HTTP's standard security protocol is supported by every major web browser and web 
server today.

From a resource perspective the main security needs would be:
• Availability
• Encryption
• Integrity
• Resource authentication
• Method authentication

High availability can be achieved fairly easy thanks to the stateless nature of REST. 
If one server goes down another can immediately take its place without the need of 
state  duplication  between  them,  but  the  data  persistence  layer  however  need 
synchronization  unless  it's  shared.  The  stateless  characteristic  also  simplifies  load 
balancing and scaling. If the server is on high load, just start one more and spread  
requests with a router.

Encryption and integrity of transferred data between client and server is incorporated 
with HTTPS [WP 4].  It's  capable  to  encrypt the communication and guarantee the 
server integrity but is limited to only affect two endpoints at the time, the client and the  
server. Any other type of encryption must be applied on application level.

Resource authentication is effortless. The use of HTTPS for secure communication 
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and then normal HTTP authentication could force client authentication on precisely the 
URIs it's desired on.

Method authentication could be seen as a variant of resource authentication. This 
idea is to only force authentication on different methods. For instance, PUT, POST and 
DELETE methods could require  authentication while  GET would not;  to  make the 
resource readable by everyone but only writable to authorized users.
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Chapter 4 – Utilization
The REST architecture style is a lot about resources and performing operations on 

those,  as  shown in  chapter  3,  but  REST is  not  just  simple  CRUD.  The  following 
chapter will  increase the understanding and investigate more scenarios where REST 
could be a good solution.

Application Programming Interface's
A direct access to a database may be an efficient way of retrieving data, but it's also 

a complicated process since the developer must, to the least, know the database scheme 
and manually  create  the  database  query's.  This  is  one  of  the  reasons  why layered 
architectures  became  necessary  as  a  natural  step  when  distributed  applications 
advanced in complexity. Letting a database accessor layer be used by the application is  
better then direct database access, but it will still demand a clean and mature API so  
internal or external developers can easily employ the system. But designing an API is 
one of the most difficult task a software developer can undertake. The reason is that the 
API must not have too few nor too many methods. The names and the arguments must 
be  easy  to  understand  and  the  right  exceptions  must  be  thrown.  Additionally  the  
interface must undergo heavy iterative testing in different scenarios to make sure the 
API satisfy its purpose.

Designing  an  API  is  difficult,  but  with  REST this  is  something  that  is  almost 
automatically provided because of its uniform interface. The naming of resources and 
the declaration of the URIs may be demanding but the methods are easy to assign 
resulting in a less amount of work to be done in the end. With the well known protocol 
of HTTP, the use of XML or JSON, a REST based system is loosely coupled and ready 
to be applied in a large variety of uses.

If the example in chapter 3 where to be implemented as RPC, or if an existing RPC 
interface were to be converted to REST, it would look something like:

getCar(id : int) : Car
getCars() : List<Car>
getCars(status : CarStatus, brand : String) : List<Car>
addCar(car : Car) : int
removeCar(id : int)
updateCar(car : Car)
getCustomer(id : int) : Customer
getCustomers() : List<Customer>
addCustomer(cust : Customer) : int
removeCustomer(id : int)
updateCustomer(cust : Customer)

This  is  a  very simple interface for  standard CRUD-operations but  the developer 
must  still  make  a  number  of  decisions  like  what  exceptions  to  throw,  use  custom 
exceptions or existing once, should “update” and “add” be a single method “put”?, and 
so on. A design of these standard CRUD-operations in REST would rather concern the 
resources, methods used and return codes, decisions that are more easy to make.

Another advantage of the uniform interface is that the methods themselves have a 
semantic meaning. Each of the 11 methods above can be grouped to a HTTP method 
and a corresponding resource as shown in Table 4.1. Since GET methods is always 
used to fetch information, the server knows what this means and can safely apply a  
cache functionality on every GET request. The same idea can be applied to security; for 
RPC,  security  policy's  would  be  required  for  each  individual  method but  with  the 
standard set it can be applied to the behavior instead. [InfoQ 1]
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Table 4.1: A mapping from common RPC to REST. In opposite to RPC actual naming  
of method names are not needed when using REST.
Resource GET PUT POST DELETE

Cars getCars(), getCars(...) n/a addCar(...) n/a

Car getCar(...) updateCar(...) n/a removeCar(...)

Customers getCustomers() n/a addCustomer(...) n/a

Customer getCustomer(...) updateCustomer(...) n/a removeCustomer(...)

A study of these two styles clarifies a fundamental difference. RPC is based on many 
methods but with a single URI to implement the functionality, while REST uses the 
limited methods on many different resources.

Resources Are Things
In imperative programming languages like C, a pointer acts as an address to locate 

data  somewhere  in  the  memory  banks.  Pointers  are  commonly  associated  with  a 
variable  which have a name that gives the pointer an identification.  URIs are very 
similar to pointers, they give the location11 of data and also its identification12.

From this point of view the resource is a “thing”, a “thing” that can be used in what  
ever  the  context  may  be,  like  e-mailed  to  someone,  referenced  in  a  document  or 
bookmarked. Since they are links rather then actual data, the payload still resides in its 
location without being copied into the e-mail or document, and thanks to the content-
negotiation the actual source and structure of the resource is irrelevant. Consequently 
the URI is harmless in the aspect of security13, so security mechanisms is also simpli-
fied since authentication would only be required when a client is actually accessing the 
resource. [InfoQ 2]

RESTfulness
A common term in texts about REST is the term “RESTful”. Although not used as 

much in this thesis it's a common term that means that a RESTful system is a system 
that implemented the REST architectural style.

Web Services
A web service can be described as: 

"a  software  system  designed  to  support  interoperable  machine-to-machine  
interaction  over  a  network.  It  has  an  interface  described  in  a  machine-
processable format (specifically Web Services Description Language WSDL).  
Other systems interact  with the web service in  a manner prescribed by its  
description using SOAP messages,  typically  conveyed using HTTP with an  
XML serialization in conjunction with other Web-related standards." [WP 5]

SOAP is a protocol for sending messages in XML via HTTP. The communication is 
client-server based and the server defines a number of available methods with possible 
responses in a description language called WSDL, Web Service Description Language. 
Web services with SOAP is a realization of SOA, Service-Oriented Architecture. In 
SOA the main idea is to create free-standing services that solve a specific task, and 

11 The URL part of a URI.
12 The URN part of a URI.
13 Except for confidential data where the URI itself may reveal some information.
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where those different services are connected with each other, reusing the functionality, 
to solve larger tasks.

A web service is more then just RPC calls. It's suppose to solve a task, for example:  
“reserve for me the fastest  travel  route  from Stockholm to New York this  Tuesday 
earliest twelve o'clock”. The web service will receive the instruction and then send it to 
every other involved services to carry out the task. This requires that every other part is  
communicating  with  each  other  to  find  available  ways  of  transports  as  contacting 
services  for  air  plane tickets  or  train  tickets  and so  on.  When a  task is  finished  a  
response is sent back to the client to confirm the order. The task to be performed by the 
service is not suppose to have a fast response time but rather be a type of service that 
would be very tedious to do by hand14, or difficult to do in a tight coupled distributed 
environment.  This  leads  to  an absolute  demand that  web services  must  be loosely 
coupled in order to have any practical use.

In order to simplify this rich variant of RPC, the messages sent to the server is so 
called  document-styled.  Document-styled  messaging  means  that  the  input  message, 
although validated by a scheme, have great expressability where the server can take 
specific actions depending on the content. In standard RPC, arguments typically have 
strong  types  like  Integer,  Boolean  or  String.  A string  may be  just  about  anything 
however,  but  in  web services  the  argument  could  be  an  entire  document,  or  more 
correctly, a service expects a more complex input then arguments seen in normal RPC. 
The power here is the endless combinations possible for the service input. A service 
could for instance correct misspellings in an arbitrary XML document without touching 
the tags. The document could in a following step be sent to another service for further 
processing. The document-styled messaging gives a great freedom in the kind of input 
a service can receive15.

REST as a Web Service
Whenever REST could be categorized as a web service or not is under debate. None 

the less, REST can perform the same tasks as a SOAP-based web service, but in a more 
lightweight fashion.

Services  can  simply  be  resources.  With  the  travel  example  above,  a  POST  to 
/resources/schedules with  a  representation  containing  the  departure  and 
destination details is equivalent to a service method call with a document-styled SOAP 
message. The server could respond with code 202 – Accepted to indicate that the task 
has been executed on the server. When a route is reserved a new resource is created 
like:  /resources/schedules/21 holding  all  the  details.  The  client  may either 
frequently make GET calls to /resources/schedules to see if new schedules has 
been created, or the risky way of only letting the server respond to the initial POST 
with a the new resource when the task has finished16.

It may seem inefficient to use the pull principle of making several GET calls to the 
server in order to detect if a new schedule been reserved. But recall that a GET request  
with a If-Modified-Since header is normally executed very fast on the server. If 
true notification is needed, it's possible to create a service on the client side to which 
the  server  can later  send  the  response.  But  on the  other  hand,  then  the  client-side 
service  must  be  registered  somewhere  which  would  break  the  statelessness  of  the 
system.

14 Imagine the job it would take to phone several traveling agency's in different country's to get the available 
routes and then find the fastest path of every possibilities.  

15 In a way document-styled messaging is similar to closures in programming languages and the opposite to 
method overloading in Java.

16 Or the service could, after the POST, create “/resources/schedules/21” immediately with a status field inside to 
indicate the scheduling progress.
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Web Development
Professional web development is the subject of creating applications that run in the 

web  browser17,  named web  applications.  A web  application  can  be  a  single  paged 
application or consist of many pages mixed with standard HTML and more advanced 
web content.

Historically the old desktop application solved a specific problem and in order to  
complete a daily task the worker often used several types of programs. Today with 
highly  distributed  systems  the  demands  on  the  capabilities  of  the  application  has 
increased  vastly.  Presently  a  web  application  is  assumed  to  be  able  to:  compile 
information from several databases, display large amount of data, store files, handle 
many different users, interact with social networks, be responsive, stable, secured etc. 
This  level  of  sophistication  puts  great  demands  on  the  developer  who  must  be 
proficient in client-side programming but also very skilled in all fields concerning the 
server-side, such as: web servers, tools, frameworks, architectures, distributed comput-
ing, data persistence, routing, firewalls, information security and testing.

In the field of web development REST over HTTP gets in its natural environment. 
The reason is obvious, the technology is already there so in comparison to traditional  
development it's more a matter of different thinking. A table displaying the quarterly 
production on a web page could be fetched as XHTML from a resource, the form used 
to  register  a  new student  would result  in  a  representation sent  to  the  /students 
resource.  Pages  and  applications  could  contain  different  data  that  origin  from 
respective resources. And this is good since an update on the unique resource would 
immediately  cascade  the  changes  in  the  entire  infrastructure.  But  perhaps  more 
interestingly is the possibility to merge data from completely different services to result 
in a totally new view. Google Maps is a good example of a public API. With this API 
it's possible to mix geographic data from a local resource with the quality maps from 
Google  to  enhance  the  data  visualization.  There  are  even  sites,  like 
ProgrammableWeb18, that assist developers to create mashups like this.

AJAX
JavaScript is available in every web browser and enables the most simple solution to 

create  a  web  page  or  application  that  draw  use  of  a  RESTful  service19.  AJAX, 
Asynchronous JavaScript and XML, gives a functionality that can perform asynchron-
ous calls to resources and in combination with JavaScript/DOMs ability to re-render 
only parts of a web page results in a fast and responsive user experience. In this way 
the  most  basic  setup  for  an  application  would  be  to  request  the  needed data  from 
respective resource, use JavaScript to manipulate it and AJAX calls to save changes.

XRX
XRX is an interesting collection of 3 technologies, XForms, REST and XQuery, that 

never  got  popular  but  with  an  idea  well  worth  mentioning.  It's  used  as  a  web 
application framework where XForms resides in the web browser to handle the forms 
and is fully capable of replacing JavaScript. The client communicate with the server 
that is based on eXist, a native XML-database with a RESTful interface. The server  
logic is written in XQuery which is similar to SQL but used for XML documents.

The interesting part is that all  communication and storage is completely done in 
XML. The forms in the web browser have a model based on XML, XML is used as the  

17 It may also refers to writing the page content without the design and client- and server-coding.
18 ProgrammableWeb.com is found at: http://www.programmableweb.com
19 The support for the methods 'PUT' and 'DELETE' depends on the browser, according to the jQuery 

documentation: http://api.jquery.com/jQuery.ajax/
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representation-type for the communication and the persistence layer on the server is 
also in XML because of the native XML-database. There is never any transformations 
between types or formats. None the less, XRX have never got much popularity and a 
trend analysis for from Google shows that both XForms and XQuery is fading out in 
number of hits.

Governed APIs
Authority's are by definition a service to the society and have based there public 

communication  upon  mail,  e-mail,  web  forms  and  phones.  This  require  human 
interaction in picking up the phone or filling in a form. What if the communication 
were extended with computer-to-computer communication. Web services operates very 
much the same as authority's do, they get some input for a specific task, processes it 
and returns the result or sends it to the next part. Perhaps not every service could be 
performed completely without human interaction, but public APIs would mean new 
possibilities for automation.

For example, a construction company registers an upcoming job for a new customer. 
At the same time, in a background process, an invocation to an authority service could 
be made to verify if this customer got a planning permission for the job. The result 
would  be  inserted  in  the  company  work  flow  and  actions  would  be  taken  if  the 
permission were missing.

Services like this would be complex so REST may not be the best option. SOAP 
with the comprehensive WS-stack would give tools for encrypting parts of messages to 
make them more anonymous, message routing and reliable messaging etc. [Papazoglou 
2008]. Things that with REST would have to be solved on application level, possible  
but not within the advantages of REST.

Read-only Resources
Web services for authority's would be complex and should probably be developed 

and  deployed  incrementally,  so  perhaps  a  good start  would  be  RESTful  read-only 
services.

Public RESTful APIs that are read-only would be simple to deploy and document. 
Some common abilities shared among them would be:

• Read-only  state,  where  only  the  methods  GET,  HEAD and OPTIONS are 
available

• Simple documentation of MIME-types, return codes and schema
• HTTPS to guarantee integrity
• Support for If-Modified-Since

A resource or service that's governed by an authority, to guarantee its integrity and 
lifetime, gets a meaning and becomes a “thing” accessible by any computer and useful 
in many contexts.

The number of subjects that are controlled by the government and the authority's are 
indeterminately.  Not everyone  of  those could or  should be publicly accessible,  but 
some of them would be perfect with a public API, such as:

• The  Repo  Rate  –  The  Riksbank,  the  Swedish  central  bank,  continuously 
determines the Repo Rate which is important factor in many cases involving 
economy. A public RESTful API could deliver the Repo Rate and many other 
important values to be easily accessed by any external system.

• The official calendar – The Swedish Academy sets all holidays, flag days and 
name days etc. for the official calendar. A public API of this calendar could be 
a useful source when constructing calendars for different applications.

• Warning  lists  –  Svensk  Handel  has  created a  list  of  company's  that's  been 
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charged of fraudulence. If this list were a public resource20, systems that are 
managing invoices could implement a functionality to warn its users if any of 
the listed names were to be processed.

Automation should be a general goal, it  leads to fewer mistakes and saves time. 
Public web services and resources, especially from authority's, could be a foundation in  
automation for distributed systems.

20 It's public but not in a friendly RESTful manner.
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Chapter 5 – Conclusion
Curiosity leads to evolution. As the purpose of this thesis state – how may REST be 

used in designing an information infrastructure. The goal was to get a deeper theoretic-
al knowledge of REST, identify the advantages and the disadvantages. This topic is  
interesting and can be studied forever but it's time to take a break and come to some 
conclusions.

Summarizing RESTs functionality leads you to four main subjects:
• Resources
• Representations
• Uniform interface
• State transfer

Resources are given a unique identity with a URI. Data sent to or from the resource 
is  formatted as  a  representation.  And the  resource is  operated by a  set  of  uniform 
methods. The communication is stateless but the client keeps a state of its work flow by 
navigating different resources, while the server tracks the state of the resources values.

Advantages
Representational State Transfer is a set of guidelines in how web based applications 

and  servers  should  be  developed to  become  a  lightweight  system with  simple  but 
powerful features. A system that is adaptable and flexible as able to be extended with 
new MIME-types and resources without disrupting the current usage. A system that is 
scalable because of the stateless communication model. If deployed over HTTP it gets  
supported  by  every  major  programming  language  and  strengthen  by  well  tested 
technology,  resulting  in  a  system  that  is  ready  for  work  without  requiring  heavy 
machinery such as an ESB21.

Disadvantages
As for the disadvantages of REST the most important one is to understand the point-

to-point limitation that the HTTP client-server model yields. This becomes apparent in 
more  complicated  systems  when  servers  communicate  with  other  servers.  Every 
message sent between two computers are plain HTTP requests and each connection is 
completely isolated from the other, so the client can for instance impossibly know if the 
servers  communicates  correctly  with  HTTPS  between  them.  Therefore  if  sensitive 
information  is  transferred  in  a  more  complex  system  the  developer  must  strongly 
consider  to  implement  encryption  at  application  layer.  Further,  representations  are 
chunks  of  data,  you  cannot  request  only parts  of  a  document,  and  if  true  reliable 
messaging is needed the POST method will be a problem.

Analysis
Today many large company's like Google, Amazon and Yahoo have taken use of 

REST and published APIs.  It's  a bit  difficult  to  say if  REST is  more popular  then 
SOAP, its only real competitor even if they aim for different things,  but blogs and 
articles shows that REST have gained a lot of popularity on the internet.

If  we look at  the building blocks  of  REST,  we see HTTP,  normal  web servers,  
MIME-types and URIs. Building blocks that has been the same for a long time. My 
conclusion from this is that if you implement some resources today you can be assured 

21 Enterprise Service Bus, used as a highway for routing messages and connecting services together (mainly 
SOAP-based services) with centralized configuration and monitoring.
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that they will  continue to operate for a long time to come, since you don't need to 
worry that some parts would be obsolete and stopped being supported by your favorite 
programming language. And that's not bad at all!, we seldom encounter this in our fast 
moving world of computer science.

REST is simple but you do have to study it before you can use it right. It's not just 
RPC, it's a different way of thinking and this thinking must also exist in the minds of  
those developers that use your RESTful API. So you do place some work load in the  
knees of external developers, but on the other hand, you provide them the freedom of 
developing new ways of using the resources, you provide them  The Programmable  
Web.
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