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Definitions 

Alphabet  A set of symbols 

  The coefficient vector 

              , estimate of β 

Bit A binary sequence of length one 

Code A one-to-one matching of symbols to another set of symbols 

Code word A binary representation given to a symbol in an alphabet 

  The data set              

  The number of symbols to encode 

H The hat matrix, defined as             

H(X) The entropy of a given data sequence 

   The predicted, or fitted, values 

  Information matrix 

k  The number of parameters in a given model 

  A model or code  

        The binary logarithm of   

       The length of the code word assigned to symbol    

  The number of trials in a binomial experiment 

MDL The Minimum Description Length principle 

  The number of observations 

NML The Normalized Maximum Likelihood criterion 

Ω Is the population of possible values that can be observed 

        The maximum likelihood estimate of the probability of the data 

      The probability of symbol    

Q.  Quartile 

     The, in hind-sight, optimal way of encoding   

Q.E.D Quod erat demonstrandum, latin for ”what was to be demonstrated”, 

end of proof 

    
 

 
         



 
 

REG Regret 

RNML Renormalized Maximum Likelihood criterion 

String A sequence of symbols from a given alphabet 

Symbol A sign that bears some kind of information 

  Transpose of a matrix 

  The set of possible numbers that can be used to form a code word 

    The number of elements in the set   

  Weight function 

  Matrix containing the observed values of the variables in the model 

  A set of observable data in Ω 

  Defined as 

  



 
 

Abstract 
A tool in regression analysis is using a model selection criterion in order to try to find the 

model which describes the data at hand best. The most commonly used criterion, previously 

known to the authors, are AIC and BIC. In this paper a less well known model selection 

criterion, RNML, is examined for regression analysis purposes. This criterion has its roots in 

information theory and thus has quite a different background than the other two do. The 

purpose of this study is to evaluate the performance of this criterion, as well as to compare it 

to AIC and BIC. 

All three criteria are tested in a simulation study for linear- and logistic regression. The results 

indicate that, at least, for linear regression RNML perform better than both AIC and BIC for 

all studied sample sizes. As for logistic regression, the results are not as clear cut, but indicate 

that BIC is to be preferred. 

  



 
 

Sammanfattning 
 

Titel: 

Minimum Description Length principen för modellval, en utvärdering av Renormalized 

Maximum Likelihood kriteriet för linjär och logistisk regressions analys 

Ett vanligt verktyg i regressionsanalys är att använda modellvalskriterier för att försöka finna 

den modell som beskriver ett data bäst. De vanligaste kriterierna som används, till författarnas 

kännedom, är AIC och BIC. I denna uppsats undersöks ett mindre välkänt kriterium, RNML, i 

regressionsanalyssammanhang. Detta kriterium har sina rötter i informationsteori och kommer 

därför från en relativt annorlunda bakgrund än vad de andra två kriterierna gör. Syftet med 

denna uppsats är att utvärdera hur detta kriterium presterar och att jämföra det med AIC och 

BIC. 

Alla tre kriterier är testade med hjälp av en simulationsstudie för såväl linjär- som logistisk 

regression. Resultaten indikerar att RNML presterar bättre, åtminstone för linjär regression, 

än vad AIC och BIC gör, för alla undersökta stickprovstorlekar. För logistisk regression är 

inte resultaten lika entydiga men verkar indikera att BIC är att föredra. 
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1. Introduction 
In regression analysis, one is interested in explaining a certain data set at hand. This can be 

done by simple regression, which yields a very simple model but might not explain much of 

the underlying pattern of the data. The data set can also be explained with a polynomial going 

through exactly all of the data points. This would explain all of the variance of this particular 

data set, but none of the underlying structure and, thus, would yield very bad predictions. This 

is the problem of overfitting. Instead, a simpler model, balancing the goodness of fit against 

the complexity of the model, would most likely result in better predictions. In order to find 

such a model, there are a few model selection criteria at hand to help us. (Grünwald 2007, 

pp.12-13) 

 

A commonly used criterion today is the An Information theoretic Criterion (AIC)
1
, which in 

some sense has become the “standard”. However, there are other criteria as well, the Bayesian 

Information Criterion (BIC) for instance, which may prove to be good model selection tools. 

Both these two aforementioned criteria are built on the premises of crediting models 

explaining the data well, while penalizing complex models. 

 

From the field of information theory, there has surfaced yet another way of looking at model 

selection, called the Minimum Description Length principle (MDL). MDL is a principle of 

data compression. The basic idea is that understanding data is the same as finding a structure 

in it and thus being able to compress it. The reasoning behind this is that there is a one-to-one 

correspondence between code lengths in MDL and probabilities. In other words, there is no 

difference in maximizing a probability and minimizing a code length. (Grünwald, 2007, p. 95-

96) From MDL, a few model selection criteria have appeared. Among them is the 

Renormalized Maximum Likelihood criterion (RNML). Being based on ideas coming from 

this field rather than statistics, means it has a new approach to model selection. Hence, it 

provides a criterion that comes from a much different background than AIC and BIC do. The 

main idea behind this criterion, though, is much like the two others, namely to find a simple 

model that describes the data well. 

 

This idea of parsimony is not new; it can at least be traced back to the late 13th- early 14th 

century scholastic William of Ockham (Britannica) and the so called Ockham‟s razor 

principle that has been named after him. He has been said to have stated that “It is vain to do 

with more what can be done with fewer.” (Li and Vitányi, 1997, p. 317) Ockham‟s razor is a 

philosophical principle of parsimony. It, roughly speaking, states that when deciding between 

two equally plausible theories of how something works, one should settle for the one that is 

simpler. (Britannica) 

 

MDL is based on the same kind of philosophy, where a short description of a phenomenon is 

preferred to a long description. In the words of Rissanen (2007, p. VIII): “[…] the principle is 

very general, somewhat in the spirit of Ockham‟s razor, although the latter selects the 

simplest explanation among equivalent ones, while the MDL principle applies to all 

„explanations‟ of data whether equivalent or not.“ 

 

                                                           
1
 Often referred to as the “Akaike Information Criterion”. Akaike (1974, p.716, p.718) called it “An Information 

theoretic Criterion”, so this paper will use his denotation. 
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A perhaps rather surprising thought is that a true model, if such a model exists
2
, might not be 

the best model to describe the data! There are several ways of modelling the data at hand, but 

in MDL one is interested in the model generating the shortest code length. (Grünwald, 2007, 

p.96) The model that provides the shortest code length is considered to be the “best” model. 

Whether or not this is done using the “true” distribution is irrelevant. (Grünwald, 2007, pp. 

35) It is important to remember that, as Grünwald eloquently expresses it: “MDL is a 

methodology for inferring models from data, not a statement about how the world works!” 

(Grünwald, 2007, p. 35). 

In a study by Rissanen et al. (2010), the performance of a few model selection criteria 

(including AIC, BIC and RNML), were evaluated. The results indicated that BIC tended to 

perform better on average than the other criteria tested under the given experiment, an AR 

process. In this study, Rissanen et al. also reviewed the prediction ability of the different 

criteria and found that all criteria studied had similar, rather good, prediction ability.  In our 

paper, we will take a look at linear and logistic regression and see if the results from 

(Rissanen et al., 2010) also apply to regression analysis. 

 

1.1 Problem statement 

How well does the Renormalized Maximum Likelihood criterion (RNML) perform in linear- 

and logistic regression in comparison to AIC and BIC? 

 

1.2 Purpose of this paper 

The objective of this paper is to examine model selection from an MDL perspective, focusing 

on RNML in linear- and logistic regression. We wish to compare this criterion to AIC and 

BIC to see which criterion seems to be best suited for model selection. 

 

1.3 Disposition 

This paper starts by presenting the method that was used in this study. It continues by 

covering some information theoretical knowledge needed for the understanding of the 

remainder of the theory section, before continuing describing the three criteria under 

consideration. Furthermore, RNML is examined more closely and “translated” into statistical 

terms. The results of the evaluation of the three criteria, are presented in tables and bar charts, 

mainly located in appendices. The paper ends with a discussion on future research, within this 

area of study, which the authors would find interesting. 

  

                                                           
2
 In MDL, there is no real need to assume that a certain “true model” has generated the data at hand since no 

assumptions on the distribution of the data has to be made. (Grünwald 2007, p. 525) 
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2. Method 
In order to evaluate the performance of the three different criteria, a simulation study took 

place where the three criteria (AIC, BIC and RNML) chose models from the simulated data. 

The results were then compared to the “true” underlying model. Each simulation was run 

1000 times. 

Data were generated from four different linear models, using the linear predictor 

     

where   is the matrix containing the observed values of the variables in the model, and   is 

the coefficient matrix. The sizes of the  - and   matrices varied in size in accordance to the 

number of terms included in the models. The four data generating models were, in non-matrix 

notation: 

               

           

                       

                               

where                                

The explanatory variables were simulated from a uniform distribution on the arbitrarily 

chosen interval [-2, 2]. For every “true” model, the number of observations was altered, with 

                 observations at a time, in order to see how the three model selection 

criteria performed with different sample sizes. The numbers of terms included in the 

underlying models were selected to illustrate how the criteria work under simple conditions. 

The idea was to see how well the criteria performed in an “ideal” case with low variance (set 

to be one) and few parameters. 

To give a somewhat larger picture of how the criteria worked, the fourth underlying model 

including six variables was created, but only for linear regression. The criteria were then 

given ten variables to choose from, instead of six, as well as their interaction terms up to the 

third order.  

Similarly, the simulations were also used for evaluation of logistic regression. The same linear 

predictor was used to for a binomial response variable 

           

where 

             

   the number of trials in a binomial experiment 

In our study, m was set to one and thus the formula reduces to a Bernoulli experiment. 

These simulations were repeated 1000 times per model and the results were summarized in 

tables and bar charts to give an overview of how the criteria performed. 
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All models were selected using a stepwise regression, starting with only an intercept and 

moving forth by both adding and removing variables according to the respective criterions‟ 

selection rules, until it found the “best” model. 

 

2.1 The R-code 

Since we wanted to compare the AIC, the BIC and the RNML it was most suitable to do this 

using the stepwise regression in R. However, as there is no built-in command in R to run 

stepwise regression with RNML as a model selection tool, and no such package was known to 

us, it had to be programmed. Our supervisor, Göran Arnoldsson, programmed such a function, 

while some other, minor, programming was made by us. 

Though RNML was originally made for linear regression, it was argued by Arnoldsson (2011, 

pp. 3-4) that it could possibly perform well for other distributions in the exponential family. In 

the formula for   , discussed on page 17, a weight which is dependent on the kind of 

regression used for analysis can be included. This weight differs between linear regression 

and logistic regression, though for linear regression it is equal to the information matrix,  , 

and thus has no effect. (Arnoldsson, 2011, pp. 3-4) 

All R-codes can be obtained upon request. 
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3. Theory 
In order to understand where RNML comes from and thus why it is a reasonable criterion for 

model selection, a brief theoretical background on MDL and where it comes from is needed.  

There is a one-to-one correspondence between maximizing probabilities and minimizing code 

lengths (Grünwald, 2007, pp. 95-96). Since in regression analysis we are interested in finding 

a model that, with high probability can predict future observations of the data well, this is 

synonymous to find a way to compress the data such that the total code length is short. To 

understand what a code length is, however, one first needs to understand what a code is. After 

all, it is difficult to measure the length of something unless one knows what to measure! 

Codes can be created in an infinite number of ways, and if we are to compare models based 

on code lengths instead of probabilities, it is important to ensure that the codes are all 

constructed in accordance to some kind of objective rule and not by subjective thought. 

Should that not be the case, the comparison between models might not be fair and an 

increased risk of selecting a “bad” model might, thus, follow. 

 

3.1 Part one: Code words and code lengths 
This part of the paper will talk about the underlying theory of data compression. The point of 

this part is to emphasize that any data may be rewritten in binary form and that patterns in 

said data can be used for compression.  This part also serves as an illustration of the 

background that RNML and similar criteria come from. From an MDL perspective, being able 

to compress data is the same as finding underlying patterns in it, which is much like trying to 

explain data with the use of independent variables in regression analysis. 

Readers familiar with this topic may skip this part. 

 

3.1.1 What is a code? 

In order to understand how data is compressed, it is necessary to first understand codes. A 

code is a one-to-one matching of symbols to another set of symbols.
3
 For instance, the 

symbols (a, b, c) could be matched to the symbols (1, 2, 3) or even the Morse code 

(.-, -…, -.-.). If one would want to write “abbbc”, one could instead just write “12223” or 

“.-  -…  -…  -…  -.-.”.
4
 

In this paper, binary coding is used and as a result whenever “code” is mentioned, a binary 

code is implied.
5
 The previous example with (a, b, c) could, in binary coding, be mapped to 

the symbols (0, 10, 11) and thus the message would be written as 010101011. 

                                                           
3
 In this paper, we define a symbol to be a sign that hold information of some sort. For instance: a letter, a 

number and a geometric entity such as a circle, are all symbols. We define an alphabet as a set of symbols 

(Rissanen, 2005, p. 8). 
4
 Observe that in the Morse code it is needed to add spaces between the symbols due to the fact that the code is 

not prefix-free, a term that is soon to be defined. 
5
 This is due to the fact that computers use binary numbers for their computations. 
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Note that in the example above, mapping any symbol to 1 has been purposely avoided. This is 

due to the fact that it is desirable to work with so-called prefix-free
6
 codes. A prefix-free code 

is a code where no code word is a prefix of another code word. In other words, given a 

sequence without any spaces between the symbols, no ambiguity should be present as to what 

the message says. (Grünwald, 2007, pp.84-85) For instance, compare the following two 

binary codes for encoding (a, b, c): 

1. (a = 0, b = 1, c = 10) 

2. (a = 0, b = 10, c = 11) 

Given the sequence “0110”, it is impossible for the decoder to separate the message “abba” 

from the message “abc” if he or she is using the first of the two codes. However, if the second 

of the two codes is used, no ambiguity appears since the only possible translation of the 

message is “abc”. This is due to the fact that the second code is prefix-free while the first is 

not. 

Using a prefix-free code means that there is no need to assign a code word to a “separator”, 

which means there is one less thing to encode. Also, by using prefix-free codes the Kraft 

inequality (which will be defined soon) is fulfilled and can be used to compare the efficiency 

of codes. 

 

3.1.2 Compression of a binary string 

Consider the following two binary strings
7
 of length 20. 

A. 10101010101010101010 

B. 10100110010100110010 

If one was to describe the two strings one could either just state the sequences of 0‟s and 1‟s 

in the strings or one could try to find a pattern and describe the strings by that pattern. As long 

as the string can be recreated perfectly from that description, no issue arises from that 

compression. (Grünwald, 2007, pp. 4-5) 

For instance, string A could be described by saying “Ten 10‟s in a row”, which is a shorter 

description than to just give the information straight away. (Grünwald, 2007, pp.4-5) and 

(Rissanen, 2005a, p.37) Also, had the string continued longer, say being 2000 digits long, it is 

evident that the description would be a lot shorter than just repeating the string. In other 

words, patterns in the data can be used to compress it. This is in analogy to regression analysis 

where regression variables “explain” the dependant variable. 

Now consider string B. There does not seem to be any obvious pattern in the sequence and 

hence it is not “easy” to compress the string much.  The reason for this is that the second 

string of the two was generated from a binomial distribution with p         . By definition, 

a string generated this way is not expected to have any systematic pattern that could be used 

for compression of the data. Here, the analogy to regression analysis is the opposite: the 

regression variables fail to explain the variation in the dependant variable.  

                                                           
6
 Usually, authors drop the term “free” from prefix-free codes and simply refer to them as prefix codes. 

(Grünwald 2007, p.84) While this terminology might be shorter, we are of the opinion that “prefix-free codes” is 

a term that much clearer describes what it is all about.  
7
 We define a string to be a sequence of symbols from a given alphabet. (Sipser, 2006, p.13) 
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Note, however, that it is not impossible for a binomial distribution to generate string A, just 

very unlikely. In other words, there is always a chance that a randomly generated string can 

be compressed to a shorter string. However, it can be shown that the fraction of randomly 

generated strings that can be compressed by more than k bits
8
 is    . (Grünwald, 2007, p.8) 

and (Cover and Thomas, 2006, p. 476) The proof is omitted and can be found in (Cover and 

Thomas, 2006, pp. 476-477). 

While it now has been shown what a code is, such knowledge is only useful if one knows how 

codes are formed. Without actually forming codes, they cannot be used to compress data. The 

next step is thus to learn how codes are formed. 

 

3.1.3 Uniform codes 

Perhaps the simplest of all ways to assign code words to symbols, i.e. create a code, is by 

using the so-called uniform code. Here, all symbols having been given code words are given 

lengths that differ at most one bit from each other. (Grünwald, 2007, pp. 87-88) In the case 

where the number of symbols to encode is   , where   is any integer greater than zero, each 

symbol will be given an equal code length. This is illustrated in figure 1 below. 

 

Figure 1: A tree diagram over the prefix-free, uniform code for (a, b, c, d, e, f, g, h) 

For a description of how to read code words in a tree diagram, see appendix A. 

 

                                                           
8
 A bit is defined to be either 0 or 1. A sequence of n bits is a binary sequence of length n. 
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3.1.4 Other ways of creating a prefix-free code 

The observant reader may note that the rate of compression achieved depends on the relative 

frequency of the symbols in the sequence. That is to say that if “b” appears more often than 

“a”, and “b” has been assigned a longer code than “a”, it would have been possible to 

compress the sequence further had the codes been switched. 

For instance, compare the following two prefix-free codes: 

1. (a = 10, b = 0, c = 11) 

2. (a = 0, b = 10, c = 11) 

The sequence “aaaab” would then be compressed to 101010100 and 000010 respectively with 

the two codes. The second of these two encoded sequences is three bits shorter than the first 

and thus more effective. 

It makes intuitive sense to select a short code word to symbols that have a high probability of 

occurrence in the sequence. It can be shown that the optimal way of choosing a prefix-free 

code, given a relative frequency of symbols, is by Huffman‟s algorithm, see appendix B. 

(Roos, 2009a) and (Cover and Thomas pp. 123-127) A brief explanation of the Huffman code 

can also be found on page 10. 

So how do we know that the code we have created is unnecessarily long or not? Are there any 

ways of checking whether or not a shorter code can be found? This is where the Kraft 

inequality comes in. 

 

3.1.5 Kraft inequality 

The Kraft inequality states, in the binomial case
9
, that for any prefix-free code the following 

holds: 

         

 

   

   

where       is the length of the code word assigned to symbol    and h is the number of 

symbols in the alphabet. (Kraft, 1949, p.11) and (Rissanen 2007, p. 10)  

The upper bound of the Kraft inequality can be reached if and only if the prefix-free code 

used cannot be shortened for any one code word without making another code word longer. In 

other words, should the Kraft inequality sum to less than one, it is possible to find another 

code that has a shorter total length of the code words. The proof of the Kraft inequality can be 

found in appendix C. 

As an example, consider the code above, for which (a = 0, b = 10, c = 11). This code fulfils 

the Kraft inequality. To see this, note that the length of the code words for a, b and c are 1, 2 

and 2 respectively. This gives us                and thus the Kraft inequality‟s upper 

bound. 

                                                           
9
 The formula can be extended beyond binomial codes by instead using the formula            

     , where   

is the set of possible numbers that could be used for each number in a code and     is the number of elements in 

that set, i.e. its length. (Cover and Thomas, 2007, p. 107) For example, in a ternary alphabet,   = {0, 1, 2} and 

    = 3. As we are only interested in binary codes in this paper, the formula simplifies to           
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It should be noted that the Kraft inequality only measures the excessive length of the code 

words in the code. It says nothing about how well we expect the code to work. If the Kraft 

inequality provides us with a limit for the minimum amount of redundant bits in code words, 

the entropy (explained below) gives us such a limit when it comes to expected code length. 

 

3.1.6 Entropy 

As noted under “3.1.4 Other ways of creating a prefix-free code”, there is compression to be 

gained by giving short code words to symbols that appear often whilst giving longer code 

words to more infrequent symbols. If a code is designed in such a way that the expected code 

length is as short as possible, it will, in the long run, have compressed data more than it had if 

the expected code length was high. This can be thought of as something like having a biased 

estimator, since the code length is not expected to be optimal. This is where the entropy 

comes in. 

The entropy, denoted       is the minimum expected code length of a randomly selected 

symbol from the code. It can be shown that all codes produce expected code word lengths that 

are greater than or equal to the entropy. (Cover and Thomas, 2006, p. 111) The entropy is 

defined as:  

                             

 

   

             

(Shannon, 1948, p. 11), (Hansen & Yu, 2001, p. 147), (Cover and Thomas, 2006, p. 14) and 

(Grünwald 2007, p. 103) 

If P is a probability distribution of the symbols   , then, in the words of Grünwald: the 

“entropy of P is the expected number of bits needed to encode an outcome generated by P 

when the optimal code is used to encode outcomes of P”. (Grünwald, 2007, p. 104) In other 

words, the entropy is the ideal expected code length that all codes are compared against. Note 

that the entropy states that the optimal code length for each symbol    is on average: 

                           

However, the log2-transformation does not necessarily generate integer values. Since code 

words per definition need to be of integer lengths
10

, this means that the optimal code length, 

in practice, cannot always be achieved this way. The so called Shannon code “solves” this 

problem by rounding up the given optimal code word lengths to the nearest integer.
11

 The 

formula is thus 

                             

where         means that the expression is to be rounded up to the nearest integer. The Shannon 

code fulfils the Kraft inequality, and the proof can be found in appendix D. The problem with 

the Shannon code is that, while it has expected code length: 

                            

                                                           
10

 There is no such thing as a fraction of a bit. 
11

 The reason why the lengths are rounded up rather than down is to ensure that Kraft inequality is still fulfilled.  
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(Cover and Thomas, 2006, pp. 112-113) 

it can still in some cases lead to non-optimal codes. In other words, the alphabet might be 

relatively far below the Kraft inequality‟s upper bound, meaning that the code used is longer 

than it has to be.
12

 This is illustrated with an example. 

Consider the following scenario, taken from Cover and Thomas (2006, p. 122): one might 

wish to encode an alphabet consisting of only two symbols, call them “a” and “b”. Suppose 

that the relative frequency of a:s is much higher than that of the b:s, e.g.             and 

           . Then 

                                 

                                  

Entering these values into the Kraft inequality it can be seen that  

                

Another, perhaps more illustrative, way of showing that this code is suboptimal would be to 

construct a tree diagram. It is evident that with only two symbols to encode, one of the 

symbols can be denoted the code word 0 and the other the code word 1, which would yield an 

optimal code. Clearly this code is much shorter than the one created with the Shannon 

approach, which is 13 bits longer in total. Therefore another, more efficient, way of allocating 

the codes is used, namely the Huffman code. 

 

3.1.7 The Huffman Code 

David Huffman devised another way of assigning code words to symbols, based on 

probabilities.  The code created in this way is called the Huffman code. An explanation of 

how it is created is located in appendix B. 

While the code length for individual code words might be shorter for either the Shannon code 

or the Huffman code, the average length of the Huffman code is shorter or the same. (Cover 

and Thomas, 2006, p. 123) However, the difference between the two algorithms in expected 

code length of a string is at most one bit. This is due to the fact that both algorithms lead to 

expected code lengths that lie in the following interval, which is stated without proof 

                 

Where      is the expected code length of the code generated by either the Huffman or the 

Shannon algorithm, and      is the entropy. Since they both are in the same interval and the 

interval is only one bit long, the difference between the two methods can only be one bit at 

most. (Li and Vitányi, 1997, pp. 75-76) 

Now that it has been shown that there is a connection between probabilities and code lengths, 

it is clear that minimizing the code length corresponds to maximizing the probability. If a 

model is found that can minimize the code needed to describe the data, a model is in effect 

created that, with high probability, can describe the data well. This is true also when the data 

                                                           
12

 As noted in the introduction, the structure in data can be used to compress it. Hence, if a string of data is not 

optimally compressed, then there is more information in the data that could be used to compress the data further. 
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at hand is completely random and cannot be compressed. Since there is not much to be 

explained, the model still describes the data as well as possible. 

The next step is to find a way to compress, and thus describe, data with the help of prefix-free 

codes. It has now been shown what a code is and how to create it and the focus will now shift 

towards looking at how information theory and codes has been used to influence the design of 

model selection criteria. 

 

3.2 Part two: Statistical model building 
This part of the paper will talk about how the MDL principle can be used in statistical 

modelling. It starts with a theoretical “ideal” solution and, continues to a discussion about the 

two most common model selection criteria used today, namely AIC and BIC, and finally ends 

up in the Renormalized maximum likelihood criterion. 

 

3.2.1 Kolmogorov complexity 

Since data compression, in MDL terms, is equivalent to probability maximization, 

compression is also highly relevant for statisticians. It would therefore be interesting, from a 

statistical point of view, to be able to find a way to compress a data sequence as much as 

possible. 

The Kolmogorov complexity is defined as the length of the shortest program that, when run 

on a Turing machine (see appendix E), takes the binary code, prints the uncompressed data 

and then stops. (Grünwald, 2007, p.8) The idea behind this is that if the shortest program 

producing the data can be found, then the best way of compressing the data at hand has been 

found too. 

The problem with Kolmogorov Complexity is two-fold, namely that it: 

1) depends on the programming language
13

 chosen. 

2) is non-computable. 

The first of these two problems is usually trivial since the difference in length of code 

between programming languages is just a constant.
14

 This is due to the fact that each 

programming language that is Turing complete
15

 can translate all other Turing complete 

programming languages via a compiler
16

. Thus the length of the shortest program for each 

language differs only at most by the length of the code needed to create the compiler. 

(Solomonoff 1964, pp. 10-11) and (Rissanen, 2005, p. 38) 

The second of the problems listed above is of course not trivial. Since the Kolmogorov 

complexity is non-computable, it can never be used directly to evaluate code lengths. Its 

applications are thus strictly that of being a philosophical guidance in what would be optimal 

                                                           
13

 A programming language is a set of commands that, when given to a computer, enables the computer to 

perform calculations. For a further definition, see (Nationalencyclopedin). 
14

 However, for short sequences of data, this constant term might not be negligible.  
15

 A language is said to be Turing complete if it can simulate a Universal Turing machine. (Burgin, 2007, p.25) 

In layman terms, if it can do everything a Universal Turing machine can do. 
16

 A compiler is a program that can translate code from a programming language into another programming 

language. (Bornat, 2008, p. 5) 
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to calculate. Other measures, which can be thought of as approximations of the Kolmogorov 

complexity, are instead needed. (Rissanen, 1983, p.421) One such solution is the so-called 

two-part code. 

  

3.2.2 Two-part codes 

Back in 1978, when Jorma Rissanen published his first paper on MDL, he published a so-

called two-part code for model encryption.
17

 The basic idea behind this two-part code is the 

following: given a data set                 it is desirable to compress the data as much as 

possible.
18

 The best way of compressing the data would be to use the Huffman code, 

described earlier, which is based on the relative frequencies in the data. The problem with this 

approach, however, is that the decoder needs to know, beforehand, which code has been used 

to compress the data. Without this code it is impossible to decode the encoded message. 

Rissanen‟s solution to this dilemma was to create a two-part code, where the first part of the 

code contains the code used and the second part is the message that has been compressed with 

said code. 

                         

where        is the total length needed to describe the data,        is the likelihood of the 

data, given the model, and      is the number of bits needed to define the code. (Rissanen, 

1983, p. 419) The idea, in model selection, is to pick the model that minimizes       . 

While this approach may be intuitively appealing, it can be shown that more advanced 

versions of MDL, such as normalized maximum likelihood, are strictly better; that is, that 

they never achieve longer total code length than the two-part code and sometimes perform 

better. (Rissanen, 2005a, p. 4) In other words, better model selection criteria can be found. 

 

3.2.3 Regret 

By now it should be clear that not all ways of encoding symbols are equally optimal. It is not 

possible, however, in advance to predict exactly the future sequences of strings that are to be 

encoded and thus the code that have been created may not be, in hind-sight, the optimal one 

(Grünwald, 2007, p. 179). 

Suppose that      is the, in hind-sight, optimal way of encoding a data sequence and that 

        is the method actually used to encode it. The regret is defined to be: 

                                 

(Grünwald, 2007, p. 179) 

                                                           
17

 Also known as “Crude MDL”. (Grünwald, 2007, p. 133) 
18

 Note that some authors, including (Rissanen, 2007) and (Grünwald, 2007), use the notation    instead of D 

for the data. Their approach avoids confusion with the so-called Kullback-Leibler divergence, that often is 

denoted D(P||Q), as well as makes it clear that the set is full of x‟s. The reason that we, like Roos (2009a) and 

(2009b), use D instead, is because we find it more intuitive as it avoids confusion with mathematical power 

notation. 
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In other words, the regret can be thought of as the extra number of bits needed to encode a 

sequence if         is used instead of     . (Grünwald, 2007, p. 179)         is the 

maximum likelihood estimate of the probability of the data and      is the, in hind-sight, 

optimal way of encoding  . Hence, it is a form of error measurement. The lower the regret, 

the better the model is. Thus, a code with low regret, relative to sample size, will yield an 

asymptotically optimal model. This brings us to the universal code. 

 

3.2.4 Universal code 

A universal code
19

 is a code for which the increase in regret goes to infinity slower than the 

sample size does. This implies that, in the long run, the model
20

 that one is working with 

converges to the optimal model. (Roos, 2009b) A code is said to be universal if the following 

holds; 

   
   

 

 
        

Two-part codes are universal codes (Roos, 2009b) and (Grünwald, 2007, p.271), which might 

bring up the question “why are criteria like RNML needed?”. Since in most practical 

applications one does not have an infinite amount of observations, the rate of which the 

universal code approaches the limit is of high interest. The quicker it approaches the limit, the 

less dependent it is on having a large sample at hand. 

Before continuing to RNML, a closer look at the two most commonly used model selection 

criteria is appropriate. 

 

3.2.5 AIC 

The formula for the “An Information theoretic Criterion”
21

 is as follows: 

                        

where k is the number of parameters in the model and           is the maximum likelihood 

estimate, given the model. (Akaike, 1974, p. 716) (Grünwald, 2007, p. 417) 

The idea behind the AIC is to choose the model that minimizes this value. The first part of the 

formula rewards models that explain the variation in the data well, while the second part 

penalizes models that are “complicated”. While the thought behind this is sound, it does not 

take into consideration the number of observations in the data sequence, D, which leads to an 

increased risk of overfitting, especially for small samples. (Grünwald, 2007, p.550) 

 

3.2.6 BIC 

The “Bayesian Information Criterion” is defined as follows: 

                                                           
19

 Despite the name implying otherwise, the model is not universal in regards to all model classes, just the one 

that it belongs to. (Grünwald, 2007, p. 175) 
20

 A model and a code are in essence are the same thing in MDL. 
21

 See footnote 1 on page 1. 
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 (Schwarz, 1978, p. 461) and (Grünwald, 2007, p. 417) 

As with the AIC, the idea behind BIC is to balance the model fit against its complexity.
22

 BIC 

penalizes complex models more severely than AIC does since the second term grows with the 

sample size. 

BIC can, from an MDL perspective, be thought of as a two-part code. In fact, in 1978, the 

same year as Schwarz published his article about BIC, Rissanen derived the same criterion 

with start in a two-part code. (Grünwald, 2007, p. 549) 

 

3.2.7 A brief discussion on the differences between AIC and BIC in linear regression 

Since the AIC has no penalty for sample size, it has a tendency to overfit for small samples. 

However, as the number of parameters in the “true” model increases, so does the AIC‟s 

performance as shown for AR processes in (Rissanen et al., 2010, pp. 847-848). 

If the “true” model includes only a few parameters, BIC performs better on average. 

Whichever the case, BIC‟s performance tends to converge faster to the ideal performance than 

AIC does. (Rissanen et al., 2010, pp.847-848) 

Since neither AIC nor BIC is outstanding for small samples, there is a need to find better 

model selection criteria. Enter the Normalized Maximum Likelihood criterion (NML). 

 

3.2.8 The Normalized Maximum Likelihood criterion 

In order to select a model that can compress data as much as possible, we wish to find the 

model that minimizes  

                         

(Grünwald, 2007, p. 409). There are various ways to estimate       , though it is, according 

to Grünwald (2007, p. 410), preferable to estimate it by maximizing the following formula: 

     
           

               
     

 

where Ω is the population of possible values that can be observed. That is, the numerator of 

     is the maximum likelihood estimate of the distribution, given the model. The 

denominator is the integral of the maximum likelihood estimates of the distribution over all 

possible data sets. (Roos, 2004, p. 2) The reason that the maximum likelihood estimator is 

                                                           
22

 It can be noted that the BIC and the AIC coincide when the last terms are equal. That is when: 
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normalized
23

 is that otherwise it will sum to over one and can thus not be thought of as a 

density function. (Grünwald, 2007, p. 182) 

The NML criterion would thus favour the model minimzing: 

                                              
     

        

The first term of this criterion rewards models that describe the data well, while the second 

term penalizes complex models, similar to the criteria AIC and BIC. The last term is usually 

negligible (Grünwald, 2007, p. 424). 

The problem with      is that the integral over all possible data sets is almost always infinite, 

resulting in a measurement that cannot be calculated. To get around this problem, the integral 

needs to be restricted to an interval that ensures that the integral is finite. (Roos, 2004, p. 2) 

This leads to the following approximate form of      in linear regression modelling: 

      
                       

               
    

                
 

where   is a subset of all possible variables that could be included in the model. (Rissanen, 

2005b, p. 66)     
     means that we integrate over all possible data,  , such that the 

estimated residual variance is greater than or equal to some value,   
 , so as to exclude 

saturated and overly overfitted models, and that      
 

 
         is less than or equal to   

(we will come back to this expression further down). This is to make the number of possible 

data under consideration countable and thus limits the integral to an area that is not infinitely 

large.  

The integral can now be calculated, but a problem arises, namely that the resulting formula 

cannot be interpreted correctly from an MDL standpoint due to that the last term depends on 

the data. (Grünwald, 2007, pp. 441-443) The problem is solved by a second normalization 

that after some rather tedious calculations can be shown to simplify to a criterion called the 

Renormalized Maximum Likelihood criterion. The proof can be found in (Roos 2004, pp. 3-9) 

                  

   

 
      

 

 
         

   

 
      

 

 
  

 

 
             

  
 

  
   

  

  

  

where 

k is the number of parameters in the model, n is the number of observations and    is described 

below. 

     
 

 
         

which in non-matrix notation can be written as 

                                                           
23

 That it is divided by the integral over all possible data sets. 
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the variation in    expressed by the model. Furthermore, since the variance cannot be 

estimated directly, due to yet another integral over a range that is most often infinite, it is 

bounded within the interval   
  and   

 , as is R between   and   . (Roos, 2004, pp. 6-8) 

These values are arbitrarily chosen to be reasonable values that the data can obtain. That is, 

variance close to zero, or very high, is excluded. As can be shown, as long as the intervals are 

not too narrow, they do not greatly affect the criterion‟s approximation. 

By the use of the Stirling approximation of the gamma functions (see appendix F), as well as 

the fact that 
 

 
             

  
 

  
   

  

  
  does not depend on k (and thus does not affect the 

value for which the function is minimized with regard to k), the formula can be simplified. 

The approximation has also been multiplied with two, since such a multiplication does not 

affect the value for which the function is minimized. (Roos 2004, pp. 8-9) This gives us the 

simplified form: 

                                
 

   
           

from which the following, alternative, form follows by simple algebra
24

: 

        
   

   
       

  

 
               

By minimizing the aforementioned function, the code length is minimized and thus the 

probability is maximized
25

, and thereby the best model is selected. Remember, that from an 

MDL perspective a good model does not necessarily need to be the same as the “true” model. 

Note that since this approximation of the RNML criterion is just that: an approximation, the 

correct notation for the criterion should thus be something in the line of      . However, to 

simplify notation the hat will be dropped throughout this paper. 

The RNML criterion is developed for linear regression analysis and is as such not directly 

applicable to logistic cases. However, according to Arnoldsson (2011), the criterion could be 

adapted to the exponential family by adding the weight function,  , to   . Such an adaption 

might prove to perform well. We will return to this topic after first taking a closer look at the 

formula. 

 

3.2.9 Demystifying the formula 

In order to get a better understanding of RNML it is of interest to express it in terms that are 

more familiar to statisticians, in particular the two first parts. From Arnoldsson (2011, pp.1-

2), consider the model: 

       

                                                           
24

 The derivation can be found in appendix G. 
25

 Though strictly speaking this is only an approximation. 
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where   is the error vector with i:th error term,   , assumed to be independent of all other 

error terms, following a Gaussian distribution with     and           . 

Since the parameter maximum likelihood estimate matrix is              , the predicted 

values are: 

                      

where                is the hat matrix (which is used for many things, but is named due 

to the fact that it “puts the hat on the y”) and       is the vector of predicted responses 

(fitted values). The residuals for this model, then, is               , and 

        
 

 

   

               

                         26  

          

          

Note that
27

 

        

         

Meaning that  

                 

Next, consider   . 

      
 

 
         

                                  

  
 

 
                           

  
 

 
                  

  
 

 
                 

 
 

 
         

       

                                                           
26

 A matrix   is said to be idempotent if and only if          (Anton and Rorres, 2011, p.50) and (Olsson, 

2002, p.183) 
27

 The stringent reader might observe that SST and SSR are here not centered around the mean as they usually 

are in regression analysis settings, indicating that in this case the intercept is a part of the coefficient matrix. 

(Arnoldsson, 2011, p. 1) 
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The first two parts can now be rewritten into 

       
   

 
    

   

 
 

Substituting this into the RNML formula gives 

       
   

 
    

   

 
           

 

   
           

From this it can be seen that the first term reflects the average unexplained residual variation 

 
   

 
  weighted with its degrees of freedom,      . The second term reflects the average 

variation that is due to the regression  
   

 
 , also weighted with its degrees of freedom,  . 

From a GLIM perspective
28

, the term SSE is the same as the residual deviance for the 

Gaussian distribution (Olsson, 2002, p.45), and the term SSR corresponds to the remaining 

deviance. (Arnoldson 2011, pp.1-3) 

From a regression analysis perspective, the expression above can be rewritten in the terms of 

     
   

   
 and      

   

 
 to make more intuitive sense. Arnoldsson (2011, pp. 2-3) 

The first part of the RNML criterion 

       
   

 
    

   

 
 

Can be rewritten as 

        
   

 
 
   

   
      

   

 
 
 

 
  

        
   

   
 
   

 
      

   

 
 
 

 
  

            
   

 
          

 

 
  

                                 
   

 
        

 

 
  

 

                                                           
28

 Generalized linear model 
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Putting this together with the second part of the RNML criterion will yield 

                                
   

 
       

 

 
   

             
 

   
           

Where the last terms 

        
   

 
       

 

 
  +           

 

   
           

can be simplified in the following way: 

        
   

 
      

 

 
            

 

   
          

 

 
  

          
   

 
      

 

 
          

 

   
     

 

   
      

 

 
     

 

 
  

         
   

 
 

 

   
      

 

 
 
 

 
     

 

   
     

 

 
  

         
 

 
      

 

 
     

 

   
     

 

 
  

     
 

 
      

 

 
      

 

 
     

 

   
     

 

 
  

      
 

 
     

 

   
     

 

 
  

                        

                       

The RNML formula can now be rewritten as 

                                                   

in which the average residual variation and the average variation due to the regression is 

balanced against each other. More precisely; the first part measures the number of bits needed 

to explain the residuals, weighted with its degrees of freedom, i.e. it measures the lack of fit. 

The second part measures the number of bits needed to describe the regression, also weighted 

with its degrees of freedom, i.e. it measures the complexity of the model. The third part is 

simply the degrees of freedom, and       measures the number of bits needed to encode the 

parameters. Finally,        is there so as to also consider the sample size. (Arnoldson 2011, 

pp. 2-3) Thus, similar to the AIC and BIC, the criterion rewards models with a good 

explanatory power while penalizing complex models, though the implementation is different. 

As with the two-part code, AIC and BIC, the goal here is minimizing the value of the criteria. 

Note that since that the logarithm of a number below 1 is negative, we will get a lower value 

of RNML for high MSR and low values of MSE. A low value of RNML, given a sample size, 

indicates that the data has been compressed more by the model selected, than by another 

model that resulted in a higher RNML value. 
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3.2.10 Expansion to the exponential family 

In order to expand RNML to the exponential family, the weight function,  , is included in 

the formula for   , giving 

    
 

 
          

Note that for the case of the Gaussian distribution     and thus the formula holds at least 

for that case, meaning that the expansion does not disrupt RNML for linear regression 

analysis. (Arnoldsson, 2011, p. 4) It should be noted, however, that the expression now cannot 

be simplified as it could before. In the case of logistic regression analysis, the diagonal 

element    of the weight function is           . (Olsson, 2002, pp. 40, 43-44) and 

(Arnoldsson, 2011, pp. 3-4) 
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4. Results 
This part of the paper is divided into two parts; one for linear regression and another for 

logistic regression. In all tables presented in this part of the paper, the simulation was run with 

1000 repetitions. The three criteria, AIC, BIC and RNML, chose models by stepwise 

regression, starting with an empty model and progressing forward and backwards. 

 

4.1 Linear regression 

The first part of the result section is dedicated to presenting the results of the linear regression, 

as that is the type of regression analysis that RNML was developed for. 

 

4.1.1 Two variables 

The starting point of this study was a model including two variables; call them X1 and X2.  

RNML chose, on average, a model with fewer parameters than the other two criteria chose, 

for all sample sizes under consideration. 

Below, tables containing descriptives of how many variables or interaction terms each 

criterion chose are presented. Quartiles are denoted Q.. The rows marked with colour are the 

ones where the average number of terms included is closest to the number of terms in the 

underlying model, i.e. two. 

Linear model descriptives for     

 Min. 1
st
 Q. Median Mean 3

rd
 Q. Max 

AIC 0 3 3 5.373 7 9 

BIC 0 3 3 5.273 7 9 

RNML 0 1 2 1.955 3 7 

     

 Min. 1
st
 Q. Median Mean 3

rd
 Q. Max 

AIC 0 2 4 5.207 6 17 

BIC 0 2 3 3.586 4 16 

RNML 0 2 2 2.272 3 7 

     

 Min. 1
st
 Q. Median Mean 3

rd
 Q. Max 

AIC 2 2 3 3.553 4 18 

BIC 2 2 2 2.499 3 7 

RNML 0 2 2 2.325 3 6 

     

 Min. 1
st
 Q. Median Mean 3

rd
 Q. Max 

AIC 2 2 3 3.276 4 13 

BIC 2 2 2 2.317 2 6 

RNML 2 2 2 2.269 2 6 

      

 Min. 1
st
 Q. Median Mean 3

rd
 Q. Max 

AIC 2 2 3 3.097 4 10 

BIC 2 2 2 2.157 2 6 

RNML 2 2 2 2.147 2 7 

      

 Min. 1
st
 Q. Median Mean 3

rd
 Q. Max 

AIC 2 2 3 3.024 4 8 

BIC 2 2 2 2.108 2 5 

RNML 2 2 2 2.101 2 5 
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 Min. 1
st
 Q. Median Mean 3

rd
 Q. Max 

AIC 2 2 3 3.033 4 10 

BIC 2 2 2 2.060 2 4 

RNML 2 2 2 2.055 2 4 

       

 Min. 1
st
 Q. Median Mean 3

rd
 Q. Max 

AIC 2 2 3 3.017 4 9 

BIC 2 2 2 2.046 2 4 

RNML 2 2 2 2.046 2 4 

 

From these tables it is shown that in our study, for small samples, RNML tends on average to 

choose models with fewer parameters than AIC and BIC. As the sample size grows, BIC 

quickly coincides with RNML. AIC, however, continues to choose larger models on average 

than AIC and BIC, even when the number of observations has reached 1024. 

It should be noted that in the cases with sample sizes of eight and 16, AIC and BIC at least 

once selected a model with more parameters than observations. The reason behind this is 

unknown to the authors. An explanation to this might be that something is amiss in the 

stepwise regression function and that the three criteria are allowed to include terms even if the 

parameters cannot be estimated. 

Note that the tables above say nothing about which parameters have been chosen. It is 

therefore not clear if the parameters chosen are of the two relevant parameters. In order to 

gain more information about the models chosen, additional tables are presented below. In 

them the following denotation is used: 

Interc.: No variable was in the selected model, i.e. only the intercept was. 

Neither X1 nor X2: Neither X1 nor X2 was in the selected model but at least one variable 

was. 

X1 or X2: Either X1 or X2 was in the selected model but no other variable was. Neither was 

their interaction term. 

X1 or X2 + 1: Either X1 or X2 was in the selected model, as was one irrelevant variable. 

X1 or X2 + ≥2: Either X1 or X2 was in the selected model, as was two or more irrelevant 

variables or interaction terms. 

X1 and X2: Both X1 and X2 were in the model and no other variable. Note that in, this case, 

this is the model that generated the data. 

+X1:X2: The model selected included X1, X2 and their interaction term, but nothing more. 

+Not X1:X2: The model selected included X1, X2 and one other variable that was not their 

interaction. 

+2: Both X1 and X2 were in the model, as were two other variables or interaction terms. 

+ ≥ 3: Both X1 and X2 were in the model, as were three or more other variables or interaction 

terms. 
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The, with colour, filled column “X1+X2” represents the cases where the respective criterion 

selected the model from which the data was generated. 

 

Linear model selection descriptives for     

 Interc. Neither X1 
nor X2 

X1 or 
X2 

X1 or X2 
+1 

X1 or X2 
+ ≥ 2 

X1+X2 +X1:X2 +Not X1:X2 +2 + ≥ 3 

AIC 23 57 29 42 114 87 18 37 19 574 

BIC 25 62 34 43 116 90 18 37 18 557 

RNML 122 301 123 87 65 167 19 57 34 25 

     

 Interc. Neither X1 
nor X2 

X1 or 
X2 

X1 or X2 
+1 

X1 or X2 
+ ≥ 2 

X1+X2 +X1:X2 +Not X1:X2 +2 + ≥ 3 

AIC 1 7 2 6 11 269 53 136 159 356 

BIC 4 15 12 4 10 413 60 167 131 184 

RNML 56 111 18 10 13 515 44 131 69 33 

     

 Interc. Neither X1 
nor X2 

X1 or 
X2 

X1 or X2 
+1 

X1 or X2 
+ ≥ 2 

X1+X2 +X1:X2 +Not X1:X2 +2 + ≥ 3 

AIC 0 0 0 0 0 340 77 185 188 210 

BIC 0 0 0 1 0 654 61 177 70 37 

RNML 9 14 0 0 0 711 54 147 46 19 

     

 Interc. Neither X1 
nor X2 

X1 or 
X2 

X1 or X2 
+1 

X1 or X2 
+ ≥ 2 

X1+X2 +X1:X2 +Not X1:X2 +2 + ≥ 3 

AIC 0 0 0 0 0 375 83 200 178 164 

BIC 0 0 0 0 0 756 54 138 35 17 

RNML 0 0 0 0 0 791 49 118 27 15 

      

 Interc. Neither X1 
nor X2 

X1 or 
X2 

X1 or X2 
+1 

X1 or X2 
+ ≥ 2 

X1+X2 +X1:X2 +Not X1:X2 +2 + ≥ 3 

AIC 0 0 0 0 0 425 78 200 165 132 

BIC 0 0 0 0 0 865 26 91 15 3 

RNML 0 0 0 0 0 876 23 84 13 4 

      

 Interc. Neither X1 
nor X2 

X1 or 
X2 

X1 or X2 
+1 

X1 or X2 
+ ≥ 2 

X1+X2 +X1:X2 +Not X1:X2 +2 + ≥ 3 

AIC 0 0 0 0 0 419 68 248 149 116 

BIC 0 0 0 0 0 900 17 76 6 1 

RNML 0 0 0 0 0 908 16 68 7 1 

      

 Interc. Neither X1 
nor X2 

X1 or 
X2 

X1 or X2 
+1 

X1 or X2 
+ ≥ 2 

X1+X2 +X1:X2 +Not X1:X2 +2 + ≥ 3 

AIC 0 0 0 0 0 407 71 253 159 110 

BIC 0 0 0 0 0 942 11 45 2 0 

RNML 0 0 0 0 0 947 10 41 2 0 

       

 Interc. Neither X1 
nor X2 

X1 or 
X2 

X1 or X2 
+1 

X1 or X2 
+ ≥ 2 

X1+X2 +X1:X2 +Not X1:X2 +2 + ≥ 3 

AIC 0 0 0 0 0 418 72 238 160 112 

BIC 0 0 0 0 0 955 16 28 1 0 

RNML 0 0 0 0 0 955 16 28 1 0 
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In the case where       , BIC and RNML chose the exact same models in all cases. It can 

also be noted that in the case where    , AIC and BIC followed each other very closely, 

which is to be expected. (See footnote 22, page 14). 

For the cases where             , RNML had a tendency to pick intercept-only models to 

a higher extent than AIC and BIC did. The same applies for selected models with only one 

variable picked, relevant or not. As noted earlier, RNML chose models, on average, with 

fewer variables than AIC and BIC did. For all sample sizes under consideration, RNML 

selected the “true” model most times of the three criteria, while AIC selected it the least 

number of times. AIC also tended to select more complex models than the other two criteria 

did, and continued to do so to a high degree even when the sample size had reached 1024. 

Looking at the last two columns (in particularly the last) it can be seen that, in this study, AIC 

selected excessively large models to a much higher extent than BIC and RNML did. 

From the table it can be seen that the percentage of times RNML and BIC selected the 

underlying model, grew quickly and was over 75 per cent for both criteria when the number 

of observations had reached 64. It was over 95 per cent when the sample size was 1024, while 

AIC still had not reached 50 per cent. For a more graphical illustration, bar charts can be 

found in appendix H. 

 

4.1.2 One variable 
A simulation was run for simple regression as well. All three criteria were, on average, rather 

grouped around the model from which the data was generated. Both BIC and RNML, on 

average, quickly found the underlying model. Already at n = 16 BIC and RNML, on average, 

chose the underlying model in approximately 50 per cent of the time. When n = 128 both 

these two criteria were, on average, correct almost 90 per cent. AIC, on the other hand, chose 

the underlying model, on average, only just over 40 per cent of the time with n = 1024 and, on 

average, an overly complex model almost ten per cent of the time. These results can be seen 

in entirety in appendix I. 

 

4.1.3 Interaction term included 

The simulation study was run again, this time with an interaction term also included in the 

model that generated the data. The table below shows the results for sample sizes eight and 

1024. The rest can be found in appendix J. The, with colour, filled column “+X1:X2” 

represents the cases where the respective criterion selected the model from which the data was 

generated. 

 Linear model selection descriptives for     

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 26 82 109 77 22 10 34 13 267 9 215 

BIC 31 83 116 76 21 10 35 13 256 9 216 

RNML 152 282 176 113 0 40 44 19 7 25 31 

        

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 0 0 0 0 487 275 238 0 0 

BIC 0 0 0 0 0 0 966 34 0 0 0 

RNML 0 0 0 0 0 0 969 31 0 0 0 
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For small samples AIC and BIC chose, on average, overly complex models rather often, 

whereas RNML rarely chose such a model, rather it mostly chose simpler models. Already 

with sample size 64 both BIC and RNML chose, on average, the underlying model more than 

80 per cent of the time. AIC, however, was still wrong, on average, more than 50 per cent of 

the time when sample size was 1024. 

 

4.1.4 High order model 

To see how the criteria performed when the underlying model was of larger character, we run 

another simulation for linear regression. This time the underlying model included six main 

effects, and was run for the same sample sizes as before. In this study RNML seemed to 

perform best, picking the simplest models for very small samples and quickly grouped around 

the underlying model that included six variables. 

In Appendix K, bar charts with    , n = 16, n = 32, n = 128 and n = 1024 are shown. It is 

interesting to see that AIC often chose very large models with over 30 variables, and to a 

certain degree as did BIC, when n = 32. When the sample size was 1024 both BIC and RNML 

mainly chose the underlying model (more than 85 per cent), whereas AIC chose it less than 

four per cent of the time. Data from these simulations can be found in Appendix L. It should 

be noted that for these simulations there were once again cases where selected models had 

more terms than number of observations. 

 

4.2 Logistic regression 

The study was also done for logistic regression, with the exception of the high order model, 

which was excluded. The results are presented below.  

 

4.2.1 Two variables 

From this study the RNML chose, by far, more often very simple models, often with only an 

intercept. For very small samples (up until size 32) AIC, on average, chose the underlying 

model more often than did RNML; BIC, on the other hand, chose it more often than AIC or 

RNML. As sample size grew (with size n = 128), RNML caught up with BIC. Interesting is 

that RNML, still with sample size 512, chose models with only an intercept, preferred to the 

model with one variable. Another thing worth noting is that as sample size grew, AIC tended 

to choose larger models at times. These results, as well as bar charts, can be found in 

Appendix M and N respectively. 

 

4.2.2 One variable 

Again RNML had a strong preference for the model including only an intercept. Not until 

sample size equal to 64 did it choose the model from which the data was generated, a majority 

of the time. It rarely selected very complex models. AIC, on the other hand, often selected 

both wrong and/or too complex models; also as the sample size was 1024. BIC performed 

somewhere in between, and chose the underlying model more frequently than did both AIC 

and RNML. For large samples, of sizes 512 and 1024 observations, RNML chose the 

underlying model slightly more often than did BIC. It should be noted that neither of the 



26 
 

criteria generally chose particularly complex models for samples larger than 32 observations. 

Interestingly enough, only RNML chose models with two or more wrong variables without 

selecting the correct one, when the sample size was 64. The results can be viewed in appendix 

O. 

 

4.2.3 Interaction term 

For very small samples all criteria chose very simple models. RNML, again, had a preference 

for the intercept model, whereas AIC and BIC mainly chose a model including none, one or 

two terms (not necessarily included in the underlying model). With increasing sample size, 

AIC continued to choose unnecessarily complex models, whereas BIC and RNML suddenly 

preferred the underlying model with sample size 128 and onwards. Interesting is that both 

BIC and RNML almost always chose the underlying model for big samples (equal to and 

more than 256 observations), and only less than 5 per cent of the time chose an overly 

complex model. AIC, on the other hand, still chose the overly complex model more than 20 

per cent of the time with sample size 1024. Tables over the data are presented in appendix P. 

 

4.3 General observations 

AIC selected the underlying model less times than it overfitted, for all sample sizes with only 

one exception.
29

 RNML chose the underlying model most of times for linear regression, 

whilst BIC did for logistic regression. During the simulations the authors noted that on a few 

occasions the underlying model was given a lower RNML value than the model the stepwise 

regression with RNML as a selection criteria chose. This means there are cases where the 

stepwise regression fails to identify that the minimum RNML value chosen only was a local 

minimum and not a global minimum. The same most likely holds for AIC and BIC, though it 

was not examined.  

                                                           
29

 The exception being in the case where the underlying model consisted of two variables and their interaction 

term, and even then only in the case where n = 512.  



27 
 

5. Discussion and conclusions 
In this section, we will discuss the pros and cons of the three criteria. The main focus will be 

on RNML, and how it performed in comparison to AIC and BIC. 

 

5.1 A note on extreme overfitting 

Since our results included cases where AIC and BIC chose more terms than the number of 

observations, the results presented for AIC and BIC appear more extreme than they really are 

for those samples. We believe that the results still are representative since the number of times 

where this extreme overfitting occurred is rather limited. As the results, apart from these cases 

with extreme overfitting, seem reasonable, we are inclined to believe that the fault lies within 

the way the stepwise function decides on adding or subtracting variables and not in the R code 

written for the simulation study. 

 

5.2 Linear regression 

It is interesting that AIC, that is often a standard choice in many statistical programs, tended 

to perform poorly when it came to selecting the underlying model. As noted on page 26, AIC 

had a tendency to overfit more often than it chose the underlying model. BIC also showed this 

trend for small to medium sample sizes but stopped doing so as the sample size grew to about 

256. Every now and then both AIC and BIC consistently chose a particular overfitted model, 

resulting in a spike in the bar charts. One such example is when the underlying model consists 

of six terms and the sample size is 16, see appendix L, page 52. 

From an MDL-, as well as a traditional statistical-, point of view overfitting is bad as it results 

in lessened predictive abilities of the model. AIC‟s performance was generally much worse 

than that of BIC and RNML. While it might be the case that the settings we examined the 

criteria under might not be in favour of AIC, the inclusion of more variables to pick from only 

made things worse for AIC. 

 

5.3 Logistic regression 

In logistic regression, there seems to be no real indication that RNML would be preferable to 

BIC, especially considering the fact that BIC already is implemented in statistical programs. 

While the fact that RNML often seems to pick models consisting only of the intercept might 

not be a bad idea for really small samples, it seems to do so to an extent we consider rather 

unreasonable. Surely it must often be better to at least pick one of the relevant variables than 

to pick the intercept only model when the sample size is 32? In the case of the underlying 

model with two variables, RNML did after all pick the intercept roughly half the time even 

when the sample size was 32. This can be compared to BIC that tended to favour the 

underlying model about a third of the time in that case. On the flipside, RNML overfitted 

exquisitely seldom in logistic regression. This might indicate that the criterion‟s built-in 

penalization of complex models might be too strict in the logistic case. This might be due to 

the fact that the criterion was developed for linear regression and that Arnoldsson‟s extension 

of the criteria to logistic regression might not be optimal. 
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5.4 General discussion 

One does not usually select models by “blind” stepwise regression. The problem of this 

massive overfitting might not be that great in real life applications where common sense is 

applied to model selection. However, the same logic applies to the underfitting problem of 

RNML. It is not very likely that, in real life applications, one would choose an intercept-only 

model. Also, as the stepwise regression can fail to identify local minimums it might be 

possible that a manual stepwise regression could perform better. 

The choice of selection criterion could be based upon whether one considers under- or 

overfitting most problematic.  

 

5.5 Strength and weaknesses of RNML 

There are a few things that set RNML apart from BIC (and from AIC). For instance, it does 

not vary as much in the number of parameters included in the model. In other words, its range 

of included parameters is shorter than that of AIC and BIC. Also, in the case of linear 

regression analysis, the probability of RNML selecting the underlying model seems to 

approach one at a quicker pace than AIC and BIC, although the latter rather quickly catches 

up with RNML. In logistic regression analysis, the roles are reversed and BIC much quicker 

tends towards choosing the underlying model than RNML does. 

In stark contrast to AIC, RNML has a tendency to underfit for small samples. This, however, 

is not necessarily a problem since underfitting on such small sample sizes as eight or 16 might 

in fact lead to better parameter estimates and thus better predictions. Whether or not that is the 

case in our study is not evident and might be a topic for further research. (See “Future 

research” below.) 

For small samples around the size of eight, there is no real difference in the performance of 

AIC and BIC. However, RNML can differ a lot from the aforementioned two criteria in which 

models it tends to select. Since such small samples are to be treated with care, RNML might 

be a more cautious approach for linear regression analysis. In the logistic case, RNML does 

not seem to contribute much at all for such small samples. 

 

5.6 Conclusions 

If our results are to be trusted, despite the cases of extreme overfitting, a rule of thumb seems 

to be to avoid AIC and instead use BIC or, for linear models, RNML. Definitely avoid AIC 

for logistic regression. BIC is probably a better choice than RNML for logistic regression 

analysis, at least for samples less than 512. 

 

5.7 Future research 

As pointed out in (Rissanen et al., 2010, p.849) the model that predicts future observations 

best might not be the same model that generated the data. It would thus be of great interest to 

examine the three criteria‟s ability to predict data in order to evaluate their predictive 

capabilities.   

Also, in this paper, the three criteria have only been evaluated under the situation where the 

data has been generated with an error term with a variance of one. It would be interesting to 
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see how the criteria perform when the variance term is set to other, greater, values than one. 

As for logistic regression, this paper has only covered the special case where the number of 

outcomes,  , in each sample was equal to one, i.e. the Bernoulli case. This too could be 

allowed to vary for a more complete picture of the criteria‟s performances. 

In this study, we have only evaluated the criteria‟s performances, both for linear- and logistic 

regression, when it comes to models where the variables have been generated in such a 

manner that they, per definition, are uncorrelated. The authors would find it very interesting to 

see if the introduction of correlation to the models would affect the outcome of the study. 

This paper could also be followed up with a study with larger sample sizes, as well as much 

more complicated models.  
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7. Appendices 
 

7.1 Appendix A: Reading a tree diagram 

The easiest way to visualize how a code is formed is by constructing a so-called tree diagram. 

Consider the code (a = 0, b = 10, c = 11). It is presented in a tree diagram (figure 1) below. 

 

Figure 1: A tree diagram over a prefix-free code for (a, b, c) 

The start of a tree diagram is called “the root”. From the root two paths run, both ending up in 

a so-called node. A node can be two things. Either it is a junction that splits the path in two, or 

it is an endpoint of the path that leads down to it. In the latter case, the node is called a 

“leaf”.
30

 The process of splitting paths in two is continued until there is as many leaves in the 

tree as there are symbols,   , in the code. Once this is accomplished, each symbol is assigned 

to a unique leaf. Each path below the root or a node is given the symbol 0 or 1, making sure 

that for each pair of paths, 0 or 1 appears no more than once. 

The code word assigned to each symbol    can then be read by tracing the paths from the root, 

down through all the nodes leading to the leaf corresponding to the code word of interest. By 

reading the junction of the binary symbols at each node and joining them together in 

chronological order, one gets the code word for symbol   . 

For example, consider the symbol “b” in figure 1. If one is interested in finding out which 

code word is assigned to it, one starts at the root and work one‟s way downwards to leaf “b”. 

One starts by going right and thus add a 1 to the code. At the first node, one turns left and 

adds a 0 to the code. It can now be seen that the final node, or leaf, has been reached, and the 

process halts. Thus the code is 10 for “b”, which is in agreement with what was seen earlier. 

Note that it does not matter how the 0‟s and 1‟s are assigned to the various paths in the tree 

diagram, one would still end up with a prefix-free code. It is common practice, however, to be 

consequent in assigning all zeros to either the left or the right path connected to each node. 

 

                                                           
30

 It should be noted that all leaves are nodes, though not all nodes are leaves. 
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7.2 Appendix B: Huffman‟s algorithm 

Huffman‟s algorithm works by sorting symbols,   , that are to be encoded after their 

probabilities in increasing order. The two symbols with least probabilities are then defined as 

leaves of a, for now, disjoint node; a root if you wish. One of the branches between that node 

and the leaf gets a 0 attached to it, while the other gets a 1. (Cover and Thomas, p. 118) 

Next, the node is assigned a probability equal to the sum of the two symbols‟ respective 

probabilities, and then put back into the sorted list where it now is treated as an element that 

can be selected and grouped. The procedure is then repeated until there is only one element 

left. That element forms the prefix-free binary tree for the symbols. Code word for symbol    

is then traced from the root down to the corresponding leaf as usual. (Cover and Thomas, p. 

118) 

It can be shown that Huffman‟s algorithm results in an optimal expected code length. 

However, the proof is beyond the scope of this paper, but can be found in (Cover and 

Thomas, 2006, pp. 123-127). For a more visual representation of how the algorithm works, 

see (Roos, 2009a). 

 

7.3 Appendix C: Proof of Kraft inequality 

The proof is given only for the binomial case, though it can easily be extended to the general 

case by simply changing the base 2, to the base    . 

Assume a tree diagram representing a prefix-free code. Note that the length of each code word 

is equal to the number of nodes, including the leaf, that connects the corresponding leaf to the 

root. In other words, the further down in the tree a leaf is, the longer a code word is associated 

to it. 

The length of the longest code word can be defined as     . Note that there can be at most 

      code words of that length, which occurs in the special case where all code words have 

equal length. 

At each leaf that is not at      level, the number of possible code words that could have been 

generated from it, if the leaf had been a non-leaf node instead is, for each leaf,             . 
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Figure 3: An illustrative tree-diagram over the Kraft inequality. 

 

This gives us that the sum of all leaves in the tree diagram is the following: 

             

 

   

 

Clearly this sum cannot be greater than in the case where all the code words are of maximum 

length.  

               

 

   

       

It can then be seen that this is equivalent to 

                

 

   

        

          

 

   

   

which proves the Kraft inequality. 

(Cover and Thomas, 2006, p. 108) 
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7.4 Appendix D: Proof that the Shannon code fulfils the Kraft inequality 

The Kraft inequality states that 

        

 

   

   

Looking at the left hand side of the inequality, and remembering that the Shannon coding 

states; 

                              

It can be seen that 

                    

 

   

 

                  

 

   

 

              

 

   

 

       

 

   

   

                 

 

   

   

Q.E.D 

 

In other words, the Shannon code fulfils the Kraft inequality. (Cover and Thomas, 2006, pp. 

112-113) 

 

7.5 Appendix E: Definition of a Turing machine 

A Turing machine is a theoretical machine that, given a logical problem, either runs until it 

solves it and then stops, or never stops at all. (Turing, 1937, pp. 240-241) All logical problems 

that can be solved at all can be solved by a Turing machine. (Sipser, 2006, p. 139) This means 

that if a Turing machine cannot solve the problem, the problem cannot be solved with logic.  

A problem with the Turing machine is that there is no way to know if the problem has a 

solution or not since some problems might just take a very, very long time to be computed. 

The problem is, of course, that one in advance cannot know if the problem is unsolvable since 

it is impossible to tell if the calculations ever will halt.
31

 This is known as the “Halting 

problem”. (Sipser, 2006) and (Cover and Thomas, 2006, pp. 482-483) 

                                                           
31

 In fact, Alan Turing, proved in 1936 that it is impossible to know in advance if a problem is solvable or not. 

(Turing, 1937, p. 247) 
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A Universal Turing Machine is “[…] a single machine which can be used to compute any 

computable sequence.” (Turing, 1937, p. 241). In other words, such a machine can do 

everything any specific Turing machine can do. 

 

7.6 Appendix F: The Stirling approximation of the gamma function 

 

The Stirling approximation states that: 

                    
 

 
          

 

 
        

(Roos 2004, p.8) 

A quick look at the Stirling approximation indicates that it is a good one, with an error very 

quickly approaching zero as n grows. 

 

Figure 4: The error caused by the Stirling approximation for values of n=1 to 170 

 

For the convenience of the reader, the R code used to produce figure 4 is presented below. 

R code for the illustration of the Stirling approximation 

 

# The following script generates the Stirling approximation of 

# ln(n!) 

# It is used by typing "Stirling(n)" for any given positive value of n. 

 

Stirling <- function(n) { (n+1/2)*log(n)-n+(1/2)*log(2*pi) } 

y <- c(1:170) 

 

# The reason that we let y range from 1 to 170 is that 170  

# is that 170 is the highest number that R lets us calculate 

# the factorial of, at least on the computer we used. 

 

truval <- log(factorial(y)) 

appval <- Stirling(y) 

plot(truval-appval, ylab="Error of approximation", xlab="n") 
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7.7 Appendix G: Alternative form of RNML 

                           
 

   
           

                           
 

   
     

 

   
           

          
   

   
           

 

   
           

         
   

   
           

 

   
           

         
   

   
       

 

 

 
      

 

   
      

         
   

   
       

 

 

 
               

         
   

   
       

 

 

 
              

Q.E.D 
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7.8 Appendix H: Bar charts for linear regression with two variables 

n = 8 

n = 16 
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n = 32 

n = 32 
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n = 1024 
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7.9 Appendix I: Linear regression with one variable 

 

The, with colour, filled column “X1” is the model from which the data was generated. 

Linear model selection descriptives for     

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 29 156 137 74 499 42 23 40 

BIC 33 159 150 71 482 42 23 40 

RNML 90 272 176 75 57 139 88 103 

     

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 1 307 273 147 265 3 3 1 

BIC 2 470 289 112 113 9 4 1 

RNML 22 573 221 69 39 42 11 23 

     

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 385 293 163 159 0 0 0 

BIC 0 672 227 78 23 0 0 0 

RNML 1 707 205 60 20 4 3 0 

     

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 396 315 161 128 0 0 0 

BIC 0 778 190 27 5 0 0 0 

RNML 0 785 179 29 7 0 0 0 

      

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 408 338 129 125 0 0 0 

BIC 0 874 113 13 0 0 0 0 

RNML 0 875 105 16 4 0 0 0 

      

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 424 321 157 98 0 0 0 

BIC 0 901 93 5 1 0 0 0 

RNML 0 897 94 7 2 0 0 0 

      

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 420 339 148 93 0 0 0 

BIC 0 946 54 0 0 0 0 0 

RNML 0 943 57 0 0 0 0 0 

       

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 435 323 153 89 0 0 0 

BIC 0 962 37 1 0 0 0 0 

RNML 0 957 41 2 0 0 0 0 
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7.10 Appendix J: Linear regression with two variables and their interaction 

term 

 

The, with colour, filled column “+X1:X2” is the model from which the data was generated. 

 Linear model selection descriptives for     

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2 
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 26 82 109 77 22 10 34 13 267 9 215 

BIC 31 83 116 76 21 10 35 13 256 9 216 

RNML 152 282 176 113 0 40 44 19 7 25 31 

      

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2 
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 15 25 115 52 166 4 174 141 353 1 19 

BIC 36 33 167 78 119 11 222 148 200 1 18 

RNML 87 199 185 68 20 16 248 92 26 4 7 

      

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2 
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 2 3 22 16 101 0 359 235 337 0 0 

BIC 13 3 68 23 28 0 580 214 83 0 0 

RNML 40 70 48 19 7 0 625 150 28 0 0 

      

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2 
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 1 0 25 0 453 268 278 0 0 

BIC 0 0 9 1 5 0 801 152 37 0 0 

RNML 3 1 6 0 2 0 847 116 27 0 0 

       

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2 
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 0 0 3 0 469 267 264 0 0 

BIC 0 0 0 0 0 0 879 116 5 0 0 

RNML 0 0 0 0 0 0 908 87 5 0 0 

       

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2 
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 0 0 0 0 491 278 231 0 0 

BIC 0 0 0 0 0 0 922 75 3 0 0 

RNML 0 0 0 0 0 0 938 59 3 0 0 

       

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2 
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 0 0 0 0 505 247 248 0 0 

BIC 0 0 0 0 0 0 943 54 3 0 0 

RNML 0 0 0 0 0 0 954 44 2 0 0 

        

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+2 

X1+X2 +X1:X2 X1:X2 
+1 

X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 0 0 0 0 487 275 238 0 0 

BIC 0 0 0 0 0 0 966 34 0 0 0 

RNML 0 0 0 0 0 0 969 31 0 0 0 
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7.11 Appendix K: Data on the model with six variables 

 

n=8 

            Total number of variables and/or interaction terms included in the selected 

model 

  0 1 2 3 4 5 6 7 8 9 

 AIC 2 14 18 13 2 0 0 827 99 25 

 BIC 4 19 18 15 2 0 0 818 99 25 

 RNML 62 190 246 181 124 107 0 90 0 0 

 
            
            Number of correct variables included in the selected model 

     0 1 2 3 4 5 6 

    AIC 2 35 93 314 386 157 13 

    BIC 5 40 93 309 384 156 13 

    RNML 141 293 318 170 60 15 3 

    
            
            Number of incorrect terms included in the selected model 

    0 1 2 3 4 5 6 

    AIC 27 25 117 370 350 102 9 

    BIC 33 27 117 368 345 101 9 

    RNML 389 307 169 81 44 10 0 
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n=16 

                     Total number of variables and/or interaction terms included in the selected model 

          0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 

  AIC 0 5 8 12 9 21 12 12 15 4 0 0 0 0 0 847 54 1 

  BIC 2 20 40 42 32 55 28 29 21 6 2 0 0 0 0 690 32 1 

  RNML 45 120 112 135 140 143 106 93 56 30 12 7 1 0 0 0 0 0 

  

                     

                     Number of correct variables included in the selected 

model 

              0 1 2 3 4 5 6 

             AIC 3 6 21 41 132 304 493 

             BIC 8 29 74 75 138 259 417 

             RNML 106 177 144 182 162 107 122 

             

                     

                     Number of incorrect terms included in the selected model 

             0 1 2 3 4 5 6 7 8 9 10 11 12 13 

      AIC 14 30 19 19 9 6 1 0 0 468 290 120 22 2 

      BIC 82 71 59 41 14 10 0 0 0 392 233 83 14 1 

      RNML 357 285 182 97 14 23 8 1 2 0 1 0 0 0 
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n=32 

Total number of variables and/or interaction terms included in the selected 

model 

           0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

AIC 0 0 0 0 0 0 12 33 51 52 49 44 55 26 26 20 12 12 8 4 5 

BIC 0 0 1 2 3 3 126 185 172 134 99 60 42 24 23 13 11 4 2 2 1 

RNML 36 42 23 9 8 6 351 259 149 65 30 15 6 1 0 0 0 0 0 0 0 

                      

 
21 22 23 24 25 26 27 28 29 30 31 32 33 34 

       AIC 1 0 0 0 0 0 0 0 0 0 463 104 19 4 

       BIC 2 0 0 0 0 0 0 0 0 0 73 17 1 0 

       RNML 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

       

                      

                      Number of correct variables included in the selected 

model 

               0 1 2 3 4 5 6 

              AIC 0 0 0 0 1 5 994 

              BIC 0 2 0 2 7 12 977 

              RNML 75 33 4 4 11 15 858 

              

                      

                      Number of incorrect terms included in the selected model 

              0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 … 25 26 27 28 

AIC 12 31 53 51 50 43 55 27 24 22 12 12 8 4 5 1 … 463 104 19 4 

BIC 127 191 170 135 100 60 42 26 23 13 11 4 2 2 1 2 … 73 17 1 0 

RNML 398 308 171 71 28 17 6 1 0 0 0 0 0 0 0 0 … 0 0 0 0 
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n=64 

                        Total number of variables and/or interaction terms included in the selected model 

             0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

  AIC 0 0 0 0 0 0 21 58 102 143 136 106 92 78 47 38 40 19 17 17 13 

  BIC 0 0 0 0 0 0 325 324 214 75 34 13 6 4 4 0 0 1 0 0 0 

  RNML 8 3 2 0 0 0 488 328 127 28 11 4 1 0 0 0 0 0 0 0 0 

  

                        

 
21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 … 63 64 

   AIC 11 3 3 3 3 5 4 2 1 2 2 1 1 2 1 1 1 … 26 1 

   BIC 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 … 0 0 

   RNML 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 … 0 0 

   

                        

                        Number of correct variables included in the selected 

model 

                 0 1 2 3 4 5 6 

                AIC 0 0 0 0 0 0 1000 

                BIC 0 0 0 0 0 0 1000 

                RNML 0 0 0 0 0 0 1000 

                

                        

                        Number of incorrect terms included in the selected model 

                0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

  AIC 21 58 102 143 136 106 92 78 47 38 40 19 17 17 13 11 3 3 3 3 5 

  BIC 325 324 214 75 34 13 6 4 4 0 0 1 0 0 0 0 0 0 0 0 0 

  RNML 497 330 129 28 11 4 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

  

                        

 
21 22 23 24 25 26 27 28 29 30 31 … 57 58 

         AIC 4 2 1 2 2 1 1 2 1 1 1 … 26 1 

         BIC 0 0 0 0 0 0 0 0 0 0 0 … 0 0 

         RNML 0 0 0 0 0 0 0 0 0 0 0 … 0 0 
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n=128 

                           Total number of variables and/or interaction terms included in the selected model 

                0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 … 26 

 AIC 0 0 0 0 0 0 24 104 144 161 146 127 89 77 40 31 17 15 9 6 5 1 3 … 1 

 BIC 0 0 0 0 0 0 512 337 106 35 8 1 1 0 0 0 0 0 0 0 0 0 0 … 0 

 RNML 0 0 0 0 0 0 623 292 63 19 3 0 0 0 0 0 0 0 0 0 0 0 0 … 0 

 

                           

                           Number of correct variables included in the selected 

model 

                    0 1 2 3 4 5 6 

                   AIC 0 0 0 0 0 0 1000 

                   BIC 0 0 0 0 0 0 1000 

                   RNML 0 0 0 0 0 0 1000 

                   

                           

                           Number of incorrect terms included in the selected model 

                   0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 … 20 

       AIC 24 104 144 161 146 127 89 77 40 31 17 15 9 6 5 1 3 … 1 

       BIC 512 337 106 35 8 1 1 0 0 0 0 0 0 0 0 0 0 … 0 

       RNML 623 292 63 19 3 0 0 0 0 0 0 0 0 0 0 0 0 … 0 
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n=256 

                            Total number of variables and/or interaction terms included in the selected model 

                 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 

  AIC 0 0 0 0 0 0 25 82 159 206 156 123 95 57 45 13 15 12 7 3 0 1 0 0 1 

  BIC 0 0 0 0 0 0 653 281 51 14 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 

  RNML 0 0 0 0 0 0 711 237 43 9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

  

                            

                            Number of correct variables included in the selected 

model 

                     0 1 2 3 4 5 6 

                    AIC 0 0 0 0 0 0 1000 

                    BIC 0 0 0 0 0 0 1000 

                    RNML 0 0 0 0 0 0 1000 

                    

                            

                            Number of incorrect terms included in the selected model 

                    0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 

        AIC 25 82 159 206 156 123 95 57 45 13 15 12 7 3 0 1 0 0 1 

        BIC 653 281 51 14 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 

        RNML 711 237 43 9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 
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n=512 

                      Total number of variables and/or interaction terms included in the selected model 

           0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 

 AIC 0 0 0 0 0 0 26 98 184 191 169 124 82 51 33 16 12 11 2 1 

 BIC 0 0 0 0 0 0 767 203 28 2 0 0 0 0 0 0 0 0 0 0 

 RNML 0 0 0 0 0 0 801 176 22 1 0 0 0 0 0 0 0 0 0 0 

 

                      

                      Number of correct variables included in the selected 

model 

               0 1 2 3 4 5 6 

              AIC 0 0 0 0 0 0 1000 

              BIC 0 0 0 0 0 0 1000 

              RNML 0 0 0 0 0 0 1000 

              

                      

                      Number of incorrect terms included in the selected model 

              0 1 2 3 4 5 6 7 8 9 10 11 12 13 

       AIC 26 98 184 191 169 124 82 51 33 16 12 11 2 1 

       BIC 767 203 28 2 0 0 0 0 0 0 0 0 0 0 

       RNML 801 176 22 1 0 0 0 0 0 0 0 0 0 0 
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n=1024 

                      Total number of variables and/or interaction terms included in the selected model 

           0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 

 AIC 0 0 0 0 0 0 37 112 177 168 163 140 89 48 31 17 8 4 3 3 

 BIC 0 0 0 0 0 0 852 129 18 1 0 0 0 0 0 0 0 0 0 0 

 RNML 0 0 0 0 0 0 871 111 18 0 0 0 0 0 0 0 0 0 0 0 

 

                      

                      Number of correct variables included in the selected 

model 

               0 1 2 3 4 5 6 

              AIC 0 0 0 0 0 0 1000 

              BIC 0 0 0 0 0 0 1000 

              RNML 0 0 0 0 0 0 1000 

              

                      

                      Number of incorrect terms included in the selected model 

              0 1 2 3 4 5 6 7 8 9 10 11 12 13 

       AIC 37 112 177 168 163 140 89 48 31 17 8 4 3 3 

       BIC 852 129 18 1 0 0 0 0 0 0 0 0 0 0 

       RNML 871 111 18 0 0 0 0 0 0 0 0 0 0 0 
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7.12 Appendix L: Bar charts over the model with six variables 

n = 8 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

n = 16 
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n = 64 

(“Total” and “Wrong” was truncated, max=64 and max=58 respectively)  

n = 128 
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n = 1024 
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7.13 Appendix M: Logistic regression with two variables 

 

The, with colour, filled column “X1+X2” is the model from which the data was generated. 

 Logistic model selection descriptives for     

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+ ≥2 

X1+X2 +X1:X2 +1 
Not X1:X2 

+ 2 + ≥ 3 

AIC 74 290 272 260 19 68 1 16 0 0 

BIC 86 288 271 256 16 67 1 15 0 0 

RNML 599 144 244 12 0 1 0 0 0 0 

      

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+ ≥2 

X1+X2 +X1:X2 +1 
Not X1:X2 

+ 2 + ≥ 3 

AIC 53 80 155 163 170 107 30 153 72 17 

BIC 127 87 228 150 119 95 24 133 37 0 

RNML 704 102 80 56 23 24 1 8 1 1 

      

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+ ≥2 

X1+X2 +X1:X2 +1 
Not X1:X2 

+ 2 + ≥ 3 

AIC 7 19 79 59 75 257 59 141 123 181 

BIC 43 19 238 73 27 358 31 111 49 51 

RNML 503 121 196 14 2 130 7 13 11 3 

      

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+ ≥2 

X1+X2 +X1:X2 +1 
Not X1:X2 

+ 2 + ≥ 3 

AIC 0 0 9 4 11 380 93 199 146 158 

BIC 4 0 63 10 3 720 37 126 29 8 

RNML 193 54 107 4 0 575 9 51 6 1 

       

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+ ≥2 

X1+X2 +X1:X2 +1 
Not X1:X2 

+ 2 + ≥ 3 

AIC 0 0 0 0 0 393 79 224 170 134 

BIC 0 0 2 0 0 859 23 99 16 1 

RNML 66 6 2 0 0 847 13 58 7 1 

       

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+ ≥2 

X1+X2 +X1:X2 +1 
Not X1:X2 

+ 2 + ≥ 3 

AIC 0 0 0 0 0 391 86 242 154 127 

BIC 0 0 0 0 0 910 69 69 7 0 

RNML 53 0 0 0 0 881 53 53 5 0 

       

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+ ≥2 

X1+X2 +X1:X2 +1 
Not X1:X2 

+ 2 + ≥ 3 

AIC 0 0 0 0 0 419 85 234 157 105 

BIC 0 0 0 0 0 934 21 45 0 0 

RNML 20 0 0 0 0 920 19 41 0 0 

        

 Interc. Neither  
X1 nor X2 

X1 
or X2 

X1 or X2 
+1 

X1 or X2 
+ ≥2 

X1+X2 +X1:X2 +1 
Not X1:X2 

+ 2 + ≥ 3 

AIC 0 0 0 0 0 401 95 232 166 106 

BIC 0 0 0 0 0 953 8 37 2 0 

RNML 0 0 0 0 0 957 7 34 2 0 
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7.14 Appendix N: Bar charts for logistic regression with two variables 

n = 8 

n = 16 
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n = 32 

n = 64 
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n = 1024 
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7.15 Appendix O: Logistic regression with one variable 

 

The, with colour, filled column “X1” is the model from which the data was generated. 

Logistic model selection descriptives for     

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 101 221 239 26 0 224 170 19 

BIC 113 221 234 22 0 225 166 19 

RNML 611 193 13 0 0 176 7 0 

     

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 72 219 183 181 149 78 48 70 

BIC 155 275 165 139 64 115 48 39 

RNML 683 87 61 9 3 73 51 33 

     

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 15 334 293 147 172 25 12 2 

BIC 81 580 187 63 32 49 7 1 

RNML 493 337 27 9 6 73 31 24 

     

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 1 407 310 169 112 1 0 0 

BIC 12 793 155 28 9 3 0 0 

RNML 179 699 60 1 1 30 19 11 

      

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 402 345 145 108 0 0 0 

BIC 0 869 117 13 1 0 0 0 

RNML 67 854 70 6 0 3 0 0 

      

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 434 316 144 106 0 0 0 

BIC 0 903 93 4 0 0 0 0 

RNML 44 896 58 2 0 0 0 0 

      

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 459 313 143 85 0 0 0 

BIC 0 934 61 4 1 0 0 0 

RNML 3 958 38 1 0 0 0 0 

       

 Intercept X1 Plus one Plus two Plus ≥ Three 1 Wrong 2 Wrong ≥ 3 Wrong 

AIC 0 413 346 156 85 0 0 0 

BIC 0 964 36 0 0 0 0 0 

RNML 0 975 25 0 0 0 0 0 
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7.16 Appendix P: Logistic regression with two variables and their interaction 

term 

The, with colour, filled column “X1+X2+X1:X2” is the model from which the data was 

generated. 

 Logistic model selection descriptives for     

 Interc. Neither  
X1 nor X2 

X1 or 

X2 
X1 or X2 

+1 
X1 or X2 

+ ≥2 
X1+X2 X1+X2 

+X1:X2 
X1:X2 

+1 
X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 113 313 236 236 158 69 3 0 0 8 0 

BIC 123 312 234 232 155 67 3 0 0 8 0 

RNML 611 176 200 5 111 8 0 0 0 0 0 

      

 Interc. Neither  
X1 nor X2 

X1 or 

X2 
X1 or X2 

+1 
X1 or X2 

+ ≥2 
X1+X2 X1+X2 

+X1:X2 
X1:X2 

+1 
X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 112 129 163 140 101 83 40 33 8 80 46 

BIC 193 125 206 134 86 85 23 18 1 72 24 

RNML 729 113 53 45 68 27 1 0 0 12 0 

      

 Interc. Neither  
X1 nor X2 

X1 or 

X2 
X1 or X2 

+1 
X1 or X2 

+ ≥2 
X1+X2 X1+X2 

+X1:X2 
X1:X2 

+1 
X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 35 48 161 97 26 48 154 95 169 27 65 

BIC 154 48 307 103 16 88 123 51 42 32 24 

RNML 609 110 163 14 20 60 12 5 7 9 4 

      

 Interc. Neither  
X1 nor X2 

X1 or 

X2 
X1 or X2 

+1 
X1 or X2 

+ ≥2 
X1+X2 X1+X2 

+X1:X2 
X1:X2 

+1 
X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 4 3 49 42 0 13 392 195 255 6 16 

BIC 38 7 206 49 0 62 498 83 31 10 11 

RNML 283 72 220 19 0 87 264 35 9 6 3 

       

 Interc. Neither  
X1 nor X2 

X1 or 

X2 
X1 or X2 

+1 
X1 or X2 

+ ≥2 
X1+X2 X1+X2 

+X1:X2 
X1:X2 

+1 
X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 1 1 0 0 484 280 231 0 0 

BIC 1 0 27 8 0 3 838 113 10 0 0 

RNML 57 18 44 6 0 8 793 68 6 0 0 

       

 Interc. Neither  
X1 nor X2 

X1 or 

X2 
X1 or X2 

+1 
X1 or X2 

+ ≥2 
X1+X2 X1+X2 

+X1:X2 
X1:X2 

+1 
X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 0 0 0 0 499 275 226 0 0 

BIC 0 0 1 0 0 0 916 75 8 0 0 

RNML 11 0 1 0 0 0 919 63 6 0 0 

       

 Interc. Neither  
X1 nor X2 

X1 or 

X2 
X1 or X2 

+1 
X1 or X2 

+ ≥2 
X1+X2 X1+X2 

+X1:X2 
X1:X2 

+1 
X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 0 0 0 0 509 261 230 0 0 

BIC 0 0 0 0 0 0 957 39 4 0 0 

RNML 2 0 0 0 0 0 957 36 5 0 0 

        

 Interc. Neither  
X1 nor X2 

X1 or 

X2 
X1 or X2 

+1 
X1 or X2 

+ ≥2 
X1+X2 X1+X2 

+X1:X2 
X1:X2 

+1 
X1:X2 
+ ≥ 2 

+1 
Not X1:X2 

+ ≥2 
Not X1:X2 

AIC 0 0 0 0 0 0 487 274 239 0 0 

BIC 0 0 0 0 0 0 961 38 1 0 0 

RNML 0 0 0 0 0 0 962 37 1 0 0 

 


