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Generalized Linear Models

with Clustered Data

Henrik Holmberg

Abstract

In situations where a large data set is partitioned into many
relatively small groups, and where the members within a group have
some common unmeasured characteristics, the number of parameters
requiring estimation tends to increase with sample size if a fixed
effects model is applied. This fact causes the assumptions underlying
asymptotic results to be violated.

The first paper in this thesis considers two possible solutions to
this problem, a random intercepts model and a fixed effects model,
where asymptotics are replaced by a simple form of bootstrapping. A
profiling approach is introduced in the fixed effects case, which makes
it computationally efficient even with a huge number of groups. The
grouping effect is mainly seen as a nuisance in this paper.

In the second paper the effect of misspecifying the distribution
of the random effects in a generalized linear mixed model for binary
data is studied. One problem with mixed effects models is that the
distributional assumptions about the random effects are not easily
checked from real data. Models with Gaussian, logistic and Cauchy
distributional assumptions are used for parameter estimation on data
simulated using the same three distributions. The effect of these
assumptions on parameter estimation is presented. Two criteria for
model selection are investigated, the Akaike information criterion and
a criterion based on a χ2 statistic. The estimators for fixed effects
parameters are quite robust against misspecification of the random
effects distribution, at least with the distributions used in this paper.
Even when the true random effects distribution is Cauchy, models
assuming a Gaussian or a logistic distribution regularly produce
estimates with less bias.

In the third paper the results from the first two papers are
applied to infant mortality data. We found that there was significant
clustering of infant mortality in the Skellefte̊a region in the years
1831-1890. An ”ad hoc” method for comparing the magnitude of
unexplained clustering after a model is applied is also presented.

The last paper of this thesis is concerned with the problem of
testing for spatial clustering caused by autocorrelation. A test that is
robust against heteroscedasticity is proposed. In a simulation study
the properties of the proposed statistic, K, are investigated. The
power of the test based on K is compared to that of Moran’s I in the
simulation study. Both tests are then applied to mortality data from
Swedish municipalities.
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• My supervisors Göran Broström and Erling Lundevaller for help
and guidance during my studies.

• My assistant supervisor Marie Lindkvist.

• All my friends and colleagues at the Department of Statistics,
Ume̊a University.

Lastly, I should note my warmest gratitude to my family for just being
the persons they are.

2



Contents

1 Introduction 6

2 Random intercept model 8

3 Clustering 9
3.1 Spatial clustering . . . . . . . . . . . . . . . . . . . . . . . . 9

4 Summary of Paper I: Generalized Linear Models with
Clustered Data: fixed and random effects models 10
4.1 Fixed group effect with profiling . . . . . . . . . . . . . . . 10
4.2 Random group effect . . . . . . . . . . . . . . . . . . . . . . 11
4.3 Comparisons . . . . . . . . . . . . . . . . . . . . . . . . . . 12

5 Summary of Paper II: Generalized Linear Models with
Clustered Data: robustness against a misspecified random
effects distribution 12
5.1 Layout of the study . . . . . . . . . . . . . . . . . . . . . . 13
5.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

6 Summary of paper III: On statistical methods for clustering
a case study on infant mortality, northern Sweden 1831-
1890. 15
6.1 Clustering . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
6.2 How large is the clustering effect? . . . . . . . . . . . . . . . 16
6.3 Concluding remarks . . . . . . . . . . . . . . . . . . . . . . 17

7 Summary of paper IV: A new test for spatial auto-
correlation with an application to mortality in Swedish
municipalities 18
7.1 Spatial correlation . . . . . . . . . . . . . . . . . . . . . . . 19
7.2 A new test . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
7.3 Simulation study . . . . . . . . . . . . . . . . . . . . . . . . 21
7.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3



List of papers

1. Broström, G. and Holmberg, H. (2009). Generalised Linear Models
with Clustered Data: fixed and random effects models.

2. Holmberg, H. (2010). Generalized Linear Models with Clustered
Data: robustness against a misspecified random effects distribution.

3. Holmberg, H. and Broström, G. (2011). On statistical methods for
clustering a case study on infant mortality, northern Sweden 1831-
1890.
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1 Introduction

When a data set is partitioned into many relatively small groups, and
where the members within a group have some common unmeasured
characteristics, the number of parameters requiring estimation tends to
increase with sample size if a fixed effects model is applied. Data of
this composition is commonly encountered in many fields of application,
for example in medical studies with repeated measures of patients, and
in demographic studies, where it is realistic to assume that members of
a family have common characteristics. Generalized linear mixed models
are frequently used to analyze binary and count response grouped data
of this kind. The generalized linear model with random intercept has
implementations in many standard software packages. It is available in
SAS, Stata, and in R (R Development Core Team 2009). There are also
(at least) five R packages available, the lme4 package (Bates, Maechler
& Dai 2008) includes the lmer function, the MASS package (Venables
& Ripley 2002) includes Ripley’s glmmPQL function, the glmmAK package
(Komarek 2009), the glmmBUGS package (Brown 2009), and the glmmML

package (Broström 2009).
In this thesis glmmML is used for model fitting. As the name implies,

the package fits the model via a direct maximum likelihood approach, how
this is implemented is described in the first paper where we show how to
construct the log-likelihood function and the derivatives thereof needed for
maximization.

When considering models for data sets consisting of groups, the presence
or non-presence of clustering is an important issue, since if there is no
clustering, then fitting a mixed effects model would be to complicate the
problem unnecessarily; a fixed effects model would describe the data just
as well, but with less complexity and at a much lower computational
cost. In the first paper we study two ways of testing the hypothesis of
no clustering. The first route is through a fixed effects model and testing
is performed via a simple bootstrap. Under the null hypothesis of no
clustering effect, the grouping factor can be randomly permuted without
changing the probability distribution. This is the basic idea in estimating
the p-value by simulation. The other way to test this hypothesis is via a
mixed effects model where the scale parameter of the mixing distributions
is estimated. If it differs significantly from zero then we can conclude that
there is clustering.

There has been some debate over the need for mixed effects models
for this kind of binary clustered data, Yano, Beal & Sheiner (2001) show
examples where a fixed effect model produces more accurate estimates of
the fixed effect parameters then its corresponding mixed effects model.
In a reply to that article, Murphy & Dunne (2005) performed a similar
simulation study including only models with no covariates, the models fitted
were a fixed effects model and a mixed model, the latter using either Laplace
approximation or Gauss-Hermite quadrature for likelihood approximation.
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In the first paper in this thesis we investigate the same phenomena, but
expand the study to include covariates and the step of testing whether
there is a significant clustering effect or not.

The estimation of parameters using maximum likelihood relies on the
model being correctly specified. One important part in a mixed model
specification that is often neglected is the random effects distribution. The
most common way to specify the random effects distribution is to assume
that it is Gaussian; this assumption is hard to check since the random
effects are unobserved. An important question is: what is the effect on the
regression parameter estimates when the deterministic part of the model is
correctly specified while the random effect distribution is misspecified?

There are several papers addressing this problem. Litière, Alonso &
Molenberghs (2007) focus on the type I and type II errors of the test for the
mean structures in GLMMs with misspecified random effects distributions.
The models fitted in Litière et al. (2007) assumed a Gaussian random
effects distribution while data were generated using three non-Gaussian
distributions. Agresti, Caffo & Ohman-Strickland (2004) investigated by
simulation the effect on fixed effects parameter estimates of misspecifying
the mixed effects distribution. Their data were simulated with four different
random effects distributions and the models were fitted with the parametric
assumption of Gaussian random effects and via a non-parametric approach.
Model comparison was difficult using the non-parametric approach.

The problem with clustering in demographic applications has been
studied in a few reports and papers from our research group (Edvinsson,
Brändström, Rogers & Broström 2005, Lindkvist & Broström 2006,
Broström & Holmberg 2009). In the second paper in this thesis the
impact of random effects distribution misspecification on a smaller scale
on parameter estimation is studied by simulation. The distributions used
in the simulation study are similar in shape and the largest differences are
in the tails of the distributions, so compared to the articles mentioned the
misspecification is of a smaller magnitude in this study. Three random
effects distributions, the Gaussian, logistic, and Cauchy, are used for data
simulation and as random effects distribution assumptions for model fitting.
For each data set three models are fitted, one with the standard assumption
of Gaussian random effects, the second logistic and the third with a Cauchy
random effects assumption. But to abandon the commonly considered
quite safe parametric assumption of Gaussian random effects in the model
specifications, one needs a model selection procedure to rely on. Two
criteria for model selection are investigated in the simulation study.

The Akaike information criterion (AIC) is used as one model selection
criterion and is compared to an alternative model selection criterion based
on a goodness of fit χ2 statistic. Since the model fitting is done by maximum
likelihood, AIC is readily available whereas the χ2 statistic requires that
the marginal distribution of number of events in clusters for the estimated
model be derived.
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2 Random intercept model

For a more thorough description of generalized linear models, see Mc-
Cullagh & Nelder (1989). A mixed effects model consists of a random
and a deterministic structure. Assume that there are n groups of
observations in our data, each consisting of ni responses, i = 1, . . . , n. The
observed responses are denoted (yi1, . . . , yini) and the explanatory variables
(xi1, . . . ,xini), where xij is a p-dimensional vector with the first element
equal to unity, corresponding to the mean value of the random intercept.
The random part of the intercept, ui, is assumed to follow a distribution
with density

h(u;σ) =
1

σ
p

(
u

σ

)
, −∞ < u <∞, σ > 0,

i.e., with location zero and scale σ. It is assumed that u1, . . . , un are
independent and identically distributed.

The conditional response given the random effect ui, is assumed to
follow a multivariate distribution

Pr(Yij = yij | ui; x) = P (βxij + ui, yij),

yij = 0, 1, . . . ; j = 1, . . . , ni, i = 1, . . . , n.

For example, with the Bernoulli distribution and the logit link, we get

P (x, y) =
exy

1 + ex
, y = 0, 1; −∞ < x <∞, (1)

and for the Poisson distribution with log link we have

P (x, y) =
exy

y!
e−e

x
, y = 0, 1, 2, . . . ; −∞ < x <∞. (2)

What model should be used for a particular data set, i.e., when is
a mixed effects model preferable over a fixed effects model? Generally
speaking, a random effects model is appropriate if the observed clusters
may be regarded as a random sample from a (large, possibly infinite) pool
of possible clusters. The observed clusters are of no practical interest per
se, but the distribution in the pool is. Or this distribution is regarded as a
nuisance that needs to be controlled for. A fixed effects model, on the other
hand, is appropriate if we consider the given clusters as the full universe of
clusters.

In the random effects case, we expect the number of clusters to grow as
sample size grows, and the family sizes to remain stable. In the fixed effects
approach, on the other hand, it is expected that the number of clusters is
stable, while cluster size grows with sample size.
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3 Clustering

Earlier research have shown that infant mortality in historical data is
clustered. That is, more frequent in some families than expected if all
infants in the population share the same probability of dying. It is quiet
easy to argue that children in a family share living conditions, child care
practices and to a large extent genetics and therefore are much more similar
to each other than population as a whole. This is the rationale of using
the family as a grouping variable for the random intercept models fitted
in paper III. The random intercept estimate captures the between family
variation, which could be caused by some highly influential covariate that
is unmeasured and thereby omitted from the model.

In the third paper it is stated that the essential properties of infant
mortality clustering can be found in two numbers: The number of families
with no infant deaths, and exactly one infant death. This is due to the
fact that with relative frequency of infant mortality in the data, and
the assumption of equal probability of dying for all infants the expected
distribution of number of deaths in the families can be calculated. In our
case we use a binomial distribution for the number of deaths in a family, this
disregard that children with different parity might have different propensity
to die. When the expected distribution is compared with the observed and
to many families is observed with zero deaths and to few families have one
death we have a clear indication that there is some clustering of the events.

3.1 Spatial clustering

When the concept of clustering is transferred to spatial analysis it would
imply that locations close to each other tends to be more similar than area
further apart, i.e. positive correlation. There are many ways to define the
distance measure that determines if areas are close enough to influence each
other. Some of them share the characteristic of families, either you belong to
a family or you don’t. In the fourth paper in this thesis binary connectivity
is used to define if areas are close enough to be correlated. Areas that have
a common border belong to the same group of areas, analogue to family in
the infant mortality case. The difference being that it is possible for the
areas to belong to multiple groups of areas.

There are two kinds of tests for spatial correlation, global and local.
The global tests are global in the sense that they test for an overall spatial
correlation across the entire data set. The local tests are used to identify
groups of areas within the data set which have stronger correlation with
each other the global average.
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4 Summary of Paper I: Generalized Linear Mod-
els with Clustered Data: fixed and random
effects models

In this paper we consider two kinds of models, a random intercepts model
and a fixed effects model, where asymptotics are replaced by a simple form
of bootstrapping. A profiling approach is introduced in the fixed effects
case, which makes it computationally efficient even with a huge number of
clusters. Both solutions are implemented in the R (R Development Core
Team 2009) package glmmML (Broström 2009).

4.1 Fixed group effect with profiling

In this case the log likelihood function becomes

`
(
(β,γ); y,x

)
=

n∑
i=1

ni∑
j=1

logP (βxij + γi, yij), (3)

where P is given by (1) The parameters in the model are then estimated
by finding the maximum of the likelihood function with respect to all
parameters. To do this we need the partial derivatives with respect to all
the parameters in the model. Setting the n partial derivatives with respect
to γ to zero defines γ implicitly as a function of β, γi = γi(β), i = 1, . . . , n:

F
(
β, γi(β)

)
=

ni∑
j=1

G
(
βxij + γi(β), yij

)
= 0, i = 1, . . . , n. (4)

where

G(x, y) =
∂

∂x
logP (x, y) =

∂
∂xP (x, y)

P (x, y)

Generally, we get no explicit form for γi(β), but the equations in (4) can
be solved numerically.

By replacing γi in (3) with γi(β) we get the profile log likelihood `(p):

`(p)
(
β; y,x

)
=

n∑
i=1

ni∑
j=1

logP
(
βxij + γi(β), yij

)
, (5)

in order to maximize (5) we need the partial derivatives. For γi(β) we get
them via implicit derivation, from

∂

∂βm
F
(
β, γi(β)

)
=

∂γi
∂βm

∂F

∂γi
+

∂F

∂βm
= 0
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we get

∂γi(β)

∂βm
= −

∂F
∂βm
∂F
∂γi

= −
∑ni

j=i xijmH
(
βxij + γi, yij

)∑ni
j=1H

(
βxij + γi, yij

) , i = 1, . . . , n; m = 1, . . . , p.

(6)

The profiling reduces the complexity of the optimization problem which
now consists of

1. Set q = 0 and choose initial values for the parameters.

2. Solve the n equations for γ(β̂
(q)

), equation (4).

3. Plug the results of step 2 into the profile partial derivatives w.r.t β

to obtain β̂
(q+1)

4. Check for convergence, ‖β̂(q+1) − β̂(q)‖ < ε, if no, q ← q + 1 and
repeat step 2-4.

Furthermore all clusters, in which all responses are zeros are removed from
the calculations after setting the corresponding γi to −∞. In the binomial
case, clusters with all responses equal to one can be removed and the
corresponding γi = ∞. These extreme cases correspond to probabilities
of zero and one, respectively.

4.2 Random group effect

For the mixed effects model we assume conditional independence, and
conditioned on u(= γ), the random effect, we get a conditional likelihood.
Since u is unobserved, the unconditional likelihood function is of greater
interest, and we get it by “integrating out” u:

L
(
(β, σ); y,x

)
=

∫
· · ·
∫
Rn

n∏
i=1

ni∏
j=1

P (βxij + ui, yij)
1

σ
p

(
ui
σ

)
du1 · · · dun.

Due to independence, this n-dimensional integral can be written as a
product of n simple integrals:

L
(
(β, σ); y,x

)
=

n∏
i=1

∫ ∞
−∞

p(u)

ni∏
j=1

P (βxij + σu, yij)du,

where a variable substitution (u → σu) has taken place. The purpose of
this variable substitution is to avoid numerical problems when σ is zero or
very small. The log likelihood function thus becomes

`
(
(β, σ); y,x

)
=

n∑
i=1

log

∫ ∞
−∞

p(u)

ni∏
j=1

P (βxij + σu, yij)du,
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For numerical evaluation of the integrals we use the Laplace approximation
or Gauss-Hermite quadrature.

4.3 Comparisons

In the simulation study, two questions are asked; (i) How should the
presence or non-presence of a clustering effect be tested? (ii) Regarding
the (possible) clustering effect as a nuisance, which method gives best
performance of fixed parameter estimates? In all simulations, the fixed
effects and the random effects models are compared, given that simulated
data comes from a random effects model with a Gaussian random effects
distribution.

The presence of a clustering effect is tested in two ways, via a mixed
effects model and a fixed effects model. The fixed effects test, where p-
values are estimated by a bootstrap procedure, had better performance
in terms of higher power when the clusters consisted of two observations.
When cluster sizes were larger, five or ten observations, the test based on
the mixed effects model violated the significance level, i.e. it rejected the
null hypothesis too often when it was true. For all cluster sizes included in
this study the test based on the bootstrap procedure was conservative, with
an empirical size in the range of 3.2 − 3.6% with the nominal significance
level of 5%.

In most cases where there is no mixing the parameter estimates from
a fitted fixed effect model has much smaller standard error compared with
its mixed effect counterpart. On the other hand if there is reason to
suspect that a mixing distribution is present, then a generalized linear
mixed effects model (GLMM) should be fitted, since it has better precision
when estimating the fixed effects and also estimates the variance component
of the mixing distribution.

Of the methods investigated here, the mixed effects model fitted using
Gauss-Hermite quadrature, with eight quadrature points, gives the most
stable estimates of the fixed effects parameters, while the estimates from
the other two models, the fixed effects model and the mixed using Laplace
approximation, are somewhat erratic. Note: Gauss-Hermite approximation
can be viewed as a generalization of the Laplace approximation; instead of
using just a single point, the approximation is built around approximations
in several points.

5 Summary of Paper II: Generalized Linear Mod-
els with Clustered Data: robustness against a
misspecified random effects distribution

In this paper the effect of misspecifying the distribution of the random
effects in a generalized linear mixed model (GLMM) for binary data is
studied. The most common way to specify the random effects distribution,
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in model building, is to assume that it is Gaussian. One problem with mixed
effects models is that the distributional assumptions about the random
effects are not easily checked from real data. Models with Gaussian, logistic
and Cauchy distributional assumptions are used for parameter estimation
on data simulated using the same three distributions. The effect of these
assumptions on parameter estimation is presented. Two criteria for model
selection are investigated, the Akaike information criterion and a criterion
based on a χ2 statistic.

5.1 Layout of the study

This simulation study aims at investigating; (i) What are the effects on the
regression parameter estimates when the deterministic part of the model is
correctly specified but the random effect distribution is misspecified? (ii)
Can Akaikes information criterion (AIC) be used as a model selection tool
when the models only differ in the random effect distribution assumptions,
or is a χ2 criterion better?

The responses Yij , j = 1, . . . , ni; , i = 1, . . . , n, in the simulations are
Bernoulli distributed with success parameters pij . Three random intercept
mixed effects models are used to simulate data. The models have the
same parametrization and differ only with respect to the random effects
distribution. The logistic random intercept model used to generate data is

Pr(Yij = yij | ui; x) = P (β0 + β1x1ij + β2x2ij + ui, yij)

i = 1, . . . , n; j = 1, . . . , k,
(7)

where x1 is a discrete covariate and x2 is drawn from a continuous
distribution. For the simulations β0 = .85, β1 = 1 and β2 = 1 are used.
These model parameter settings give, disregarding the stochastic part of
the intercept, an average proportion of events of 0.8.

For each combination of the three levels of the study parameters, cluster
size, number of clusters and the scale parameter of the mixing distribution,
three samples were generated for each replicate, the difference between
them being that the random effects, ui, were drawn from Gaussian, logistic
or Cauchy distributions. To each of these samples three models are fitted
using model (7) assuming Gaussian, logistic and Cauchy random effect
distribution priors.

The AIC and a χ2 statistic were calculated and used to select the
preferred model with respect to the random effect distribution. Estimates of
the βs and the scale parameter for ui were recorded and their performances
compared. Bias and root mean square error (RMSE) were used as
performance measures.
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5.2 Results

This study includes three distributions similar in shape but with different
tail probabilities, ranging from Gaussian via logistic to Cauchy. Using
a model assuming Gaussian random effects for data with a true random
effects distribution, which is logistic of course violates the assumption, but
since the distributions are so close to each other the Gaussian assumption
is not as badly violated as when a Cauchy distribution is used. The result
shows that, when concerned with estimation of the fixed effects, the gain of
using the correct assumption of the logistic distribution in the model when
data is logistic compared to a model assuming Gaussian random effects is
truly small. More surprising is that the model assuming a Gaussian random
effects distribution, in most cases studied, is better in terms of the precision
of the fixed effect parameter estimates than a model assuming a Cauchy
distribution when data is generated using a Cauchy distribution.

5.2.1 Fixed effects parameters

For both fixed effect parameters, β1 and β2 in this study, the results from
the simulation suggest that no matter which distribution generated the
data the models with Gaussian and logistic priors have bias of the same
approximate size, while the model assuming Cauchy distributed random
effects performs worse in most cases, even when the data are generated
with Cauchy distributed random effects. The situations where a Cauchy
model gives better estimates of the fixed effects parameters for Cauchy
data, compared to the other models, are when the number of observations
per cluster is large and the scale parameter in the data-generating Cauchy
distribution is large.

5.2.2 Random effects parameters

The distributional assumption has greater impact when it comes to
estimating the variance component and intercept of the model. This
coincides with the result in Litière et al. (2007) that the estimation of
parameters included in the random effect structure of a model are much
more sensitive to misspecification than the other estimated effects.

The scale parameter estimates of the Gaussian and logistic prior models
were compared by calculating the estimated variances and then comparing
those numbers. Once again, the differences between the logistic and
Gaussian models were small. The pattern in this part of the simulation
results was that the logistic model consistently overestimates the variance
when the true random effects distribution is Gaussian, while the Gaussian
model consistently underestimates the variance when the random effect
truly is logistic.

Other measures of spread could of course have been used to allow the
model assuming a Cauchy distribution to be included in this comparison,
but due to the unimpressive performance of that model during the
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simulation study, the decision to exclude it and use the variance measure
was made.

5.2.3 Model selection

Model selection with AIC, when the competing models differ only in their
random effects distribution assumption requires large amounts of data. It
only worked well with the largest cluster size, 100, used in this study, so it
might have limited practical application. Model selection by comparing the
marginal distributions, in this case a over-dispersed binomial distribution,
of the models with data by calculating a χ2 statistic gave promising results
with the simple random intercept model with no covariates used in this
paper. When model selection using χ2 was compared to model selection
using AIC, the correct model was ranked as best to a much larger extent
by χ2 when the true random effects distribution was Cauchy. For Cauchy
random effect data the model with the correct distributional assumption
was selected 1444 times of the 1800 replicates, while it was only selected
once by AIC. But then again the χ2 procedure indicated a Cauchy model
in 248 cases when the generating model had a logistic random effects
distribution.

5.2.4 Concluding remarks

If the main interest of a GLMM fitting is to estimate a parameter associated
with a covariate, for example a treatment effect, the assumption of Gaussian
random effects distribution will not induce a large bias, at least under the
settings used in this study. If the aim is to estimate the intercept, the
probability of the typical cluster, or the scale parameter for the random
effect, the distributional assumption in the model plays a crucial role.
Assuming the wrong distribution induces bias in the intercept estimation.

The estimators for fixed effects parameters are quite robust against
misspecification of the random effects distribution, at least with the distri-
butions used in this paper. Even when the true random effects distribution
is Cauchy, models assuming a Gaussian or a logistic distribution regularly
produce estimates with less bias.

6 Summary of paper III: On statistical methods
for clustering a case study on infant mortality,
northern Sweden 1831-1890.

An analysis of infant mortality in Skellefte̊a, in north-eastern Sweden,
during the nineteenth century showed that infant mortality was highly
clustered within families. In this paper we present statistical tools for
detecting clustering and propose measures for quantifying excess clustering.
These methods are evaluated on 19th century data from Skellefte̊a. We find
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that the essential properties of infant mortality clustering can be found in
two numbers: The number of families with no infant deaths, and exactly
one infant death. The application of these techniques on data is mainly for
illustrative purposes as the focus is more methodological than historical.
Still, the main result from this application to the data is that the magnitude
of the clustering does not decrease as significant explanatory variables are
included. The result implies that there is some unmeasured family specific
characteristic, this could be modeled by a random intercept model with
families as grouping variable and we dedicate most of this paper answering
two questions: (i) Is there a clustering of infant deaths? (ii) If so, how
large is the clustering effect? The first question is answered by a formal
statistical test, while the second is more ”ad hoc”, we suggest one possibility
of quantifying the clustering effect.

6.1 Clustering

In this article we study the phenomenon of infant mortality clustering, when
the incidence of deaths is not randomly distributed over the population of
births. To explain this inter-family heterogeneity, Edvinsson et al. (2005)
analyzed the unequal distribution of infant mortality, using amongst others
mother’s literacy and social status as family specific covariates.

While the main focus in Edvinsson et al. (2005) was on the parameter
estimates in fixed effects models and their interpretations, we focus in this
study on the application of generalized linear mixed models on the same
data. In a GLMM, it is possible to statistically test the null hypothesis of no
clustering. Further, by deriving the expected marginal distribution, under
the null hypothesis (no clustering), of the number of deaths per family and
compare it with the observed number of deaths per family, we offer a way
to visually inspect the size of the over-dispersion.

First it must be determined what clustering means. We do it by defining
what no clustering means: given the total number of births in a family, the
number of deaths follows a Binomial distribution and further the probability
of death of an infant is the same for all infants across families. This is the
so-called null model, where there is no clustering. To formally test whether
or not a clustering effect is present a GLMM is fitted and a test, if the
standard deviation of the random intercept equals zero, is performed. If
there is no mixing distribution there is no clustering.

6.2 How large is the clustering effect?

If a significant clustering effect is found the next question is: how large is
it? One way to answer this question is by giving the estimated standard
deviation of the clustering effect. This measure is however not easy to
interpret; i.e., what is a small or large effect?

Instead of trying to interpret the estimated standard deviation, or some
transformation of it, we suggest a measure based on the distance between

16



the expected (under the null model) and the observed number of families
with a given number of deaths. More precisely, let

Zr =

N∑
i=1

I{Yi=r}, r = 0, 1, . . . , (8)

that is, Zr is the number of families experiencing exactly r infant deaths. In
(8), IA is the indicator of the event A. We have, from (8), and elementary
probability theory, that

E(Zr) =
N∑
i=1

P (Yi = r), r = 0, 1, . . . , (9)

which can be calculated if we have a model say,

P (Yi = y) =

(
ni
y

)∫ ∞
−∞

exp(y(α+ σu))

(1 + exp(α+ σu))ni
p(u)du,

y = 0, 1, . . . , ni; i = 1, . . . , N,

(10)

where p is a Gaussian density symmetric around zero, with scale parameter
σ. Once σ and α is either known or estimated from data, E(Zr) is easy to
calculate. The expected values in 9 can also be estimated by simulation.
This is of no advantage with a model like 10, but with covariates the
mathematical/numerical calculations become complex and then simulation
is much easier and faster.

As an example, from the application on infant mortality in Skellefte̊a
the relative frequency of infant deaths was 0.0877, which gives Table 1.

Deaths Observed Expected Difference

0 70.31 67.69 2.62
1 22.00 25.52 -3.52
2 5.74 5.69 0.05
3 1.41 0.96 0.46

4+ 0.53 0.14 0.39

|Sum| 100.00 100.00 7.04

Table 1: Observed and expected relative frequencies (per cent) of families with
given numbers of deaths. The bottom right number, 7.04, is the sum of the absolute
differences and the measure of clustering. No covariates.

6.3 Concluding remarks

In order for the measure, in Table 1, to be useful for comparison of
populations of different sizes, it is necessary to use a standardized version.
We suggest doing it by expressing the numbers as relative frequencies, in
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Figure 1: Relative excess of No. of families with fixed No. of deaths

cases per cent. Note that this implies that our clustering measure loses
its potential interpretation as a test statistic of the null hypothesis of no
clustering. It is worth noting that this measure is sensitive also to patterns
that are too regular; it measures deviation from random behavior of the
distribution of infant deaths over families. Therefore, it is recommended to
produce a graph of the deviation, see Figure 1. The graph is convex, which
is a sign of clustering. A concave curve would indicate under-dispersion,
i.e., too regular distribution of deaths over families. A horizontal line is the
ultimate sign of pure randomness.

In the Skellefte̊a case studied here, we find moderate deviation from
a random distribution. It is however strongly statistically significant, as
measured by the random effects models, especially the estimate of the
variance in the mixing distribution.

7 Summary of paper IV: A new test for spatial
autocorrelation with an application to mortal-
ity in Swedish municipalities

Testing for the presence of spatial correlation among neighboring areas is
related to the previous work, at least the general idea. When one want to
test for spatial correlation the first task at hand is to define which areas are
close enough to each other to potentially be correlated. After that is done
we have groups of neighboring areas, analogous to the families in paper
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I-III. In the previous work we test if the standard deviation of a random
intercept is equal to zero. If it is not zero it implies that the groups, to
which the random intercepts are applied, have different expected value. We
have a within group correlation and a between group variation. Here we
test if a spatial correlation coefficient is zero. The main difference is that
a child can only be a member of one family while any area might be a
member of many groups of areas.

7.1 Spatial correlation

The most commonly used statistic for measuring the level of a spatial
autocorrelation is Moran’s I (Moran 1950). The test developed by Moran
has , been revised over the years by Cliff & Ord (1970,1981) and others.
Their work from 1970 is an extensive review of the field and is in large part
up-to-date even today, although more than 40 years have passed.

Moran’s I test, tests for a global correlation coefficient, that is a
correlation over the entire map. The problem is that Moran’s I is sensitive
to heteroscedasticity which could be introduced by for example different
population sizes in different areas. Lets take change in crime rates as an
example; a densely populated area might have a rather stable rate over the
years, whereas 3 reported burglaries in a low population area could be a
300% increase. In a scenario like this Moran’s I test would fail to hold its
nominal size, see Figure 2 and this is what we try to remedy by introducing
a test statistic, K.

In this paper we show that K works well for detecting spatial autocorre-
lation, is robust against heteroscedasticity and that is easy to compute. It is
an adaptation to spatial data of a test introduced by Häggström Lundevaller
& Laitila (2002), where the variance is estimated by the sum of the squared
residuals as proposed by White (1980).

7.2 A new test

Moran’s I is defined as,

I =
n

Sw

ZTWZ

ZTZ
(11)

where Z is a column vector of residuals and W is the weight matrix. In this
paper the weights wij that constitutes the elements of the weight matrix
is defined by binary connectivity. An entry in the matrix wij is equal to
one if region i and j are contiguous; otherwise, wij equals zero and wjj is
always zero. Hence the weight matrix W is a symmetric matrix with binary
elements and a diagonal of zeroes.

The core part of the test statistic K is identical to a part of the
Moran’s I test:

S = ZTWZ.

This part captures the potential covariance structure in the data by
becoming larger when a positive autocorrelation is present and smaller when
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Figure 2: Histograms of the p-values from the simulation study, heteroscedastic
data with a 30x30 lattice and queen contiguity. The number in parenthesis under
each plot title is the area of the bar 0.00-0.05, i.e. the proportion of rejected null
hypotheses, when the nominal size is 0.05. For both plots in the top panel data
are generated under H0, which is no spatial correlation.
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there is negative autocorrelation. The primary role of the other parts of
Moran’s I test statistic is to ensure that it is normalized to a standard
normal distribution. Deriving the other parts relies on the assumptions
made and is therefore sensitive to deviations from these assumptions. The
approach taken here is to find a robust way of adjusting the core part so
that only a minimum number of assumptions must be made.

In application the test would be applied to residuals because we want
an expected value of zero across the entire map, due to technical reasons.
The vector of residuals is defined as:

û = y − ŷ

and the proposed statistic:

K =
ûTWû√
2û2TWû2

. (12)

The distribution of K is suggested to be approximated by a standard
normal distribution. We have performed simulations using both Poisson
(not presented) and normally distributed response and found that that
distribution of K converged to the standard normal distribution in both
cases. Under fairly general conditions, it should be possible to show more
formally that the distribution converges to the standard normal distribution
as the number of observations increases but the mean number of neighbors
per area is constant. However, this scenario is not explored here because we
are more interested in the finite sample properties, which are investigated
by simulation.

7.3 Simulation study

Potentially correlated lattice data are generated in the simulations using
R and the function invIrM in the package spdep (Bivand & contributors
2011). The simulation design is presented in Figure 3.

Figure 3: Simulation design (5000 replicates); for all of the combinations in the
tree, the four levels of ρ are used 0, 0.1, 0.2, and 0.3.
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Results

Homoscedasticity. Under H0, Moran’s I performs as expected, in terms
of the significance level, with one exception: the smallest grid with
queen contiguity. The K-test is, on the other hand, too conservative
for smaller samples. This scenario also gives Moran’s I an advantage
in detecting deviations from H0; not until the grid size is at 40x40
are the two tests approximately equal with respect to power.

Heteroscedasticity in two parts. In this setting, K is a bit conservative
in five of the eight combinations, while Moran’s, with the ho-
moscedasticity assumption violated, rejects H0 approximately twice
the number of times that it should. With respect to data that was not
simulated under H0, our test had lower power compared to Moran’s,
but as stated earlier, a test that exceeds its nominal size, in this case
by a factor of two, should not be considered to be a valid test. See
Table 2.

Heteroscedasticity in four parts. With heteroscedasticity over four re-
gions, there is not much difference between the two region settings.
Again, K is slightly conservative for rook neighbors with grid sizes 10
and 20. Moran’s I fails to hold its nominal significance level.

Rook Queen
Map rho K Moran K Moran

10x10 0.0 0.038 0.098 0.038 0.088
10x10 0.1 0.097 0.212 0.082 0.177
10x10 0.2 0.241 0.406 0.181 0.321
10x10 0.3 0.447 0.627 0.323 0.494
20x20 0.0 0.040 0.102 0.047 0.100
20x20 0.1 0.266 0.434 0.189 0.324
20x20 0.2 0.668 0.810 0.468 0.626
20x20 0.3 0.932 0.973 0.782 0.878
30x30 0.0 0.050 0.122 0.043 0.103
30x30 0.1 0.472 0.649 0.316 0.476
30x30 0.2 0.935 0.976 0.757 0.868
30x30 0.3 1.000 1.000 0.972 0.989
40x40 0.0 0.048 0.111 0.041 0.102
40x40 0.1 0.660 0.808 0.454 0.622
40x40 0.2 0.996 0.999 0.930 0.969
40x40 0.3 1.000 1.000 1.000 1.000

Table 2: Residuals, heteroscedastic (in 2 parts). Proportion of rejected null
hypotheses for our test and Moran’s I test from the 5000 replicates of each setting
in the simulation study.
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7.4 Discussion

The test that we propose in this paper uses a binary weight matrix. This
choice reduces the flexibility compared with many other tests proposed
earlier. As stated in Song & Kulldorff (2005), when many weight functions
are compared: ”The power can vary greatly with the choice of weight”.
However, our test can be easily adjusted to more flexible forms of weight
matrices by changing the variance formula accordingly:

V̂ (wijuiuj) = u2iu
2
j .

to
V̂ (wijuiuj) = w2

iju
2
iu

2
j .

K appears to be flexible with regard to the underlying functional
form. We have also performed some simulations with Poisson and
Bernoulli response variables, and the test works well for detecting spatial
autocorrelation; this result was not presented in this paper, although it
suggests a wider use of K beyond regression with normally distributed
data. A correctly specified mean function is the fundamental prerequisite
for it to work. If the mean function is correctly specified, it does not matter
whether the residuals are heteroscedastic because K is robust against that.

We recommend using K in cases for which many observations are
available, especially if heteroscedasticity can be expected. Good use can
be made of our test when it is used in parallel to the Moran’s I test.
If both tests are calculated and the Moran’s I test indicates a spatial
autocorrelation and ours does not, then this scenario could be the result of
heteroscedasticity, which should be investigated further.
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