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Abstract

The basic premis of this report is to explain the relation of kernel space
and user space. It will show how the processor and computer mem-
ory work together with the operating system to protect operating system
routines from misuse by user programs. After reading through this the
reader should have an understanding of what kernel space is, how it is
protected and how user programs gain access to its contents in a con-
trolled manner. Fuse is used as an example in the conclusion, explain-
ing how that particular application can be used to implement a simple
dependency tracking overlay in a filesystem.
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1 Introduction

This report will explain what it means that a program is in ”user space” as opposed to ”kernel
space”, outlaying the theory behind kernel space and user space and concluding with FUSE
as a practical example. The goal is to enlighten the reader about what kernel space and user
space are, as well as how they differ and interact. This may help answer questions about
how the UNIX system works internally and what happens when you execute an application.

The largest part of this thesis has been to find the relation between kernel space and user
space. To define the separation between them and how they interact. The subject ends
up in the borderlands between system programming, computer architecture and operating
systems. As the reader may notice this report has a somewhat similar tone to textbooks
in the related subjects. As such, this report will serve well as an introductory guide to the
subject, better than a simple recollection of reading materials.

The report will approach the subject of kernel space from its very definition. When we
know what it is we can easier understand how it comes to be and what its relation to the rest
of the computer is. The report will go further into detail after this point by outlaying how
kernel space is separated from its counterpart, user space.

Before concluding with a practical example the subject of cooperation between user and
kernel space will be covered. This fills in the last piece of the puzzle and allows a holistic
understanding of the concept upon which the report is based.
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2 What kernel space is

“System memory in Linux can be divided into two distinct regions: kernel
space and user space. Kernel space is where the kernel (i.e., the core of the
operating system) executes (i.e., runs) and provides its services.” – Kernel
Space Definition, The Linux Information Project 2005.

As the quote above states, kernel space is a term used to describe a part of the computer’s
memory. We could end our explanation right here, but it wouldn’t make much sense. If you
didn’t know what kernel space was before, you’re not likely to understand more at this point.
A serious attempt at explaining the subject will take us deeper into the inner workings of
the UNIX-like operating systems as well as the processors they run on. In fact, all modern
operating systems share the distinction between kernel space and user space, but we will
focus on the UNIX-like family as an example.

2.1 Reserved space in RAM

When you start a computer program the operating system loads the program code into RAM,
or what we will refer to here as main memory. It’s important to understand what this means;
a program is really a set of instructions that the processor reads and executes one by one. In
order for any program to run (including the operating system itself) its instructions have to
be loaded into main memory to be accessible to the processor (Silberschatz et. al. 2005).

All programs that run on the computer share the same memory hardware. This could poten-
tially cause all sorts of problems if programs could read data belonging to other programs,
or execute instructions stored in parts of the memory that belongs to another process. This
report will explain how the operating system and the hardware cooperate to ensure these
things don’t occur, using complex schemes of virtual memory management and restrictions.
These tools all aim to divide memory into program specific segments, as well as optimize
usage of the memory hardware.

It’s fairly obvious that generic program A should not read or write memory locations be-
longing to generic program B. There are instances where two or more programs want to
share memory, and techniques are available to ensure that can be done in a safe manner,
but these instances are not the common case and will not be explained or examined in this
report. The common case is the situation of A and B that should not be allowed to share
memory. Even in this case there are resources that A and B do share; monitor, network con-
nection, storage (hard drive), printer etc. All these shared resources are, like main memory,
protected by the operating system. This is the very role of the operating system: to manage
all hardware and control access to it (Silberschatz et. al. 2005). Figure 1 on page 5 shows
the concept. Worth noting in the picture is that ”User program 1” is split in memory. How
and why that can happen is explained in section 3.5 (Memory partitioning) on page 10.
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The code for managing all this hardware – all the shared resources, as well as process
scheduling and memory management – is located in main memory and belongs to the oper-
ating system. This part of the main memory is what is commonly referred to as kernel space.
In other words, kernel space is the part of the main memory that contains all instructions in
the operating system kernel.

2.2 The boot process

Since the processor doesn’t really contain any intelligence or routines in itself it can typi-
cally only do one thing at startup. As you start, or ”boot”, your computer the processor will
initiate a very small program stored in read-only memory. The program is called a bootstrap
loader (examples are BIOS and uefi). One of its missions is often to run a quick diagnostics
of the system. It can also initialize drivers for certain hardware components, such as USB
ports or SATA connections to hard drive or optical drive.

At some point when the bootstrap program is done with its initial duties it will proceed to
load another program. Because the bootstrap loader knows nothing of the system it will
have to load the next program from a predetermined address at a predetermined device.
The device is usually a hard drive and the predetermined address is practically always the
very first address on the drive. If the processor should be able to boot from this address
the address must contain a Master Boot Record, or MBR, which is the starting point for
any code that should be executed at the start of the system. This program can either be a
larger and more complex bootstrap loader that performs more initial functions, or it can be
the operating system itself. Either way we will eventually get to the point of loading the
operating system (Silberschatz et. al. 2005).

Sometime during the boot process the operating system will set up all memory tables, pro-
cess scheduling tables and device drivers. Once everything that should be in kernel space
has been placed in memory correctly the operating system will give up system privileges.
These system privileges are known as supervisor mode and will be explained in the section
about accessing kernel space.
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Figure 1: The flow of a systemcall, entering kernel space.
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3 Protecting kernel space

The main memory, or RAM, is the primary storage for a computer program. As a new
program starts it is alotted some space in the main memory where it can declare variables,
perform work and save or retrieve information. Important parts of the program are then
fetched from the hard drive and loaded into this reserved area in the primary memory. In
the early days of the modern computer architecture no program could be started if there was
not enough room in the main memory to load all of its instructions (the entire program).
Nowadays almost all operating systems use methods of Virtual Addressing to utilize sec-
ondary storage – typically a hard disk or flash memory – as extra memory when the main
memory is full.

3.1 Memory hierarchy

Any programmer would like to have an infinite amount of incredibly fast memory at her
disposal, but both physics and economy prevent this. Although the hypothetical Turing
machine has an infinite tape that works as all memory it will ever need, in a real world
normal general purpose computer the situation is a lot more complex. Because the speed
of a memory component depends on the technology and design of the component, and
some technologies are more expensive than others, a computer utilizes several different
components to maximize performance of the system.

Research into coding practices and system profiling has lead to common design practices
that balances efficiency, speed and cost of a system to get the best out of system perfor-
mance. The general rule of thumb is that the faster a memory component is, the more
expensive it is. If we want to get anything done we need some very fast memory on our
hands, but not at any cost. By building a hierarchy of memory components, sorted by cost
and speed, and using complex algorithms of memory management, we can make the best
use of our expensive components.

The fastest memory available to the processor is in the processor itself. It’s called registers
and doesn’t come in any abundance. Typically a processor core has somewhere around 30
registers. Current computers have 32 (Patterson/Hennessey 2007). A register is 32 bits on
the common x86 processor, so not much data fits there. On the other hand the registers are
incredibly fast; the processor only takes one clock cycle to read data from a register, thus
making it the fastest component capable of storing data. However, the registers are some-
times considered to be exempt from what we commonly call ”the memory hierarchy” as the
processor purposely places data there temporarily as part of calculations. All other memory
components receive requests for information. At these speeds the physical distance between
the processor and the component it communicates with makes a notable difference. With
that in mind, the fastest components are placed closer to the processor and the slower, larger
ones farther away (Patterson/Hennessey 2007). Beyond the registers the memory compo-
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nents are organized into a series of caches. A cache, in this context, is a piece of memory
used for temporary storage to speed up memory access. There are at least four levels in
the typical memory hierarchy. Level 1 (L1) is closest to the processor and is generally
smaller than 100KB in size. L2 is typically an SRAM component (Static Random Access
Memory) (Patterson/Hennessey 2007) of a few hundred KB up to a few MB. L3 is usually
what we refer to as main memory. It’s almost always a DRAM (Dynamic Random Access
Memory) unit of substantial capacity. The last level in the memory hierarchy is usually a
magnetic disk or flash disk, the level we refer to simply as storage (Patterson/Hennessey
2007). Figure 2 illustrates the memory hierarchy in a classical manner.

Figure 2: The common hierarchy of memory components that enable caching.

3.2 How to use caches

Ideally all data in the system would be stored in L1, but economy and physics make sure
that’s not possible. Instead we’ll use all these levels we have to create the illusion that
everything is in L1. The theoretical principle is pretty simple; when the processor wants
a piece of information it sends out a request to memory. If the requested piece is in L1 it
will be instantly delivered. If it’s not, the request passes to the next level. When the sought
information is found at any level it’s copied upwards in the hierarchy and delivered to the
processor. After the request has been made the information will be present in all levels of
the cache. The farther down the hierarchy a request has to pass before returning the longer
it takes to retrieve information. It should be noted that main memory is a factor 10 slower
than the SRAM components common in L1 and L2. A magnetic disk is sometimes more
than 1,000,000 times slower than SRAM (Patterson/Hennessey 2007).
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Next time the same piece is referenced in a program, the processor will request it again. At
this point it may still be present in L1, thus being delivered faster. If it’s been overwritten
(remember that L1 is a small memory – chances are that other data has been referenced
and fetched to the cache more recently) the request will pass down the hierarchy to the next
level and so on.

3.3 Why caches work

In the worst case scenario the information requested by the processor will have to be fetched
from storage. We know for a fact that this doesn’t happen very often; as you recall the
operating system loads a program into main memory to execute it. Theoretically that would
mean that at least all variables and data belonging to the process is present in main memory
constantly. That’s not necessarily the case, as will be explained later. Regardless of that, we
would still have to ask ourselves why L1 and L2 caches are effective.

Patterson and Hennessey explain that organising memory components in a hierarchy like
this works because requests tend to cluster. In periods a certain process may very often
refer to the same memory segment. That means we would only spend the extra time to get
it from the bottom of the hierarchy once. The following requests would enjoy the luxury
of fetching the information in L1. This is called the principle of temporal locality, meaning
that things that have been referenced recently have a higher tendency to be referenced again.
Another principle we can rely on is the principle of locality. That simply states that if I’ve
used a certain piece of data I am more likely to use other data lying nearby soon. Our system
of caches exploits this by not only fetching the exact data requested, but also blocks nearby
in memory.

3.4 The Memory Management Unit

In a general purpose computer all processes share the same memory. That is, all processes
use the same hardware component to store and fetch data. This has the obvious advantage
that more than one program can run simultaneously, or more precisely that the number of
programs runnings simultaneously is not limited to the number of memory components
available. The main disadvantages of this can be summed up with a question: what happens
if one program writes to memory that another program depends on, or reads data that it
shouldn’t have access to?

These risks are avoided through the use of a Memory Management Unit (MMU). The pur-
pose of this component is to enable a way to virtualize memory, so that each process will
live in the illusion that it’s all alone and can work with every memory address. As previously
stated virtual memory also allows a program to run even if all of its instructions can not fit
in the main memory simultaneously. Thus the illusion we subject a process to includes the
notion that main memory is much larger than it really is (Stallings 2012). It should be noted
that some literature uses the term Memory Manager as a description of the hardware neces-
sary to support virtual memory and the operating system module that controls all algorithms
and data necessary for that hardware to do its job.

When a program calls for the contents of a memory address, the address it asks for is
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therefore not a real address but what we call a logical or virtual address. The call for
memory contents passes through the MMU of the processor, which translates the address
into a real one and fetches the content from that slot if the process requesting it has the right
to read it.

The algorithms controlling this are complex, but their function is vital. In fact, if we don’t
have hardware support for virtual addressing the concept of kernel space and user space
becomes redundant. In that case we would only be talking about address space and there
would be no way for an operating system to ensure that programs don’t destroy each other’s
data, as was the case with the early architectures (for example the Intel 8088 architecture).

3.5 Memory partitioning

Before going on to virtual addressing we will look at two related methods of memory uti-
lization, namely paging and segmentation. As previously stated a programs instructions and
data must be available in main memory for the program to be able to run. The naive way of
accomplishing this is to load a single program at a time, and refusing to run programs that
are too large to fit in memory. As you may imagine this scheme would make multitasking
impossible. In a modern general purpose computer this is simply not viable.

We could of course load as many programs as there is room for in main memory, but once
a process finishes it will leave a gap of unused memory wherever it was placed. Thus,
new programs that are loaded must fill the gaps as well as is possible. No matter how
you do it this will eventually lead to something called fragmentation; batches of memory
addresses that are unused because they’re to small to load a program into. Say for example
that we have a main memory of 2 GB, whereof the free space amounts to 1 GB. It’s entirely
possible that we can’t load a program that takes up 0.5 GB anyway, because the free space
is not a single range but a number of addresses spread out over the entire address space
(Stallings 2012). While there are different algorithms for partitioning memory to leave as
little fragmentation as possible, it’s still a substantial problem in this kind of system.

Paging and segmentation are two methods employed to solve this. While the algorithms for
loading program code and placing it in memory are implemented in the operating system
software, both schemes need support from hardware to be able to function.

3.5.1 Paging

Look at the previous example, attempting to load a program of 0.5 GB into main memory
where we have 1 GB of free space spread out over the entire range. This would be entirely
possible if we could divide the program into smaller parts and fit the parts into the free
memory spaces. In the example this would have been impossible to do because all memory
references within the program are relative, and the processor finds memory based on the
address of the first instruction plus an offset. The operating system kept a table of active
processes and their starting address, which the processor must know where to find.

One way of solving this is to divide all memory into small, equal-sized fragments. We call
these fragments frames. As we load a program into memory we divide that program too
into fragments of the same size. These fragments, called pages, are then put into available
frames. Address references are now not based on first address plus offset but rather page
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address plus offset. In this case the operating system keeps a table of pages and their physi-
cal addresses, a page table, for each active process. Thus the MMU receives a request for a
logical address that consists of a page plus offset, checks the table to see what the physical
address for that page is and adds the offset to that to get the real address requested. Again,
the processor must know where to find this table. Where to put it in memory and how it
must be structured to work with the processor is specified for each processor architecture
(Stallings 2012).

This method allows the program internally to reference addresses relative to one another,
since all logical addresses in the program’s address space are contiguous. The page table
that the operating system maintains can then translate the addresses to any page frame in
the physical memory, contiguous or not.

The size of pages is decided by the compiler at compile time, and is specific to the archi-
tecture and operating system, with no need for input by the programmer. Fragmentation is
kept to a minimum since all pages except for the last are filled (Stallings 2012).

3.5.2 Segmentation

Similarily to paging, segmentation splits a program into pieces and handles each logical
address as a fragment plus offset. The real difference here is that the fragments are of
variable length and are called segments rather than pages. In the paging scheme the pro-
grammer never has to worry about where and how the program is divided, but when it
comes to segmentation Stallings tells us that ”segmentation is usually visible and provided
as a convenience for organizing programs and data to different segments”. Note that there
is a maximum size to a segment that depends on how many bits in the address are used for
the segment number and how many are used for the offset.

Note that a segment table would have to contain information on the starting address of a
segment and the length of it. In paging all pages are the same size, so that information can
be omitted.

3.6 Virtual addressing

For virtual addressing to be possible both the hardware and the operating system needs to
support it. That’s why the hardware provides the MMU. The operating system must then
provide tables and routines for placing data and code in main memory. The step from a
pure paging or pure segmentation scheme to one of virtual memory is not a big one. Either
of those schemes require the full program to be loaded into memory when the process is in
execution mode. None of them however rely on real, physical addressing in the processes.
The operating system sets up tables that the processor uses to determine the real address at
runtime. This also means that, while the entire program must be in memory when executing,
it can be moved in and out of memory as the operating system allows other processes to
use up memory space as it becomes their turn to use the processor. Since a process has
the same logical address space regardless of where in main memory its code and data is
actually stored, it becomes possible for a process to switch places in main memory during
its lifetime.

So a paging or segmentation scheme allows us to split a program up in pieces and place in
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main memory at the leisure of the operating system, not necessarily in a contiguous address
space. The logical addressing also allows the operating system to determine at runtime
what the real address of a frame is. Combining this with what we know of the principle of
locality – that programs tend to reference memory located nearby more often than memory
far away – we begin to see how we can make even better use of main memory. We add
another piece to the puzzle here: the idea that the entire program may not have to be in
memory at execution time, but only the instructions and data located nearby or referred to
often. This naturally allows us to both have a larger number of processes in main memory
at one time and to load programs that are too large to fit in main memory (Stallings 2012).

There is only one problem to resolve to make this possible. What to do when a page is
referenced that isn’t loaded into main memory. When that happens the processor cannot
resolve the physical address and issues a page fault. At that point the operating system
takes over, setting the process in a halted state and loading the page into main memory.
When the page has been loaded the operating system resets the process status to execution
and restarts it at the instruction that failed because of the page fault (Flynn/McHoes 2006).

It’s likely that main memory will be filled most of the time, meaning that some pages have to
be unloaded from main memory as other pages need to be loaded. If the operating system
doesn’t employ smart enough algorithms for which pages to replace this could lead to a
state called thrashing, which is when the operating system spends more time loading and
unloading pages than executing actual processes. Modern operating systems use different
methods for keeping track of which pages were least recently accessed, as these are usually
less likely to be requested any time soon as stated by another useful and truthful principle –
the principle of temporality (Patterson/Hennessey 2007).

Because the page tables themselves are located in main memory, just like the frames they’re
referring to, a request for a memory page is likely to resolve to two fetches from main
memory. One to fetch the page table and another to fetch the actual requested frame. To
avoid this time-consuming flow of events as much as possible modern processors provide a
hardware component called the Translation-Lookaside Buffer, or TLB. The TLB is another
form of memory cache, albeit a somewhat differently constructed one. As a request for
a page table is issued, the request travels through the TLB. This cache is constructed to
be able to check the contents of many of its slots simultaneously. In the best of cases the
requested page table entry (in its entirety) is present in the TLB and is returned immediately.
Otherwise the request will go on to fetch the page table in main memory to look for the entry
there. Just like any other cache the TLBs content is updated if the requested information
had to be fetched in main memory. Note that the TLB only contains page table entries and
no other data (Patterson/Hennessey 2007).
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4 Accessing kernel space

On a modern processor architecture, including ARM, MIPS and the very common x86/x86-
64, processes can run in at least two different modes (on the x86/x6-64 architecture there are
actually four modes available, but only two are used in UNIX/Mac OSX/Linux/Windows
(Patterson/Hennessey 2007)). The two modes used are referred to as user mode and super-
visor mode or kernel mode. As the astute reader may gather, all user programs normally
run in user mode. In user mode a program can access all memory that has been alotted to
it in the main memory. It can also execute most instructions, as long as it doesn’t want to
communicate with devices such as hard drive, network card, keyboard, monitor, audio etc.
All code for interfacing with that sort of hardware – as well as routines for (de)allocating
memory, forking the process, starting threads and more – is located in the kernel space,
which can only be accessed by processes running in supervisor mode.

Without the ability to run in different modes, we wouldn’t be able to protect any data or
code. As Silberschatz et. al. point out, MS-DOS did not have this ability. Only one mode
of operation was supported on the Intel 8088 processor architecture, so designers really
didn’t have a choice. In any case, the single mode of operation made it possible for user
applications to directly address hardware. The drawback with this scheme was that the
entire system could crash because one program happened to write over important operating
system routines in the main memory, or corrupt data in other manners.

As the reader will already have understood there will be instances when a common process
will need to access code in kernel space. Because the kernel space is marked as restricted,
this means a process somehow has to gain the privileges of the operating system to access
it. The common method to achieve this is called a system call (Silberschatz et. al. 2005).

4.1 Interrupts

Because the processor interfaces with so many other components it always has to be ready to
handle incoming signals. One way to achieve that could be to queue the signals in registers
or other memory and let the processor poll the queue at regular intervals to see what there is
to act upon. This method has however proven to be very ineffective, as the processor would
spend a lot of it’s time polling empty queues.

Another solution, which is used by all processors and most micro controllers, is to leverage
a system of interrupts to dynamically re-prioritize and re-schedule processes to optimize
hardware usage. An interrupt is either an exception generated when a process ends up in
a faulty state, or an exception generated from incoming signals from outside the processor
(Patterson/Hennessey 2007). When a user is punching keys on the keyboard each stroke
generates an interrupt. When data arrives from the network card or hard drive, an interrupt
is generated.
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In simple language the principle of an interrupt can be illustrated by an office worker who
has the dual tasks of doing accounting and opening the door around the corner for any visi-
tors. The worker could of course set the accounting aside every few minutes to walk over to
the door and look for visitors, but it stands to reason that not much actual accounting would
get done. Installing a doorbell would then be akin to setting up an interrupt mechanism.
The worker can spend its time running numbers until the bell rings. When it does, and only
then, the accounting would be set aside as the worker goes to check the door.

Patterson and Hennessey explain that the generation of an interrupt means that something
has happened that the processor should handle immediately, before returning to the normal
state of work. When one occurs, all information that is necessary for the operating system
to take action is saved in specific registers. The processor then changes the mode of the
current process to supervisor mode and jumps to a specific memory address in kernel space
to proceed with execution there. At that position in memory an exception handler must be
located. The exception handler is a routine designed to handle interruptions of all kinds.
There are normally a great variety of different interrupts that can be triggered by hardware,
depending on incoming signals.

When the routine initiated there returns, the mode is returned to what it was before and the
process continues running from where it was when the interruption was generated.

4.2 The System Call

At this point it shouldn’t be very complicated to understand what a system call is. A sys-
tem call occurs when a process reaches a state where it needs certain resources from kernel
space. When that happens the process willingly issues an interrupt using a specific in-
struction to the processor. The processor then, as per usual, fills the specific registers with
information provided by the process.

If there is more information to pass on than can be stored in a few registers, the process
executing the system call may well save the information in a block of memory and store the
address to this block in a register for the interrupt handler to use. Another method is to push
all needed parameters to the stack, so that the interrupt handler can pop them from there.
Which method is used and under what circumstances is decided by the operating system
(Silberschatz et. al. 2005).

The parameters passed vary immensely depending on the type of action taken (interfacing
different hardware and peripherals, asking for more memory or issuing a page fault). One
of the parameters always has to be a number indicating which type of action is preferred.
The interrupt handler will then proceed to the requested action, control the validity of all
parameters and take the appropriate action (Silberschatz et. al. 2005).

Note that ”the appropriate action” may very well be to shut down the asking process, should
the request be unreasonable. An example of such an action would be to attempt to write to
a memory location not allocated to the process. The address contents would not be found
in the TLB or the page table, which would trigger a page fault. A page fault is a system
call, so the operating system takes over and checks over the memory table belonging to the
process. If the requested address is not in that address space the operating system is likely
to take harsh actions against the request, at least denying it outright and maybe even end the
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process with a core dump.

When the system call routine is done with its job, the process will switch back to the mode
it was before the system call was performed and if possible continue where it was supposed
to be (Silberschatz et. al. 2005) (an obvious exception to that rule being if the operating
system closed down the process). The process is explained in Figure 3.

Figure 3: The flow of a systemcall, entering kernel space.

The typical example of a system call is a program that reads a file. To start with, we can
assume the program already knows the path to the file within the filesystem. The file is
usually located on a flash drive or magnetic hard drive. When the program was designed,
the programmer probably used the function open() or similar on the file before reading.
It’s not uncommon that open() is referred to as a system call. Making that call would
mean to set up the necessary information in registers or memory and then executing the
system call instruction, triggering the aforementioned interrupt. It’s entirely possible to use
the term ”system call” but mean very different things: a C library function that makes use
of a system call in the operating system API, a function in the operating system API that
executes the system call instruction or the actual instruction itself.

This could be a source of some confusion – malloc() is another example of a C function
that is often referred to as a system call. In reality it isn’t, but it may make use of the sbrk()
if it needs to make a system call. Again, sbrk() is often referred to as a system call, when
in reality it’s a wrapper function that calls the actual system call sbrk. In any discussion
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concerning system calls it may be of benefit to all participants to clarify what is actually
discussed.
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5 Implementation: deptrack fs

Some very large software projects today are using the revision control system ClearCase R©
from IBM R©. This system has a specific feature called ”clearaudit”, which can keep track
of all files that are accessed within a timeframe or session. That information is extremely
valuable for tracking development, as it means that you can always find out what versions
of what files a specific binary is depending on, as well as what configuration files are read
during compilation.

Over the years a number of other revision control systems have popped up, but most lack this
feature. This has likely to do with the fact that ClearCase uses its own filesystem, whereas
most other systems simply use the filesystem provided from the hardware and operating
system.

On UNIX like systems there is a common application called FUSE, or Filesystem in Userspace,
that has the ability to add a customized layer of abstraction between a user and a filesystem.
Provided that this layer could be made to log all file access made in a session, directory tree
or by a specific user, that information could be used as part of a clearaudit-like feature.

There are a number of example filesystems implemented for FUSE. This implementation
used two of those as a starting point. The two were Big Brother Filesystem and Fuse Exam-
ple Filesystem (Fuse: Examples). In common for both of these filesystems are two things:
they attempt to use a large portion of the API (most functions from fuse.h) and they both
mount a filesystem that mirrors another part of the filesystem they’re on. That is, if you do
filesystem operations in directories beneath the mounted path these operations will simply
be performed on another part of the original filesystem. The big difference between these
two examples is that the Big Brother Filesystems logs every action taken and all data needed
to perform it to a file, whereas the Fuse Example Filesystem really doesn’t do anything but
to pass on the action. Another subtle difference is that the Big Brother Filesystem has in-
cluded all comments from the header-file fuse.h and even expanded some of them to include
information that is useful to know but otherwise hard to find when building your first FUSE
filesystem.

5.1 FUSE

With the background we now have on kernel space and the communication between user
space applications and kernel space the concept of a filesystem in user space should be fairly
straight forward.

Fuse consists of three parts. One is a kernel part, which is really a type of driver. The other
is libfuse, the API used to communicate with the kernel drivers. That is, the functions
that do the actual system calls to the driver in kernel space. The third part is the user space
application that implements the API.
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A Fuse application must provide a number of different functions, such as open, stat and
close, that you can expect other programs to use on a file or directory. The purpose of the
application is to simulate a filesystem in some manner, making all programs that interact
with it believe that they are in fact interacting with a usual filesystem. What the application
really does is up to the programmer that designed it. A good example is Network Filesys-
tem, which was implemented as a filesystem in user space for many years, using the same
techniques and principles as Fuse still employs.

When the Fuse application starts it will mount itself on a directory in the existing filesystem.
It opens a socket on which it listens for commands from the Fuse driver in the kernel.
The kernel will keep track of which directory the application is mounted over. Any action
performed within the mounted directory will then be passed through the socket to the Fuse
application to deal with (Fuse: homepage).

When making a filesystem operation within a mounted Fuse filesystem the command would
travel a longer way than during normal operation. Let’s take the simple example of running
the command touch on a file. The program touch would then call the function open.
That function is part of glibc (if you’re on a GNU or GNU/Linux system), which among
other things interface with the operating system kernel. Open would then execute a system
call (causing an interrupt) and request supervisor mode. When the process has enterned
supervisor mode it will execute the interrupt handler, which redirects the process to the
Fuse kernel driver. The driver will then place information about the call on the socket for
the Fuse application.

Leaving information on a socket will most likely cause another interrupt, making the operat-
ing system bring the Fuse application from its hold state to an execute state. The application
will read the information and handle it whichever way it prefers and then returns informa-
tion on a socket for the Fuse kernel driver to receive.

The return from the call is then passed from the driver back to the user space program that
requested the operation, returning to user mode as it does so.

5.2 Requirements

Dependency tracking can be a tricky issue. If you use a build system such as Ant or Make,
the build system will find which dependencies you have and whether these need to be up-
dated. The problem we are attempting to solve with the dependency tracking filesystem is
both easier and harder than that. It is easier in that we only need to find which dependencies
we have. Whether or not they’re up to date is a solved problem in our case. It’s harder
because it has to work for any build system. We could use any version of any build system,
including almost endless variants of home brew shell scripts, and we still need to find out
what our dependencies are.

As stated earlier this problem is solved when working in an installation of the ClearCase
revision handling system. ClearCase has a built-in feature called clearaudit that keeps track
of all dependencies in a build and which versions of each file is used.

To achieve part of a similar functionality FUSE appears to be a good alternative. After
deciding to use that the following requirements were negotiated:
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• The filesystem application should log which files are accessed internally.

• When performing a specific ’magic’ filesystem action, the internal log should be
printed to file and emptied.

5.3 deptrack list

The internal logging mechanism is easily achieved through a very simple linked list. Very
little functionality is needed: creating a new element (containing a filesystem path and a link
to the next element in the list) and freeing all elements in the list. There is little information
to be found on how FUSE handles parallell processes within a mounted volume, except
the assurance that it is threadsafe (Fuse: homepage). As such, it is vital that all parts of
our implementation are threadsafe as well. That’s particularly true for the linked list. To
achieve this a mutex lock is used at the insert operation and destroy operation. It is assumed
that only one process will attempt to flush the log, and that this action will take place when
all work within the filesystem has stopped.

5.4 How to log

All logging takes place in the open function of our filesystem. This may be moved later to
the read function, but that’s a trivial point. To print the log to a file and flush it, one simply
has to invoke the open function on the file print to log located in the root directory of the
mounted filesystem. The path to the logfile is determined as an argument to the filesystem
when it’s initiated.
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6 Conclusion

Filesystem in userspace is an application name that clearly states what it is not; a filesystem
in kernel space. As this report has shown there is a clear defined line between what memory
is to be considered kernel space and what is not. It has explained the concept of separated
memory from all necessary perspectives; what it is, how it’s protected and how it interfaces
with user applications.

It’s been explained how hardware and software cooperate to maintain integrity in a general
purpose computer. The basic concepts that allow for this have been outlayed and explained
in brief: memory partitioning, virtual memory and software interrupts in the form of system
calls.

The reader has been introduced to a practical example of an application that utilizes the
theories presented, from a real world situation.
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