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Abstract

This thesis starts with a brief introduction to neural networks and the
tuning of neural networks using genetic algorithms. An improved ge-
netic algorithm is benchmarked using the technical paper Proben1 as
a starting point. The benefits of using a genetic algorithm as well as
results of the benchmark tests in comparison to a resilient backpropaga-
tion algorithm are discussed. The improved genetic algorithm is not a
universal solution to all classification problems. Even though it outper-
forms the resilient backpropagation algorithm slightly in these bench-
mark tests more benchmarking on more vast solution domains must be
performed.
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1 Artificial neural networks

Today artificial neural networks are found in every field where classification or approxi-
mation problems need to be solved. First developed in 1943 as a system mimicking the
human brain, artificial neural networks peaked in population around the 1980’s. Now on
the rise again several interesting questions appear. How are performance measured in neu-
ral networks being that they are considered somewhat of a black box where parameters are
adjusted until one specific problem is solved? Is there a way to benchmark a network, and
if so , how do you perform benchmarks?

In 1994 at the University of Karlsruhe, Lutz Prechelt first started to look into a bench-
marking suite for artificial neural networks. In his report Proben1 Lutz defined a set of rules
that had to be fulfilled to achieve a benchmark with any kind of relevancy[6]. In his report
Lutz also included real world training data to be used while benchmarking.

In Proben1 Lutz provides several benchmark examples where he performs tests on networks
with differing structure, both networks consisting of hidden layers and networks consisting
of only input and output nodes. One thing they all have in common is that they are being
trained through resilient backpropagation.

Several researchers have in the last decade used genetic algorithms to adjust the weights
of neural networks. A process that first seemed slow has now through improvements both
gained speed and popularity when finding possible values to the many unknown variables
the parameters of a neural network represent.

Leung et al. present an artificial neural network tuned by an improved genetic algorithm
and proves its superiority when predicting sun spots[3].

As Leung et al. stops at this one example the goal of this thesis is to take their improved
genetic algorithm and benchmark it using Proben1 as a stepping stone. Two data sets from
Proben1 will be used, the card data set and the diabetes data set. As a comparison the well
known resilient backpropagation algorithm will be benchmarked as well.

How will a network trained with the improved genetic algorithm cope with classification
data? How will it perform compared to the resilient backpropagation algorithm? As the
improved genetic algorithm has several extra parameters to take into account, will it be
troublesome to benchmark?
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1.1 Artificial Neural Networks

The idea behind artificial neural networks was conceived in the 1940’s as a data processing
unit that models the human brain[8]. In the same way as the human brain is built by neu-
rons connected to each other, the artificial neural network consist of artificial connections
between artificial nodes.

The smallest component of any artificial neural network is the neuron, from now on re-
ferred to as a node. Nodes in a network are connected with each other. These connections
are assigned weights. The concept of weights, nodes and connections will be discussed in
further detail in the sections that follow.

An artificial neural network always contains one input layer and one output layer. The
number of nodes in the input layer corresponds to the number of parameters available in the
data set one wishes to use the network with. Output nodes differ in numbers depending on
the solution domain of the problem. A network without any hidden layers is also called a
linear network. For a visual example of the strucuter of a neural network see Figure 1.

The output nodes of a neural network can either be binary output nodes or linear output
nodes. When classifying data using a neural network it is not unusual to represent each
class in binary form. As an example; relating to the diabetes test data set used later in the
report, a healthy person is represented by a value of 0 on the first output node and a value
of 1 on the second output node. On the contrary, a person sick with diabetes is represented
by a value of 1 on the first node and a value of 0 on the second node.

If the network on the other hand is used to approximate values of some kind, for exam-
ple sun spots, a binary representation won’t do the data set justice. In a case like this linear
output is preferred where the values of the output nodes have the same value range as the
data to be approximated.
It is not unusual to add hidden layers between the input and output layers to make the net-
work more accurate. A hidden layer often also includes a bias node that triggers at the same
time as the nodes in the layer before but always has the same output value.

The central idea behind artificial neural networks is the chain reaction that occurs when
input values in one layer creates output values which becomes input values to the next layer
and so forth as numerical values flow through the network.

Common uses today of neural networks are for example in the health industries to classify
cancer given a specific set of parameters present in each patient[4]. Successfull attempt has
also beeen made in using artificial neural networks to predict salinity in rivers[5].

1.1.1 The Node

Each node in the network has an input function and a activation function as shown in Figure
2. The input function is usually some kind of summing function of the input values. The
result of the summing function is passed on to the activation function[9]. Through out this
thesis focus will lay on the activation functions while the summing function used is always
of a linear summing type. When a node receives its input from the layer above, the input
is sent from the summing function through to the activation function to calculate what the
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Figure 1: The structure of an artificial neural network showing the input layer, one hidden
layer and the output layer. The connections between nodes are illustrated with
solid lines whereas input and output are dotted lines.
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Figure 2: The different parts of the node. Input is received through the input function,
which sums up all inputs and transfers the results to the activation function. The
activation function reacts to the input and may trigger an output value to the
nodes in the next layer.

output from the current node should be.

Common activation functions are the linear activation function and the sigmoid activation
function. The linear activation function defines the output value of a node as the total sum
of all input values. The sigmoid function works with a threshold value. As long as the
sum of all input values are below the threshold value the node doesn’t output anything.
Once the threshold value is exceeded the node triggers and outputs a numerical value. The
choice of activation function inflicts heavily on the end result and therefore has to be chosen
depending on the data in the data set and the nature of the problem being solved.

1.1.2 Connections

Each connection between pairs of nodes has a weight. Either you have a partially connected
network or a fully connected network. Some networks make use of short-cut connections
from the input layer to the output layer. The connections do not perform any calculations,
and besides connecting nodes to each other their only function is to store weights. Weights
play an important part in calculating node input during training and validation.
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1.2 Training

To adjust the weights in a way that brings the actual output of the network closer to the de-
sired output is called training. Training can be performed in several ways. A very popular
way of training is to change the weights in each layer depending on an error value propa-
gated from layers below[9]. Several different backpropagation algorithms are available but
the fastest and most common is resilient backpropagation[7]. A run through all available
test pairs is called an epoch. The number of epochs needed to reach a certain solution is
often used as a metric when one compares training algorithms to each other.{

Test

set

{
{70%

50%

30%

50%

Training

 set

Validation

set

{

Figure 3: The test data used in Proben1 is always partitioned in two sets. One set with
30% of the input/output pairs,called the validation set, and the remaining 70% in
another set. The bigger, so far unnamed set, is again divided in half. One half
becomes the training set and the other half becomes the test set.

1.2.1 Overfitting

The success of a neural network depends on how well it performs on unknown sets of data.
While training on a specific training set one wants to achieve a level of generalization that
ensures success even when dealing with unknown data. Should the network, during train-
ing, adapt to well to the training data, overfitting occurs. Overfitting cripples the network as
it adjusts to well to its training data set and loses its generalization capability.

To avoid overfitting one can partition the total data set in three parts as seen in Figure 3.
First the complete set is divided into two smaller data sets. The first one, the data used
during training, is 70% of the total data set. The remaining 30% are used for testing. Again
the training data set is divided in equal sized parts, resulting in a new training set containing
50% of the samples, and a validation set containing the remaining 50%. As seen in Figure
6 to avoid overfitting during training the fitness of the chromosomes are not verified against
the training data set but against the separate test data set. When the error rate on the test
data set goes below a certain value, or as in this case, when a maximum number of epochs
have passed the training is interrupted.

1.2.2 Resilient Backpropagation

The resilient backpropagation algorithm is known as one of the fastest and most all-round
training algorithms for artificial neural networks[7]. To avoid large scale weight changes
that may disrupt the validation ability in the network and at the same time increase training
time the weights are adjusted according to the sign of the error value. The resilient back-
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propagation algorithm uses two values, η− the decrease factor and η+ the increase factor.
From [7] the values of η− and η− are empirically set to η− = 0.5 and η+ = 1.2.

If the error value is negative each weight update value is multiplied by η− and if the value
is positive, by η+. This ensures smaller changes, compensating for the error in each epoch.
Besides being fast, the parameters used during training, η− and η+, are static which sim-
plifies configuration. For a deeper understanding of the resilient backpropagation algorithm
see [7].

1.2.3 The Genetic Algorithm

Population

Parent 1 Parent 2

Crossover

Mutation

O spring

1.

2.

3.

4.

Figure 4: According to [2] the basic properties of a genetic algorithm are the following:

1. A selection of two parents based on some fitness criteria.

2. Mating between parents, here labeled crossover, to produce one offspring. If desired
the algorithm ends here moving to 4.

3. Mutation of the offspring from 2.

4. Re-introduction of offspring into the population.

This cycle continues until a user defined criterion such as a maximum amount of epochs or
a certain average fitness in the population is reached.

Genetic algorithms mimic nature when trying to find a solution to a specific problem. Given
vast problem spaces with a lot of irregularities genetic algorithms have proven to be very
successful. The data model used in the genetic algorithm is a representation of a set of
unknown variables as genes in a chromosome. As described in [2] every genetic algorithm
have four parts in common.

Everything starts in a population where possible solution candidates are contained to even-
tually be selected for evolving. A function that measures the fitness of chromosomes is
necessary to be able to compare one chromosome to another.
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The numbers below correspond to labels in Figure 4.

1. The two chromosomes with the highest fitness are selected as parents.

2. Crossover is performed where the parents genes mix to create new offspring.

3. Mutation starts which alters the genes of the offspring.

4. The offspring is reintroduced into the population and the cycle starts over.

Mutation and crossover are optional steps in a genetic algorithm, but they both speed up the
evolution process. The evolution process continues until a certain stopping criterion is met.
A stopping criterion can be set to be a fixed number of iterations or an average fitness value
in the population.

Applying this idea to artificial neural networks can be done in two ways. Either by assign-
ing a function to each weight of the network converting it to something suitable as a gene
or by directly populating the chromosome with weights from the network.
The first method have proven to be slow resulting in recent research using the later method[1].
The fitness is calculated by reapplying the genes as weights to the network and calculating
an error rate using the test data set.

The Improved genetic algorithm

In the improved genetic algorithm weights of the network are represented as genes in each
chromosome. To obtain the fitness of a chromosome one applies the genes as weights to a
neural network and lets that network try to classify the test data set. The data set contains
several pairs made up of input and output values that describes the desired output given a
certain input. The classification accuracy, defined as the number of correct calculations of
output values divided by the total number of input/output pairs, becomes the fitness of the
chromosome.

The improved genetic algorithm uses the user defined values w, Pmax and Pmin to shape the
solution domain. w is used to impact the changes in offspring 2,3 and 4. Pmax and Pmin

defines a maximum and a minimum value for each gene.

The parent selection process is performed through roulette wheel selection, see Figure 5.
Each chromosome ci with the fitness value f (ci) is given a probability qi where

qi =
f (ci)

pop size
∑

k=1
f (ck)

, i = 1,2, ..., pop size

Having calculated each chromosomes probability, the cumulative probability is calculated
for each chromosome.

q̂i =
i

∑
k=1

ck, i = 1,2, ..., pop size

.
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Algorithm 1 The improved genetic algorithm as used during benchmarking testing.

let the fitness function be f (x)
let the probability of acceptance be pa

let the mean error rate in the population be errmean

let the number of iterations be i
initialize population P
initialize i to 0
while errmean ≥ 0.2 || i≤ 3000 do

evaluate fitness in P
select 2 parents p1 and p2 from P
perform crossover operations generating offspring nos0
perform mutation operations on nos0 generating offspring nos1,nos2 and
nos3
generate a random number r

if r ≤ pa then
let the offspring with the highest fitness among nos1,nos2 and nos3 replace the
chromosome with the lowest fitness in P

else
let the chromosome with the smallest fitness in P be cmin

if f (nos1)≥ f (cmin) then
nos1 replaces cmin in P
evaluate P

end if
if f(nos2)≥ f (cmin) then

nos2 replaces cmin in P
evaluate P

end if
if f(nos3)≥ f (cmin) then

nos3 replaces cmin in P
evaluate P

end if
end if

end while
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Figure 5: The improved genetic algorithm uses roulette wheel selection to decide which
two parents are to be selected to generate offspring. Each chromosome in the
pool is assigned a probability qi. Next the cumulative probability q̂i is calculated
for each chromosome. Lastly a random number r between 0 and 1 is generated
and the chromosome ci is selected for mutation if q̂i−1 < ci < q̂i. This is easily
imagined as the random number being the ball and the cumulative probability of
each chromosome works as the slots on the roulette wheel.

A random number r between 0 and 1 is generated and the chromosome ci is selected for
mutation if q̂i−1 < ci < q̂i.

As seen in Figure 5 this is easily imagined as a roulette wheel where the random number
works as the ball and the probability of each chromosome works as the slots on the roulette
wheel.

In this way there is a higher probability that a chromosome with a high fitness value will be
selected to perform the genetic operations.

The crossover method is performed by creating four offspring. Each with different fitness
values calculated in the following manner:

Offspring 1

os1 = [ os1
1 os1

2 . . . os1
no vars ] =

P1 +P2

2

In offspring 1, P1 +P2 stands for the genes of parent 1 added to the genes of parent 2.

Offspring 2

os2 = [ os2
1 os2

2 . . . os2
no vars ] = pmax(1−w)+max(p1.p2)w

In offspring 2, max(p1.p2) stands for a maximum parallel of both parents genes.

Offspring 3

os3 = [ os3
1 os3

2 . . . os3
no vars ] = pmin(1−w)+min(p1.p2)w

In offspring 3, min(p1.p2) stands for a minimum parallel of both parents genes.
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Offspring 4

os4 = [ os4
1 os4

2 . . . os4
no vars ] =

(pmax + pmin)(1−w)+(p1 + p2)w
2

By generating these four kinds of offspring one ensures four different solutions to the prob-
lem, randomly distributed across the range (pmin, pmax). The fittest chromosome of these
four is selected for mutation.

Mutation is performed by creating three copies of the offspring obtained from the crossover
operation. By applying a random value p to different number of genes with the value gvalue
the offspring becomes diverse.

The first offspring changes one gene g according to pmin < gvalue + p < pmax.

The second offspring picks a random number of genes to be changed according to
pmin < gvalue + p < pmax.

The third offspring changes all the genes according to pmin < gvalue + p < pmax.
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Figure 6: To avoid overfitting during training the fitness of the fittest chromosome is not
verified against the training data set but against the separate test data set. When
the error rate on classifying the test data set goes below a certain value, or as
in this case, when a maximum number of epochs have passed the training is
interrupted.

By mutating the genes as described in [3] the authors reason that at the start of evolution
the second and third offspring will help to quickly increase the fitness of the population. As
fitness increases and the chromosomes become more sensitive to change the first offspring,
being more subtle in its changes, will most likely be the fittest one. As seen in Figure 6 the
fitness of the fittest chromosome in the pool constantly increases.
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Lastly when the three offspring are mutated a random number r between 0 and 1 is gen-
erated. If r is smaller than the probability of acceptance pa the offspring with the highest
fitness will replace the chromosome with the lowest fitness in the population. On the other
hand if r is greater than pa the first offspring will replace the chromosome c in the pop-
ulation. This requires that the fitness of chromosome c is lower than the fitness of the
offspring. This procedure is repeated for offspring 2 and 3 as well. After the offspring has
been introduced into the population again the whole process starts over.
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2 Benchmarking

2.1 Proben1 - a benchmark proposal

Proben1 was put together in 1994 by Lutz Prechelt as a response to the lack of compara-
bility of results in research involving artificial neural networks. Prechelt states five causes
commonly attributed to why comparison weren’t performed at the time.

The five causes were

• Computing power.

• Unavailability of other researchers algorithms.

• The lack of data for real problems.

• The time it takes to prepare data for training.

• A wide diversity in experimental setups.

To remove these five obstacles from future research Proben1 contains test data from the real
world preformatted to be used in supervised learning. Prechelt also decides upon a set of
words,and mathematical expressions to be used when describing neural networks.

Also Prechelt stresses the idea that researchers should offer their test data if possible through
FTP services or add it to the UCI machine learning database.

2.1.1 General specifications

All data sets used in Proben1 come from the UCI machine learning database1. Most of
the data sets are of classification type and are considered difficult to classify due to many
missing values. All the Proben1 data sets are accompanied by a script that formats and
normalizes the data.

Focus lies mainly on fully connected neural networks with no hidden layers. Benchmarking
is also done with a multi-layer architecture but in [6] the author states that the structure of
these networks haven’t been thought through.

The networks proposed in Proben1 uses bias weights though this is not documented. The
activation function used in the networks without hidden layers in Proben1 is a normal linear
activation function. In the multilayer networks Proben1 uses a sigmoid activation function.

1http://archive.ics.uci.edu/ml/



12(23)

At network initiation the weights of the connections are set to a random value depending
on the structure of the network. A network with no hidden layers will use values between
-0.01 and 0.01. A network with hidden layers will have its weights initialized to a random
number between -0.5 and 0.5.

Both types of networks uses the resilient backpropagation algorithm.

2.2 Problem domains

To be fair all benchmarking tests must be done on the same problem domain. Not having
common test data makes comparison of results impossible. Also as shown in [6] the order
of the test data has a big impact on the validation result of the network.

Problems solved by artificial neural networks are usually of classification, approximation or
prediction over time problem types. Most data sets obtained from the real world contains
ranges over values not always suitable for use as input or output in neural networks. To
adjust given values to neural networks it is very common to normalize data input to range
between 0 and 1.

The type of output node depends on the problem being solved. Classification solutions usu-
ally have a binary representation of the output while prediction based on time series data
use output neurons with values in the range to be predicted. All data sets in Proben1 has
output nodes that specifies classes of some kind by representing output in binary form.

Proben1 gets all of its data sets from the machine learning database at the University of
California in Irvine. The UCI database is an effort to collect real world data for machine
learning that freely can be used in research by who ever has the interest.

One thing to notice is that the correctness of data sets in the UCI database is not guaranteed
nor is the interpretation of data sets set in stone. In Proben1[6] Prechelt states that a lot
of values in the data set containing information about diabetes in Pima Indians are set to 0
representing missing values. This wasn’t noted on the UCI web site until 2010. In the end
for the purpose of this thesis it doesn’t matter. As long as comparisons of artificial neural
networks are done on the same data set, the correctness of the data set is not important. Had
the purpose been to diagnose diabetes the error would have had a bigger impact of course.

2.3 Benchmarking

The benchmarking tests were performed using the Java based neural network software suite
Neuroph2. The problems used were the diabetes data set and the credit card data set from
Proben1[6]. Each data set comes in three different permutations labeled a, b and c of which
all three were used during testing. The error rate, 1− f (ci), is used as a metric through
training, testing and validation.

2http://neuroph.sourceforge.net



13(23)

2.3.1 Network settings

The networks used for testing differ in structure and activation functions. Each network has
two output nodes enabling two different classes of output where each output is rounded to
either 1 or 0. As mentioned earlier in the text, this is a network with binary output.

The data sets are partitioned into a training set, a test set and a validation set as shown in
Figure 3. The training set is used for training while the test set is used during training to
avoid overfitting. By training on one data set and checking the fitness of the network on a
different set one minimizes the risk of the network learning its training set. For each network
training instance the error rate to obtain is set to 20 %. Reaching this goal or reaching 3000
epochs stops the training phase.

As the training phase finishes the validation phase starts. Here the, to the network unknown,
validation set is used to determine the error rate.

To calculate the n− 1 standard deviation and the mean of the error rate each network is
tested 10 times on the same set of data.

The network structure for the linear networks was taken from [6] without any kind of mod-
ification. The multilayer networks all had one hidden layer and benchmarking tests with
different numbers of nodes in this hidden layer were performed. The number of nodes in
the hidden layer decided upon was 3, 4, 5, 6, 7 and 8. The hidden layers in the networks
mentioned above uses the sigmoid function as activation function with a slope of 0.5.

All networks were fully connected which means that each node in each layer has a connec-
tion to every node in the next layer.

For the resilient backpropagation algorithm the values of η− and η+ are set to 0.5 and 1.2
respectively.

2.3.2 The improved genetic algorithm

To decide on values for w, pmin and pmax several tests were performed. Three kinds of
networks were used for testing. First the linear network and the multilayer architecture
specified in Proben1. The third network structure was a one hidden layer neural network
containing three nodes. To avoid testing on the actual order and partitioning of the original
data sets from Proben1 each data set was randomized and repartitioned before each run.
As seen in Table 1 a value of w = 0.7 gives satisfactory results for both data sets. While
searching for the right parameters a maximum epoch value of 4000 was used.

The values pmin and pmax were observed alongside earlier testing and were empirically set
to pmax = 0.7 and pmin = −0.7 during the search for the weight w. When performing the
benchmark tests w was set to 0.7, pmin to -0.7 and pmax to 0.7.
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Table 1 The results of the search of trying to find a common value for w for both the card
data set and the diabetes data set using the improved genetic algorithm.
Arch: Number of nodes in the first and second hidden layer.
Valid. set mean: The mean value of the error rate for 10 runs.
Std dev: The standard deviation of the error rate for 10 runs.
Best run: The best error rate achieved during 10 runs.
Epochs: The number of epochs needed to reach Best Run.
w: The value of the user specified variable w.
pmax: The value of the user specified variable pmax.
pmin: The value of the user specified variable pmin.

Arch Valid. set mean Std Dev Best Run Epochs w pmax pmin

Card data set
0+0 0.3522 0.0916 0.2125 4000 1.1 0.7 -0.7

4+4 0.3222 0.1226 0.2174 2158 0.7 0.7 -0.7

3+0 0.3053 0.1054 0.1932 2021 0.7 0.7 -0.7

Diabetes data set
0+0 0.3588 0.0025 0.3549 4000 0.7 0.7 -0.7

2+2 0.3372 0.0350 0.2597 4000 1.1 0.7 -0.7

3+0 0.3151 0.0303 0.2597 4000 0.7 0.7 -0.7

2.3.3 Data sets

The diabetes data set contains a total of 768 samples where 268 samples are diagnosed with
diabetes and 500 samples are not. The dataset has several missing values which makes it
difficult to classify. Every data pair in the diabetes data set contains 8 input values and 2
output values.

The card data set contains credit card approval data. A total data set size of 690 exam-
ples where 383 are denied a credit card and 307 are granted a credit card. Every data pair in
the card data set contains 51 input values and 2 output values.

To avoid the fact that the order of a data set impacts the error rate of a training algorithm
each data set in Proben1 comes prepartitioned in three different ways. The benchmark
tests of the linear network only uses one of these partition proposals while the multilayer
benchmark uses all three. As Proben1 mainly focuses on linear networks, focus was shifted
in this thesis to explore multilayer network architectures.
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2.4 Results

The results obtained through benchmarking of the genetic algorithm on the diabetes and
card data sets from Proben1 are presented here in tabular form. To enable comparison
benchmark tests were performed with the resilient backpropagation algorithm as well. The
tables start with the linear network tests and finishes off with multilayer networks. In each
table the genetic algorithm is abbreviated as iGA and the resilient backpropagation algo-
rithm is abbreviated as Rprop.

2.4.1 Card - linear network

Table 2 The benchmarking results of the diabetes data set using the improved genetic
algorithm and the resilient backpropagation algorithm with no hidden layers. iGA stands
for the improved genetic algorithm and Rprop stands for the resilient backpropagation
algorithm.
Validation set mean: The mean value of the error rate for 10 runs.
Std dev: The standard deviation of the error rate for 10 runs.
Best run: The best error rate achieved during 10 runs.
Epochs: The number of epochs needed to reach Best Run.

Problem Validation set mean Std Dev Best Run Epochs

iGA
card1 0.3208 0.1016 0.1850 3000

Rprop
card1 0.5035 0.0612 0.3699 3000

2.4.2 Diabetes - linear network

Table 3 The benchmarking results of the diabetes data set using the improved genetic
algorithm and the resilient backpropagation algorithm with no hidden layers. iGA stands
for the improved genetic algorithm and Rprop stands for the resilient backpropagation
algorithm.
Test set mean: The mean value of the error rate for 10 runs.
Std dev: The standard deviation of the error rate for 10 runs.
Best run: The best error rate achieved during 10 runs.
Epochs: The number of epochs needed to reach Best Run.

Problem Validation set mean Std Dev Best Run Epochs

iGA
diabetes1 0.3677 0.0061 0.3542 3000

Rprop
diabetes1 0.3875 0.0126 0.3594 3000
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The results from the benchmarking of the linear networks displayed in Table 2 and 3 shows
signs of both similarities and differences between the two algorithms. Starting by looking
at the results for the card data set one quickly notices how the improved genetic algorithm
outperformed the resilient backpropagation algorithm. Both of them reached the maximum
number of epochs but the improved genetic algorithm has a validation mean of 0.32 while
the resilient backpropagation algorithm has a higher validation set mean of 0.50. The best
run for the improved genetic algorithm is as low as 0.18.

Benchmarking the linear network on the diabetes data set the improved genetic algorithm
and the resilient backpropagation algorithm have a validation set mean of 0.37 and 0.39
respectively. Both have reached the maximum number of epochs but the improved genetic
algorithm has, the improved validation set mean put aside, a lower standard deviation value.
The standard deviation value, 0.0061, is the lowest recorded during all the benchmark tests.

2.4.3 Card - multilayer network

Table 4 The benchmarking results of the card data set using the improved genetic algorithm
and the resilient backpropagation algorithm with one hidden layer. iGA stands for the
improved genetic algorithm and Rprop stands for the resilient backpropagation algorithm.
Arch: Number of nodes in the first and second hidden layer.
Validation set mean: The mean value of the error rate for 10 runs.
Std dev: The standard deviation of the error rate for 10 runs.
Best run: The best error rate achieved during 10 runs.
Epochs: The number of epochs needed to reach Best Run.

Problem Arch Validation set mean Std Dev Best Run Epochs

iGA
card1 3+0 0.2503 0.1150 0.1329 350
card2 4+0 0.2468 0.1093 0.1387 3000
card3 4+0 0.2613 0.1111 0.1214 3000

Rprop
card1 3+0 0.2642 0.0747 0.1445 1414
card2 7+0 0.3104 0.0818 0.1676 3000
card3 7+0 0.2109 0.0864 0.0983 1142

The improved genetic algorithm achieved an error rate of 0.25, 0.24 and 0.26 on the a, b and
c partition proposals of the card data set using multilayer neural networks, as seen in Table
4. Benchmarking the card1 data set resulted in a best run of 0.13 which was achieved after
350 epochs on a network with 3 nodes in the hidden layer. A network with 4 nodes in the
hidden layer generated a best run of 0.14. Finally on the card3 data set the improved genetic
algorithm had a best run of 0.12 after 3000 epochs using 4 nodes in the hidden network.

The resilient backpropagation algorithm obtained a validation set mean of 0.26 on the card1
data set, a validation set mean of 0.31 on the card2 data set and a validation set mean of
0.21 on the card3 data set. When using the resilient backpropagation algorithm both data
set card1 and data set card3 stopped at 1414 and 1142 epochs respectively. Using a multi
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layer network with 3 nodes in the hidden layer 0.15 became the best run. For card3 a hidden
layer with 7 nodes had the best run with a value of 0.10.

2.4.4 Diabetes - multilayer network

Table 5 The benchmarking results of the diabetes data set using the improved genetic
algorithm and the resilient backpropagation algorithm with one hidden layer. iGA stands
for the improved genetic algorithm and Rprop stands for the resilient backpropagation
algorithm.
Arch: Number of nodes in the first and second hidden layer.
Validation set mean: The mean value of the error rate for 10 runs.
Std dev: The standard deviation of the error rate for 10 runs.
Best run: The best error rate achieved during 10 runs.
Epochs: The number of epochs needed to reach Best Run.

Problem Arch Validation set mean Std Dev Best Run Epochs

iGA
diabetes1 4+0 0.35 0.0293 0.2760 3000
diabetes2 5+0 0.34 0.0154 0.3177 3000
diabetes3 4+0 0.3552 0.0250 0.2916 3000

Rprop
diabetes1 4+0 0.3354 0.0244 0.3177 3000
diabetes2 5+0 0.3531 0.0257 0.3125 3000
diabetes3 3+0 0.3666 0.0135 0.3437 3000

Lastly the benchmarking test performed on the diabetes data set using multilayer networks,
shown in Table 5. The improved genetic algorithm achieved very similar results on all three
data sets. For diabetes1, diabetes2 and diabetes3 the validation set mean was 0.35, 0.34 and
0.36. The networks used for diabetes1 and diabetes3 both had 4 nodes in the hidden layer.
Diabetes1 had a best run of 0.28 and diabetes3 had a best run of 0.29. Diabetes2 used 5
nodes in the hidden layer and managed to get a best run of 0.32.

The results of the benchmark on diabetes1, diabetes2 and diabetes3 using the resilient back-
propagation algorithm together with three different network structures is displayed in Table
5. Diabetes1 had 4 nodes in the hidden layer and a validation set mean of 0.34. Diabetes2
had 5 nodes in the hidden layer and a validation set mean of 0.35. Diabetes3 had 3 nodes
in the hidden layer and a validation set of 0.37. They had best run values of 0.32, 0.31 and
0.34 respectively.



18(23)



19(23)

3 Conclusion

In the first chapter we asked ourselves three questions regarding the improved genetic al-
gorithm, In this section these questions will be answered. The author would like the reader
to take note of the fact that the benchmarks performed in this thesis only considers two
data sets and the amount of data reviewed is not enough to state an opinion about the gen-
eral performance of none of the benchmarking algorithms. What will be analyzed is the
performance of the algorithms on the two selected data sets only.

3.1 The improved genetic algorithm and classification problems

The improved genetic algorithm has no problem working with adjusting weights in a neural
network used to solve classification problems. The success of a training algorithm as will be
mentioned later doesn’t not only depend on the algorithm itself but also on the surrounding
factors such as the data set and the activation functions. The reader may think that it is not
surprising that the improved genetic algorithm performs well when dealing with classifica-
tion problems as the basis. As a matter of fact the network structure is very similar when
solving classification problems and performing prediction from time series data. The only
thing changed are the number of output nodes.

For future research one should try to find bigger data sets with more variables demanding
bigger networks with more connections. In doing this one vastly increases the solution
space and would give the improved genetic algorithm something to work with.

3.2 The performance of the improved genetic algorithm

The strength of any genetic algorithm is the speed in which the solution domain is covered.
The graph in Figure 6 shows how the fitness level in the pool increases as training pro-
gresses. At 2100 epochs the genetic algorithm is closing in on what is to become the final
fitness value. With a little luck as, seen in Table 1, where luck means the right randomized
startup values, one can quickly find a desired solution.

Figure 7 shows the values of each chromosome in a population were the standard deviation
was 0. The ten chromosomes are lined up along the X-axis and each chromosomes genes
are aligned along the Z-axis. The values of pmin and pmax makes out the range on the Y-axis.

Even though all 10 chromosomes generate the same fitness when applied as weights in the
neural network their appearances are very different. Of course it exists an infinite number
of solutions to this problem but the ones found by the improved genetic algorithm may
be more common. This aspect, the ability to quickly search through a problem domain,
is what makes the improved genetic algorithm interesting. There is nothing wrong with
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Figure 7: From time to time a population with a standard deviation of zero appears
while training the artificial neural network with the improved genetic algorithm.
Demonstrating the improved genetic algorithms solution finding capability one
can notice that each solution in the above graph is unique even though they gen-
erate the same fitness. The Y-axis ranges from pmax to pmin, the X-axis represents
each gene in the pool. The Z-axis represents each gene in each chromosome.

the performance of the improved genetic algorithm, the problem lays more in applying the
improved genetic algorithm to the right kind of data set.

3.3 Comparison between the improved genetic algorithm and the resilient
backpropagation algorithm

The benchmark results confirms the statement made in [6] that the training algorithm and
its variables really have an impact on the end result. Put aside that the improved genetic
algorithm has a lower standard deviation, both algorithms perform equally well on the dia-
betes data set using a linear network. One would expect the same thing to happen using the
card data set but the difference doesn’t go unnoticed. The improved genetic algorithm has
a best run twice as good as the resilient backpropagation algorithm.

The benchmarks on the diabetes data and the card data set for multilayer neural networks
doesn’t show of any noteworthy differences in fitness between the two types of algorithms.
Both algorithms have their results intertwine and it is very hard to say which one of the
algorithms that have performed the best for any kind of the three versions of each data set.
If one really has to put ones foot down, the improved genetic algorithm is more all-round as
it beats the resilient backpropagation algorithm in all cases except the card3 and diabetes1
data sets.

One thing in favor for the resilient backpropagation algorithm is the fact that during the card
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data set benchmark the algorithm manages to reach the predefined stopping criterion in just
1414 and 1142 epochs on data set card1 and data set card2 respectively.

Both algorithm seems to have their strengths and their weaknesses. There are test cases
where one outperforms the other but the improved genetic algorithm seems to be the most
versatile of the two. A solution like the resilient backpropagation algorithm, where one
adapts a fire-and-forget mentality to training, will be more then enough most of the time.
But when data sets become complicated and the solution set narrows down, the genetic
algorithm is a very good choice.

If a choice was to be made between the resilient backpropagation algorithm and the im-
proved genetic algorithm one should first look at the problem domain. If the data domain
has few missing values and the input to output ratio isn’t that big one is probably best off
using the resilient backpropagation algorithm. On the other hand if the search space of
possible solutions is big the use of the improved genetic algorithm is desirable.

3.4 Future work

To expand on this thesis it is recommended to test the genetic algorithm on all data sets
present in Proben1. A part of the algorithm proposed by Leung et al. has been omitted
on purpose. Besides adding the weights as genes to each chromosome they propose to
included switches which can modify the structure of the network. Implementing the switch
functionality could also be an interesting next move.

A deeper analysis of the improved genetic algorithm would also be interesting. Inspired
by the result in Figure 6 an investigation into possible trends of solutions in different data
sets would be an alternative. Also a formal definition on the impact of the changes of the
parameters pmax, pmin and w. A study similar to the one in [1] would be interesting to
perform just to include parameters like activation functions and network structure in the
genetic algorithm as well.
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