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Abstract

When working with observational data instead of that from randomised exper-

iments, estimates of treatment e�ects are in general biased due to confounding

variables. A common practice is to control for such variables by regression ad-

justment and/or matching methods. In the case of matching, methods that are

so called �equal percent bias reducing� have often been discussed in the liter-

ature. In contrast to those methods are the �monotonic imbalance bounding�

matching methods of which �coarsened exact matching� is a special case.

This paper examines how well estimators of the sample average treatment

e�ect perform when using a coarsened exact matching procedure on estimated

subsets of the covariates, de�ned in de Luna et al. (2011). The evaluation is

done via a simulation study.

The results indicate that if there is relevant information that is lost when

coarsening the covariates, the examined subsets tend to perform worse than if

matching on all covariates. Two new subsets that might perform better under

the setting given in the simulation study are proposed.



Sammanfattning

Titel: Kovariatselektion och coarsened exact matching i kausal inferens: En
simuleringsstudie

När man arbetar med data från observationsstudier har generellt estimat av
behandlingseffekter bias på grund av att de behandlade individerna inte har
samma värden på alla bakgrundsvariabler som de ickebehandlade. En vanlig
metod för att hantera dessa skillnader är med regressionsjusteringar och/eller
med matchning. När det gäller matchning har metoder som kallas “equal percent
bias reducing” ofta diskuterats i literaturen. I kontrast till dessa metoder står
de metoder som kallas “monotonic imbalance bounding”, dit “coarsened exact
matching” hör.

Denna uppsats undersöker hur väl estimatorer av en genomsnittlig kausal
effekt i stickprovet presterar, med avseende på bias och medelkvadratfel, vid
användandet av coarsened exact matching på skattningar av de delmängder av
kovariaterna som presenterades i de Luna et al. (2011). Detta undersöks med
hjälp av en simuleringsstudie. Resultaten indikerar att om det finns relevant
information som försvinner i coarsened exact matching-processen, presterar de
skattade delmängderna sämre än om man matchar på alla kovariater. Två nya
delmängder, som kanske presterar bättre under de givna förhållandena, presen-
teras.

Populärvetenskaplig sammanfattning

När man undersöker vilken effekt en behandling har, är det vanligt att man
delar in individer i en behandlings- och en kontrollgrupp och sedan ser hur stor
skillnaden blev mellan dessa grupper. För att kunna mäta effekten som behan-
dlingen har måste man justera skillnader mellan grupperna, exempelvis ålder-
sskillnader. En vanlig metod för att göra detta är att hitta individer i kontroll-
och behandlingsgrupperna som är så lika varandra som möjligt och jämföra hur
det gick för dem. Att finna liknande individer kan göras på olika sätt. I denna
uppsats fokuserar vi på en metod som kallas “coarsened exact matching” och
undersöker hur väl behandlingens effekt skattas efter användandet av den meto-
den. Resultaten visar på att om det inte finns överflödig information i datat och
ej heller många individer att välja mellan, fungerar metoden sämre än väntat.
Ett förslag på hur detta skulle kunna hanteras presenteras.
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1 Introduction

It is often, and rightly so, stated that correlation does not imply causation. Just

because two phenomena appear to be related does not imply that one of them

causes the other. A classical example that illustrates this very central idea is

given in Box et al., (1978, p. 8)1, where the annual population of Oldenburg

between 1930-1936 appears to be highly correlated to the number of storks

that were observed said years. However, few would argue that the increase of

the number of storks caused the increase in population! Clearly a distinction

between correlation and causation is of high importance in statistical research.

One of the main goals of scienti�c research is trying to determine what e�ect

a certain treatment has. Whether the treatment be giving a new medicine to

a patient or changing the tax rate in a country, the basic question of �what

e�ect did our decision have?� remains the same. The problem with trying to

answer such questions is that there might be confounding variables that a�ect

the outcome, making it di�cult to separate the e�ect of the treatment from

the e�ect said variables have. For instance, if the patient was taking another

medicine at the time then that might a�ect the outcome and thus make our

conclusions unreliable. Furthermore, if we give an individual a treatment and

then note some outcome, how can we be sure that it was a consequence of the

treatment? In the case of the medicine, perhaps the treated individual would

have become cured of his or her illness even if no treatment had been given?

In traditional statistics, these kind of problems have been dealt with through

the procedures of randomised experiments, where the individuals typically are

randomly assigned to either a treatment or a control group. The e�ect of the

treatment can in such cases be estimated by the average di�erence in outcome

between the two groups.2 However, there are many cases where randomised

experiments can not be performed or where a large amount of observational data

already is at hand, as often is the case with register data. In such situations, we

clearly do not have an experimental study and thus not many of the advantages

that comes with such a setting, but might still wish to use the data to draw

conclusions about the e�ect of the treatment.

1The data referenced in Box et al. (1978, p. 8) is originally from Ornithologische Monats-
berichte, (1936), 44, No. 2 and (1940), 48, No. 1 as well as from Statisiches Jahrbuch
Deutscher Gemeinden, 1932-1938, 27-33. The author of this paper has not been able to
obtain a copy of said publications.

2This is of course the simplest of estimates of the treatment e�ect in randomised studies.
Other methods, such as matched samples, are also used.
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Although the concept of causality is nothing new3, a large part of the foun-

dation for what we today refer to as causal inference, was laid by Donald Rubin

and coauthors in a series of papers in the 1970's where many concepts were

formalised. (Morgan & Winship, 2007, p. 4; Stuart, 2010, p. 4)4 One of the

main points stressed was the so called counter-factual model, sometimes referred

to as Rubin's model (Holland 1986, p. 946) or even the Neyman-Rubin model

(de Luna et al., 2011, p. 862). In Rubin (1976) the idea of matching methods

that were �equal percent bias reducing� was introduced, which has since been

a dominant research �eld in the literature. As noted in Stuart (2010, p. 4), a

very important contribution to the �eld was the introduction of the propensity

score; the probability of being treated, conditioned on the covariates.

Yet another contribution to the �eld was that of �monotonic imbalance

bounding� matching methods presented in Iacus et al. (2011), of which a method

called �coarsened exact matching� is a special case. The performance of coars-

ened exact matching was evaluated in said paper, where it performed better

than the equal percent bias reducing methods that they compared it to, from a

mean square error perspective.

One of the issues that is present in coarsened exact matching is the so called

curse of dimensionality, where the number of strata formed by the number of

covariates and the levels that they are coarsened into quickly grows, making

exact matching more infrequent. To get a higher rate of matched observations,

larger samples or fewer levels of coarsening are two approaches. de Luna et

al. (2011) stressed the point that coarsened exact matching needed not match

on all covariates that are related to the treatment or outcome and de�ned four

subsets of the confounders, that were su�cient for unbiased estimation of the

causal e�ect.

1.1 Problem statement

How well does coarsened exact matching on the subsets de�ned in de Luna et

al. (2011) perform in sample average treatment e�ect estimation, from a bias

and mean square error perspective, when they are estimated from the sample?

3See Holland (1986) for some examples of how philosophers have viewed the problem of
causality.

4It should be noted, however, that a similar approach to that of Rubin was proposed in
Neyman (1923).
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1.2 Purpose of this paper

The purpose of this paper is to examine how well a coarsened exact matching

estimator of the sample average treatment e�ect performs when matching on

the full covariate vector in comparison to matching on estimates of the subsets

de�ned in de Luna et al. (2011).

1.3 Disposition

This paper starts with an introduction to causal inference and de�ning some

central terminology, including the potential outcome framework. It then gives a

brief overview of equal percent bias reducing matching methods before focusing

on coarsened exact matching. Covariate selection is then discussed before the

simulation study's set-up is presented, followed by the results. The paper ends

with a discussion of the results as well as suggestions for future research.
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2 Theory

2.1 Measuring causal e�ects

When measuring the e�ect of a treatment5, we wish to compare the outcome of

receiving the treatment to that of not receiving it. For each individual it is only

possible to measure one of the outcomes, since once a treatment has been given,

it is not possible to go back in time and instead withhold it. For instance, if

we consider the case where we wish to compare the e�ect of just one treatment

against the e�ect of not giving it6, we can denote two potential outcomes in the

following way:

Yi1 is the outcome that individual i would have if treated.

Yi0 is the outcome that individual i would have if untreated.7

To measure the causal e�ect of the treatment on individual i, we would

wish to compare the outcomes under the counterfactual situations that he or

she was and was not treated. That is, we would like to measure some function

of Yi1 and Yi0, usually a di�erence or a ratio. If we use the di�erence as our

measurement of choice, as we will throughout this paper, then the causal e�ect

of the treatment on individual i is Yi1 − Yi0. (Morgan & Winship, 2007, p. 33)

However, since only one of these outcomes can be observed for each individual

i, individual level causal e�ects can not be measured.8 The fact that it is not

possible to observe both Yi1 and Yi0 on the same individual, has been called

the �fundamental problem of causal inference�. (Holland, 1986, p. 947) To

illustrate this with mathematical notation, let T be an indicator variable for

if the treatment was given. The fundamental problem of causal inference is

5Note that the word treatment does not only apply to medical settings. For instance, if we
wish to consider the e�ect on monthly electricity bills of changing all light bulbs in a household
to low energy variants, the two treatments would be �installing low energy light bulbs� and
�not installing low energy light bulbs�.

6Throughout this paper we will only consider the case where we only have two alternatives:
either giving the treatment or not giving the treatment. We will not consider cases where a
multitude of di�erent treatments can be given. For information on how the theory can be
extended to multiple treatments, see Morgan & Winship (2007, p. 53-57).

7In the literature, yi0 is sometimes denoted y0i or yi(0), with analogous notation for yi1.
8There are experimental designs where the individual �rst receives the treatment and then

does not at a later stage, or the other way around, which in some cases could be an estimate
of the causal e�ect. (Morgan & Winship, 2007, p. 5) However, even in such a scenario, there
might be lingering e�ects from the �rst trial to the second trial, or other e�ects that may
in�uence the outcome. (Rubin, 1974, p. 690) That said, these kind of experiments are beyond
the scope of this paper.
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that the only outcomes that can be observed are (Yi1|T = 1) and (Yi0|T = 0),

meaning that (Yi1|T = 0) and (Yi0|T = 1) are unobservable. The focus is thus

shifted from individual to average causal e�ects. (Morgan & Winship, 2007, p.

5)

In this paper we will focus on three di�erent causal e�ects of a treatment in

a population. They are as follows:

E (Y1 − Y0), the average treatment e�ect.

E (Y1 − Y0|T = 1), the average treatment e�ect on the treated.

E (Y1 − Y0|T = 0), the average treatment e�ect on the untreated.

These e�ects are usually abbreviated as PATE, PATT and PATC respec-

tively, where the P means population.9 (Morgan & Winship, 2007, p. 21 & 42)

A related measurement is the Sample Average Treatment E�ect, usually abbre-

viated SATE. As the name implies, this is the causal e�ect on the individuals in

the sample. The analogue for PATT and PATC are, of course, SATT and SATC.

It should be noted that neither the treatment e�ects related to the population

nor those related to the sample can be known in a real data situation.

To see that there is a di�erence between these measurements, consider the

following scenario: A couple of students get the choice of attending an intro-

ductionary lecture in statistics. Afterwards, the students get a quiz where they

answer a couple of questions about statistics. Here the treatment is �attending

the lecture� and �not attending the lecture� and the outcome is the score they

get on the quiz. Then the PATE is just how much, on average, a student would

increase his or her score on the quiz by attending the lecture instead of not

doing so. However, those who do not attend the lecture might already have

statistical knowledge and thus feel that they do not need to attend. Their gain

of attending the lecture might thus be smaller than the gain of those without

prior knowledge. In such a case it is highly plausible that PATE 6= PATT 6=
PATC.

One way of trying to estimate PATE is using an estimator that has been

called the �naive estimator�. (Morgan & Winship, 2007, p. 44) Let Ȳj be the

average outcome for individuals with T = j, j ∈ {0, 1}, then the naive estimator

is de�ned as follows:

9The C in PATC stands for �Controls�, since the untreated group is also known as the
control group.
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δnaive := (Ȳ1|T = 1)− (Ȳ0|T = 0) (1)

A problem that arises with this estimator is that there might be some con-

founding variables that make the calculation of the e�ect biased. For instance, if

while looking at the e�ect of performing surgery on a patient with a disease, we

fail to note that the patients who received the surgery were a lot younger than

the patients who did not, our measurement of the e�ect of surgery on outcome

will be confounded with the e�ect that age has on the outcome. In an experi-

mental study, these confounding variables will on average not be a problem due

to the randomization process. In other words, we expect that even if we have

forgotten about some important characteristic that a�ects the outcome, it will

not matter since it is equally probable that individuals with high values on that

variable will be given the treatment as it is that they will not. Any di�erences

between the treatment- and the control group will be due to randomness and not

systematic error. (Stuart, 2010, p. 1) Of course, we can never guarantee that

we will not end up with a situation where it just has happened to be the case

that the individuals that were randomly assigned to the treatment happened to

share similar characteristics we might not be aware of, but as the sample size

grows, we can feel more and more comfortable that this is not the case.

In randomised experiments, the naive estimator (1) is an unbiased estimator

of the average treatment e�ect, given an assumption known as the Stable Unit

Treatment Value Assumption, that is outlined in the next section. To see that, in

the experimental setting, (1) is an unbiased estimator of PATE, we should note

that there E(Y1|T = 1) = E(Y1) and that E(Y0|T = 0) = E(Y0) as an e�ect

of randomisation. It can then be noted that E
[
(Ȳ1|T = 1)− (Ȳ0|T = 0)

]
=

E
[
Ȳ1 − Ȳ0

]
= E [Y1 − Y0] and that (1) thus is an unbiased estimator for PATE

in the randomised experimental setting.

2.2 The Stable Unit Treatment Value Assumption

The Stable Unit Treatment Value Assumption (henceforth denoted SUTVA) is

an assumption about the e�ect of a treatment on an individual. It has two

main parts. Firstly, we assume that the e�ect of a treatment on individual i is

independent of how the decision was made that the treatment was to be given.

Secondly, we assume that the number of individuals given the treatment does

not a�ect the e�ect the treatment has on a particular individual. (Rubin, 1986,

p. 961) An example of this assumption is that we assume that the e�ect on
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an individual's learning by attending a lecture is not dependent on which other

people attend said lecture or even why the individual attended the lecture. It

should be noted that this assumption is highly questionable at times.

Without SUTVA, it is di�cult to talk about potential outcomes at all, since

a multitude of potential outcomes appear if it is violated, even where only two

treatment options are available for each individual. While thinking about the

applicability of SUTVA is of great importance in all practical situations, it will

not be an issue in this paper since the focus here solely lies on simulated data

where SUTVA by construction has been chosen to hold.

2.3 Observational studies

Problems with confounding variables arise when we estimate the causal e�ect

of a treatment by using observational- or register data. Here we usually do not

know how the individuals were assigned to the treatment or control group. Typ-

ically, individuals have either been assigned to groups based on some subjective

judgement from, for example, a doctor or have self-selected themselves into ei-

ther group. In such cases, it is highly unreasonable to assume that the values of

the confounding variables follow the same distribution in treated and the control

groups and as a result the naive estimator (1) will be biased. However, there

are many cases where an experimental study would not be ethically defendable

or even possible to conduct.10 In those cases, the scientist might have no choice

but to work with observational data. Using other estimators than (1) is thus of

importance if results based on observational data are to be trusted.

2.4 Identifying assumptions

As noted earlier, the naive estimator of PATE is biased in the presence of con-

founding variables. Let X = {X1, . . . , Xk} be all the variables that a�ect either
the outcome or the probability that an individual will receive a treatment. If

we condition on X, the resulting estimator of PATE will be unbiased. That is,

we make the following assumptions:

Y0 ⊥⊥ T |X
Y1 ⊥⊥ T |X
(Morgan & Winship, pp. 90-91; de Luna et. al., 2011, p. 863) Furthermore

it is necessary, as will be evident later, to assume that

10See for instance Rubin (1974, p. 688) for a description of cases where randomised exper-
iments are not advisable.
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P (T = 0|X) < 1, P (T = 1|X) < 1 ∀X
(de Luna et. al., 2011, p. 863) Together these three assumptions are usually

referred to as the weakly ignorable treatment assignment assumption. Some-

times the �rst two parts of this assumption is exchanged for the stronger as-

sumption that (Y0, Y1) ⊥⊥ T |X. This is then referred to as the strongly ignorable

treatment assignment.

Since we have de�ned X to be all the variables that in�uence outcome and

probability of treatment, there will, per de�nition, be no confounding variables

left once we have conditioned on X. This means that

EX [E (Y |T = 1, X)− E (Y |T = 0, X)]

= EX [E (Y1|T = 1, X)− E (Y0|T = 0, X)]

= EX [E (Y1 − Y0|X)] = E (Y1 − Y0)

where the second equality holds because Yj ⊥⊥ T |X, j ∈ {0, 1}, and the last

equality is due to the total expectation law. This means that if the assumptions

hold, we have an unbiased estimator of PATE.

But how exactly do we condition on X? In practice this is often done with

matching, a technique that is also used in experimental studies. But before we

talk about matching, we �rst turn our attention to the fact that not all variables

in X must be conditioned on.

2.5 Subsets of covariates

Consider the following situation: We have a set of covariates, X, that in�uence

each other as well as the potential outcomes (Y0 and Y1) and the treatment

assignment T . However, all individual covariates might not a�ect Y1, Y0 and T

directly (or even at all), but might a�ect some other covariates that do. This is

illustrated, as an example, in the �gure below, where arrows indicate in�uence.

X1 → X2 → X3 X4

↓ ↓ ↘ ↓
T Y0 Y1

Figure 1: An example of a causal diagram
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As we can see, some of the variables in X, although a�ecting the outcome

and/or the treatment received, only do so indirectly. For instance, note that X1

only a�ects T via its in�uence on X2. Analogously, X2 only a�ects the potential

outcomes Y0 and Y1 indirectly through its in�uence on X3. If we condition on

X3, we do not have to also condition on X2 to block the confounding path

between T and Y0, Y1 since its impact has then already been controlled for. In

line with the notation present in de Luna et al. (2011, pp. 864-865)11 we de�ne,

for j ∈ {0, 1}, the following sets:

XT ⊆ X such that p(T |X) = p(T |XT )

XY ⊆ X such that p(Y0, Y1|X) = p(Y0, Y1|XY )

Xj ⊆ X such that p(Yj |X) = p(Yj |Xj)

Qj ⊆ XT such that p(Yj |XT ) = p(Yj |Qj)
Q ⊆ XT such that p(Y0, Y1|XT ) = p(Y0, Y1|Q)

Zj ⊆ Xj such that p(T |Xj) = p(T |Zj)
Z ⊆ XY such that p(T |XY ) = p(T |Z)

For each of the de�nitions above, we assume that the chosen subsets are of min-

imal cardinality. The notation above could have been written in an alternative

way, presented for one of the de�nitions here:

XT ⊆ X such that T ⊥⊥ X\XT |XT

What the notation above states is that T is independent of all variables in

X that are not in XT , if we condition on XT . In other words, conditioning on

XT is su�cient for the independence of T and X\XT . The rest of the cases can

be de�ned in an analogous manner.

To give the reader a clearer understanding of these sets, they are here listed

for the example illustrated in Figure 1.

X = {X1, X2, X3, X4}
XT = {X2}
XY = {X3, X4}
X0 = {X3}
X1 = {X3, X4}
Q = Q1 = Q0 = {X2}

11There is a minor misprint in de Luna et al. (2011). It is there noted that XT⊂X, when in
fact it should be XT ⊆ X. This is corrected here. (Waernbaum, I., personal communication,
April 4, 2012).
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Z = Z0 = Z1 = {X3}
Note that the Q and Z sets are those variables, that are a subset of XT and

XY or Xj respectively, that make the outcome or the treatment independent of

the rest of the variables in those sets. In Figure 1, the relationship was rather

simple and all the Q-type sets were the same, as was the case for the Z-type

sets. This is not generally the case.

2.6 Matching

Matching is not the only way to control for X. Regression modelling and struc-

tural equation modelling, among other methods, are di�erent approaches to the

problem, though also subject to further model assumptions.12 The ideal way

of matching individuals from the test group with counterparts in the control

group is with exact matching. That is, for each treated unit we match it with

an untreated unit that has exactly the same values of all covariates in X. In

the same way, we match each untreated unit with a treated unit. Once this is

done, then given our assumptions in section 2.4 and given SUTVA, the naive

estimator (1) would be an unbiased estimator of PATE. However, as the number

of variables in X grow, it is evident that �nding exact matches becomes more

and more unlikely and even impossible if any of the variables happen to be con-

tinuous. Exact matching is thus very seldom a plausible scenario. Instead the

researcher will have to de�ne some distance measure and match observations

that are �close� to each other in the aspect of this distance.13 Also, it might

be the case that if we require exact matching it would lead to a vast amount of

observations not being matched (and thus discarded from the analysis), which

in turn might lead to a higher bias than if the procedure had accepted matches

that were not exact. (Rosenbaum & Rubin, 1985b, p. 34)

Estimators based on matching have four potential sources of bias, as iden-

ti�ed in Rosenbaum & Rubin (1985a, p. 106). The estimators will be biased

if:

� SUTVA does not hold

� not all observations can be matched and thus some are discarded

12Stuart (2010, p.2) notes that matching is not in con�ict with regression adjustment. She
comments that �[...] the two methods are complementary and best used in combination.�

13Strictly speaking, exact matching is also a distance measure. There the distance between
individuals i and j is de�ned as 0 if they have the exact same values on all covariates and as
∞ otherwise. (Stuart, 2010, p. 6)
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� the observations are not matched exactly

� the sample is not representative for the target population

The main type of matching procedures that have been proposed and studied in

the literature, are those that are equal percent bias reducing.

2.6.1 Equal Percent Bias Reducing

Equal Percent Bias Reducing (henceforth denoted EPBR) is a general name for

a plethora of matching methods that ful�ll a common criterion. Before we state

this criterion, it is of importance to go through some needed notation.

Let n1 and be the number of treated individuals in the sample and let n0 be

the number of untreated individuals in the sample. Furthermore, let m1 be the

number of treated individuals that are matched, by some matching procedure,

to one or more individuals in the control group. In an analogous manner, let

m0 be the number of matched controls.

LetM be an indicator variable with

M = 1 , if the individual was matched

M = 0 , otherwise

Let Xi be the values individual i has on the covairates in X, then let X̄n1
=

1
n1

∑
i:T=1

Xi and X̄n0
= 1

n1

∑
i:T=0

Xi be the mean vector of the covariates for the

treated and untreated individuals respectively. Let X̄m1
= 1

m1

∑
i:T=1,M=1

Xi and

X̄m0
= 1

m1

∑
i:T=0,M=1

Xi be the mean vector of the covariates for the treated and

untreated matched individuals respectively.

A matching method is de�ned to be EPBR if it satis�es E(X̄m1 − X̄m0) =

γE(X̄n1 − X̄n0), where γ is a scalar for which 0 ≤ γ ≤ 1 is true. (Iacus et

al., 2011, p. 346; Rubin, 1976, p. 110) What this means is that if a matching

method is EPBR, it makes post-matching covariate balance better on average

than pre-matching covariate balance and that the percentual reduction of the

imbalance is the same for all covariates.

Two things should be noted here. The �rst things is that EPBR relies on an

assumption of linear relationships between the covariates in X and Y0, Y1 and

T . (Rubin, 1976, p. 110) This means that if the underlying relationships are

not linear, the matching procedure might be insu�cient, even if SUTVA and

the strong ignorability assumption hold. Choosing an EPBR method implies

that the researcher makes additional assumptions on the functional form of the

model. Iacus et al. (2011, p. 346) list some further assumptions that are needed
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to hold for a method to be EPBR.

The second thing we need to note is that the word bias is used in a slightly

unorthodox way, as noted in Iacus et al. (2011, p. 346). It is here chosen

to signify covariate imbalance between treated and untreated and not some

measurement of how an estimator works on average when evaluated against

some true value. Granted, if the model is correctly speci�ed and the other,

aforementioned assumptions hold, we have that E(X̄m1
− X̄m0

) = E(X̄m1
) −

E(X̄m0
) = E(X|T = 1,M = 1) − E(X|T = 0,M = 1) = E(X|M = 1) −

E(X|M = 1) = 0 and thus that our matching, on average, will produce balanced

treatment and control groups, which in turn would lead to unbiased estimates

of PATE.

One of the more in�uential ideas in matching theory is the so-called propen-

sity score, e(X) = P (T = 1|X), i.e., the probability of being treated given the

covariates. As noted in Rosenbaum & Rubin (1983, p. 43), the propensity score

is generally not known and thus has to be estimated, for instance with a probit

model. Matching based on a linear propensity score estimator is EPBR.

2.6.2 Monotonic Imbalance Bounding

In contrast to the EPBR matching methods are the Monotonic Imbalance

Bounding (henceforth denoted MIB) matching methods. Let π = (π1, . . . , πk)T

be a vector of non-negative tuning parameters, where k is the number of co-

variates in X. Thus π ∈ Rk+. For any given function of the empirical distribu-

tion of the covariates (e.g. the mean vector), f(·), and for any given distance

measurement D(·), let γf,D(·) : Rk+ → R+ be a monotonically increasing func-

tion of its argument.14 Furthermore, let Xm1(π)
= Xi : M = 1, T = 1 and

Xm0(π)
= X : M = 1, T = 0 after tuning each covariate in accordance to its

corresponding tuning parameter. A matching method is then said to be MIB if

it ful�ls the following:

D
[
f
(
Xm1(π)

)
, f
(
Xm0(π)

)]
≤ γf,D(π)

This means that by selecting tuning parameters πκ in π, the researcher can put a

bound on the maximal accepted deviation between the treated and the controls

that are to be matched. Furthermore, the values of one of the parameters can be

14We de�ne a function g(·) to be monotonically increasing if for any vectors π and π′ such
that π 4 π′, we have that g(π) ≤ g(π′), where π 4 π′ is de�ned to imply πh ≤ π′

h ∀h ∈ N.
(Iacus et al., 2011, p. 347)
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tuned without a�ecting the values of the other parameters. (Iacus et al. 2011,

p. 347-348) This might be of use in situations where it is believed that the

di�erences in one covariate is not as important as the di�erences in the other

covariates. The idea is that some variables might be possible to coarse more

than others without losing that much information.

2.6.3 Coarsened Exact Matching

Among the many MIB matching methods is the Coarsened Exact Matching

(henceforth denoted CEM). As the name implies, CEM is a method of �rst

coarsening each variable in X and then performing exact matching on the re-

sulting coarsened set of covariates, denoted C(X). The process of CEM is thus

to �rst coarse the data into C(X), then dividing the observations into the re-

sulting cross-classi�ed strata that occur due to this and �nally perform exact

matching within each stratum. (Iacus et al., 2011, p. 350). To illustrate this,

consider the case where X = {X1, X2} and where both X1 and X2 are measured

on an ordinal, interval or ratio scale. The covariates are then coarsened so that

C(Xκ), κ = {1, 2} is measured on three levels only. This divides the data set

into nine potential strata, labeled sij , as depicted below.

X1�X2 1 2 3
1 s11 s12 s13
2 s21 s22 s23
3 s31 s32 s33

Figure 2: The coarsened data is here divided into nine strata

It should be noted that the number of strata increases rapidly as the number

of covariates increase or as the coarsening becomes �ner. In fact, even with very

few levels of each covariate, the number of possible strata become very large

very quickly. For instance, let #C(Xκ) be the number of levels after coarsening

for covariate Xκ. Then the number of possible strata formed by k covariates is,

by the multiplication law, simply
k∏
κ=1

#C(Xκ). This is known as the curse of

dimensionality. (Iacus et al., 2011, p. 351) However, Iacus et al. (ibid.) claim

that this is not a huge problem, in part due to the fact that real data often

are correlated on covariates, meaning that real data have a tendency to group

together in strata.

Continuing the explanation of CEM, we should note that in each stratum
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one of four possible scenarios may occur.

1. No individuals are in the stratum.

2. Both treated and controls are in the stratum.

3. Only treated individuals are in the stratum.

4. Only controls are in the stratum.

Since we do not have any observations in the strata that fall into category 1, we

naturally discard those strata when we perform our calculations. Furthermore,

the strata that fall into category 2 are also easy to handle. (Iacus et al., 2011,

p. 350) What must be decided is what to do with the observations in case 3

and 4.15 If the goal is to estimate PATT, we can discard the strata that fall

into category 4. If the goal is to estimate PATC, we can discard the strata

that fall into category 3. If we wish to estimate PATE, things get a bit trickier

since no strata should be discarded. The retained strata of type 3 and 4 must

then be handled in some fashion. As proposed in Iacus et al. (2011, p. 350),

the researcher can either extrapolate values from the others to thus construct

a matching �observation� or restrict the scope of the analysis to only contain

the individuals that are similar to those who were matched. Which method is

preferred is up to the researcher. In this paper we will discard all strata that

do not contain both treated and untreated individuals, thus shifting the focus

from PATE to SATE.16

Once the observations have been divided into strata and a method of han-

dling case 3 and 4 has been chosen, a new estimator of either SATE, SATT or

SATC (or their populations equivalents) can be constructed. For each stratum

s, let ms denote the number of matched units in that stratum. Let m =
∑
s
ms

be the total number of matched units. Furthermore, let Ȳ1s and Ȳ0s be the

mean outcomes of the treated and untreated units respectively in stratum s.

Also, let ws =
mj
m be a weight function for stratum s. An estimate of PATE (or

SATE if treated units were discarded) is then:

15It can be noted that a minuimum of max

(
0,

k∏
j=1

#C(Xj)− n
)

strata will be empty, that

is belonging to category 1. Equivalently, at most n strata will actually contain observations.
This means that even though the amount of strata might be vast, not all of them will be
needed for computation. (Iacus et al., 2011, p. 351)

16Furthermore, since we only work with simulated data in this paper, the problem of missing
values will not have to be dealt with. For a discussion on how CEM can handle missing values,
see Iacus et al. (2009, pp. 20-24).
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δws :=
∑
s∈S

ws
(
Ȳ1s − Ȳ0s

)
(2)

(Lunceford & Davidian, 2004, p. 2940)

It should be noted that with CEM methods, if the number of bins, i.e., the

number of levels that each variable was coarsened into, is too large in comparison

to the number of observations, the researcher might end up with a situation

where none of the observations, or just a very small percentage of the sample,

can be matched. One way to handle this situation, is to coarse some or all

variables further or to get a larger sample. This of course leads to the natural

question of how much variables can be coarsened without too much information

being lost in the process. The basic idea is to coarse each covariate as much as

possible but not more than that. Thus the level of coarsening depends on the

underlying theory of how the covariates a�ect the outcome. As usual, a dialogue

with experts on the area from which the data comes is needed. As noted in

Iacus et al. (2009, p. 8), �[...] if you know something about the data you are

analysing, you almost surely have enough information to choose the coarsening.

(And if you don't know something about the data, you might ask why you are

analysing it in the �rst place!)�. If the data can not be coarsened further and

no more observations can be gathered, then the researcher must conclude that

the data does not hold enough information to support any estimate of the e�ect

of treatment. As noted in Iacus et al. (2011, pp. 347-348) this can actually

be considered one of the strengths of CEM since it helps avoid cases where the

estimates do not have empirical support.

This said, we can turn our attention to the fact that we wish to condition

on as few variables as possible. The fewer variables we need to condition on,

the fewer strata will be created after coarsening and the easier the matching

procedure will be.17 Thus an alternative to gathering more observations or to

coarse each covariate further would be to try to match on fewer covariates. As

we discussed in section 2.5, we do not always need to condition on all covariates

in X, but how do we �nd these subsets? This is the question that we now turn

our attention to.

17To illustrate just how rapidly the number of strata formed grows with the level of coarsen-
ing, consider the case where each covariate is coarsened into the same number of bins. Given
k covariates and c bins on each covariate, the number of strata formed is ck. If the number
of bins is increased by just one, the new number of strata formed is (c+ 1)k. Some examples
of just how quick this growth is can be found in Appendix A.
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2.7 Covariate selection algorithms

Recall that the entire reason that we wish to match controls with treated is

to achieve balance over the relevant covariates. The only covariates that are

relevant are those that, when conditioned on, make T and/or Y0, Y1 independent

of X. The rest are, for the sake of matching, irrelevant. This means that if we

can �nd a minimal set of variables inX that are su�cient for the aforementioned

independences, then we can ignore the rest. If we can �nd either Zj or Qj

then these sets, by construction, will be enough to make Yj ⊥⊥ T |Zj or Yj ⊥⊥
T |Qj . Furthermore if Q or Z can be found then it will be enough to make

(Y0, Y1) ⊥⊥ T |Q or (Y0, Y1) ⊥⊥ Z. Due to this property, we �nd that E(Y1|T =

1, Z)−E(Y0|T = 0, Z) = E(Y1−Y0|Z) and thus an unbiased estimate of SATE.

It was suggested in de Luna et al. (2011, pp. 869-870) that Qj could be found

using the following procedure:

1. Start with the complete set of covariates X.

2. Let Xξ
T ⊆ X be the set of minimal cardinality such that when checked,

T ⊥⊥ X\Xξ
T |X

ξ
T holds.

3. From Xξ
T , �nd the subset Qξj of minimal cardinality such that when

checked, Yj ⊥⊥ Xξ
T \Q

ξ
j |Q

ξ
j holds. (j ∈ {0, 1})

The sets Xξ
T and Qξj found in this way will by construction be equal to XT and

Qj if we correctly check independence. Of course, for any real data, we will

have to use some statistical test to see if the independence holds. Since such

statistical tests have a probability of giving us incorrect conclusions, we have

that Xξ
T = X̂T and Qξj = Q̂j . In a similar fashion, we could �nd an estimate

of Zj by starting by �nding Xξ
j , and then from that subset �nd the subsubset

Zξj such that if tested T ⊥⊥ Xξ
j \Z

ξ
j |Z

ξ
j . Thus Xξ

j = X̂j and Zξj = Ẑj . While

�nding Q, Z and XY is not as straightforward, we will throughout this study

set Q̂ = Q̂0 ∪ Q̂1, Ẑ = Ẑ0 ∪ Ẑ1 and X̂Y = X̂0 ∪ X̂1. Note that it in general

Q 6= Q0 ∪Q1, Z 6= Z0 ∪ Z1 and XY 6= X0 ∪X1.

Throughout this paper we will use the Pearson correlation test with a sig-

ni�cance level of α = 0.05 as a test of independence in each step.
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3 Simulation design and results

3.1 The model set-up

In order to evaluate how well SATE estimation with CEM, based upon the esti-

mated subsets Q̂ and Ẑ, performed in comparison to that done with the entire

covariate set X, a simulation study took place. A total of six covariates were

generated from a normal distribution with a zero mean vector and covariance

matrix, ΣX , presented below.

ΣX =

X1 X2 X3 X4 X5 X6

X1 1
X2 0 1
X3 0 0.6 1
X4 0 0 0 1
X5 0 0.6 0 0 1
X6 0 0 0.6 0 0 1

Figure 3: The covariance matrix that the data was generated from

Based upon the values of the covariates generated, the propensity score

e(X) = 1
1+ex1+3·x2 was calculated for each generated unit. The unit was then

assigned to the treatment or the control by a Bern(e(X)) distribution. For each

generated observation, the two potential outcomes Y0 and Y1 were calculated

by the formula

Y0 = 0 + 10 ·X3 + 3 ·X4 + ε

Y1 = 10 + 5 ·X3 + 7 ·X4 + ε
, where ε ∼ N(0, 1). Note that

since we do not have a constant treatment e�ect, i.e. the coe�cients of the

covariates are di�erent in Y0 and Y1, the estimate of SATE 6= SATT 6= SATC.

Graphically, the simulation setting can be represented by the following causal

diagram:

X5 X6

↓ ↓
X1 X2 → X3 X4

↘ ↓ ↘ ↓
T Yj

Figure 4: Causal diagram over the relationships between covariates

Based on this diagram, we have that
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X = {X1, X2, X3, X4, X5, X6}
XT = {X1, X2}
Xj = {X3, X4}
Qj = {X2}
Zj = {X3}
where j ∈ {0, 1}
It should be noted that in this speci�c case, Q = Qj and Z = Zj since the

covariates that a�ect Y1 are the same as those that a�ect Y0.

3.2 Simulation design

In order to evaluate the performance of the estimated Q and Z sets, a simu-

lation study was run. Each simulation was run with 1000 repetitions. In each

case, n observations were generated from a multivariate normal distribution, as

explained earlier. Each subset was then estimated using a one-step backwards

elimination procedure, where it was tested if independence held for each indi-

vidual variable and the set in question, given all other variables. For example,

in the search for XT , each variable Xκ was tested to see if T ⊥⊥ X\Xκ|Xκ held,

using the Pearson correlation test with signi�cance level α = 0.05. All variables

that were found to be signi�cant were then retained in X̂T . The other sets were

estimated in an analogous way.

Once the sets had been found, the variables were coarsened using an auto-

matic coarsening procedure, similar to the approach in Iacus et al. (2009, p. 3).

In the approach used in this paper the number of bins was speci�ed ex-ante and

the tuning parameters were then set to be the 100
#bins percentiles of the observed

covariate values. Based on the coarsened data, each observation was assigned

to a stratum where Y 1 − Y 0 was calculated. The estimated SATE was then

calculated with (2). The true SATE was also stored in each iteration and then

compared with the estimate to get an idea of how well the estimates performed.

All simulations were run in R version 2.15.0 (R Development Core Team,

2012) with the packages MASS and bnlearn. All R-codes used in this paper can

be obtained upon request.

3.3 Results

The results of the simulations are presented below. In the remainder of this

section we will let n denote the sample size and bins denote the number of

levels that each variable was coarsened into.
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3.3.1 Results for n = 1000 with 3 bins

First, we examined how well the various estimators of SATE performed. In the

table below, Bias denotes the average di�erence between the estimated SATE

and the true SATE, sd denotes the standard deviation of the estimate andMSE

denotes the Mean Square Error of the estimate. In order to analyse the e�ect

of discarding individuals, the mean and standard deviations of the true SATE,

over the repetitions, were calculated. They are represented in the table below

as SATE and sd(SATE).

Table 1: Summary of SATE estimates

Bias sd MSE SATE sd(SATE)
Naive −5.96051 0.55783 35.8039 9.9984 0.19768
X −0.82904 0.66091 0.8749 9.9964 0.51119

X̂T −1.47229 1.06601 3.2498 9.9987 0.24896

X̂Y −1.25281 0.43871 1.7213 10.0001 0.22054

Q̂ −1.45508 0.80276 2.7227 9.9975 0.20673

Ẑ −1.24305 0.52311 1.7851 9.9993 0.20173

From the table above, it might at �rst glance seem as X performs better

than XT , Q and Z since it has lower bias and also lower mean squared error.

However, it should be noted that SATE varied more in the resulting samples that

were formed by matching on all covariates than for those formed by matching on

the estimated subsets. It is also of high importance to consider the question of

how relevant is the SATE that we are estimating. If given a data set containing

1000 individuals, we get a very accurate estimate of SATE but only one match

was made, then that estimate does not supply the researcher with that much

information. It is thus of interest to examine the distribution of the number of

matched cases (i.e., the individuals that were included in the analysis) to give

a better picture of how the estimators have performed.

In the table below, Min denotes the minimum number of matched observa-

tions, 1st and 3rd are the �rst and third quartiles of number of matched obser-

vations and Mean, Median and Max denote the mean, median and maximum

number of matched observations respectively and sd(Obs.used) is the standard

deviation of the number of observations used. Since the naive estimator per

de�nition leaves no unit unmatched, it is excluded from the table below.
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Table 2: Number of matched individuals

Min 1st Mean Median 3rd Max sd(Obs.used)
X 280 346 364.9 365 383 475 27.606

X̂T 531 1000 970.3 1000 1000 1000 74.4773

X̂Y 313 1000 977.7 1000 1000 1000 77.997

Q̂ 849 1000 997.7 1000 1000 1000 15.087

Ẑ 751 1000 997.6 1000 1000 1000 16.497

From the table we see that the maximum number of matched observations

with CEM on all six covariates is 475, or 47.5% of all the observations. On aver-

age not even 40% of all observations were used to create the estimate, whereas

the estimates based upon the subsets on average used over 95% of the observa-

tions.

In order to get a better idea of how often the subsets selected were the correct

ones, a table was calculated where it was checked if Q̂ ⊂ Q, Q̂ = Q or Q̂ ⊃ Q,

and the analogue for X̂T , X̂Y and Ẑ. The results are presented below.

Table 3: Under�t and over�t of the estimated subsets

Underfitted Correct Overfitted

X̂T 0 863 137

X̂Y 0 735 265

Q̂ 43 780 177

Ẑ 3 695 302

It can be noted that Q̂ under�ts more often but over�ts more seldom than Ẑ

does. This is a trend that continues throughout all the simulations. The rest of

the simulations run had similar results and can be found in Appendix B. (The

simulations were run with n = {1000, 2000, 5000} and bins = {3, 5}.)

3.3.2 General results

Generally, conditioning on the subset Ẑ resulted in a better estimate of SATE

from both a bias and MSE point of view, than if conditioning on Q̂. This is

not surprising since per construction the covariates in Z hold more information

about Yj than the covariates in Q do. It should also be noted that Q̂ appears
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to have a tendency to under�t more than Ẑ, but that Ẑ in turn over�ts more

often. Furthermore it should be noted that the bias of the estimates of the SATE

appears to shrink as the number of bins grows. This is to be expected since the

matches thus become more and more similar. On the �ip side, it becomes more

and more di�cult to �nd exact matches as the coarsening becomes �ner.

It can be noted that the CEM estimator based on X performed better than

all examined subsets, both from a bias and from an MSE point of view. The only

exception noted was in the case of n = 1000 and �ve bins (see Appendix B), most

likely due to the fact that only 35 observations could be matched on average

when performing CEM on all six covariates. The number of strata formed by

six covariates coarsened into �ve bins is 56 = 15625, which illustrates the curse

of dimensionality. With only 1000 observations, it is thus not surprising that so

few observations fell into the same strata.

The author was puzzled by the fact that conditioning on X appeared to be

better, from a MSE point of view, than conditioning on Ẑ. A possible reason

why this appears to be the case could be the following rationale: Since each

covariate is coarsened into c bins, some information is lost in the coarsening

procedure. This is, of course, at the very heart of CEM methods. In the ideal

case the loss of information should be irrelevant but in simulated data such as

this, the information actually a�ects the outcome due to the simple outcome

model de�ned on page 17. For the convenience of the reader it is presented

below again. Y0 = 0 + 10 ·X3 + 3 ·X4 + ε

Y1 = 10 + 5 ·X3 + 7 ·X4 + ε
, where ε ∼ N(0, 1)

Since the e�ect that X3 and X4 have on Y0 and Y1 is continuous, any loss of

information in those covariates leads to bias in the estimate of SATE. Further-

more since X2 and X6 both have correlation 0.6 with X3, the fact that we know

something about the value of, for example X2, tells us something about the

pre-coarsening value that X3 had. It would then follow that P (Y |C(X2)) 6=
P (Y |C(X2), C(X3)), where C(X2) and C(X3) are the coarsened variables X2

and X3. To illustrate this conjecture, consider the case where the covariates all

are coarsened into c bins each where the bins are sorted in an ascending order,

i.e., c(1) < c(2) < . . . < c(c). If there exists a positive correlation between X2

and X3 then a high value of X2 would lead to a higher value of X3. Thus it is

more likely that X3 in bin c(i) had a higher value prior to coarsening if X2 ∈ c(j)
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than if X2 ∈ c(j−1) and we thus see that P (Y |C(X2)) 6= P (Y |C(X2), C(X3)).

This would explain why conditioning on all covariates in X seems to lead to

better estimates than if conditioning on X̂T , X̂Y , Ẑ or Q̂. It is also in line with

the idea that as the number of bins increase, this becomes less of an issue since

the amount of information lost by coarsening is diminished as the coarsening

becomes �ner.

Let XD ⊆ X be the set of minimal cardinality such that Z ⊥⊥ X\XD|XD.

Then let XC := XD ∪ Z. The author would then like to present the hypoth-

esis that conditioning on XC would reduce the bias and the MSE and lead to

better estimates than if conditioning on the subsets examined in this paper.

In the simulation study performed in this paper, XC = {X2, X3, X6}. From

the results of this paper, it appears that XY might be a better to condition

on than Z, which leads the author to also suggesting investigating the subset

Xζ = XD ∪ XY , which in the simulation study just performed would imply

Xζ = {X2, X3, X4, X6}.
In order to get a �rst picture of how these sets perform, another set of

simulations were run. This time around only with n = 2000 and with 3 bins.

The sample and bin sizes were chosen on the basis of computational speed and

due to that the author wished to have around 50% or more matches even for the

CEM matching on all covariates. For the sake of completeness, the estimates

based on XT , XY , Z and Q were also calculated. (This time using the true

subsets and not estimated via an elimination procedure.)

As noted earlier, the results presented below are from 1000 repetitions of

samples with size n = 2000, where all six covariates were coarsened into 3 bins.

Table 4: Summary of SATE estimates

Bias sd MSE SATE sd(SATE)
Naive −5.96866 0.41213 35.77562 10.0048 0.14730
X −0.86837 0.41992 0.84155 10.0067 0.32656
XT −1.53942 0.74546 2.90054 10.0043 0.14916
XY −1.29899 0.24239 1.72445 10.0048 0.14730
Q −1.45527 0.57614 2.42646 10.0048 0.14730
Z −1.29741 0.32940 1.76986 10.0048 0.14730
XC −0.63719 0.47514 0.60756 10.0068 0.15011
Xζ −0.63346 0.35590 0.49029 10.0037 0.18831
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Table 5: Number of matched individuals

Min 1st Mean Median 3rd Max sd(Obs.used)
X 885 1006 1039 1042 1072 1225 48.504
XT 1787 2000 1999 2000 2000 2000 12.946
XY 2000 2000 2000 2000 2000 2000 0
Q 2000 2000 2000 2000 2000 2000 0
Z 2000 2000 2000 2000 2000 2000 0
XC 1882 1988 1989 1994 1999 2000 16.808
Xζ 1768 1879 1903 1907 1930 1984 38.889

From the results above it appears as if XC and Xζ perform better than the

other estimators, both from a bias and an MSE point of view. The fact that

most of the observations were matched on is not surprising due to the fact that

only three bins were used.

4 Discussion and suggestions for future research

From the results we can see the importance of large samples when using a CEM

estimator. Not only due to the traditional statistical advantages of having large

samples, but also due to the fact that it permits �nding matches on a higher

number of bins that the covariates have been coarsened into. Due to the curse

of dimesionality, the number of strata formed by even a few covariates quickly

grows as the bin sizes grow. Since the number of strata, as noted in fotnote 17 on

page 15, is ck, it quickly becomes di�cult to �nd exact matches. It thus seems

that if a researcher has a lot of covariates that are believed to form X and each

covariate can not be coarsened to a high degree, then it is of importance to try

to �nd su�cient subsets and match on them instead.

Evaluating the subsets presented in de Luna et al. (2011), the results of this

paper seem to indicate that from a mean square error perspective, conditioning

on eitherXY or Z seems to be preferable toXT or Q. The intuition behind these

results is that XY and Z in�uence the outcome directly while the covariates in

XT and Q only do so indirectly. While it, from the simulations, seems that it is

better to condition on XY than on Z, the latter of the two also has the bene�t

of being a subset of the former (though not by necessity a true subset) and thus

potentially have fewer covariates to match on.

This said, we must note that, contrary to the author's prior belief, matching
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on X seemed to be preferable to matching on Ẑ in almost all of the scenarios

examined. While this might be puzzling, the reason might lie in the fact that

the covariates' e�ect on the outcome was continuous. In situations where the

values can be coarsened without any loss of relevant information, the results

might be di�erent from the ones in this study. However, a general conclusion is

that researchers need to be cautious of how much they coarse their data.

While the subsets presented by the author, XC and Xζ , seem to outperform

all the other subsets examined, a more thorough examination is needed before

conclusions should be drawn. It is likely that for data more suitable to be coars-

ened, i.e., where coarsening does not discard relevant information, the results

would be di�erent. This is a topic that the author would be very interested to

see future research on.

Another thing that the author would like to stress is the variance of ε in the

formula used to generate the potential outcomes in the simulations study. In

comparison to the coe�cients in front of the covariates and the constant term

in Y1, the e�ect that ε has is rather small when the variance is only 1. Thus

when matching is done, even on just a few observations, the estimates of SATE

will be close to the true values due to the relative small variance of ε. It is

likely that a higher variance would lead to less consistent estimates of SATE

when matching on only a few observations, which in turn would result in the

CEM estimates based on X having higher MSE than now is the case. Further

research has to be done regarding the sensitivity of the SATE estimates based

on X, Z and XY before more stringent conclusions can be drawn.

Part from the linearity in the simulation study, there are two additional

things that the author would like to note might in�uence the conclusions. In

this paper the elimination procedure was done using a one-step backwards elim-

ination. It would be of interest to evaluate if a di�erent elimination procedure,

such as stepwise elimination, would lead to di�erent conclusions. The second

thing that should be noted is that since the method used in this paper to test for

independence was the simple Pearson correlation, the results do not by necessity

generalize to cases where the dependencies between the variables are not of a

linear type. The author would �nd it very interesting to see if other indepen-

dence tests would produce similar results as this study. It would be especially

interesting to see how well non-parametric independence tests would perform.
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6 Appendix

6.1 Appendix A: The growth of the number of strata

Consider the case where we have k covariates and that each covariate is coars-

ened into a total of c di�erent bins. As noted on page 17, the number of strata

formed by the c bins of the k covariates is simply ck. Below is shown, just how

quickly the number of formed strata grows by just increasing the number of bins

or covariates slightly.

Table 6: The number of strata formed

k\c 1 2 3 4 5 6 7 8 9 10
2 1 4 9 16 25 36 49 64 81 100
3 1 8 27 64 125 216 343 512 729 1 000
4 1 16 81 256 625 1 296 2 401 4 096 6 561 10 000
5 1 32 243 1 024 3 125 7 776 16 807 32 768 59 049 100 000
6 1 64 729 4 096 15 625 46 656 117 649 262 144 531 441 1 000 000

Thus as the number of bins or covariates grows, the probability of �nding

exact matches becomes smaller, given that the sample size stays constant.
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6.2 Appendix B: The results from the other simulations

6.2.1 n = 2000 with 3 bins

Table 7: Summary of SATE estimates

Bias sd MSE SATE sd(SATE)
Naive −5.96897 0.39881 35.77379 10.006 0.14439
X −0.86094 0.42536 0.82562 10.007 0.31529

X̂T −1.47984 0.78276 2.77361 10.007 0.15586

X̂Y −1.27431 0.35200 1.72379 10.006 0.15432

Q̂ −1.44159 0.57853 2.39196 10.006 0.14487

Ẑ −1.25553 0.43044 1.74095 10.006 0.14641

Table 8: Number of matched individuals

Min 1st Mean Median 3rd Max sd(Obs.used)
X 901 1010 1044 1044 1077 1222 47.760

X̂T 1019 2000 1977 2000 2000 2000 94.091

X̂Y 962 2000 1975 2000 2000 2000 101.453

Q̂ 1776 2000 1999 2000 2000 2000 11.703

Ẑ 1497 2000 1997 2000 2000 2000 23.519

Table 9: Under�t and over�t of the estimated subsets

Underfitted Correct Overfitted

X̂T 0 872 128

X̂Y 0 738 262

Q̂ 49 781 170

Ẑ 2 700 298
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6.2.2 n = 5000 with 3 bins

Table 10: Summary of SATE estimates

Bias sd MSE SATE sd(SATE)
Naive −5.95217 0.25585 35.48722 9.9975 0.090331
X −0.89423 0.25165 0.83386 9.9973 0.183535

X̂T −1.47749 0.49513 2.41703 9.9988 0.094073

X̂Y −1.25586 0.27638 1.64459 9.9984 0.094574

Q̂ −1.44277 0.37398 2.21303 9.9976 0.090336

Ẑ −1.23981 0.34143 1.64558 9.9976 0.090647

Table 11: Number of matched individuals

Min 1st Mean Median 3rd Max sd(Obs.used)
X 3221 3504 3570 3572 3638 3864 97.2595

X̂T 3538 5000 4983 5000 5000 5000 101.1954

X̂Y 3522 5000 4972 5000 5000 5000 143.4772

Q̂ 4832 5000 5000 5000 5000 5000 7.5567

Ẑ 4401 5000 4998 5000 5000 5000 23.2126

Table 12: Under�t and over�t of the estimated subsets

Underfitted Correct Overfitted

X̂T 0 879 121

X̂Y 0 729 271

Q̂ 42 781 177

Ẑ 5 701 294
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6.2.3 n = 1000 with 5 bins

Table 13: Summary of SATE estimates

Bias sd MSE SATE sd(SATE)
Naive −5.97375 0.57688 35.99483 10.0038 0.21142
X −0.28873 1.74798 0.86889 9.9853 1.52666

X̂T −0.66764 1.08145 1.50639 9.9887 0.34792

X̂Y −0.63487 0.42855 0.49479 9.9919 0.32359

Q̂ −0.76203 1.02896 1.59044 9.9966 0.23838

Ẑ −0.62127 0.48058 0.57264 10.0005 0.23191

Table 14: Number of matched individuals

Min 1st Mean Median 3rd Max sd(Obs.used)
X 8 29 35 35 41 77 8.4912

X̂T 119 788 805 840 882 1000 136.6594

X̂Y 31 916 904 1000 1000 1000 218.1727

Q̂ 554 1000 977 1000 1000 1000 62.1979

Ẑ 374 1000 980 1000 1000 1000 70.4443

Table 15: Under�t and over�t of the estimated subsets

Underfitted Correct Overfitted

X̂T 0 866 134

X̂Y 0 728 272

Q̂ 36 786 178

Ẑ 1 693 306
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6.2.4 n = 2000 with 5 bins

Table 16: Summary of SATE estimates

Bias sd MSE SATE sd(SATE)
Naive −5.95315 0.39610 35.58464 9.9968 0.14587
X −0.27524 0.89120 0.28475 9.9739 0.76954

X̂T −0.70737 0.81929 1.11486 10.0006 0.24788

X̂Y −0.61811 0.27920 0.43325 9.9939 0.19229

Q̂ −0.77279 0.67942 1.03859 9.9929 0.15791

Ẑ −0.64160 0.35268 0.51738 9.9975 0.15280

Table 17: Number of matched individuals

Min 1st Mean Median 3rd Max sd(Obs.used)
X 89 127 138 138 149 192 16.488

X̂T 120 1758 1760 1837 1914 2000 262.788

X̂Y 118 1988 1858 2000 2000 2000 371.256

Q̂ 821 2000 1978 2000 2000 2000 82.542

Ẑ 818 2000 1980 2000 2000 2000 95.541

Table 18: Under�t and over�t of the estimated subsets

Underfitted Correct Overfitted

X̂T 0 867 133

X̂Y 0 747 253

Q̂ 37 797 166

Ẑ 8 720 272
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6.2.5 n = 5000 with 5 bins

Table 19: Summary of SATE estimates

Bias sd MSE SATE sd(SATE)
Naive −5.96207 0.24884 35.60126 9.9969 0.090260
X −0.26345 0.38069 0.10925 10.0099 0.334482

X̂T −0.73075 0.61675 0.89254 9.9981 0.148295

X̂Y −0.62733 0.23363 0.43080 10.0005 0.113301

Q̂ −0.75191 0.45258 0.75803 9.9958 0.098730

Ẑ −0.62142 0.28558 0.45546 9.9974 0.093535

Table 20: Number of matched individuals

Min 1st Mean Median 3rd Max sd(Obs.used)
X 625 734 760 760 785 881 37.896

X̂T 763 4791 4760 4821 5000 5000 480.403

X̂Y 695 5000 4766 5000 5000 5000 686.093

Q̂ 3995 5000 4983 5000 5000 5000 84.636

Ẑ 2387 5000 4974 5000 5000 5000 154.256

Table 21: Under�t and over�t of the estimated subsets

Underfitted Correct Overfitted

X̂T 0 885 115

X̂Y 0 719 281

Q̂ 41 791 168

Ẑ 5 687 308
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